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Foreword
The DAFx20’s Vienna Series originated during challenging times that were unforeseeable for us in
2019 when we proposed our team as the organisers of the DAFx-20 conference. Due to the Corona
virus pandemic, we had to organise virtual editions of DAFx both in 2020 and in 2021, which were
nevertheless a great success, as we could judge from the messages of appreciation we received
and from the online presence records. This year we are organising an in-person DAFx event, the
DAFx20in22, and we hope to revive the usual atmosphere of pre-pandemic editions. Indeed, this year
is special since we will celebrate the 25-th – silver – edition of DAFx and we will try to do so in the
best possible DAFx-way: with a mix of presentations of outstanding research results and of great
social events, which are the real glue of our community.
All the volumes of the DAFx20’s Vienna Series can be found within the proceedings section of
the conference website https://dafx2020.mdw.ac.at/proceedings/. Moreover, should our website be
closed one day, we mirrored the proceedings to the open access repository at the mdw university:
pub.mdw. Still, if this should not be enough, the papers collected in these proceedings are featured
both in the DAFx central repository dafx.de and in the IEEEXplore® library (for the 2021 and 2022
editions only).
This volume 3 of the DAFx20’s Vienna proceedings contains 42 papers, which were selected as
a result of our well established 1+1/2 peer review process, in which a second review cycle is set
forth for those submissions which did not fully convince the reviewers on the first review round.
The distribution of the papers in Sections of this volume reflects the structure of the DAFx20in22
sessions. The leading topics this year still are machine learning in audio and virtual analog systems,
which we redistributed according to the problem they aim at solving.
For the Programme Committee this year too we could count on a pool of over 100 expert reviewers, to whom we are largely indebted for truly providing in-depth reviews. These not only contributed
to improve the quality of the content but also initiated extremely interesting debates. The availability
of such a large pool eliminated the need for the system of sub-reviewers, thus enhancing the independence of each evaluation.
We wish to thank the authors of all the submissions to DAFx20in22 for contributing to the scientific and technological content of this conference and for carrying out outstanding advancements and
innovation in this research field so precious to our community.
This year too, the organisation was greatly eased by the use of the tools that we developed to
automate the production of most of the conference material, including these proceedings and the
online conference programme. The DAFx20’s Vienna proceedings are the first DAFx proceedings to
be fully conceived for both online and offline navigation: all the original cross-references work as
active links throughout each volume (see navigation instructions in the next section).
Even though DAFx went virtual for the past two years, the community of our sponsors is continuously enlarging and more sponsors expressed their interest for this 2022 edition. DAFx would never
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be the same without their help, so we deeply thank the generosity of those companies whose logos
are found in the inner cover of this volume. This year has seen many changes and acquisitions of
audio companies, so perhaps new logos have to be learned and recognised. Inclusion Grants, which
allows more deserving scholars from underrepresented groups in our community to participate inperson in 2022, were thoughtfully offered by two companies: Soundtoys and Ableton.
In these years we have also been seeking the support of professional societies and we can now
count on both the AES and the IEEE as sponsors. Extended versions of the best papers of eDAFx2020
and DAFx20in21 and beyond were collected in two special issues of the Journal of the Audio Engineering Society and a new one will be announced.
We wish to thank the organisers of pre-pandemic DAFx events for passing material, which helped
us lay the bases for our implementation. In particular we wish to thank the BCU Birmingham team
for letting us reuse the backbone structure of their website.
We are eager to be able to share the beauty of Vienna with the participants, to host the traditional
social dinner at a great restaurant and to enjoy together the planned concert and jam session, where
we will experience the digital audio effects in musical practice.

The DAFx20’s Vienna Local Organising Committee
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Navigation Instructions
• On any page:
– clicking on the left DAFx20’s Vienna logo located on the bottom of the page will lead to the
previous section or paper
– clicking on the right DAFx2020in22 logo will lead to the next section or paper
– clicking on the running header on the top of the page or on the page number at the bottom
of the page will bring you to the table of contents at the section or paper where the page
belongs.
• For each paper in the table of contents:
– click on the title, authors or page number and you will navigate to the paper
– click on the bullet on the left of the paper entry and a new window will open with the
corresponding paper alone, numbered as extracted from the proceedings [this feature only
works in certain pdf viewers and requires download of the html proceedings]
– click on the bar to the right of the paper entry and you will access the citation record
for the paper in BibTeX format (you need to authorise the use of your favourite app to
visualise it) [this feature only works in certain pdf viewers and requires download of the
html proceedings]
• In the text of any paper, click on any figure/table/equation/citation number and the view is
shifted to that element.

Committees
DAFx Board
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Mark Sandler (Queen Mary University of London, UK)
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Keynotes
Keynote 1: Hybrid Deep Learning for Audio
Gaël Richard [Telecom Paris, Polytechnic Institut of Paris, France]
Abstract

Machine Listening, or AI for Sound, is defined as the general field of Artificial Intelligence (AI)
applied to audio analysis, understanding and synthesis by a machine. It can also be viewed as
the intertwined domain of Machine learning and audio signal processing and is applicable in
a wide range of fields.
For AI in general, the access to ever-increasing super-computing facilities, combined with
the availability of huge data repositories (although largely unannotated), has permitted the
emergence of a significant trend with pure data-driven deep learning approaches. However,
these methods only loosely take into account the nature and structure of the processed data.
We believe that it is important to rather build hybrid deep learning methods by integrating our
prior knowledge about the nature of the processed data, their generation process or if possible
their perception by humans. We will illustrate the potential of such model-based deep learning
approaches in terms of complexity and controllability on different audio applications, including
audio source separation.
Keynote 2: QAFx — Representing, Sketching, and Designing Sound with Articulatory
Quanta
Davide Rocchesso [University of Palermo, Italy]
Abstract

What are the fundamental elements of sound? What is the best framework for analyzing existing sonic realities and for expressing new sound concepts? These are long standing questions
in sound physics, perception, and creation. In the nineteen-forties, Dennis Gabor embraced
the mathematics of quantum theory to shed light on subjective acoustics, thus laying the basis
for sound analysis and synthesis based on acoustical quanta. In everyday life, it is our body
that helps establishing bridges between distal (source-related) and proximal (sensory-related)
representations of sound. In particular, it is our vocal apparatus that offers body-based representations of sound, so that vocal imitations can be used as probes into the world of sound at
large. In analogy with quantum theory, we can define ”observables”, ”unitary evolution”, and
”measurement apparati” to represent sound articulations in the phon space, whose three axes
can be bound to the articulatory qualities of phonation, turbulence, and clicks. The inherent
parallelism and ambiguity of evolving sonic sketches can be expressed by the phon as a pure
state in superposition, and the epistemic uncertainty of the listener can be expressed as a mixture of phons. Implications for sound design may be drawn.Encouraging randomness using
generative and procedural audio technology is at the heart of much of Paul’s creative work,
to achieve this goal, he has helped to develop several original tools. Part opinion piece, part
practical demonstration, Paul’s presentation will try and bring clarity to definitions surrounding procedural audio to better have an informed discussion and in doing so will present some
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of the tools that have formed an integral part of his work and lessons learned as part of the
development process.
Keynote 3: On Musical Hearts and Heart Music
Elaine Chew [King’s College London, United Kingdom]
Abstract

Much exciting work exists at the intersection of music information research and cardiovascular
science, a connection made possible by the commonalities between music and heartbeats and
music’s profound impact on the heart. I shall describe how background research on mathematical and computational approaches to representing music expressivity leads to our citizen science approach to marking the structures musicians create in performance, offering new paths
to discovering the reasoning behind performance decisions. Next, I will demonstrate how music transcription offers new views on both music expressivity and abnormal heart rhythms, with
impact on music generation and potentially disease stratification. Finally, I shall show how these
computational approaches to characterising expressivity and performance decisions allow us
to link how music is communicated to how it impacts listeners, thus presenting new tools for
studying autonomic modulation through music, with promise for formalizing knowledge about
the therapeutic effects of music.1

1 The results presented are part of the projects COSMOS and HEART.FM that have received funding from the European
Research Council (ERC) under the European Union’s Horizon 2020 research and innovation programme (Grant agreement Nos.
788960 and 957532).
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Tutorials
Tutorial 1: Topology in Digital Signal Processing and Sound Synthesis, Part I
Georg Essl
Abstract

The aim for the tutorial is to provide an introduction into the general notion of computational
topology as it has appeared in sound synthesis and signal processing as well as discuss computational methods as have emerged over the last two decades. The workshop is structured such
that the first block can serve as a non-technical introduction to computational topology with
strong ties to DAFx type techniques, and the second block is focused in introducing two prominent methods, persistent homology on time series, and topological filters using sheaves. The
tutorial is geared to the working scholar in DAFx with a typical background in signal processing
and linear algebra.
Tutorial 2: Musical Instrument Sound Analysis, Transformation, and Resynthesis in
the Sound Morphing Toolbox
Marcelo Caetano
Abstract

Sound morphing requires the use of several audio processing algorithms involving the analysis, transformation, and resynthesis of sounds. The aim of this tutorial is to review the techniques implemented in the sound morphing toolbox (SMT). The SMT is open-source and
freely available on GitHub (https://github.com/marcelo-caetano/sound-morphing). In this tutorial, we will go over the analysis, transformation, and resynthesis steps used in standard
morphing techniques applied to isolated notes from musical instrument sounds, such as sinusoidal modeling, spectral envelope estimation, time-scale modification, and resynthesis models. The tutorial will include sound examples to illustrate each step and a hands-on session
to show the participants how to use the SMT. The companion webpage (https://marcelocaetano.github.io/dafx2022.html) has further information.
Tutorial 3: Topology in Digital Signal Processing and Sound Synthesis, Part II
Georg Essl
Abstract

This is part II of a previous tutorial; please see the abstract in Tutorial 1: Topology in Digital
Signal Processing and Sound Synthesis, Part I.

2

’sVienna

DAFx

xviii

2 in22

DAFx

Proceedings of the 25th International Conference on Digital Audio Effects (DAFx20in22), Vienna, Austria, September 6-10, 2022

Tutorial 4: Discrete-Time Simulation of Nonlinear Musical Circuits by Means of
Physically-Interpretable Iterative Solvers
Federico Fontana and Alberto Bernardini
Abstract

The computation of a nonlinear musical circuit model is often just thought of as the last step of
its digital realization. Accordingly, an empirical search of the most convenient numerical solver
is often conducted aiming at heuristically proving robustness, accuracy, and economy during
the processing of a reference system of nonlinear equations. Rarely a preliminary analysis of
the computational problem is addressed on the musical circuit model. Starting from existing
criteria for the prediction of robustness as well as computational speed of popular solvers
such as fixed-point and Newton-Raphson, this tutorial illustrates some recent research results
showing that such criteria establish a link between the model and the solver. In particular, these
results speak in favor of Wave Digital Filter networks as a modeling domain where fixed-point
and Newton-Raphson solvers can be conveniently designed in order to maximize convergence
speed and robustness according to physically meaningful procedures.
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MODEL BENDING: TEACHING CIRCUIT MODELS NEW TRICKS
Daniel J. Gillespie and Samuel Schachter
Newfangled Audio
Fanwood, NJ
dan@newfangledaudio.com | schachtersam32@gmail.com

ABSTRACT

Section 2 of this paper will give a brief overview of circuit
bending. Section 3 will give a brief overview of some common
analog modeling techniques and highlight areas to consider when
performing bends. Section 4 will introduce a more formal definition of model bending with some discussion. Section 5 will give
three examples of model bending in practice and highlight how
model bending is distinct from circuit bending. Finally, Section 6
will offer some conclusions and ideas for further work.

A technique is introduced for generating novel signal processing systems grounded in analog electronic circuits, called model
bending. By applying the ideas behind circuit bending to models
of nonlinear analog circuits it is possible to create novel nonlinear
signal processors which mimic the behavior of analog electronics,
but which are not possible to implement in the analog realm. The
history of both circuit bending and circuit modeling is discussed,
as well as a theoretical basis for how these approaches can complement each other. Potential pitfalls to the practical application
of model bending are highlighted and suggested solutions to those
problems are provided, with examples.

2. CIRCUIT BENDING
Circuit bending is a term coined by Reed Ghazala in 1992 [6]
which refers to the process of treating an existing piece of audio electronics as the canvas for creating new sounds. This is
done by disassembling the device and modifying the circuit with
switches or other external components in ways that modify the audio output. These individual modifications are called bends and
are shared within the circuit bending community both in person
and online [7] [8] [9]. While the history of circuit bending can be
traced to the 1960’s or earlier [10], its popularity has exploded with
the internet and circuit bent instruments have found their way into
mainstream popular music over the last several decades [7] [11].
While the techniques for finding bends have expanded over the
years, the technique described by Ghazala is simple [10].

1. INTRODUCTION
Accurately modeling nonlinear analog circuits for audio production has been an active area of research for some time [1] [2] [3].
The most common approach is called white box modeling, which
represents the circuit as a system of nonlinear differential equations [2] [4]. Building and solving these equations can be challenging because audio circuits often form transcendental nonlinear
equations which require special techniques to solve [5]. However,
the breakthroughs made in this field have greatly advanced our
understanding of these nonlinear musical devices, preserved their
sound, and made those sounds more widely available to musicians
all over the world.
While it’s important to preserve the sound of existing nonlinear audio equipment, it is also interesting to consider how our
greater understanding of these systems can help us make novel musical sounds. While there are probably myriad ways in which our
better understanding can aid in the development of new sounds, in
this paper we will introduce a straightforward technique for creating novel musical sounds based on existing audio circuits which
is analogous to the technique of circuit bending [6]. We call this
technique model bending.
Circuit bending is the process of modifying an existing piece
of audio electronics to create a new sound without the intent for
a desired outcome, and without a theoretical basis for making the
change [6]. It is like an experiment without a hypothesis; a physical exploration of the circuit that may lead to a chance discovery.
In a similar spirit, model bending is the process of building
a model of a nonlinear analog circuit or system, then exploring
the space of that model by making changes to it with the hope of
finding interesting and novel sounds.

1. Cut a 12" piece of insulated multi-strand wire, strip a little
insulation off each end and “tin” the ends with solder to
make them solid and firm.
2. With the circuit making a sound, touch one end of the wire
to a circuit point and the other end of the wire to another
circuit point.
3. If this results in an interesting sound, mark the circuit so
you know where the ends of the wire were to create that
new sound.
4. Keeping one end of the wire stationary and on the initial
spot, the other end of the wire, let’s call it the traveling end,
is touched to another arbitrary spot.
5. If a new sound is created the circuit board is marked again.
6. Once the circuit is searched in this way, if the searcher is not
yet content with the found sounds, all starts again but with
the stationary end of the wire on a new spot. The traveling
end repeats its tour.
This somewhat haphazard technique does not always generate
useful results, but it does create a process of accidental discovery
where useful new sounds can be, and are, found. This discovery
process relies on the circuit bending principles of “anti-theory” and
“immediate canvas.”
Anti-theory refers to the idea of discovery without hypothesis;
the idea that we will make a modification to the circuit without

Copyright: © 2022 Daniel J. Gillespie et al. This is an open-access article distributed under the terms of the Creative Commons Attribution 4.0 International License, which permits unrestricted use, distribution, adaptation, and reproduction in
any medium, provided the original author and source are credited.
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formulation which treats the nonlinearities as voltage controlled
resistors.

using prior knowledge to make a guess about the outcome. We
simply modify and observe.
Meanwhile “immediate canvas” refers to the idea that there is
no longer the need to start each instrument from scratch. Treating
the existing instrument as the medium onto which a new work of
art is created frees us to incorporate more ideas than only our own,
and to do discovery more quickly. This transformation of existing
art into a new work is similar to the disciplines of collage or sampling, where the artist uses existing work as the medium to create
a new work.
Finally, Ghazala also writes about the “invention threshold,”
the idea that circuit bending only became possible once there was
a proliferation of audio electronics available to be bent. Similarly,
the proliferation of analog modeling research over the last couple
decades has brought us to a place where it is inevitable to consider
using circuit bending ideas to bend these models.

3.2. State Space Model Nonlinearities
Discrete K models form a nonlinear ODE in which the states are
represented as currents and voltages and which require the states
and outputs to be solved as a nonlinear function of the current
states and inputs. For common nonlinear circuit elements, this
sets up a transcendental nonlinear equation which can be solved
via iterative methods like Newton’s method [5].
Stability in stateful nonlinear systems is a deep topic [13], but
it is possible to guarantee that a circuit will remain stable if all
elements in that circuit remain passive, because it will consume
power. A nonlinear element will remain passive if it has both nonnegative static and incremental resistance, as determined by it’s
i − v characteristic curve.
If any element has a negative static resistance, Rs = vi < 0,
it produces power and is therefore not passive.
Additionally, nonlinear elements may have regions of negative
< 0, where the slope of the i − v
incremental resistance, Ri = ∆v
∆i
curve is negative. These regions are also considered to be active,
and may create multiple stable or unstable operating points [13].
Therefore, for a nonlinear element to remain passive its i − v
curve must stay in the first and third quadrants and the slope must
never be negative. If these conditions are met for all elements in a
circuit then the circuit will be guaranteed to remain stable for any
input.

3. CIRCUIT MODELING TECHNIQUES
There are several common approaches to modeling nonlinear audio circuits. When implemented correctly these should all give the
same results, but internally they represent the circuits quite differently, and these different representations may react differently to
bending. The most common approaches are state space modeling,
wave digital filters, and more recently, machine learning. We’ll
give a brief overview of each, with special attention paid to how
they incorporate nonlinearities.
3.1. State Space Modeling

3.3. Wave Digital Filters

Electronic circuits are usually represented by the voltages across
components and the currents flowing through them. State space
modeling leverages this insight to build a system of nonlinear differential equations where the inputs, outputs, and states are the
voltages across the components and the currents flowing through
them.
While state space analysis is common in electrical engineering, the first attempt to create a comprehensive real-time technique
for modeling audio circuits was the discrete K-method by Yeh [3].
The discrete K-method first discretizes all stateful elements in a
circuit, primarily the capacitors and inductors, by creating companion circuits, then creates a new discrete nonlinear filter
x[n] = Ax[n − 1] + Bu[n] + Ci[n]
v[n] = Dx[n − 1] + Eu[n] + Fi[n]
y[n] = Lx[n − 1] + Ou[n] + Qi[n]
i[n] = f (v[n])

Wave digital filters (WDFs) are created from analog reference circuits by discretizing each electrical component in the circuit using
an appropriate digital transform and mapping Kirchhoff variables
(voltage v and current i) to wave variables (incident and reflected
waves a and b). As originally introduced by Alfred Fettweis, wave
digital filters were only able to model linear systems but more recent extensions to nonlinear systems [2] [14] [15] allow them to be
used for all known nonlinear circuits.
The voltage wave definition defines the transformation between
Kirchhoff and wave variables, and its inverse, as

(1a)
(1b)
(1c)
(1d)
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b[n] = v[n] − i[n]Rp

(2a)

a[n] + b[n]
v[n] =
2

a[n] − b[n]
i[n] =
2Rp

(2b)

where arbitrary constant Rp is defined as the port impedance. Each
circuit element is then defined as a one-port element, and parallel
and series connections between one-ports are defined as multi-port
adaptors.
When implementing a WDF structure, the one-port elements
and multi-port adaptors become nodes in a tree graph. One node
is chosen to be the root of the tree, then the adaptors and elements
(the leaves) are connected according to their connections in the
analog reference circuit. Each leaf must also be adapted, meaning
that its port impedance Rp must be chosen such that the instantaneous dependency between its incident and reflected waves is
eliminated, effectively removing all delay-free loops from the underlying filter structure. Once this tree is built, running the model
is a matter of propagating the reflected waves from the leaves of
the tree to the root, effectively integrating the information from

where u[n] is the input vector, y[n] is the output vector, the states
x[n] are defined as the voltages across capacitors and currents
through the inductors at step n, and v[n] and i[n] are the voltages
across the nonlinear elements and the currents induced by those
voltages.
Matrices A, B, C, D, E, F, L, O, and Q represent the values
of the circuit elements and the connections between them. Finally,
f (·) is the nonlinear function representing the currents induced by
the nonlinear elements in the circuit.
This efficient scheme works for the majority of nonlinear circuits, but a similar scheme by Holters and Zölzer expands this to
all nonlinear circuits [12]. For this paper we will stick to the Yeh

2

a[n] = v[n] + i[n]Rp
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the states, then propagating the incident wave back to the leaves,
which updates the states [14].
Circuits with a single nonlinearity are relatively straightforward to integrate into the wave digital structure provided the nonlinear one-port element is chosen as the root node. This is due to
the fact that the incremental impedance of a one-port nonlinearity
is dependent on the incident wave entering it, so Rp would need to
be continuously updated in order to adapt the element. Dynamic
adaptation has been attempted [16] but is not the norm [1] [2].

If p[n] ≥ 0 then the port is dissipating power and is thus pseudopassive. If a given WDF is composed entirely of pseudopassive elements, then pseudopower is conserved and the filter as a
whole is guaranteed to be pseudopassive. Additionally, Fettweis
shows that the pseudopassivity of a WDF is a sufficient and necessary condition for the filter’s stability [17]. In other words, we
can guarantee the power stability of the circuit model as long as at
each port
|b[n]| ≤ |a[n]| .
(10)

3.4. Wave Digital Filter Nonlinearities

3.5. Machine Learning Models

Nonlinear WDF models of real circuits also tend to create transcendental nonlinear equations, despite the fact that the WDF formulation is set up to remove the delay-free loops which cause the
state to be a nonlinear function of itself. This is because most, if
not all, electronic nonlinearities are modeled as either voltage controlled current sources, voltage controlled voltage sources, current
controlled current sources, or current controlled voltage sources.
For instance, when you transform the nonlinear voltage controlled
current source
i = f (v)
(3)

A more recent line of investigation has been modeling nonlinear
audio circuits with machine learning techniques.
One approach uses grey box modeling in which you build a
nonlinear State Space model then linearize it using kernel regression [19] or neural networks [20]. Either of these implementations
start with the nonlinear state space model of Section 3.1, however,
instead of building an idealized model of the nonlinearity and solving it via an iterative equation, you connect measurement devices
to a real circuit and learn a function describing the updates to the
states x[n] and outputs y[n] based only on the previous input and
state values. This removes the problem of needing to solve a transcendental nonlinearity and, in the case where you measure a real
circuit, has the potential to better capture a real circuit in action,
rather than an idealized model.
Others have used a full black box approach, modeling the system without regard for its structure. This has been done using deep
neural networks [21], recurrent neural networks [22], and expert
systems [23] [24].

into the wave domain using functions (2a), the result


a+b
b = a − 2Rp f
2

(4)

is itself a transcendental nonlinear equation for the f (·) found in
common circuit elements.
However, this is not a result of the wave digital filter formulation of the circuit; rather, it is a result of the nonlinearities created
by real circuit elements, which operate in the Kirchhoff domain.
It is mathematically possible to define a nonlinearity in which b is
purely a function of a,
b = h(a),
(5)

4. MODEL BENDING
4.1. Model Bending Process
Similar to circuit bending, model bending is the process of modeling a nonlinear circuit to generate a nonlinear ODE, then treating
the nonlinear ODE as a canvas for the discovery of new sounds.
The process is straightforward.

which will enable the WDF model to have a closed form solution
that does not require the use of resource-intensive iterative techniques to solve.
It can be shown that when a nonlinearity represents a voltage
controlled resistor as in (3) that equation (5) can only exist in a
closed form when the relation between i and v is invertible and
f (·) and h(·) are differentiable [1]. For example, per [2], the invertibility of (3) is guaranteed for
di
1
>−
,
dv
Rp
which by the analysis in Appendix 8 implies that

1. Use an existing modeling technique to create a digital model
of a nonlinear circuit - or start with an existing model.
2. Program a real-time implementation of that model and exercise it while listening to the output. (It can be useful to
write long winded code here, so as to create more places for
modification.)

(6)

3. Try to forget what you know about the model; treat it simply
as some processing code.

db
> −1.
(7)
da
A similar result exists for the current controlled resistor v =
f (i) showing that the function is invertible as long as
db
< 1.
da

4. Make a modification to that processing code, such as changing signs, constants or operators; we’ve had particular success in swapping out the nonlinear functions for other ones.
5. If the modification creates a desirable change in the sound
of the model, make a note of it, this is a bend. Then return
the processing code to its initial model-true state.

(8)

Like state space models, if each electrical one-port element in
the analog reference circuit is passive or lossless, then the resulting
WDF is guaranteed to be pseudopassive upon discretization. The
instantaneous pseudopower absorbed by a given port is defined
as [17] [18]
a2 [n] − b2 [n]
.
(9)
p[n] =
Rp

2
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6. Continue through the processing code searching for other
bends and making notes.
7. When you’ve found a number of bends you like you can
either create new code paths which switch them on or off,
or otherwise integrate them into your processing code as
new parameters.
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It is important to note that this process follows the circuit bending concept of anti-theory. The purpose of step 3 is to forget the
goal of the original circuit and to just explore the space of the
model, looking for something new and useful.
We also want to stress that this borrows from the circuit bending notion of using an “immediate canvas,” in this case the modeled circuit. You don’t even have to generate a new model, there
are many published models which can be used as the canvas for
new bends.
Many of the bends tried through this process will not create
sounds worth pursuing, many will create no sound at all, or cause
systemic or numerical instabilities. However, there is the opportunity to find new sounds worth pursuing using this technique, and
when you do they will already exist inside a parameterized framework.

RS

CH
+

+
−

Vin

CL

D1

D2 Vout
−

Figure 1: Two-capacitor diode clipper circuit.

4.2. Model Bending vs Circuit Bending
If we model a circuit and bend it, is that the same as bending a
circuit then modeling it?
No.
It is important to remember that the model is not the circuit.
While it is possible to bend a model in exactly the same way you
can bend a circuit, the transformations available to the model are
much broader than the transformations available to the circuit.
For instance, analog audio circuits are only able to select from
a relatively small number of nonlinear elements, such as diodes,
transistors, vacuum tubes, or saturating op-amps (though there are
others). p
This list excludes simple nonlinearities such as y = sin(x)
or y = |x| which are impossible or impractical to approximate
with analog circuit elements. For this reason, bending a mathematical model opens up an almost infinite space of new nonlinear
possibilities which aren’t available in the analog realm.
Additionally, different modeling techniques represent the same
circuit in different ways. While it’s possible to bend different models to have the same output, applying the bending process to different models will create different avenues of exploration which
themselves result in different bends, as we will show in Example
5.1. Specifically, if we choose a nonlinear function of the wave
variables, rather than of the Kirchhoff variables, then we can select a closed form nonlinearity which does not require an iterative
solution.

Figure 2: Two-capacitor diode clipper WDF tree.

5.1.1. Discrete K Diode Clipper Model Creation
The matrices for the discrete K-method implementation of the diode
clipper were derived as shown in [3]. The state variables are set to
be the voltages across the capacitors x = [VCL VCH ] and the output voltage, Vout , is the voltage across capacitor CL . The resulting
matrices are

A=


C = −1/CL
 
E= 0

5.1. Discrete K and WDF Diode Clippers
To demonstrate that bending a model is not the same as bending a
circuit we will use both the discrete K-method and WDFs to model
and bend the two-capacitor diode clipper shown in Figure 1.
The two-capacitor diode clipper is a nonlinear filter with highpass and lowpass characteristics and a saturating nonlinearity. Capacitors CH and CL set the high-pass and low-pass cutoff frequencies respectively. The diodes’ i − v characteristics are modeled
using the Shockley large-signal model [25]
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T




B=

1/Rs CL
1/Rs CH


D= 1

0





 
F= 0

5.1.2. WDF Diode Clipper Model Creation
The WDF structure of the two-capacitor diode clipper is shown in
Figure 2. The two anti-parallel diodes are combined into a single
equivalent nonlinearity, which is set as the root of the connection
tree. The voltage source Vin is set as the input, and the output is
the junction voltage from the parallel adaptor. [3].
It is then necessary to derive the relationship between the incident and reflected waves of the diode pair one-port. We can use
the definition of the wave relationship of the diode pair one-port as

(11)

where Is is the diode’s saturation current, Vt is the thermal voltage,
and η is the diode ideality factor.

2

0

−1/Rs CL
−1/Rs CH

and output matrices L, O, and Q are equal to the state matrices
A, B, and C respectively since Vout = VCL . These matrices can
subsequently be plugged into (1) to solve the system of equations
in real time.
The only unknown in the system of equations outlined in (1)
is the nonlinear current i[n], which can be solved implicitly using
Newton’s method as described in 3.2.

5. EXAMPLES

 v

i(v) = Is e ηVt − 1 ,

−1/Rs CL
−1/Rs CH
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Figure 3: (blue) Sinusoidal input with frequency 100Hz, amplitude
1V, (orange) output of NK model using (11), (red) output of WDF
model using (14) and (15), (green) output of NK model using (13)
and (15).

−0.5

0.0
Voltage (V)

0.5

1.0

Figure 4: (orange) Explicit diode pair nonlinearity, (green) nonlinearity produced by (13) and (15). The white area represents the
passive region while the grey area represents the active region.

WDF Model Diode Pair Incident vs Reflected Waves

defined in [25]

1.00
0.75
Reflected wave b (V)


Is +|a| 
Rp Is Rp ηV
t
b(a) = sgn(a) |a| + 2Rp Is − 2ηVt W
(12)
e
ηVt
where sgn(·) is the signum function.
5.1.3. Discrete K and WDF Bend Comparison
To show that we’re bending the model rather than the circuit we
will apply the same bend process to each of the discrete K-method
and WDF models and show that they do not result in the same
output, and therefore that the representation of the model indeed
matters.
In an effort to generate new nonlinearities that are on the same
scale as those created by a real diode, we will aim to keep the
unit-bearing constants and form of the existing nonlinear functions where needed, and to replace only the nonlinear portion. This
gives us the generalized nonlinear functions
 


v
i(v) = Is f˜
−1
(13)
ηVt
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Figure 5: (orange) Explicit diode pair nonlinearity, (red) nonlinearity produced by (14) and (15). The white area represents
the region of pseudopassivity, the grey area represents the region
of pseudoactivity, and the dashed lines represent pseudolosslessness [26].

Additionally, Figures 4 and 5 demonstrate how the polynomial bend in (15), when applied to each model, produces a different nonlinearity to the diode pair. Figure 4 shows the diode’s and
bend’s i − v curves, while Figure 5 shows the diode’s and bend’s
incident wave vs. reflected wave curves.

(14)

(15)

5.1.4. Other Diode Clipper Bends

Figure 3 plots the output of the WDF and discrete K diode
clipper models using a sinusoidal input signal of 100Hz, 1V amplitude. The chosen design values are Rs = 200Ω, CL = 1µF ,
CH = 5.3µF , Vt = 45.3mV , Is = 1nA, and η = 1.
The models produce identical outputs when using their prescribed nonlinear equations. However, when they are bent using
(15), the models produce different output signals. While it should
be possible to generate bends which create the same output using
both the discrete K-method and WDFs, we show that starting with
either a discrete K or WDF model, and applying the model bending process from Section 4.1 will result in very different outputs.

2

0.00

1.00

for the WDF model, where f˜(·) is the new nonlinearity, which for
this example will be defined as
f˜(z) = 5z 8 .

0.25

0.75

for the discrete K model and
b(a) = sgn(a)(|a| + 2Rp Is − 2ηVt f˜(a)).

0.50

When we bend the diode clipper circuit we are not limited to creating only clippers. As long as we follow the stability criteria outlined in Sections 3.2 or 3.4 we can implement novel nonlinearities
that will still create complex interaction with the reactive elements
in the circuit. Figure 6 shows the results of the following bend,

b=a

s − s cos(|sa|) − Rp
s − s cos(|sa|) + Rp


(16)

where s = 6.25.
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Figure 6: Top: (blue) Sinusoidal input with frequency 100Hz, amplitude 1V, (purple) output of (16). Bottom: (purple) a-b characteristic of (16), (orange) diode a-b characteristic for reference.
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Figure 8: Circuit for a folding cell in the Buchla 259

in Figure 8, and each with its own R1 , R2 , and R3 values. Despite
the simplicity of each nonlinearity, the full circuit creates a highly
nonlinear function as shown in Figure 9, which will create a large
number of overtones, likely to alias.
We can define the transfer function of a single folding cell in
terms of its slope s, offset o, and threshold t
R3 R2
R1 R3 + R2 R3 + R1 R2
R3 R1 Vs
o=
R1 R3 + R2 R3 + R1 R2
R1 Vs
t=
R2
s=

(17a)
(17b)
(17c)

which are determined by the resistor values R1 , R2 , and R3 given
in the circuit and the rail voltage Vs .
The nonlinearity generated by a single folding cell can be written as
Vout = f (Vin ) = sgn(Vin )max(s|Vin | − o, 0)
(18)

5.2.1. Deriving the Antialiased 259

where Vin is the input voltage and Vo is the output voltage.
To apply antiderivative anti-aliasing to this circuit we must calculate the time antiderivative of Vout to find F0

As an example we’ll derive a bent form of the Buchla 259 wavefolder investigated by Esqueda et al., [30]. Note that while the
Buchla 259 wavefolder is a stateless nonlinear system these same
ideas are also applicable to stateful nonlinear systems.
The transfer function of the Buchla 259 wavefolder is generated by the weighted sum of five center clipping nonlinearities as
shown in Figure 7, each generated by a single folding cell as shown

DAFx

2

+Vs

When discretizing nonlinear audio systems it is important to keep
in mind the effects of aliasing. Nonlinear systems generate overtones which may fall above the Nyquist frequency, which, if they
are not suppressed, will fold down into the audible spectrum causing non-harmonic overtones which sound unpleasant. The simplest way to avoid aliasing is to run the nonlinear system at a very
high sampling rate, thereby moving the Nyquist frequency high
enough that no overtones will be generated above it. Unfortunately, for highly nonlinear systems the required sample rate will
be quite high, making this method inefficient.
There are, however, other methods to suppress the artifacts
caused by aliasing. One example is antiderivative anti-aliasing
[27] [28].
In short, antiderivative anti-aliasing works by calculating the
continuous-time antiderivative of the nonlinearity, applying this
function in discrete time, then using a discrete-time difference equation to approximate the function’s derivative, thereby applying an
approximation to the original function. However, because the time
antiderivative of a function has a low-pass characteristic, overtones that would otherwise be generated by the nonlinearity are
suppressed, and are not recovered by the difference equation.
For implementation this requires us to have both the nonlinearity and its antiderivative on hand. This is a significant constraint
when applying a model bending approach because antiderivatives
are often difficult to find and many elementary functions have nonelementary antiderivatives [29].
Instead we’ll show that it’s possible to apply the model bending technique in the antiderivative domain, then find the continuoustime derivative of this novel nonlinearity (a comparatively simple
procedure), to use in the ill-conditioned case.

’sVienna
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Vol age (V)

Figure 7: Center clipping wavefolder sections from both the
Buchla 259 (blue), produced by (18), and the Bent 259 (orange),
produced by (23).

5.2. Anti-Aliasing

2

−2

F0 (Vin ) =

sVc2
− sgn(Vin )Vc + c
2

(19)

which is itself in terms of the center clipped input voltage Vc and
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In this paper we’ve focused primarily on replacing the nonlinearity in these nonlinear systems. This seems like it might be
the most fertile ground to explore because true analog systems are
limited in the types of nonlinearities they can practically produce,
however, there is no reason why bends in other parts of the system
wouldn’t give interesting results.
We’ve also focused on bending white box models, but there
might also be interesting insight to be gained by bending the grey
or black box models which use machine learning. This has interesting potential since many machine learning techniques have
geometric interpretations and bends could therefore be seen as geometric transformations on the space of signals.
Finally, this paper has been about bending circuit models, however, these same nonlinear ODEs are created when modeling acoustic and physical systems and all these techniques should be immediately applicable. We’ve had some success with our initial experiments, so this could be a promising line of inquiry.

Full Wa efolder Transfer Functions

8
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Figure 9: (blue) Transfer function of the entire Buchla 259 clipper.
(orange) Transfer function of the entire Bent 259 clipper.
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8. APPENDIX: ANALYSIS ON INVERTIBILITY OF WDF
NONLINEARITIES
8.1. Voltage Controlled Resistor
A voltage controlled resistor of the form (3) may only be represented in the wave-domain form (4) if condition (6) is valid [2].
We can differentiate equations (2) with respect to voltage to find
(we temporarily discard the step “[n]” as it is not pertinent to this
derivation)
da
di
=1+
Rp
dv
dv

db
di
=1−
Rp .
dv
dv

(24)

(25)

By application of the chain rule we find
di
1 − Rp dv
db
.
=
di
da
1 + Rp dv

(26)

By applying equation (6) to equation (26) we can show that
that b = h(a) represents an invertible voltage controlled resistor
iff
h′ (a) > −1.
(27)
8.2. Current Controlled Resistor
Similarly, a current controlled resistor described by
v = f (i)

(28)

dv
> −Rp .
di

(29)

will only be valid when [2]

Differentiating equations (2) with respect to current instead of voltage and applying the chain rule yields
db
=
da

dv
di
dv
di

+ Rp
− Rp

.

(30)

By applying equation (29) to equation (30) we can show that b =
h(a) represents an invertible current controlled resistor iff
h′ (a) < 1.
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ABSTRACT

derived from electronic circuit analysis [3, 11, 12] or wave-digital
filters [13].
In white-box modeling, it is assumed that analog electronic
circuits are dynamical systems that can be described by differential
equations. However, the derivation of these equations is a difficult
task that requires expert knowledge. Additionally, solving these
equations poses a challenge because of the inherent aliasing [11].
Typical approaches to this problem, such as oversampling or local
iterations of implicit solvers, increase the processing times, often
preventing real-time applications.
Grey-box modeling falls in between the two already mentioned
approaches. In this methodology, we use some knowledge about
the inner workings of the device under study to design a model
and, subsequently, take advantage of the available signal data to
adjust the model’s parameters. This approach has been successfully applied to distortion circuits modeling [2], adjusting component values of white-box circuit models [14], and time-varying
effects modeling [4, 5] also in conjunction with neural networks.
In related work, Parker et al. used a multilayer perceptron
(MLP) to learn the residual of a state-space system [2] in a greybox fashion. This residual network (ResNet) [15] approach was
called State Trajectory Network (STN). The authors successfully
applied STN to model analog first-order and second-order clipper
circuits and an analog filter. STN can be used at sampling rates different than the sampling rate of the training set by properly scaling
the residual but the authors did not provide any results concerning
this feature.
Recent research relating deep learning and ODEs has indicated that ODEs governing analog electronic circuits could be
learned from data. The concept of teaching a neural network the
derivative of an unknown function and then supplying the learned
derivative to a numerical solver, termed ODENet, was introduced
in [16]. Karlsson and Svanström applied it to dynamical systems
modeling [17]. Since this approach combines data-driven neural
network training (an approach typically classified as black-box)
and the assumption that the modeled system is governed by an
ODE (usually associated with white-box models), it could be classified as grey-box.
The potential benefits of coupling a neural network with a numerical solver in VA modeling are manifold. First, we could obtain an empirical ODE that would replace complicated analytical
expressions based on simplifying assumptions and often unknown,
imprecise, or condition-dependent physical quantities [14]. Taking
this even further, we could model audio effects previously not described by ODEs using solely signal data. Second, we could possibly alleviate various problems inherent to numerical solutions of
closed-form ODEs such as aliasing. Third, since an ODE is physically interpretable, we could alter the sampling rate of the model

Recent research in deep learning has shown that neural networks
can learn differential equations governing dynamical systems. In
this paper, we adapt this concept to Virtual Analog (VA) modeling
to learn the ordinary differential equations (ODEs) governing the
first-order and the second-order diode clipper. The proposed models achieve performance comparable to state-of-the-art recurrent
neural networks (RNNs) albeit using fewer parameters. We show
that this approach does not require oversampling and allows to increase the sampling rate after the training has completed, which results in increased accuracy. Using a sophisticated numerical solver
allows to increase the accuracy at the cost of slower processing.
ODEs learned this way do not require closed forms but are still
physically interpretable.
1. INTRODUCTION
Virtual Analog (VA) models are digital emulations of audio systems that were originally built using analog electronic or electromechanical components [1]. They arose out of the demand for
the reproduction of characteristic tonal distortions of analog devices but with the digital stability and ease of integration with existing software. Devices modeled range from filters [2] through
time-varying effects [3–5], amplifiers [6–8], and mechanical reverb units [9] to tape or vinyl distortions [10].
One can distinguish three general approaches to VA modeling
[4, 5]. In black-box modeling, only the input-output relation of a
system is examined and a signal model is constructed to mimic
that behavior. Neural networks have successfully been applied to
this kind of modeling for guitar amplifiers [6–8]. An architecture
provided in [7] was chosen as a baseline for this work.
In white-box modeling, the internal structure of the system
under study is examined and used to construct an algorithm reproducing the behavior of the device. Sometimes this approach is
referred to as physical modeling. Typical methods in this category
are numerical solutions of ordinary differential equations (ODEs)
∗ This work was supported by a fellowship within the IFI programme of
the German Academic Exchange Service (DAAD).
† This research is part of the activities of the Nordic Sound and Music
Computing Network—NordicSMC (NordForsk project no. 86892).
‡ A joint institution of the Friedrich-Alexander-Universität ErlangenNürnberg (FAU) and Fraunhofer Institute for Integrated Circuits (IIS).
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t, y 0 , f (t, y )

[yy 0 , y 1 , . . . , y N −1 ]

as an oscillator. That indicated that a neural network can learn the
derivative function of ODEs describing analog electronic circuits
for VA purposes, which could provide the benefits mentioned in
Section 1.

ODESolve

Figure 1: A general pipeline for solving ODEs. In ODENet,
derivative function f is replaced by a neural network.

3. EXTENSION FOR VIRTUAL ANALOG MODELING
after training, which is typically not possible with purely blackbox models. Finally, by obtaining simplified, alias-free ODEs, we
could add real-time performance capabilities to white-box models,
thus, letting musicians and producers use previously unavailable
software emulations of analog hardware.
To validate the above possible benefits, we adapted ODENet
to VA modeling. In this paper, we applied it to the first- and
the second-order diode clipper. Through these examples, we confirmed all of the above potential benefits leaving possible real-time
implementation for future work. This paper discusses the ODENet
implementation in the context of VA, presents the results of experiments, and analyzes strengths and weaknesses of this approach.
This paper is organized as follows. In Section 2, the general
concept of learning a derivative is described. In Section 3, the
proposed extension to this approach, which facilitates VA modeling, is discussed. In Section 4, we apply the derivative-learning
approach to the first-order and the second-order diode clipper circuits, compare it to the baseline, and discuss the results. Finally,
Section 5 recapitulates the most important conclusions and forms
the perspective for future work. Audio examples of the presented
models can be found under https://www.thewolfsound.
com/publications/dafx2022/. The full code without
the datasets can be found under https://github.com/
JanWilczek/va-phaser-with-neural-odes.

To use ODENet for VA modeling, a few issues must be considered:
what initial value to supply, how to incorporate the input signal
(e.g., a guitar signal), how to parametrize the neural network, and
which solver to use.
3.1. Overview
In Figure 2, our implementation of the ODENet framework for
VA modeling is presented. For clarity, we omit the idea of minibatches and assume that a single example is processed at a time.
One dataset example is a sequence of samples of the input signal
to the modeled audio effect, x = [x0 , . . . , xN −1 ]T , and the corresponding target sequence (desired effect output), y 0 , . . . , y N −1 .
The output of ODENet is an estimated sequence, ŷ 0 , . . . , ŷ N −1 ,
which is used to compute the loss.
3.2. Initial Value
Supplying an initial value is marked as "set_initial_value(yy 0 )" in
Figure 2. A proper initial value to the numerical solver plays a
crucial role in obtaining a correct result of the ODE [18]. An inaccurate initial condition can lead the solver to a completely incorrect
part of the solution space. That is why we decided to supply the
ground truth initial value for each subsequence during training, an
approach known in deep learning as teacher forcing [19, 20]. This
is especially important because we split our training set into sequences of 22 050 samples. A group of sequences constitutes a
minibatch. Each minibatch is processed in subsequences of 2048
samples (after each subsequence, there is a gradient step). Thus,
each subsequence is most likely to start in the middle of a waveform, so a zero value would be incorrect most of the time.
However, at test time, the framework must not be able to access ground truth information. Additionally, in contrast to the
training phase, the test sequence is processed as one long sequence
without minibatches. Therefore, we decided to use an all-zero vector as the initial value of the test sequence, i.e., y 0 = 0 .

2. NEURAL ORDINARY DIFFERENTIAL EQUATIONS
An ordinary differential equation (ODE) is an equation of the form
dyy
= f (t, y ),
dt

(1)

where y = y (t) is the vector-valued unknown function of an independent variable t, here representing time, and f (t, y ) is a known
function of t and y , which equals to the first derivative of y over
time [18]. An entry of the unknown function vector may, for example, represent the voltage across a capacitor inside a circuit. We
refer to a vector-valued unknown function for generality and because every system of ODEs can be formulated as a system of
first-order ODEs [17].
In Figure 1, one can see a generic approach to solving a system of ODEs with a numerical solver. A vector of time points
t , is supplied with the derivative function f (t, y ), and the initial
value y 0 (value of y at t = t[0]) to a numerical solver (marked as
ODESolve). The result is a series of estimates of the value of y
at the time points specified in t . The initial value plays a crucial
role in solving most ODEs because it determines the initial state
and may influence the overall dynamics of the system.
Chen et al. [16] showed that a neural network used in conjunction with a numerical solver can learn f (t, y ) from data. In
that framework, termed ODENet, the derivative function f from
Eq. (1) and Figure 1 is replaced with a derivative network f which
is trained based on the loss calculated using the solver’s output.
Karlsson and Svanström [17] demonstrated that a neural network can learn f (t, y ) describing a simple dynamical system such

2
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3.3. Excitation
In ODEs modeled with ODENet prior to this work, only a simple,
fixed-cosine excitation had been considered [17]. In the context
of VA modeling, the excitation is the input signal to the modeled
audio effect. We provide the input signal directly to the neural
network. The derivative network uses linear interpolation to obtain
the input signal value at time points specified by the solver. In
other words, when the solver calls the network f as f (t, y t ) for
some t and y t , the network linearly interpolates the discrete input
signal x , to obtain an estimate of x(t), xt , and then uses xt and y t
as its input to output the estimate of the derivative ŷy ′t . This can be
seen in the "Solver Loop" in Figure 2.
3.4. Neural Network Parametrization
Although the ODENet framework as a whole may be perceived as
a form of a recurrent neural network (RNN) (because it may use
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training/test

:ODENet

:ODESolver

f:DerivativeNetwork

:Interpolator

for each dataset example with input sequence x
and target sequence y 0 , . . . , y N −1
set_initial_value(yy 0 )

x)
forward(x
x)
set_excitation_data(x
x)
set_excitation_data(x

integrate(f, y 0 , t )
Solver Loop
forward(t, y t )
get_excitation(t)
xt
ŷy ′t
ŷy 0 , . . . , ŷy N −1
ŷy 0 , . . . , ŷy N −1

Figure 2: Sequence diagram containing the details of ODENet processing. The label “forward” denotes instance calls with specified
arguments.

previous outputs to compute subsequent outputs), the derivative
itself only maps the time and the state vector to the derivative value
as shown in Eq. (1). This property narrows down the space of
possible parametrizations of the derivative network to feedforward
networks, by our choice, MLPs.



x[n]
ŷy [n]

DAFx

ŷy [n + 1] = ŷy [n] + dt · ŷy ′[n]

ŷy [n + 1]

Figure 3: ODENet processing using the forward Euler scheme.

3.5. Numerical Solvers
Applying numerical solvers to audio processing is challenging. In
time-stepping methods, one needs to multiply the derivative by the
time step size or its fraction at each step [18]. In audio, the step size
is very small, resulting in large derivative variations, numerical
errors, and slow neural network learning. To combat these issues,
we scaled the underlying ODE by the sampling rate so that the
time step size is 1. We adequately scaled down the state vector
passed to the derivative network to not alter the derivative learned.
Another challenge related to numerical solvers is their realtime performance. Explicit solvers can become unstable when applied to certain kinds of ODEs with an insufficient step size (i.e.,
sample rate). For example, Yeh et al. needed to use 38x oversam-

The difference between the processing in Figure 3 and STN
(ResNet) processing is that the latter would use a “current input,
previous output” neural network input, not the “previous input,
previous output” (see Figure 2 in [2]). Generally speaking, while
STN has a fixed numerical scheme, ODENet allows for a flexible choice of a numerical solver and a use of different solvers at
training and at test time. Additionally, ODENet learns the continuous derivative, whereas the STN learns its discrete approximation.
Finally, ODENet and STN have significantly different learning dynamics. From our observations, the training of STN requires severe regularization in the form of learning rate schedules [21].

’sVienna

ŷy ′[n]

z −1

In Figure 3, we show how ODENet works under the forward
Euler integration scheme [11]. The current input sample and current output sample are provided to the derivative network that estimates the current derivative value. This derivative value is used
to estimate the next output sample, which is retained for the subsequent iteration.
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C=0.01 µF

Table 1: Compared network architectures for diode clipper modeling.

This section presents the analog systems that were modeled, the
modeling procedure, and the obtained results. First, the training
procedure is outlined. Second, the first-order diode clipper is presented and the results of modeling it discussed with distinction
between model quality and accuracy at different sampling rates.
Finally, the second-order diode clipper is treated in a similar way.

Model

After [5–8], this work used the following combined loss function
for neural network training of the first-order diode clipper

and the direct current (DC) loss term, EDC , is given by
 P
2
N −1
1
n=0 (y[n] − ŷ[n])
N
EDC (y, ŷ) =
.
PN −1
1
2
n=0 (y[n])
N

(3)

(4)

DAFx

200
340
300
600

4.2.1. Compared Models
The smallest derivative network that has reached a validation
loss smaller than the assumed arbitrary threshold of 0.01 was a
2×9×9×9×1 MLP (ODENet9). This network was subsequently
trained in two setups: i) with the forward Euler (FE) scheme and
the Rectified Linear Unit (ReLU) nonlinearity and ii) with the implicit Adams-Bashforth-Moulton (IA) scheme [17] and the scaled
exponential linear unit (SELU) nonlinearity [25].
For benchmark, we chose the STN from [2] of size 2 × 4 ×
4 × 4 × 1 with the tanh nonlinearity and bias enabled only in the
second layer (STN 3 × 4 tanh), and a Long Short-Term Memory (LSTM)-based architecture from [7] with 8 hidden units and
an 8 × 1 output MLP mapping the hidden states to an output sample (LSTM8). Each model is listed with its hyperparameters in
Table 1. The number of epochs in training was determined by the
early stopping criterion [19].
All of the architectures were trained on audio data at 44.1 kHz
sampling rate but tested on four different sampling rates to analyze the presence of aliasing in the output and inspect the interpretability of the learned ODEs. During the test, the STN and
ODENet models were informed about the new value of the time
step, whereas for LSTM8 it was not possible; LSTM implicitly
learns a fixed time step from the training data.

(5)

1 https://www.github.com/Alec-Wright/CoreAudioML

’sVienna

361
48
127
127

The first-order diode clipper is a circuit used to achieve signal distortion, e.g., in guitar effects pedals [11]. Its schematic is shown
in Figure 4. It can be regarded as consisting of two parts: an RC
low-pass filter and a diode limiter.
The first-order diode clipper is a system particularly interesting in the context of ODENet, because it is governed by a known,
nonlinear ODE derived by Yeh [11, 12]. The circuit has one state
(voltage across a capacitor), y1 , which is taken as the output voltage Vout . The first-order diode clipper had already been modeled
with STN [2].

For the second-order diode clipper, we used plain EESR given by
Eq. (4) not to suppress the DC component in the second state of
the circuit discovered in the synthesized data.
The dataset used for clipper circuits modeling consisted of 7
minutes and 59 seconds of guitar and bass recordings from [22]
and [23], respectively. The amount of guitar recordings was
roughly the same as the amount of bass recordings and their ordering was arbitrary. All recordings were single-channel and used
44.1 kHz sampling rate. The target distortion signals were synthesized from SPICE models of the circuits with the schematics from
Figures 4 and 7 using LTspice XVII by Analog Devices. Approximately 20% of the dataset were used as the test set. The remaining
data was split into the bass-only validation set and the training set
according to the 80:20 rule.
The loss functions and dataset handling were implemented
using the CoreAudioML library1 . The remainder of the pipeline
was implemented using the PyTorch library. We used exponential
learning rates and the Adam optimizer [24].

2

Epochs
in
training

4.2. First-Order Diode Clipper

(2)

where y is the target signal, ŷ is the estimated signal, “p” in the
subscript marks signals that were pre-emphasized with a first-order
high-pass filter of the form [5, 6]

error-to-signal ratio (ESR), EESR , is given by
PN −1
2
n=0 (yp [n] − ŷp [n])
EESR (yp , ŷp ) =
,
PN −1
2
n=0 (yp [n])

Number
of
parameters

LSTM8
STN 3 × 4 tanh
ODENet9-FE ReLU
ODENet9-IA SELU

4.1. Training

H(z) = 1 − 0.85z −1 ,

y1

Figure 4: First-order diode clipper circuit with marked state y1 .
Input voltage Vin was scaled by 5 in the target signal synthesis
process.

4. MODELING DISTORTION CIRCUITS

E(y, ŷ) = EESR (yp , ŷp ) + EDC (y, ŷ),

Vout

5Vin R=2.2 kΩ

pling with the forward Euler scheme when solving the analytical
ODE of the first-order diode clipper [11]. Implicit solvers, which
iterate locally to reduce the error and, thus, provide very accurate
solutions, have unpredictable running times unless one bounds the
number of iterations per step. They also need oversampling, albeit smaller [11]. Explicit versus implicit choice is an example
of a broader design issue of choosing a numerical solver: typically, with increased accuracy comes increased processing time.
In this work, we show that oversampling is not needed when using
a derivative learned from data, but the solver choice is still relevant
for the model’s accuracy.
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44.1

22.05

48

192

LSTM8
STN 3 × 4
ODENet9-FE
ODENet9-IA

30.9
20.4
21.3
26.4

18.5
-6.6
2.6
-0.8

30.7
21.3
21.7
27.3

19.6
21.5
23.6
27.7

0

−50

1.0

0

50

0.5

y1

Test sampling
rate [kHz]

1
10 log10 | dy
|
dt

Table 2: Signal-to-distortion ratio across all test samples in dB for
the first-order diode clipper models.

0.0

−0.5

−1.0
−1.0

−0.5

0.0
Vin

0.5

1.0

1
| dy
|
dt

(a) Closed-form. Every magnitude m is transformed to 10 log10 (m).

1.0

0

40,000

80,000

0.5

y1

Figure 5: Magnitude spectrum of the A2 note played on the bass
guitar as processed by the first-order diode clipper: (top) Target
spectrum, (middle) ODENet9-FE output at 192 kHz sampling rate,
and (bottom) ODENet9-FE output at 22.05 kHz sampling rate,
showing aliasing at high frequencies. All spectra were normalized
to the highest absolute value before the conversion to the decibel
scale.

−0.5

−1.0
−1.0

All models were tested on one long sequence, but the implicit
Adams scheme consistently diverged in this test setting. Therefore,
tests with ODENet9-IA were conducted using segments of 22 050
samples which were concatenated afterwards.

DAFx

0.0
Vin

0.5

1.0

Figure 6: Magnitude of the derivative of the first-order diode clipper: analytical (top) and learned (bottom).

In Table 2, test results of the compared models in terms of the
signal-to-distortion ratio (SDR) rounded to one decimal place are
shown. The best results (highest SDR) are given in bold. The
models were separately evaluated in terms of the learned model
quality (the test sampling rate equal to the training sampling rate)
and the performance at sampling rates different from the training
sampling rate.
At 44.1 kHz, the SDR was very high for all compared architectures (more than 20 dB). In terms of the SDR, the LSTM outperformed all other models for 22.05 kHz, 44.1 kHz, and 48 kHz.
For 22.05 kHz test sampling rate, STN and ODENet models
produced aliased output, which can be seen in Figure 5. This is
to be expected because these models were trained with a higher
sampling rate.
ODENet has some advantage for 192 kHz test sampling rate,
with both models having the two highest SDR values. As could

’sVienna

−0.5

(b) ODENet9-FE

4.2.2. Results

2

0.0

be expected, architectures that take the sampling rate into account
during processing (STN, ODENet) obtained a higher SDR than the
non-informed one. There was an advantage of the implicit solver
over the explicit one in terms of the SDR but at the cost of doubled
time needed to process the same amount of data.
In Figure 6, one can see the analytical derivative function from
[11, 12] and the one learned by ODENet9-FE. The learned derivative function, although similar in the S-shape, is much smoother
than the analytical form. This difference probably comes from the
limited frequency bandwidth of the dataset due to sampling. The
learned derivative network visualization is on a par with the one
shown in [2].
All in all, results comparable to the established LSTM and
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5Vin

R= 2.2 kΩ C1 = 0.47 µF

Table 4: Signal-to-distortion ratio across all test samples in dB for
the second-order diode clipper models.

Vout

y2
y1

C2 = 0.01 µF

Figure 7: Second-order diode clipper circuit with marked states y1
and y2 .

Test sampling
rate [kHz]

44.1

22.05

48

192

LSTM16
STN 2 × 30
ODENet20-RK4
ODENet30-FE
ODENet30-TR
ODENet30-RK4

21.2
16.9
14.3
11.6
15.5
15.7

13.5
15.7
9.0
6.4
8.2
14.7

20.6
16.8
14.2
11.5
15.4
15.6

7.9
16.3
14.1
11.0
13.9
15.7

Table 3: Compared network architectures for the second-order
diode clipper modeling

LSTM16
STN 2 × 30 tanh
ODENet20 Softsign
ODENet30 Softsign

Number
of
parameters

Epochs
in
training

1250
1112
542
1112

2000
630
1200
1200

0.5
Amplitude

Model

Target
ODENet30(RK4)
LSTM16

0.0
−0.5
0

10

20
Time [ms]

STN architectures prove that ODENet can be used for VA modeling and at sampling rates higher than the training sampling rate
even for the simplest numerical scheme, i.e., the forward Euler.

Figure 8: Time-domain comparison of the results of the secondorder diode clipper modeling. Presented signal is a guitar note.

4.3.2. Results

4.3. Second-Order Diode Clipper

Results in terms of the SDR are summarized in Table 4. As in
the case of the first-order diode clipper, the LSTM-based architecture obtained the highest SDR for 44.1 kHz and 48 kHz. Somewhat surprisingly, STN obtained the highest SDR for the remaining sampling rates, even for 22.05 kHz, which introduced aliasing in this model’s output for the first-order diode clipper. Again,
the LSTM-based architecture was inferior to other (sampling rateinformed) models at 192 kHz.
ODENet models clearly performed worse, with the most sophisticated ODENet30-RK4 being close behind STN. Results reveal, however, the expected outcome: more complicated solvers
perform better than simple ones even though they are using the
same derivative network architecture. Additionally, a smaller network using an advanced scheme ODENet20-RK4 outperformed a
larger network using a simpler scheme ODENet30-FE, but this result should be treated more as a hint rather than a general rule.
Figure 8 shows the accuracy of LSTM16 and ODENet30-RK4
at 44.1 kHz in the time domain. ODENet seems to follow the
signal well for small oscillations but fails to match the peaks of the
waveform.
One can obtain more insight into the ODENet by inspecting
the learned derivative of the state. The derivative is a vector-valued
function of three variables: the input voltage, Vin , and the two
states, y1 and y2 . In Figure 9 the magnitude of the derivative of the
first state learned by ODENet30-RK4 is shown for two values of
y2 . One can imagine these figures as snapshots taken at different
positions of the state space. The magnitude of the derivative of the
second state for y2 = 0 can be seen in Figure 10. If the magnitude

The second-order diode clipper circuit and the values of the components were taken from [2]. The circuit is similar to the first-order
diode clipper with the only difference being an additional capacitor inserted between the output node and the resistor as shown
in Figure 7. This additional capacitor introduces high-pass filtering and makes the clipping asymmetrical [2]. The model has two
states, y1 and y2 . The former is taken as the circuit output voltage
Vout . This circuit was modeled with STN using real-world measurements in [2]. However, we again used a SPICE simulation that
processed the same dataset as in the case of the first-order diode
clipper.

4.3.1. Compared Models
In Table 3, the hyperparameters of the trained networks are presented. As a benchmark, we chose the LSTM-based architecture
with 16 memory cells (LSTM16) and a 3 × 30 × 30 × 2 STN (STN
2 × 30). The derivative network of the ODENet was parametrized
by a 3 × 30 × 30 × 2 MLP (ODENet30) and a 3 × 20 × 20 × 2
MLP (ODENet20), both with the Softsign nonlinearity. The former was chosen to have roughly the same number of trainable parameters as the benchmark, the latter was meant to be significantly
smaller. The derivative network was used with the forward Euler
(FE), trapezoidal rule (TR), and explicit Runge-Kutta of order 4
(RK4) numerical schemes [18]. The training proceeded as in the
case of the first-order diode clipper.
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Figure 10: Magnitude of the learned derivative of the second state
of the second-order diode clipper for y2 = 0.
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4.4. Time-Varying Models

0.25

We also applied ODENet to phaser modeling following the “toyproblem” approach from [5]. However, even with ground truthinformed dataset, ODENet was severely underfitting contrary to
the baseline from [5]. There seems to be an inherent difficulty for
ODENet in learning this time-varying system. This observation
was confirmed in [20], where STN, which is similar in nature to
ODENet, failed to fit a phaser dataset. Possible explanations and
solutions of this difficulty could be investigated in future work.
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4.5. Challenges
Applying ODENet to VA is not without challenges. One needs to
obtain the state data to successfully train the derivative network.
To know which state data to capture, some insight into the modeled device is needed as in white-box modeling. Additionally, the
implementation we used was quite slow to train because ODENet
allows parallelization only through the usage of minibatches.

(b) y2 = 1.

Figure 9: Magnitude of the learned derivative of the first state of
the second-order diode clipper for two different values of the second state.

5. CONCLUSIONS
In this paper, the concept of learning ODEs from data and solving
them numerically for VA modeling was presented. We adapted
this framework, termed ODENet, to handle an input signal and the
initial conditions of ODEs describing analog electronic circuits.
We successfully applied it to VA modeling of two distortion circuits: the first- and the second-order diode clipper. Our approach
obtained comparable performance to the baseline at the sampling
rate of the training set while using fewer trainable parameters and
showed acceptable performance at increased sampling rates. In
some cases, the accuracy increased at higher sampling rates. The
learned derivative is physically interpretable but does not have to
be derived analytically and does not need oversampling, which are
big advantages over purely white-box models. The learned derivative may be used in conjunction with any numerical solver, which
allows an accuracy-performance trade-off. Future work could in-

of the learned derivative is asymmetrical with respect to the input
voltage, the chosen value for y2 should make it clear.
The derivative of the first state resembles the S-shape of the
first-order diode clipper derivative. The clipping behavior manifests itself in regions with large derivative magnitudes, which
“push” the output towards the S-shape. Furthermore, for y2 = 1,
the behavior of the clipper becomes asymmetrical, which corresponds to the previous analysis of the circuit in [2]. One can see
it even better in Figure 10, which shows that the derivative of the
second state is inherently asymmetrical with respect to the input
or y1 state. As one can see from Figures 9 and 10, the learned
derivative would be challenging to derive analytically in a whitebox fashion, which confirms the usefulness of the ODENet in VA
modeling.
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clude modeling systems with more states or time-varying systems,
or a deeper analysis of the learned ODE-numerical solver coupling.

[12] D. T. Yeh, J. S. Abel, A. Vladimirescu, and J. O. Smith,
“Numerical Methods for Simulation of Guitar Distortion Circuits,” Computer Music Journal, vol. 32, no. 2, pp. 23–42,
2008.
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the Wasp filter its characteristic voice, which is usually described
as “dirty” sounding [4]1 . Between 1980–1981 Huggett released
the Gnat synthesizer, a single-oscillator version of the Wasp that
also featured a CMOS inverter-based VCF [1, 5]. Following the
end of EDP, Huggett continued to work as a synthesizer designer,
releasing the OSCar (under the company name Oxford Synthesizer
Company) and collaborating with Novation on the design of the
Bass Station and Bass Station II synthesizers [6].
In 2013 German manufacturer Doepfer released a version of
the Wasp filter for the popular Eurorack modular format [4], generating renewed interest in the sound of Chris Huggett’s classic
design. More recently, in 2019, German audio company Behringer
launched a modernized replica of the Wasp synthesizer 2 . Given
the popularity of the Wasp and of its peculiar filter, it is desirable to
study its behavior and to attempt to create an accurate virtual analog
(VA) model that can be used in software-based music production.
Previous research in the field of VA modeling has studied the behavior of different synthesizer filters, such as the classic Moog
ladder [7], the EMS VCS3 [8], and the Korg MS-20 and MS-50
synthesizers [9, 10].
In this work we study the behavior of the Wasp filter and
propose two extended nonlinear models of the operational transconductance amplifiers (OTAs) and CMOS inverters used in its design.
These models allow us to accurately emulate the characteristic nonlinear behavior of the original circuit and provide an insight into
what makes the design of the Wasp filter different from that of other
synthesizer circuits. This work is organized as follows. Section
2 presents a general overview of the circuit and its fundamental
design blocks, together with a linear analysis. Section 3 discusses
the nonlinear elements in the circuit and the approach followed to
accurately emulate their behavior within the context of the Wasp
filter. Finally, Section 4 and 5 provide results of the proposed circuit
model and concluding remarks, respectively.

ABSTRACT
In this paper we present a virtual analog model of the voltagecontrolled filter used in the EDP Wasp synthesizer. This circuit
is an interesting case study for virtual analog modeling due to
its characteristic nonlinear and highly dynamic behavior which
can be attributed to its unusual design. The Wasp filter consists
of a state variable filter topology implemented using operational
transconductance amplifiers (OTAs) as the cutoff-control elements
and CMOS inverters in lieu of operational amplifiers, all powered
by a unipolar power supply. In order to accurately model the
behavior of the circuit we propose extended models for its nonlinear
components, focusing particularly on the OTAs. The proposed
component models are used inside a white-box circuit modeling
framework to create a digital simulation of the filter which retains
the interesting characteristics of the original device.
1. INTRODUCTION
The Wasp is a two-oscillator monophonic synthesizer released in
1978, and designed by synthesist Adrian Wagner (1952–2018) and
electronics designer Chris Huggett (1949–2020), founders of the
British company Electronic Dream Plant (EDP). From the outset,
Wagner and Huggett’s plan was to design an instrument that could
compete sound-wise with the popular Korg, Roland and Moog synthesizers of the era, but would only cost a fraction of the price. To
achieve this, they came up with a number of cost-saving compromises, such as the use of a cheap black ABS plastic enclosure and
a flat two-octave touch-sensitive interface instead of a mechanical
keyboard. At the time of its release the Wasp listed for only £199,
less than half the price of similarly featured synthesizers [1, 2].
In addition to the cosmetic and interface compromises, the
Wasp also featured several cost-saving measures underneath its
cheap plastic enclosure. For example, it featured digital oscillators
which were implemented using transistor-transistor logic (TTL)
circuits, as opposed to the more expensive microprocessor option.
For the filter, Huggett opted for a second-order (12 dB/octave)
multimode state variable filter (SVF) design implemented using
CMOS inverters as a low-cost alternative to operational amplifiers.
While not strictly an original idea [3], the use of CMOS inverters is
relatively uncommon in synthesizer filter designs. An additional peculiarity of the original Wasp synthesizer is the fact that it operated
on a single +5 V unipolar power supply. This design specification,
together with its unusual filter design, played a major role in giving

2. CIRCUIT DESCRIPTION
In this section, we provide a top-level overview of the Wasp filter
and its building blocks, together with a small-signal linear analysis
of the circuit.
2.1. The State Variable Filter
The SVF is a common filter design for synthesizer circuits due
to its versatility, as it is capable of generating lowpass, highpass
and bandpass outputs simultaneously [11]. Figure 1(a) shows a

Copyright: © 2022 Lasse Köper et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
provided the original author and source are credited.
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in [4].
2 https://www.behringer.com/product.html?modelCode=P0DN6
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vout

+
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Figure 1: (a) Block diagram representation of a second-order SVF
with highpass (HP), bandpass (BP) and lowpass (LP) outputs, and
circuit schematics for (b) an RC static integrator, (c) and OTA-based
integrator and (d) a CMOS inverter-based integrator circuit.

Table 1: Wasp Filter Component Values
op-amps4 . Figure 1(d) shows the circuit schematic for a CMOS
inverter-based integrator circuit [3]. Assuming that the inverter has
infinite input impedance and infinite (inverting) gain, we can treat
the input pin as being tied to the reference voltage. Therefore, the
CMOS inverter acts like an ideal op-amp with the non-inverting
input tied to ground. In this idealized regime, the behavior of this
integrator is identical to that of Fig. 1(c) and hence its crossover
frequency is given by the same expression.
Figure 2 shows the complete schematic of the Wasp filter. Component values can be found in Table 1. This schematic is based on
the Doepfer version of the circuit which, for the most part, follows
Huggett’s original design. The only major differences between this
circuit and its original counterpart are the value of resistor R13 ,
which in the EDP version is listed as 100k Ω and the fact that all
ICs are powered using a unipolar +12 V power supply instead of
+5 V as in the original. These two modifications accentuate the
characteristic erratic and “dirty” sounding behavior of the filter
[15], and as such, we have decided to include them as part of this
study.
Overall, the Wasp filter follows the general structure of the
SVF filter shown in Fig. 1(a), with the CMOS inverter labeled
IC1 operating as the summing stage, and ICs 3 and 5 acting as
the integrator amplifiers. The ICs labeled 2 and 4 are the OTAs
used to control the overall cutoff frequency of the system (via bias
currents 1 and 2). The global feedback loop can be seen between
the output of the second integrator (IC5 ) and resistor R2 , while the
intermediate feedback path connects the output of the first integrator
(IC2 ) with the input of the summing stage via a parametric resistive
network that controls the resonance of the filter (i.e. acting as the
gain element in Fig. 1(a)).

block diagram representation of a second-order SVF. As shown
in this figure, a SVF is comprised of two integrating stages and a
summing element setup in a negative feedback configuration. The
gain element in the intermediate feedback path is used to control
the resonance of the filter which, in some cases, can be configured
to enable self-oscillation.
In order to highlight how the design of the Wasp filter circuit
differs from that of a traditional SVF we consider the case of the
ideal RC integrator circuit shown in Fig. 1(b) 3 , which has the
input–output relationship
Z
vin
vout = −
dt.
(1)
RC
This circuit inverts the polarity of the input signal, scales it by the
RC time constant and computes its integral w.r.t. time [12]. Due to
the inverting nature of this circuit, it can be used together with a
standard summing amplifier to implement an SVF. The crossover
frequency of the ideal integrator, i.e. the frequency at which the
gain is 0 dB, is given by the time constant as fb = 1/(2πRC).
In a musical context, where parametric behavior is desired, it
is typical to replace the resistive element in the integrator with
a voltage-controlled component such as an OTA, as shown in
Fig. 1(c). In the linear regime, under the assumption of infinite
input impedance, an OTA obeys the relationship


v+ − v−
iOTA = ibias
,
(2)
2VTH
where iOTA is the current generated by the OTA, v+ and v− are
the input voltages at the non-inverting and inverting terminals,
respectively, VTH ≈ 25 mV is the thermal voltage and ibias is the
amplifier bias current which controls the transconductance of the
amplifier [13, 14]. The crossover frequency of this ideal OTAcontrolled integrator can be adjusted via ibias and is defined as
fb = ibias /(4πVT C).
As mentioned before, one of the most striking aspects of the
design of the Wasp filter is its use of CMOS inverters instead of

2.2. Small-signal Analysis
Having discussed the general design and structure of the Wasp filter,
we move on to studying its linear small-signal behavior. Assuming
the two diodes in the feedback path are unbiased (i.e. their currents
are negligibly small), and carrying on with the assumptions made
in the previous section regarding the behavior of the OTAs and
the CMOS inverters, we begin our analysis by examining the two
integrator stages. Ignoring DC bias, R7 connects to GND instead

3 In practice, this circuit suffers from a number of problems (e.g. at low
frequencies the op-amp goes into open loop configuration), so a modified
version is more commonly used.
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Value
27 kΩ
47 kΩ
1 kΩ
1 MΩ
100 kΩ
0.22 µF
100 pF
330 pF
10 µF
50 kΩ linear
50 kΩ linear
1N4148
CD4069
CA3080

4 Specifically, the Wasp utilized the CD4069 which packages six CMOS
inverter circuits in a single chip.
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Figure 2: Signal Path Schematic of the Wasp Filter
of +12V, so that R7 and R8 are effectively in parallel. Thus, these
two resistors together with R6 and R5 form a voltage divider which
translates the voltage from the preceding CMOS inverter’s output
to the OTA input voltage by multiplying it with

where

R6
vIC1 ≈ −16.26 × 10−3 vIC1 .
+ R5 + R6
(3)
To maintain a current-free CMOS input, all of the OTA output
current iIC2 charges C3 , with the output voltage of the CMOS being
driven appropriately, i.e.
Z
iIC2
dt
(4)
vIC3 = −
C3

with ν ∈ [0, 1] denoting the setting of the level potentiometer and
Z1 is determined by the more complicated feedback network to be
discussed momentarily. For the moment, let H(·) = ZR3 , so that

V+ − V− = −

Zin =

R7 R8
R7 +R8

R1 +

1
sC1

ν

iIC2
.
sC3

1
1
· ibias ·
·
sC3
2VT

R8 R7
R8 +R7

ibias
·
2C3 VT

R8 R7
R8 +R7

(5)

with
s2
+ H1 (s)ωc s + H2 (s)ωc2
ωc s
HBP (s) = − 2
s + H1 (s)ωc s + H2 (s)ωc2

HHP (s) = −

(7)

where
Hin (s) =

vIC3
vIC5 = ωc ·
(8)
s
as the subcircuits around the two inverter/OTA combinations are
equivalent including identical component values.
The first CMOS inverter acts as an inverting amplifier, summing
its inputs weighted with the ratio of the feedback resistor R3 and
the respective input impedances, i.e.


1
1
1
vIC1 = −R3 ·
vin +
vIC3 +
vIC5
(9)
Zin
Z1
Z2

’sVienna
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s2

(15)
(16)

ωc2
+ H1 (s)ωc s + H2 (s)ωc2

(17)

sνR3 C1
1 + s(R1 + (1 − ν)νRlevel )C1

(18)

HLP (s) = −

and likewise

2

(12)
(13)
(14)

vIC1 = HHP (s)Hin (s)vin
vIC3 = HBP (s)Hin (s)vin
vIC5 = HLP (s)Hin (s)vin

R6
vIC1
(6)
vIC1 = ωc ·
s
+ R6 + R5

R6
≈ 9.855 × 108 · ibias
+ R6 + R5

(11)

We can combine with (6) and (8) and solve to obtain

with
ωc =

R2
, (10)
1 + sR2 C2

vIC1 = − (Hin vin + H1 vIC3 + H2 vIC5 ) .

Combined, this leads to
vIC3 =

Z2 =

(·)

or, considering the Laplace transform instead,
vIC3 = −

+ (1 − ν)νRlevel

s2

is a first-order high-pass (AC-coupling) with a cutoff frequency
1
of 2π(R1 +(1−ν)νR
, varying between 18.3 Hz and 26.8 Hz
level )C1
depending on ν, and a passband gain of

νR3
,
R1 +(1−ν)νRlevel

reaching

the maximum
= 1 for ν = 1, assuming a low-impedance
source. For non-negligible source impedance, both cutoff frequency
and gain decrease.
In the following, we shall further analyze the denominator
R3
R1

D(s) = s2 + H1 (s)ωc s + H2 (s)ωc2 .
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0

|H1 (2πjf )| in dB

−10
−20
−30
−40

ρ = 0.1
ρ = 0.3
ρ = 0.5
ρ = 0.7
ρ = 0.8
ρ = 0.9
ρ = 0.95

It can be verified that |H1 (jω) + R2 C2 ωc | ≤ 1. Hence, for
low frequencies ω ≪ ωc , D(s) is dominated by the ωc2 term while
for high frequencies ω ≫ ωc it is dominated by the s2 term. Only
for frequencies close to ωc , the term (H1 (s) + R2 C2 ωc )ωc s is of
significance. In fact, for ω = ωc , we immediately find

ρ = 0.98

|HHP (jωc )| = |HLP (jωc )| = |HBP (jωc )|
=

ρ=1

−50

100

1k

f in Hz

10 k

D(s) = s2 +

D(s) = s + (H1 (s) + R2 C2 ωc )ωc s +

Q=

(20)

(ρRres + R14 )(R13 + R15 )
Rres + R13 + R14 + R15
(1 − ρ)Rres (R13 + R15 )
1
1
Zb = Rb +
=
+
sC7
Rres + R13 + R14 + R15
sC7
(ρRres + R14 ) · (1 − ρ)Rres
Zc = Rc + R4 =
+ R4 .
Rres + R13 + R14 + R15

(21)
(22)
(23)

Using Y-to-∆ transformation to transform this extended star back
to a triangle gives
Z1 =

Zb Zc + Za Zb + Za Zc
.
Zb

R3
b1 s + b0
=
,
Z1
a1 s + a0

(25)

(26)
(27)


′
a1 = Rres
(ρ) · (1 − ρ)Rres + (Rres + R14 )R4 (R13 + R15 )C7
(28)

with

′
′
a0 = (Rres
(ρ) + R4 ) · (Rres + R13 + R14 + R15 ) − (Rres
(ρ))2 ,
(29)

iD,lin = α(vGS ) · (vGS − vT (vGS ) −

′
where Rres
(ρ) = ρRres + R14 . The resulting magnitude transfer
functions of H1 for different values of ρ are shown in Fig. 3. The
dotted line furthermore shows R2 C2 ωc in dependence of the cutoff
frequency ωc .
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Even though a linear and simplified model is helpful for a general
understanding of the Wasp filter’s behavior, most of its interesting
and beloved sounds can only be explained by investigating the
filter’s nonlinear operating points. For this, we propose mostly
heuristic models for the CMOS inverters and the OTAs. Instead
of modeling the input–output characteristic of the CMOS inverter,
we model and combine the two internal MOSFETs it comprises. A
detailed derivation of the CMOS inverter model used in this study
can be found in our previous work [16]. We use the NMOS model
in the form of


if vGS ≤ vT (vGS )
0
iD = iD,lin if vDS ≤ vGS − vT (vGS ) ∧ vGS > vT (vGS ) (33a)

i
otherwise
D,sat

(24)

with
b1 = R3 (1 − ρ)Rres (R13 + R15 )C7
b0 = R3 (Rres + R13 + R14 + R15 )

1
.
ℜ(H1 (jωc )) + R2 C2 ωc

3. OTA AND CMOS INVERTER MODEL

Note: no current flows between GND and the input of IC1 (assumed
virtually grounded), and the load to IC3 is ignored, so the other
triangle impedances are not needed. It follows that
H1 (s) =

(31)

This approximation holds if H1 (jω) is nearly constant around ωc ,
i.e. for low resonance settings ρ or high cutoff frequencies ωc , or
if |H1 (jω)| ≪ R2 C2 ωc , i.e. for high resonance settings and high
cutoff frequencies. Conversely, the approximation does not hold
for high resonance settings combined with a low ωc .
The magnitude transfer function of the lowpass part HLP (jω) is
shown in Fig. 4 for various cutoff frequency and resonance setting,
using the exact denominator given by (20) in black and the approximation according to (31) and (32) in gray. As can be verified, for
high cutoff frequencies or low resonance settings, the approximation is valid. For the combination of low cutoff frequency and high
resonance, the resonance peak of the exact model is even more
pronounced and slightly shifted to higher frequencies compared to
the second-order SVF approximation.

Now for H1 , we apply ∆-to-Y transformation to the triangle
formed by the two parts of the resonance potentiometer, denoted
by ρ · Rres and (1 − ρ) · Rres , where ρ ∈ [0, 1] is the setting of the
resonance control, R13 + R15 , and R14 . By adding C7 and R4 to
the respective legs of the resulting star, we obtain
Za = Ra =

ωc
s + ωc2
Q

with Q-factor

2 C2 )
= 1 + sR2 C2 as
We first observe that H2 (s) = R3 (1+sR
R2
R3
=
1.
Substituting
in
(19)
leads
to
R2

ωc2 .

(30)

In general, if H1 (jω) + R2 C2 ωc is approximately constant
around ωc , the overall filter behavior is well approximated by a
second-order state-variable filter with the denominator

Figure 3: Magnitude transfer functions of H1 (solid) and 2πR2 C2 f
(dotted)

2

1
.
H1 (jωc ) + R2 C2 ωc

vDS
) · vDS · (1 + λvDS ),
2
(33b)

iD,sat =

DAFx.4

20

α(vGS )
· vGS − vT (vGS )
2

2

· (1 + λvDS )

(33c)
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Figure 4: Magnitude transfer functions of lowpass HLP
(a) for various cutoff frequencies and ρ = 0.95 and
(b) for cutoff frequency ωc = 2π · 400 Hz and ρ ∈
{0.1, 0.3, 0.5, 0.7, 0.8, 0.9, 0.95, 0.98, 1}, zoomed in on the resonance frequency; linearized model in black, derived approximation
as second-order SVF in gray

2
α(vGS ) = cα,2 vGS
+ cα,1 vGS + cα,0
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8

10

12

+ cvT ,1 vGS + cvT ,0 .

Value
0.0022
−1.0471 · 10−4
3.1252 · 10−6
0.8655
0.2212
0.0149
1 · 10−3
−4.9942 · 10−4
−5.1393 · 10−4
−6.7622 · 10−5
−2.7258 · 10−6
0.6239
−0.1941
0.0135
0.06

behavior is typically modeled using a hyperbolic tangent as


vOTA
,
(35)
iOTA = α · ibias tanh β
2VTH

(34a)

where vOTA = v+ − v− [13, 14]. The scaling parameters α and β
have been added in order to match the measured behavior. We again
apply the same optimization scheme as for the CMOS inverters and
obtain the optimum scaling parameters for ICs 2 and 4, which are
listed in Table 3. Comparing the optimized model output to the
measurement data from Fig. 6, it can be observed that the model is
able to recreate the behavior of the OTA accurately.
Although this model is able to reproduce the nonlinear behavior
of the OTA with respect to the differential input voltage vOTA , it
is missing an essential characteristic, which arises if a load in
the form of a voltage source is connected to the OTA’s output.
Measurements for this configuration can be seen in Fig. 7. This
figure shows the response of the output current iOTA to a sweep of
output voltage vout for a set of different input voltages vOTA and a

(34b)

This model can be parameterized by the linear regression coefficients cα,i and vT,i , together with the channel length modulation
coefficient λ. Note that the regression functions for the parameters
α and vT can be also modified to higher-order polynomials depending on the specific device. The corresponding PMOS model can
be derived similar to the NMOS model. The parameter optimization was performed using the differentiable white-box modeling
approach presented in [17]. This process involves implementing
the proposed NMOS and PMOS models inside a framework that
allows automatic differentiation of computational graphs, such as
Pytorch, and training its parameters to minimise a cost function
based on measurement data from a real version of the system (the
CD4069 CMOS inverters, in this case). The optimized coefficients
for both MOSFETs of the CMOS inverter can be found in Table 2.
Figure 5 shows the model output using the optimized parameters
compared to the measurement data of the CD4069 inverter powered
by +12 V.
Moving on to the OTAs, Fig. 6 shows the measured nonlinear
current-voltage relationship of the CA3080 OTA. This saturating

2

6

Table 2: Optimized MOSFET Parameters

and

2
cvT ,2 vGS

4

Figure 5: CMOS Inverter CD4069 Channel A

10

300

2

Vin in V

20

vT (vGS ) =

5

0

(a)

200

Measurement
Model

Parameter
α
β

Value
0.8635
0.9408

Table 3: Optimized OTA Scaling Parameters
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0.2

Measurement
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2
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vout in V

vOTA in V
Input Voltage, ibias =

Figure 7: OTA Output Current vs. Output Voltage, ibias = 50µA,
vota ranging from −20 to 20 mA

fixed amplifier bias current ibias . From (35) it can be implied that
the output current should be independent from the output voltage;
however, the measurements show a leap to different output currents
at the supply rails of the OTA. We will see that modeling this
non-ideal behavior at the amplifier’s rails is crucial for recreating
certain sounds of the Wasp filter. As a first step we create a relation
between the plateau level at the rails and the input voltage vOTA as
well as the amplifier bias current ibias . From the measurements, it
can be observed that this relation can be modeled by a surface of
the form

output can be seen in Fig. 7. This leaves the diodes as the remaining
nonlinear circuit components. The current through a diode can be
modeled using Shockley’s law as
 V

d
id = Is e ηVTH − 1 ,
(42)

Figure 6: OTA Output Current vs.
10µA to 90µA

L(vOTA , ibias ) = pL1 + pL2 · ibias + pL3 · vOTA
+pL4 · i2bias + pL5 · ibias · vOTA

where Is is the reverse saturation current and η is the ideality factor
of the diode, which were optimized to 2.52 nA and 1.752 (dimensionless).
4. SIMULATION RESULTS

(36)

In this section we will show simulation results for some key settings
of the Wasp filter, especially focusing on its nonlinear nature and the
need for an extended OTA model. All simulations were performed
using the ACME framework [18] based on the white-box statespace approach from [19].
We start by demonstrating the effect of the resonance potentiometer. Therefore we use an exponential sinesweep signal of the
form

!
n log Ω2
Ω1 (L − 1)
L−1
Ω
1 − 1
u(n) = sin
e
,
(43)
Ω2
log Ω
1

for the low supply rail and by
H(vOTA , ibias ) = pH1 + pH2 · ibias + pH3 · vOTA

+pH4 · i2bias + pH5 · ibias · vOTA

(37)

for the high supply rail. The transition between the output current
level at the rails and the normal operation point can be modeled by
a hyperbolic tangent as
fH =
and
with fM

H − fM
[tanh (γH (vout − ∆vH )) + 1]
2

L − fM
[tanh (γL (vout − ∆vL )) − 1]
fL = −
2
being the same equation as (35) i.e.


vOTA
fM = α · ibias tanh β
.
2VTH

(38)

Parameter
pL1
pL2
pL3
pL4
pL5
pH1
pH2
pH3
pH4
pH5
γL
γH
∆vH
∆vL

(39)

(40)

We can now obtain a final equation for the output current by adding
up all three functions
iOTA = fM + fL + fH .

(41)

Since the functions fH and fL will only affect the output current
for output voltages near the rails, the characteristic behavior defined
in (35) will remain unaffected. Applying yet again the same optimization scheme we find the optimum parameters for the extended
OTA model, which are listed in Table 4. The corresponding model

2
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Value
1 · 10−9
0.67938
1.27987 · 10−7
101.18857
2.59819
91.7 · 10−9
−1.13642
−72 · 10−9
−170.11701
−5.4144
30.14
16.0255
10.8105
0.6093

Table 4: Optimized OTA Rail Parameters
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Vout in V

where L is the signal length and Ω1 , Ω2 are start and end normalized
angular frequencies respectively. This will construct the first half
of the input signal and the second half is the same sinesweep but
starting at high and going back to low frequencies.

Vout in V

Figures 8 and 9 show the bandpass output for different resonance values of the Wasp filter. These plots also show the difference
between the simple OTA model, which neglects the influence of
the output voltage, and the extended model from (41). Taking a
first a look at the measurements, the bandpass behavior of the filter
can be spotted easily. The filter suppresses most of the frequency
components except for a small band around the cut-off frequency.
It can also be observed, that a high resonance value emphasizes the
nonlinear nature of the filter, since the second half of the output
signal is no longer symmetrical w.r.t. to the first half. In comparison,
low resonance values result into a broader passband and a symmetrical behavior. This observation makes sense, since increasing the
resonance value introduces more nonlinear feedback through the
diodes D1, D2, as well as resistor R4 .

1
0
−1
0

1

2

3

4

5

0

1

2

3

4

5

1
0
−1
time in s

Figure 8: Output to Sinesweep Input, Resonance: 20%, Bias:
7.42µA, Top: Simple OTA Model, Bottom: Rail OTA Model, Red:
Envelope of Measurement

Vout in V

Vout in V

When comparing both OTA models, it can be observed that for
small resonance values there is not much difference between the
two results. For higher values however, the operation point at the
output of the OTAs is shifting to values near the supply range. In
this case the simple model is not able to follow the measurements
at all, resulting into a shift of the cut-off frequency and a clipped
output signal. In comparison, the model from (41) matches the
envelope of the measured waveform accurately.
Even though these waveforms give us a first indication of the
dynamic consequences of the different OTA models on the output
signal, these results serve merely as a snapshot at a specific setting.
To get a better understanding of the nonlinear dynamics, we can
analyze the state-space data for the most dynamical states of the
Wasp filter. As two states of interest we choose the voltages across
capacitors C3 and C4 , which comprise the SVF integrators. Figures
10 and 11 show a random subset of the state-space data for the same
input signal as in Figs. 8 and 9. As expected, both OTA models
show a similar state-trajectory for a resonance value of 20%. The
different behavior of the two models for high resonance values can
be seen nicely in Fig. 11. Using the rail OTA model results into a
state clipping near the OTA’s supply voltage, whereas this behavior
is completely missing when using the simple OTA model. Since
the simple OTA model is not bounded by the output voltage vout ,
the voltage over the capacitors can increase without any limitation,
resulting into a clipped signal at the resonance frequency.
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Figure 9: Output to Sinesweep Input, Resonance: 100%, Bias:
7.42µA, Top: Simple OTA Model, Bottom: Rail OTA Model, Red:
Envelope of Measurement
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ABSTRACT

level [11–14] and do not always detail the sonic consequences of
their choice of specific circuit topologies, components, or interface
designs. The processing of the 312 linear feet of paper records in
the CPEMC archive remains partial, complicating the task of the
scholar [15] who is interested in understanding the synthesizer.
This paper builds on precedents [16–19] mobilizing archival
documents and in situ examination to describe and model the four
Sound Effects Filter (SEF) units present in the RCA Mark II (§2).
Using the schematics, technical documentation, and notes provided for each module of the synthesizer at the time of its delivery,
along with measurement and inspection of the circuits themselves,
we detail and discuss a modification (§3) made to the SEF units
and determine missing component values for both the original circuit and the “mod.”2 . We recap the principles of constant-k circuit
design (§4), build a Wave Digital Filter (WDF) model of the SEF
(§5), and discuss extensions to the design (§6). §7 concludes.

We have analyzed the Sound Effects Filter from the one-of-a-kind
RCA Mark II sound synthesizer and modeled it as a Wave Digital Filter using the Faust language, to make this once exclusive
device widely available. By studying the original schematics and
measurements of the device, we discovered several circuit modifications. Building on these, we proposed a number of extensions to
the circuit which increase its usefulness in music production.
1. INTRODUCTION
The Mark II synthesizer was the result of an agreement between
Columbia University in New York City and the Radio Corporation
of America (RCA).1 RCA began during World War I as a USgovernment-backed radio monopoly [1], and was by the 1950s a
large producer of military and consumer electronics and components. In 1952, RCA engineers Harry Olson and Herbert Belar
began developing the Mark I synthesizer at the company’s Sarnoff
Research Center in Princeton, NJ [2, 3]. After hearing about this
three ton vacuum tube synthesizer, two founders of Columbia University’s new electronic music center—Vladimir Ussachevsky and
Otto Luening—began negotiating for the installation of the second
version of the system into their facility in Prentis Hall at W 125th
Street in Harlem (a former dairy bottling plant that housed the
Heat Transfer Research facility during the Manhattan Project). Today, the Mark II remains bolted to the third floor of what is now
Columbia University’s Computer Music Center (CMC).
The acquisition of this system marked the beginning of a period of rapid growth and increasing cultural capital for what was
then the Columbia-Princeton Electronic Music Center (CPEMC),
with an early grant from the Rockefeller Foundation [4–7]. While
use of the synthesizer was limited [8], it helped establish the center
as one of the world’s foremost experimental composition spaces.
The Mark II helped place the slowly-institutionalizing east coast
electronic music avant-garde within the larger, politicized, American techno-scientific project of the 20th century [9, 10].
Despite being called “a tour-de-force of circuit design” [3], the
specifics of the Mark II’s circuits have not received scholarly attention. Olson, Belar and Timmens’ original discussions are high-

2. CIRCUIT DESCRIPTION
The original device (Fig. 1, schematic in Fig. 2) comprises a highpass (HP) and a lowpass (LP) section terminated on a resistor Rt .
Each section is a “T”-type, with the HP T-section including two capacitors C HP on top of the “T” and one inductor LHP on its “stem”;
and the LP T-section including two inductors LLP on top of the “T”
and one capacitor C LP on its “stem.”3
The two stock controls are 11-position, Mallory-brand, rotary
switches: one controlling the highpass cutoff frequency and one
controlling the lowpass cutoff frequency. Each rotary controls simultaneously the inductor and capacitor values in its stage. Calling
the knob positions ℓHP ∈ {1, 2, · · · , 11} and ℓLP ∈ {1, 2, · · · , 11},
LP
we have C HP = CℓHP
, LHP = LHP
= CℓLP
, and LLP =
ℓHP , C
HP
LP
LP
LℓLP . The way that the rotary switches create variable capacitances
and inductances is shown in Fig. 3. While the capacitors are just
switched in and out (other than a wire, essentially C1HP = ∞ and
LP
an open circuit, essentially C11
= 0), the designers assembled the
appropriate inductances as series combinations of multiple inductors. Mechanically, each group of 5 inductors is a single winding
around one core, tapped out at appropriate places. Similar to the
capacitors, the HP uses an open circuit (LHP
1 = ∞) and the LP
uses a short circuit (LLP
11 = 0). The cutoff frequencies in the highpass and lowpass sections are almost identical, and are on average
half-octave spaced (6.02 semitones), where the spacing is quite
constant (to within ±0.552 semitones), as shown in Tab. 1.
This original circuit schematic by Robert A. Lynn, provided by
RCA to Columbia, is dated March 14th, 1956: its inputs and outputs are designed to be used with input–output impedance match-

∗ This research was conducted during the 1st author’s employment at
iZotope, Inc., Boston, MA.
† This work was supported by the FACE Foundation’s Etant Donnés
grant for the project “Beyond Circuits.”
1 Columbia-Princeton Electronic Music Center (CPEMC) records
1958–2014, call number MS#1723, Columbia University, box 56.

Copyright: © 2022 Kurt James Werner et al. This is an open-access article distributed under the terms of the Creative Commons Attribution 4.0 International License, which permits unrestricted use, distribution, adaptation, and reproduction in
any medium, provided the original author and source are credited.
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highpass (HP)
“0”

“∞”
modification:
DPDT
switches

“100”

tional low pass stage, with a lead noticeable in the original picture
missing in the current incarnation of the device. A new component
replaces the missing capacitor in its original bundle. A generalized
schematic of the device, updated from R. A. Lynn’s original design
to include this modification, is included in Fig. 2.
This modification is built with the same standards as the original units, with wire bundles being redone to include the new connections rather than being laid on top or left hanging. Where possible, it seems the same parts were used as for the original construction, with black Sprague capacitors alongside newer Astron
Corporation-branded yellow ones seen on the additional board visible in Fig. 1c. Conversation with Peter Mauzey suggests the modification was implemented by RCA staff.4
Markings near SEF #1’s switches, not found on the three other
units, read “0,” “100,” “5700,” and “∞.” There is some evidence
that Ussachevsky and others experimented with impedance mismatching throughout the Mark II to explore the timbral results.
Ussachevsky wrote that “Because our equipment was mismatched,
we deliberately made use of the distortions it produced and gave
them musical value. It is amusing that later an article [20] was
written discussing our use of mismatched impedance as a new
phenomenon.”5 However, today all four units seem identical, and
the modified input and termination resistances implied by these
markings are not present, pointing to a process of experimentation
where not all modificationss survive.
These modifications meaningfully connect technical decisions
to artistic consequences, giving both circuit and music scholars an
opportunity to know what mattered enough to the users and maintainers of the machine to install meticulous changes to the four
units. Although this would not have been called circuit-bending
[21] when it was implemented, it also motivates our use of lowlevel circuit modelling techniques such as WDFs, which support
digital models of circuit-bending [22].

lowpass (LP)

1, 2, · · · , 11

“5700”

1, 2, · · · , 11

(a) Front panel of SEF #1.

(b) SEF #2 Inside, bottom.

added
modification
boards

3. DERIVING COMPONENT VALUES
Some challenges of studying and modeling the SEF are that the
schematics give only partial information, many component devices
on the circuit are not labelled, and the device is too fragile and rare
to desolder any components for measurement.
Luckily, the schematics include the termination resistor and all
capacitor values. The schematics give “desired” capacitor values6
and then the actual embodiments through the parallel combination
of 1–4 capacitors. The reason for this is that capacitors are only
manufactured at specific values—they would be using combinations of the values available to them to get as close to the desired
values as possible. We will always use the “actual” value rather
than the “desired” value in our calculations. These values are given
in Tab. 1. The capacitances used in this circuit are from the set

(c) SEF #2 Inside, top.

Figure 1: Photographs of the front panel of Sound Effects Filter
#1, and top and bottom of inside of Sound Effects Filter #2.

ing, rather than the impedance bridging principle that more modern circuits typically use. The output is already loaded internally
by the 560 Ω resistor Rt . and the circuit is designed to be driven by
a 560 Ω resistive voltage source. Hence, we add a 560 Ω resistor
Rin to the ideal voltage source vin to represent this.
2.1. Circuit Modifications

{0.022, 0.047, 0.05, 0.1, 0.15, 0.22, 0.25, 0.47, 0.5, 1.0} µF.

The manual for the SEF includes pictures of the circuit, presumably taken at the date of manufacture. Comparing these pictures
to the actual devices makes it clear the circuits were modified after
that date. Externally, this discrepancy consists of two additional
switches (visible in Fig. 1a) between the two original 11 position Mallory switches. Opening up each of the four unit allows
us to reverse engineer this modification: the DPDT switches enable adding extra highpass and lowpass T sections. Some of the
stock capacitors were visibly re-purposed to be part of the addi-
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from Mauzey to Teboul, 3/26/2022
to Fahs, March 12, 1953. Rockefeller Foundation, RG
1.2, 200R, Box 296, Folder 2769, mentioned in email from Vandagriff to
Werner, 12/12/2019.
6 These are given to a high level of precision on the circuit diagram, and
with lower precision in the documentation’s capacitor embodiment discussion. We use the higher precision values. In three cases, the values differ
in a way that cannot be ascribed to truncation or rounding. In those cases
we use the higher precision values.
5 Ussachevksy
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Figure 2: Circuit diagram of the RCA Mark II Sound Effects Filter, including the modifications.
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(a) Variable capacitance, highpass stage.

(b) Variable capacitance, lowpass stage.
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(d) Variable inductance, lowpass stage.

(c) Variable inductance, highpass stage.

Figure 3: Variable capacitances and inductances in the highpass and lowpass stages based on 11-position Mallory rotary switches.

turns-squared, giving an expression for inductance L in henries of

One might ask why, since they clearly had 0.15 µF capacitors
LP
available (e.g., C4HP , C6HP , C9HP , C5LP , C7LP , and C10
), they emHP
LP
bodied both the C3 and C4 capacitances as 1.0 + 0.1 + 0.05 µF
rather than 1.0 + 0.15 µF. This remains a mystery—perhaps just
a matter of what was laying around on the workbench.

L = N 2 AL /109 .

All quantities and resulting inductances are given in Tab. 1.
LP
For the three inductors LHP
m and Lm (×2) used in the circuit
modification, no design documents or schematics are available.
Therefore the core, turns ratio, etc., intended inductance, are all
unknown. Luckily, we were able to obtain component values for
these via direct measurement with an LCR meter.

The inductor values, unfortunately, are not given directly. However, the schematics do give mechanical, material, and geometric
properties of each inductor: most relevantly the number of wire
turns and information on the toroidal inductor cores. As mentioned
earlier, each inductor is not wrapped around a separate core; each
one is realized with two multi-tapped inductors, where the appropriate core and tap is selected by the discrete control knobs. For the
two types of inductor cores that are used, Arnold D-927156-3 and
Arnold D-082168-3, tabulated values are available [23] that relate
the number of wire turns N to the inductance L via a parameter
called AL . In [23], AL is specified in units of mH-per-thousand-

2

’sVienna

DAFx

(1)

3.1. Evaluation and Discussion
Here we study 3 related families of magnitude responses: curves
given in the original schematics, measurements taken on the real
device (SEF #2), and curves measured from a digital model made
in LTspice. In the first case, only curves for ℓHP = 1, ℓLP ∈
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Table 1: A summary of the design and characterization of the various stages in the SEF, including cutoff frequencies and their spacings,
capacitor and inductor values. For each knob position, k and the cutoff frequency fc are calculated using the “actual” (embodiment with
1–4 parallel caps) capacitor value and the “actual” (calculated via (1)) inductor value. For the Arnold toroidal MPP (molypermalloy
powder) cores, A is model D-927156-3 and B is model D-082168-3.
capacitors

inductors

knob
pos.

fc
(Hz)

HP mod.

—

86.7

∞

564.6

HP
Cm

?

3.25

1.0 + 1.0 + 1.0 + 0.25

LHP
m

?

?

?

518

1
2
3
4
5
6
7
8
9
10
11

0
175
248
352
497
699
1002
1411
2024
2847
3994

——
(12.1)
6.37
5.83
5.85
5.95
6.24
5.85
6.55
5.74
5.79

——
565.2
554.7
562.1
562.3
505.6
572.4
563.8
538.8
559.1
569.3

“C1HP ”
C2HP
C3HP
C4HP
C5HP
C6HP
C7HP
C8HP
C9HP
HP
C10
HP
C11

“∞”
1.62
1.16
0.81
0.57
0.406
0.283
0.2
0.142
0.1
0.071

——
1.6
1.15
0.8
0.57
0.4
0.272
0.2
0.15
0.1
0.069

——
1.0 + 0.5 + 0.1
1.0 + 0.1 + 0.05
0.5 + 0.15 + 0.15
0.47 + 0.1
0.25 + 0.15
0.25 + 0.022
0.1 + 0.1
0.15
0.1
0.047 + 0.022

“LHP
1 ”
LHP
2
LHP
3
LHP
4
LHP
5
LHP
6
LHP
7
LHP
8
LHP
9
LHP
10
LHP
11

—
A

——
156

B

168

——
1280
1065
900
760
640
515
435
360
305
258

“∞”
255.6
176.9
126.4
90.11
63.90
44.56
31.79
21.77
15.63
11.18

1
2
3
4
5
6
7
8
9
10
11

175
245
350
499
703
996
1408
1989
2803
3992
∞

——
5.82
6.18
6.20
5.99
5.87
6.03
5.94
5.80
6.30
∞

563.4
563.5
565.2
557.3
562.1
562.0
563.7
575.7
567.7
546.3
——

C1LP
C2LP
C3LP
C4LP
C5LP
C6LP
C7LP
C8LP
C9LP
LP
C10
LP ”
“C11

3.24
2.32
1.62
1.14
0.812
0.567
0.402
0.284
0.2
0.142
“0”

3.22
2.3
1.6
1.15
0.8
0.57
0.4
0.272
0.2
0.15
——

1.0 + 1.0 + 1.0 + 0.22
1.0 + 1.0 + 0.25 + 0.05
1.0 + 0.5 + 0.1
1.0 + 0.1 + 0.05
0.5 + 0.15 + 0.15
0.47 + 0.1
0.25 + 0.15
0.25 + 0.022
0.1 + 0.1
0.15
——

LLP
1
LLP
2
LLP
3
LLP
4
LLP
5
LLP
6
LLP
7
LLP
8
LLP
9
LLP
10
“LLP
11 ”

A

156

B

168

—

——

1810
1530
1280
1070
900
732
615
518
438
365
——

511.1
365.2
255.6
178.6
126.4
90.02
63.54
45.08
32.23
22.38
“0”

439.7

LP
Cm

0.15

LLP
m

?

?

?

14.5

lowpass

highpass

stage

distance to
previous
(semitones)

LP mod.

—

4826

(3.28)

k
(Ω)

name

desired
(µF)

actual
(µF)

embodiment
(µF)

name

?

0.15

{1, · · · , 11} and ℓHP ∈ {1, · · · , 11}, ℓLP = 1 are given. These
curves were extracted from a photograph of the schematics7 using
the WebPlotDigitizer tool [24]. In the other cases, we also measure two other “sweeps,” with ℓHP = 6 and ℓLP = 6, to show some
characteristic narrow bandpass shapes that can be created with the
SEF. Measurements on the real device were taken using a MOTU
UltraLite mk4, which has 100 Ω of output impedance and 10 kΩ of
input impedance [25], using a 1-minute long white Gaussian noise
sequence sampled at 44.1 kHz, the same sequence used in our
time-domain LTspice simulations. In both cases, Welch’s method
(212 = 4096-sample-long Hann windows, 50% overlap) is used to
find magnitude responses from measured noise responses.
Because of the input and output impedances of the MOTU, we
use modified versions of Rin and Rt throughout:
R̃in = Rin + 100 Ω = 660 Ω,

DAFx



turns
(#)

actual
(mH)

4. CONSTANT-k CIRCUIT DESIGN
Although it is not discussed in the schematics, the circuit appears
to have been designed using the “constant-k” design procedure
[26]. In constant-k filter design, a cascade is formed of two-port
circuit blocks which all satisfy the relationship

R̃t = Rt ||10 kΩ ≈ 530.3 Ω. (2)

k2 = Z/Y,

(3)

where k and Z are impedances and Y is an admittance. Specifically, k is the (constant) characteristic impedance of the cascade
considered as a transmission line, Z is the impedance of its series
aspect, and Y is the admittance of its shunt aspect.
Image impedance for symmetrical sections, which are the only
ones used in this filter, are identical from each of the two ports.

7 The curves derived from the schematics go all the way up to 0 dB,
which is obviously incorrect, as the resistors form a −6 dB voltage divider
even in the passband. Hence, we normalize all the schematic curves by
subtracting −20 log10 (Rt /(Rin + Rt )) ≈ 6.02 dB.

’sVienna

mH
turns2

more pronounced ripples in the measured data than in the model,
and some extra passband loss in the measured data that does not
appear in the model and is not suggested by the schematics.
This can be attributed to non-ideal behavior of the inductors
or capacitors or aging (at time of writing, almost 70 years) components whose values differ from the schematics. As well, there
is no indication of whether the schematic magnitude responses are
themselves measurements or idealizations.

Overall, the match between the 3 families of curves is fairly
good. However, there are some differences in the shape of the magnitude responses. For instance, we see slight differences in cutoff frequencies between the model and measurements/schematics,
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Figure 4: Magnitude responses.

Image impedance (Zim ) can be calculated from the short-circuit
(Zsc ) and open-circuit (Zoc ) impedances as
√
(4)
Zim = Zsc Zoc .

5. WAVE DIGITAL FILTER MODEL

We start by deciding how to handle the switches. It is possible
to handle switches as ideal linear elements, but this requires grouping them all together at the root of the WDF tree, which leads to a
quite complex topology [22, 28]. Another option is approximating
each switch as two resistors: a tiny one (closed connection) and a
huge one (open connection). This leads to a somewhat complex
topology involving bridged-T networks [29]. For simplicity, we
instead only treat the case where the modifications are engaged.
To disengage a modification, we just adjust the values of CmHP and
LP
LP
LHP
m (resp. Cm and Lm ) to have extremely low (resp. high) cutoffs,
using the constant-k design equations in Tab. 2.
Using this strategy, we draw a circuit graph, shown in Fig. 5,
where each of the 10 electrical nodes in Fig. 2 corresponds to a
graph node a–j and each electrical component (treating vin and R̃in
together as a resistive voltage source) corresponds to a graph edge.
We then search for “split components,” shown in Fig. 6a, identifying series (S), parallel (P), and “rigid” (R) connections in the
graph. Because of our modeling strategy w.r.t. switches, we have
ended up with a separated graph that has no “rigid” connections,
which would require special techniques [22, 29].
Selecting the resistive voltage source vin + R̃in as the root8 ,
we can then create an SPQR (series (S), parallel (P), “singular”

Having found the circuit topology and suitable component values,
we can now derive a real-time digital model using the Wave Digital
Filter (WDF) approach [22, 27].

8 Typically, if there is are one [27] or more [22, 28, 29] non-adaptable
elements, they would be selected as the root of the WDF tree. We have no
non-adaptable elements, so our choice is arbitrary.

Zsc and Zoc are found by short-circuiting (resp. open-circuiting)
one port and calculating the input impedance at the other port.
A overview of the topology, Zsc , Zoc , Zim , cutoff frequency
(in radians) ωc = 2πfc , and inductor and capacitor design equations for generic, highpass, and lowpass “T” sections is shown in
Tab. 2. A typical way to do a constant-k design is to define a
k, choose desired lowpass and highpass cutoff frequencies, then
choose the inductor and capacitor values according to the design
equations. Using the given, derived, and measured capacitor and
inductor values from §3 and (3) gives a value of k for each stage,
as shown in Tab. 1. We can see that each stage has a k of very
nearly 560 Ω. Small deviations are attributable to quantification
concessions in capacitor selection and integer turn numbers used
on the inductors. Since this is the stated design load of the circuit,
this demonstrates that it was designed using constant-k principles.
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Table 2: Generic, lowpass, and highpass symmetrical constant-k T -section schematics and design equations.
type

Z1

Z2

generic

Z1

Z2

Zim (s)

circuit
Z1 /2 Z1 /2

Zim

highpass
(HP)
lowpass
(LP)

b

CmHP

c

Ls

Ls

1
Cs

CmHP

d

2C

LHP
m

2C

Zim

r

L
L/2

Zim

L/2

g

f
C HP
L

LLP

HP

C

h
LLP

LP

ωc (rad.)

Zim (ωc )

Zim (∞)

L (H)

C (F)

Z1
(Z1 + 4Z2 )
2

——

——

——

——

——

——

1 + 4CLs2
2C 2 s2

1
2

r

∞j

k
√
2 2ωc

2
kωc

√

√
2 2
kωc

s

Zim

C

e
C HP

r

Z2
Zim

1
Cs

Zim

Zim (0)

LLP
m

i

L
C



LCs2 + 4
2

j

L
C

r
2

0

2

1
CL

0

∞j

L
C

2k
ωc

√

R̃t
a

As a practical matter, to compensate for gain loss, a 2× multiplier
560
t
(inverse of the voltage divider ratio RinR+R
= 560+560
= 12 ) is
t
also added to the output, to get a baseline passband gain of 1.

Figure 5: Circuit graph.

(Q), and “rigid” (R)) tree structure [30], shown in Fig. 6b, that is
isomorphic to the separated graph.
This SPQR tree is isomorphic to a WDF structure, shown in
Fig. 6c. Each block in this structure has a number of ports with an
associated port resistance, which is calculated by “adapting” each
port, working “up” the tree starting at the leaves. It also indicates
an explicit sequence of calculations that happens in three phases:
propagation of waves up the tree, calculation at the root, and propagation of waves down the tree. For more information, see [22,27].
We can also see the structure underlying this WDF by redrawing
the original circuit, as shown in Fig. 6d.
The WDF is built in the Faust programming language using
the “WDmodels” library [31], which allows a WDF tree to be specified in Faust, which can then compile to a number of targets. In
particular, we compiled our WDF model to a Pure Data external.9
Our code begins by declaring the controls as well as the capacitor and inductor values. These are called in the component
definitions, which convert the WDF shown in Fig. 6 into a network of adds, multiplies, and delays. The key line specifying our
tree, which gives a sense of the usage of WDmodels is:

6. EXTENSIONS
As mentioned earlier, circuit modifications were a part of the artistic tradition of using the SEF. However, today the filters’ fragility
means that they can no longer be modified. However, now that
we have a suitable digital model, we can implement a number of
extensions to the basic circuit. First of all, it is possible to “circuit
bend” [21] the model by changing any component value away from
its original design, guided by intuition and pleasing sonic results.
By deliberately mismatching the input and termination resistaces, as suggested by Ussachevsky’s letter and [20], musically
useful vocal-formant-like resonances can be introduced into the
filter magnitude response. An especially useful configuration is
reducing the input impedance Rin while increasing the termination
impedance Rt . An example is shown in Fig. 7, which shows the
magnitude response for ℓHP = 3, ℓLP = 9, with both the HP and
LP modification stages engaged, but mismatching the impedances
to the values shown on the front panel of SEF #1 (recall Fig. 1a).
Note that as the impedances get more mismatched, the resonances
become more dramatic.
It is also possible to use the findings from our reverse engineering efforts to introduce more deliberate modifications. Knowing the constant-k design equations (Tab. 2), it is a simple matter
to change the fixed frequency controls into continuously variable
frequency controls. Similarly, we can extend the circuit to have
any number of fixed or variable highpass and lowpass stages, to
obtain steeper cutoffs. It would also be a simple matter to augment
the circuit with other known building blocks that are compatible
with constant-k designs, such as allpass, bandpass, or bandstop.
A common practice with the SEF is to “cross over” the HP
and LP stages (setting ℓLP < ℓHP ) to get narrow bandpass filters.
An undesirable side effect of this is significant signal loss. A practical extension that can be devised is a simple gain compensation
based on normalizing against the magnitude response peak or the
impulse response energy at any setting.

tree = v_in : (wd.series :
(c_HPm1, (wd.parallel :
(l_HPm, (wd.series :
(c_HPm2, (wd.series :
(c_HP1, (wd.parallel :
(l_HP, (wd.series :
(c_HP2, (wd.series :
(l_LP1, (wd.parallel :
(c_LP, (wd.series :
(l_LP2, (wd.series :
(l_LPm1, (wd.parallel :
9 Using the method in [32], this and models of related CMC equipment
form the basis for a partial digital model of some historical RCA Mark
II configurations in Pure Data, derived from the original documentation
developed by R. A. Lynn at RCA. Code will be released under a noncommercial license mid-2022, alongside compositions for this system.
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(d) This structure can also be seen by rearranging the original circuit to highlight its topology.

Figure 6: The process of turning the circuit graph of Fig. 5 into a WDF that models the RCA Mark II Sound Effects Filter.
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mod.

understanding the machine and its context. Post-installation modifications, such as the presence of added stages, necessitates the use
of reverse engineering techniques [33]. For instance, although we
were able to identify that the circuit is based around a constantk design, without access to the original engineer, some questions
cannot be answered. This initial study of the Mark II’s circuits
shows that it can be critical that archival materials be compared to
design decisions and modifications in actual circuit embodiments.
As part of a larger effort to reckon with the cultural and symbolic importance of the RCA Mark II, while also undoing the
technical and cultural gate-keeping that made it inaccessible to
most [34] (by making a model widely available), this paper is a
first step in developing a material history of the hardware holdings at the CMC. Our analysis helps us understand what, sonically
in addition to technically, the large socio-technical system of the
RCA Mark II made possible at this nexus of non- and for-profit
artistic and scientific research within the wider context of American cold-war era information theory [3, 4, 6, 35].

mod.
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Figure 7: Magnitude response ripples via impedance mismatching.

7. CONCLUSION
We have analyzed the design and behavior of the RCA Mark II
synthesizer’s Sound Effects Filter, reconciling differences between
the schematics and modifications performed to the device, and proposed a number of extensions. A Wave Digital Filter model was
created in Faust, using the WDmodels library, that captures the
basic measured behavior. Future work may investigate non-ideal
inductor and capacitor models for improved accuracy.
Examining the technical decisions materialized in the circuits
and building a model for continued use provides a new avenue for
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ABSTRACT

expressive techniques employed by the original artist. With automatically transcribed dynamic markings, it is possible for a vocal
practitioner or learner to understand the interpretation of a given
piece of music as intended by the artist, and reproduce them in the
same way. This can be particularly useful in vocal music learning
and assessment applications [11], or singing along with karaoke
tracks. In addition, a system that yields the dynamic range of
a song based on audio analysis may help the students to choose
songs within a certain dynamic range, corresponding to their own.
However, the lack of annotations and data make the evaluation of
this task particularly challenging.
The variation of musical dynamics is usually instrument dependent [2], and several approaches exist to model musical dynamics [12], approaching it as a classification problem i.e. categorizing the label (p, m, f etc) based on the observed loudness levels, or prediction problem, where loudness levels corresponding
to the dynamics markings are predicted, using machine learning
approaches like decision trees, Support Vector Machine (SVM),
etc [3]. Jeong et al. [13] predict the note level intensity for the
case of piano using non-negative matrix factorization (NMF) based
techniques taking the aligned score and performance audio as input. Marinelli et al. [14] use convolutional neural network (CNN)
with modulation power spectra as an input feature for dynamics
classification into categories pp and ff. However, existing work on
computational modelling of vocal dynamics is rather limited with
almost no annotation availability to the best of our knowledge.
In our previous work [7], we devised a methodology to extract
musical dynamics from audio via loudness features either from
a mix or monophonic vocal audio recordings. To validate our approach, we conducted a case study where we asked a music teacher
to provide feedback on the musical dynamics employed by the
artist ‘Norah Jones’ in her rendition of the song ‘Don’t know why’,
in reference to a karaoke version. We found in our analysis that the
musical dynamics markings by the teacher were closely correlated
with the loudness feature extracted from the audio. However, the
methodology was conducted for a small number of renditions, extracted from professionally produced karaoke songs, and the case
study was carried out for one song.
In the current work, we extend a similar analysis for a large
number of songs, part of publicly available Smule Vocal Balanced
dataset [15]focusing on measuring and comparing the dynamics
in vocal rock and pop performances using audio recordings. We
first annotate the score in the form of musical notes corresponding to the singing voice for five popular songs. We then collaborate with a music teacher to annotate the dynamic markings
in these songs. Only five songs have been chosen for analysis
due to either source separation artifacts, overall song length mismatch of karaoke/professional renditions with original songs, or
challenges with creating a score that is aligned with the original

In addition to tone, pitch and rhythm, dynamics is one of the expressive dimensions of the performance of a music piece that has
received limited attention. While the usage of dynamics may vary
from artist to artist, and also from performance to performance, a
systematic methodology to automatically identify the dynamics of
a performance in terms of musically meaningful terms like forte,
piano may offer valuable feedback in the context of music education and in particular in singing. To this end, we have manually
annotated the dynamic markings of commercial recordings of popular rock and pop songs from the Smule Vocal Balanced (SVB)
dataset which will be used as reference data. Then as a first step
for our research goal, we propose a method to derive and compare
singing voice loudness curves in polyphonic mixtures. Towards
measuring the similarity and variation of dynamics, we compare
the dynamics curves of the SVB renditions with the one derived
from the original songs. We perform the same comparison using
professionally produced renditions from a karaoke website. We relate high values of Spearman correlation coefficient found in some
select student renditions and the professional renditions with accurate dynamics.
1. INTRODUCTION
Dynamics are used to convey expressiveness of a musical performance. In musical terms, the term dynamics often refers to the
intended or perceived "sound strength", while in technical terms,
the musical dynamics are usually mapped to loudness of the resulting audio [1]. The classification of dynamic markings for performances into categories like - pp (very soft), p (soft), mp (moderately soft), mf (moderately loud), f (loud), ff (very loud) remains
widely accepted [2], and several studies have been conducted analyzing the relationship between the dynamic markings in the score
to the observed values of loudness in audio [3, 4], particularly for
the case of Western Classical piano performances [4–6]. However,
not many studies have been conducted analyzing the role of dynamics in vocal performances [7].
The task of automatic transcription [8] of dynamics from audio is useful in scenarios where the availability of scores is limited
or the primary source of learning is via oral means, for example
in traditions like pop and jazz. In such oral traditions, learning entails not only following the original performance in terms of rhythmic [9] and pitch accuracy [10], but also implicitly reproducing the
Copyright: © 2022 Jyoti Narang et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
provided the original author and source are credited.
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3. METHODOLOGY

renditions. We compare the loudness contours computed on the
original recordings with the associated renditions from the SVB
dataset [15] using sone scale [16], which is based on psychoacoustic model inspired by the human ear, for comparing the mapping of
dynamics markings indicated by the teacher to the loudness values
obtained from the audio signals. Further, we propose metrics for
comparing dynamics based on Spearman correlation of loudness
curves (1) for entire performances and (2) around the annotated
dynamic markings. The rest of the paper is structured as follows.
In section 2, we introduce the dataset we use in our analysis, with
Section 3 describing the methodology used in the process. Section
4 contains the details of the conducted experiments along with the
challenges and limitations of the proposed methodology. Finally,
we conclude with a discussion section and possible directions of
future work.

Vocal Separation

Audio Synchronization

Figure 1: Methodology for extracting and comparing Dynamics
The methodology for extracting loudness is presented in Figure 1. There are 3 parts to the process 1) Audio Synchronization
2) Data pre-processing and feature computation 3) Metric Computation

Because the goal of our research is to compare singing voice dynamics between original songs, professionally produced renditions,
and student renditions, we derive a dataset from three data sources:
(i) Five commercial pop rock songs listed in Table 1, for which
we obtained the original audio from YouTube.
(ii) For the five songs we obtain professionally produced renditions and the associated audio stems from a karaoke website1 . The
choice of karaoke tracks of the same songs in our dataset helps
us validate if the reproduction of a song by a professional singer
involves reproducing the dynamics of the original artist.
(iii) From the Smule Vocal Balanced (SVB) dataset [15] we
select the audio renditions corresponding to the five songs. The
SVB dataset comprises student recordings of 24874 solo singing
performances from 5429 singers singing a collection of 14 songs.
The recordings comprise different levels of singing training and
recording quality. In addition, some of the performances may be
duets and some are incomplete.
Score creation for the original audio tracks. In order to
carry out evaluation, we need scores with precise dynamics as intended or perceived in the original recordings. Hence, we collaborated with a music teacher to identify the dynamics markings
at the note level, and eventually at the phrase level. We create a
score for select reference recordings in musicXML format from
the SVB dataset and via collaboration with a music teacher, we
annotate the score with dynamics markings into 8 categories ppp,
pp, p, mp, mf, f, ff and fff. The annotation process is defined as follows. The teacher listens to the complete source separated version
of the reference recording, and thereafter annotates the song sections with corresponding dynamics markings at the note level. The
note level annotations of each rendition is created by the author by
listening to the source separated reference recordings. MusicXML
is chosen as an intermediate tool for score transcription in order to
extract information like note pitch, note start time, note end time,
measure number, beat number etc from the score, such that timing
information can be mapped between the score and audio. The end
result of this step is a score that can be parsed automatically using
tools like music21 [17] for extracting the dynamics from the score.
Each annotation for our task took close to 6 hours. The annotations
were also validated by the author in the process.

3.1. Audio Synchronization
Since the score is annotated on the original recording, we assume
that the score is coarsely aligned with the audio signal of this
recording. However, renditions may not be perfectly aligned with
the original recordings. We assume that any of the renditions are
performed with a backing track. In some cases we have to account
for an initial offset, before the backing track starts. To align the
renditions with reference recordings we compute cross correlation
of the pitch contour of the two audio signals using melodia [18]
implementation of essentia [19] using a hop size of 0.003 ms. The
offset in frames is then mapped to the corresponding frame position in the extracted loudness curve.
3.2. Data pre-processing and feature computation
3.2.1. Source Separation
The recent progress in the field of audio source separation, especially for contemporary rock and pop genre of music facilitated us
to use it as an intermediate step. We validated the efficacy of this
step in our previous work [7] with the MusDB dataset [20], where
the correlation coefficient between the loudness curves of source
separated vocals with the loudness curve of the vocal stem was
very high, in most cases, being greater than 0.9.
3.2.2. Loudness Extraction from Audio
With isolated vocal tracks from the mix or monophonic recordings
from renditions of professional/amateur singers, the next step is to
extract loudness curves from each of the sources to compare them.
We use the sone scale for this purpose. Sone scale is inspired by
psychoacoustic concept of equal loudness curves, with the measurement being linear i.e doubling of perceived loudness doubles
the sone value [16]. The phon scale is closely associated with the
dB scale, where 1 phon is equivalent to 1 deciBel at 1000 Hz (1
kHz). The sone scale is based on the observation that a 10 phon
increase in sound level is perceived as doubling of loudness. A
phon value of 40 translates to 1 sone, and the relationship between
phons and sones can be modelled with the equation:

1 https://www.karaoke-version.com/
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(
S=

2(L−40)/10 ,
(L/40)2.642 ,

if P >= 40.
P < 40.

(1)

The sone scale computation along with the consecutive smoothing operation is carried out in the same way as proposed by Kosta
et al [3] in their analysis. Each of the curves are normalized by
dividing by the max value to compare the relative values, and not
the absolute ones.

3.3.1. Global Loudness Comparison
To compare the loudness curves of the rendition and the original
song, we did not want to make any assumptions about the underlying data distribution [21], and hence decided to compute the nonparametric Spearman Correlation Coefficient (ρ) of the smoothed
curves of the aligned renditions.
P
6 di 2
rs = ρ = 1 −
(2)
n(n2 − 1)
where
• di = R(Xi ) - R(Yi ) is the difference between the two ranks
of each observation, where Xi and Yi represent raw scores
• n is the number of observations

Filtered Student Count
416
4
149
362
7

4.1.1. Sone scale loudness curve comparison with other scales

3.3.2. Local Loudness Comparison at the Change Points

We also experimented with Loudness Unit Full Scale (LUFS)
loudness extraction using the Essentia implementation of
EBUR128 [26], comparing the smoothed loudness curves of
karaoke/professional renditions with original renditions. We found
the results to be quite similar with a variation of around 6 to 7%
for all the songs. We use the momentary loudness with 400 ms
block-size, 5.5 ms hop-size and 5% time-span of the “loess” function. The variability of the results was primarily due to tuning
of time-span parameter of the “loess” function. Further, we also
compared the sone scale values to RMS values of the signal in our
initial experiments, and found the RMS output to be quite noisy.
We continued our experimentation with the sone scale considering the robustness of the resulting values with parameter tuning in
reference to other scales.

Change points refer to the points in time where the dynamic
changes occur, for example from mf to f and so on. The local
changes are measured by computing the Spearman correlation, ρ
of the smoothened loudness curves at the change point window,
where a change point window is estimated from the score using
music21 [17] and thereafter mapped to the corresponding position in the audio. In order to do so, we first compute the beats
using madmom’s [22] DBNBeattracker, and then manually check
for the initial beat until the score is well aligned with the reference
recording. To make sure alignment is in order, we use synthesized
audio from the score using fluidsynth [23] library and play the synthesized version with the reference recording, making sure all the
change points are mapped correctly. We use a total of 4 beats as
part of the change point window (2 beats before the change point,
and 2 beats after the change point) in order to carry out evaluation
at the change point window.

4.2. Pre-processing Student Recordings
The Smule dataset consists of 24874 monophonic recordings of
14 commercial songs, of which we select five songs as mentioned
above. Many of the renditions are sung in duets. In order to carry
out a dynamics comparison for the entire song, we manually filter out duet recordings from complete renditions in our analysis.
We make use of percentage voice in the audio track for doing so,
thresholding by different numbers based on the input song, us-

4. EXPERIMENTS
4.1. Experimental Setup
For the commercial popular recordings, we solely have access to
the mixed tracks for the subsets (i) and (iii) of our dataset, while
for subset (ii) the karaoke versions, we have access to all the stems.

DAFx

John Legend
Sia
Justin Beiber
James Arthur
Bruno Mars

To that extent, for the subsets (i) and (iii) we extract the vocal
stem using the Spleeter implementation of the U-Net singing voice
source separation [24]. Thereafter, the loudness curve is extracted
from the separated vocal track or vocal stem using sone scale. The
methodology for extracting loudness in terms of the sone scale is
described above, and we use similar set of parameters to Kosta et
al. [4]. We use a block size of 512 samples or 11 ms with a Hanning window, and a hop size of 256 samples or 5.5 ms. We use the
ma_sone function in Elias Pampalk’s Music Analysis toolbox [25]
in Matlab. Further, we apply smoothing operation using “loess"
with smooth function in matlab (based on locally weighted nonparametric regression fitting using a 2nd order polynomial). We
experimentally determine the time span for the loess method to
5%. The loudness curves are normalized by dividing by the max
value to carry out a relative comparison between renditions of different amplitude levels. We also experimented with using dynamic
range for normalization, however, the minimum sone value when
comparing the entire rendition is always 0, and source separation
artifacts sometimes interfere with minimum value selection using
peak-picking leading to a smaller dynamic range. For evaluating
the correlation solely around the change points, we take a change
point window around each change point indicated by the score. We
take a time interval of 2 beats before and 2 beats after the change
point.

Vocal dynamics may fluctuate throughout the song. However, only
certain parts of the song may include dynamic changes and may be
deemed more important in judging the expressiveness of dynamics. To account for that we compute comparisons between renditions and original recordings at the song level (global) and at
change points we annotated (local).

’sVienna

Artist

All of me
Chandelier
Love Yourself
Say you won’t let go
When I was your man

Table 1: Student Data Statistics
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Table 2: Observed mean, median and standard deviation for aligned student recordings and ρ for Karaoke Recordings

Song

Mean

All of me
Chandelier
Love yourself
Say you wont let go
When I was your man

0.72
0.77
0.71
0.71
0.85

Student Recordings
Global
Local(Change Points)
Median
SD
Mean Median
SD
0.71
0.76
0.72
0.70
0.87

0.06
0.05
0.06
0.07
0.06

0.59
0.47
0.71
0.35
0.73

0.96
0.90
0.99
0.67
0.94

0.61
0.77
0.58
0.73
0.43

Global
ρ
0.88
0.92
0.89
0.90
0.88

Karaoke Recordings
Change Points
Mean Median
SD
0.62
1.0
0.99
0.67
0.67

0.99
1.0
0.99
0.86
0.87

0.64
0.0
0.001
0.52
0.46

Table 3: Difference mean, median of Student Recordings and Karaoke Recordings

Song
All of me
Chandelier
Love yourself
Say you wont let go
When I was your man

Global
Mean Difference Median Difference
0.16
0.15
0.18
0.19
0.03

0.17
0.16
0.17
0.20
0.02

ing split function present in the librosa library [27] for this preprocessing step. Moreover, not all renditions are sampled at the
same rate, hence, we carry our resampling operation over the entire filtered set, keeping the sampling rate at 44100 Hz. Further, we
filter out all recordings shorter than the length of the corresponding
reference tracks. We also filter out all recordings where the global
Spearman Correlation Coefficient of the loudness curves is less
than 0.6. This threshold was chosen by first holding out 10% of the
recordings for each song, and then manually listening to 5 songs
for each song from the held out data. We found that songs with values smaller than ρ of 0.6 either had background noise that could
not be filtered using vocal activity detection, or were not complete
renditions. Table 1 presents the song count of student renditions
after pre-processing and filtering the remaining 90% data with the
threshold. As evident from the table, there aren’t many recordings
available for the songs ’Chandelier’ and ’When I was your man’,
suggesting preference of certain songs over others. This further
leads to class imbalance, however, since we carry out evaluation at
the song level, the class imbalance does not impact the evaluation.

The median values being higher than mean values could stem from
the fact that correlation values are sensitive to silence originating
from aligned smoothed curves, leading to higher values at change
points where dynamics variation coincides with aligned renditions.
On the other hand, a mismatch at any of the change point pushes
down the mean values at change points. For example, Figure 2
presents the sone values, along with smoothed loudness curves and
detected change points for the song ’Say you won’t let go’. The ρ
value at change points 7 and 8 in this example turn out to be negative pushing down the mean values for the entire rendition. The
median for all professional renditions is greater than 0.8 validating
our hypothesis that professional singers are able to reproduce the
dynamics in most cases.
Table 3 presents the difference of mean and median values
of student renditions from karaoke renditions at change points as
well as globally. Most values in the difference table are positive,
suggesting validation of the hypothesis that professional/karaoke
singers follow the dynamics of the original/reference rendition better than the students on average. For the case of the song ‘When
I was your man’, the mean and median difference is negative. We
analysed the recordings by listening to them for the song, and
found them to be following the notes as well as the dynamics relatively well.
There is only one change point for the case of the song ‘Love
yourself’, and a high mean and median value across student renditions indicates that most students follow that particular change
point.
4.4. Challenges and Limitations

• The median values at change points are generally higher as
compared to mean values

DAFx

0.03
0.10
0.0
0.19
-0.07

• The scale used for loudness measurement i.e. EBUR or
sone does not impact the results much with correct parameter tuning.

We compute and average Spearman correlation values globally and
locally for all student renditions compared to the original songs. In
addition, we report similar metrics when comparing the karaoke
/professional renditions with the original songs.
Table 2 presents the mean, median, and standard deviation
(SD) for the entire set of student renditions and at change points. It
is to be noted that for student renditions, global mean, median and
SD’s refer to the mean of Spearman Correlation or ρ values for the
entire set of student renditions for any given piece of music, while
for karaoke/professional renditions, we report the ρ for the entire
song as a global metric, and mean, median and SD’s of the change
points as a local metric. Following are some primary conclusions
from our investigation:

’sVienna

0.03
0.53
0.28
0.32
-0.06

• Professional/karaoke renditions have higher values as compared to student/SVB renditions

4.3. Results

2

Local(Change Points)
Mean Difference Median Difference

Despite the encouraging results that we find in our investigations,
the proposed system works only for specific conditions at the mo-
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Figure 2: Comparison between source separated vocals of the rendition and the professional vocal stem

ment. The analyzed recordings should be monophonic, without
any noise or backing track interference, and approximately the
same length as the original/reference recording. Moreover, we
filter out all renditions where the singers sing only the partial or
one part of the duet track. In this investigation, we have also filtered out renditions with Spearman Correlation values less than
0.60. This threshold was found by perceptually testing student
renditions with lower values, which either had a backing track or
noise interference or were renditions where the students stopped
singing/repeated certain sections amongst other challenges.
The loudness curves are also dependent on the robustness of
the source separation algorithm applied prior to loudness extraction. We discarded some original recordings and the associated
renditions in the SVB dataset because the source separation output
had interference from the instrumental portions as well, that were
affecting the dynamics of the source separated version of the track.
Apart from score creation, we need to make sure that the score
is completely aligned with the reference track to fetch the change
point window correctly. However, for some tracks, the BPM value
is not static and changes over the course of the song that makes it
challenging to use this approach for analysis. In the current songs
chosen for analysis, the time signature is 4/4, and the BPM value
remains constant through out the performance.

we could not address due to the limitations of tools like Musescore
and music21.
Another important factor that plays a role in dynamics analysis is the compression factor applied to professionally produced
music. While the artists may have a range of dynamics that they
employ in a performance, many a times, the producers chose to
limit or compress the vocal range within a specific limit. However,
we simplify the problem statement with an assumption that mastering is done in such a way that musical dynamics are retained
in any given performance and can be easily perceived and distinguished by a music teacher.
In the current investigation, we have simplified the problem
statement with an assumption that students imitate the performance of the teacher, including the dynamics of the original performance without addition of a subjective interpretation. The annotations are created by a teacher with expertise in the Rock and
Pop genre of music, and since the annotations are created by the
same teacher for all the songs, the analysis is consistent and coherent for the entire dataset. There is also a possibility that the
annotations may vary from one expert to another, however, we do
not take teacher variation into consideration for our analysis. Further, the students always perform with an accompaniment track,
which are similar across renditions of the same piece leading to a
similar musical context.
The mapping between absolute value of loudness measured
from audio signals to specific musical dynamics category will also
depend on the genre of music being evaluated. For Rock and Pop
genre of music, the expected dynamic range is generally much narrower than genres like orchestra or opera.
Although the results are promising, the analysis is dependent
on the parameters related to smoothing and sones computing, for
which we determine values experimentally. Moreover, the usage of
dynamics in a performance is very much artist and song dependent,
that adds to the difficulty of a piece of music. For example, the
music teacher annotated ‘Love yourself’ to be a song with easy

5. DISCUSSION
Work on dynamics extraction and measurement is a challenging
task for several reasons. The first being lack of sufficiently annotated data for singing voice. While we take some preliminary
steps to address this gap by creating some scores with dynamics
markings, it is challenging to scale this approach to include any
given piece of music. Moreover, while creating annotations for
this work, many a times, the music teacher would discretize a given
dynamics category to further levels, for example p+ or p-, which
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[6] Gerhard Widmer and Werner Goebl, “Computational models of expressive music performance: The state of the art,”
Journal of new music research, vol. 33, no. 3, pp. 203–216,
2004.

dynamics structure in terms of difficulty, and ‘All of me’ to be
a song with much more dynamics variation. Hence, we would
need to explore and use a combination of metrics to cater to song
variations.

[7] Jyoti Narang, Marius Miron, Xavier Lizarraga Seijas, and
Xavier Serra, “Analysis of musical dynamics in vocal
performances,” in Proceedings of the 15th International
Symposium on Computer Music Multidisciplinary Research
(CMMR 2021), Tokyo, Japan, Nov. 2021, pp. 99–108.

6. CONCLUSION AND FUTURE WORK
We propose a system for dynamics analysis, particularly testing
it for the case of vocal music education. Our system proposes
comparing original recordings and renditions using Spearman
correlation of loudness curves globally and locally, at change
points. The evaluation we perform on a dataset we derive from the
SVB dataset shows that professional produced recordings have
higher correlation than amateur renditions. In addition, the local
comparison is more sensitive to outliers and it is more discriminative. For the current investigation, we have limited the analysis to
one annotator, keeping the analysis consistent and coherent with
one teacher with expertise in Rock and Pop genre of music. The
annotations were also reviewed by the author of the paper. Several
directions can be explored going forward, the primary one being
addition of more evaluation metrics testing it for varying levels
of difficulty of a music piece, and also carrying out subjective
evaluation with the help of the same teacher, testing whether
the objective metrics are in line with the subjective evaluation.
We also intend to extend the analysis with addition of closely
correlated features, especially the relationship of loudness with
timbre. Further, we intend to apply machine learning approaches
to predict the dynamics of a music piece, taking advantage of the
annotations that are created as part of this work.

[8] Emmanouil Benetos, Simon Dixon, Dimitrios Giannoulis,
Holger Kirchhoff, and Anssi Klapuri, “Automatic music
transcription: challenges and future directions,” Journal of
Intelligent Information Systems, vol. 41, no. 3, pp. 407–434,
2013.
[9] Fabien Gouyon and Simon Dixon, “A review of automatic
rhythm description systems,” Computer music journal, vol.
29, no. 1, pp. 34–54, 2005.
[10] David Gerhard et al., Pitch extraction and fundamental
frequency: History and current techniques, Department
of Computer Science, University of Regina Regina, SK,
Canada, Dec. 2003.
[11] Vsevolod Eremenko, Alia Morsi, Jyoti Narang, and Xavier
Serra, “Performance assessment technologies for the support
of musical instrument learning,” 01 2020, pp. 629–640.
[12] Axel Berndt and Tilo Hähnel, “Modelling musical dynamics,” in Proceedings of the 5th Audio Mostly Conference: A
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ANTIDERIVATIVE ANTIALIASING WITH FREQUENCY COMPENSATION FOR
STATEFUL SYSTEMS
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As these filters are infinite impulse response (IIR), we named this
method AA-IIR and we referred to the original one in [2] as AAFIR in order to distinguish them. This extension allows for a great
amount of flexibility as one can obtain the desired trade-off between aliasing reduction and computational cost by simply choosing the most convenient lowpass filter.
Both AA-FIR and AA-IIR are designed for static, single-input
single-output (SISO) nonlinearities, and they cannot be generally
used for nonlinearities embedded in a dynamical system without
further modifications. Indeed, while static nonlinearities introduce
no delay and no frequency-dependent effects, the opposite is true
of current AA methods, hence they would modify the overall frequency response of the system and potentially lead to stability issues. A solution in very specific cases, where the undesired delay
effects of AA can be “merged” with corresponding parts of the
stateful system in order to eliminate them, was already suggested
in [2] and further explored in [5]. As of today, the only general
approach to this problem has been proposed in [6, 7]. Therein,
Holters modifies the structure of the system and adjusts its coefficients in order to compensate for the extra delay introduced by
AA-FIR. The method has been adapted to wave digital filters in
[8]. Although this method works, it can cause significant distortion of the frequency response of the system [6, 7, 9].
In this paper we introduce a different technique for AA in
stateful systems. We simply propose to treat any SISO nonlinearity in the system with the regular AA-IIR method and add a
digital filter in series to compensate for the delay and frequencydependent effects introduced. By definition, this filter has to be
the inverse of the linearization of the system obtained by applying
AA to the nonlinearity: therefore, in order for the compensating
filter to be stable, the linearization has to be minimum phase. Notice that this property is not at all guaranteed: for example, it does
not hold for classical AA-FIR rectangular and triangular kernels,
while it holds for AA-IIR with a single real pole, as we will show
later. Moreover, higher order AA-IIR kernels do not always have
a minimum phase linearization: we give some examples in the paper, without claiming completeness. The main advantages of this
approach are that the changes to the original system are fully local
to the nonlinearities and the overall frequency response remains
unaffected. On the other hand its effectiveness largely depends on
the original system in ways that are yet to be investigated.
The paper is organized as follows. In Section 2 we describe
our method, which will be called AA-IIR method with compensation, while in Section 3 we discuss the stability of the compensating filter. Sections 4 and 5 analyze other relevant theoretical aspects, namely the influence of linear interpolation on the stability
of the compensating filter and the side effects of numerical integration. In Section 6 we consider practical aspects of the proposed
method and verify its features in an example application using two

ABSTRACT
Employing nonlinear functions in audio DSP algorithms requires
attention as they generally introduce aliasing. Among others, antiderivative antialiasing proved to be an effective method for
static nonlinearities and gave rise to a number of variants,
including our AA-IIR method. In this paper we introduce an
improvement to AA-IIR that makes it suitable for use in stateful
systems. Indeed, employing standard antiderivative antialiasing
techniques in such systems alters their frequency response and
may cause stability issues. Our method consists in cascading a
digital filter after the AA-IIR block in order to fully compensate
for unwanted delay and frequency-dependent effects. We study
the conditions for such a digital filter to be stable itself and
evaluate the method by applying it to the diode clipper circuit.
1. INTRODUCTION
When designing digital signal processing algorithms for audio applications, one of the major challenges consists in dealing effectively with nonlinearities. Indeed, on one hand they have to be
computed efficiently if the system is designed for real-time usage,
while on the other they generally introduce new harmonics and
thus they can create aliasing components.
The traditional way to reduce aliasing is oversampling [1],
which essentially consists in artificially increasing the sampling
rate at which the algorithm operates. This method is easy to implement and effective, yet it normally requires upsampling and downsampling filters and its computational cost increases linearly with
the oversampling factor, hence it can prove to be expensive. More
recently a new method called antiderivative antialiasing (AA) has
been proposed by Parker et al. [2]. It virtually works in the following way: first the discrete-time input signal is converted into
a continuous-time equivalent by linear interpolation, then the nonlinearity is applied and its output is filtered through a continuoustime lowpass filter, and finally the resulting signal is sampled
back to the discrete-time domain. This procedure reduces
aliasing because the nonlinearity and the lowpass filter are
applied in the continuous-time domain, hence components above
the Nyquist limit are attenuated before sampling back.
The original method employs lowpass filters with FIR kernels,
such as rectangular and triangular kernel. An extension to higherorder FIR filters has been proposed in [3]. In [4] we developed
an analogous method which uses arbritrary lowpass kernels that
can be represented by rational functions in the frequency domain.
Copyright: © 2022 Pier Paolo La Pastina et al. This is an open-access article distributed under the terms of the Creative Commons Attribution 4.0 International License, which permits unrestricted use, distribution, adaptation, and reproduction in
any medium, provided the original author and source are credited.
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different discretization methods. Finally Section 7 draws conclusions and suggests possible directions for future research, while
Appendix A improves the formulation of the AA-IIR method from
[4] for multiple poles.

so the linearization is
yen = f ′ (0)

(4)

Applying such method to a nonlinearity embedded in a dynamical system would, therefore, affect its overall (small signal)
frequency response and potentially undermine its stability. One
could think of adding a digital filter after the modified nonlinearity
to restore its delay-free static nature, yet the inverse filter of (4)
would only be marginally stable. Also, if the triangular kernel was
used instead, we would have

2. THE GENERAL IDEA
We start by recalling the AA-FIR method from [2]. Suppose we
have a static nonlinear discrete system of the form y = f (x). We
will assume from now on that f (0) = 0, without loss of generality:
if this is not the case, one can work with the nonlinear function
f ∗ (x) = f (x) − f (0) and then add the offset term at the end.
Finally, we will measure time in samples, so that the sampling
frequency fs is unitary.
If one feeds the system with an input xn , the output may be
affected by aliasing because of the nonlinear function f . In [2]
Parker et al. construct the AA-FIR method in the following way:
first they derive a continuous signal x̃(t) from xn by linear interpolation, then they apply a continuous-time causal lowpass filter,
and finally they sample the continuous-time output signal back to
the discrete-time domain. In formulas,
x̃(t) = xn−1 + (t − n + 1)(xn − xn−1 )

xn + xn−1
.
2

yen = f ′ (0)

xn + 4xn−1 + xn−2
6

and it is easily seen that one of the zeros is outside the unit circle,
hence its inverse would be unstable.
In the following, we will show that this approach is actually
viable if we use our AA-IIR method [4]. We will first recall its
construction and then explore conditions to obtain a linearization
with stable inverse, i.e., a minimum phase linearization. The AAIIR method together with the inverse filter will be called AA-IIR
method with compensation.

(1)

if t ∈ [n − 1, n] and, if h(t) is the impulse response of the chosen
filter,
Z

3. APPLYING THE AA-IIR METHOD

+∞

f (x̃(t))h(n − t) dt.

yn =

(2)

The AA-IIR method exploits the same idea as Parker’s method, but
uses IIR continuous-time filters, more precisely filters whose transfer function is a rational function in the Laplace domain. Applying
partial fraction decomposition, such a transfer function reads

−∞

By choosing the rectangular kernel one gets
Z n
yn =
f (xn−1 + (t − n + 1)(xn − xn−1 )) dt
n−1
1

(3)

Z

H(s) =A0 +

f (xn−1 + t(xn − xn−1 )) dt,

=
0

k=1 l=1

i.e.,

 F (xn ) − F (xn−1 )
xn − xn−1
yn =

f (x̄)

+
xn ̸= xn−1
xn = xn−1 = x̄

f (v + t(u − v)) dt.
0

As a consequence, the linearization of (3) around the equilibrium
point (0, 0) reads
∂Φ
∂Φ
(0, 0)xn +
(0, 0)xn−1 .
∂u
∂v

But

2

Akl
(s − αk )l
(5)

B kl
Bkl
+
(s − βk )l
(s − β k )l



where α1 , . . . , αp are real poles of multiplicities m1 , . . . , mp
respectively, and β1 , β 1 , . . . , βq , β q are complex poles of multiplicities µ1 , . . . , µq respectively. We will assume that this filter is
stable, i.e., α1 , . . . , αp , ℜ(β1 ), . . . , ℜ(βq ) < 0.
It is clear that one can treat summands of (5) separately and
then sum the results. A representation of AA-IIR method with
compensation is given in Figure 1, where Hαi (s) and Hβi (s) are
the summands in (5) relative to poles αi and to couples of poles
βi , β i respectively, and Hcomp (z) is the transfer function of the
(digital) compensation filter.
Explicit equations for the cases of simple real pole, multiple
real pole, couple of simple complex conjugate poles and couple of
multiple complex conjugate poles are given in [4]. We will recall
them here and address the invertibility issue.

1

Z
Φ(u, v) =

q mk 
X
X
k=1 l=1

where F is an antiderivative of f .
As already observed in [2], the system (3) has non-flat amplitude response and non-null group delay in linear (small signal)
terms, unlike the original system. One quick way to see this is
observing that (3) is equivalent to yn = Φ(xn , xn−1 ), where

yen =

p mk
X
X

3.1. Simple real pole
∂Φ
(0, 0) =
∂u

Z

∂Φ
(0, 0) =
∂v

Z
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f ′ (0)t dt =

f ′ (0)
,
2

f ′ (0)(1 − t) dt =

Suppose that H(s) =
method reads

f ′ (0)
,
2

A
.
s−α

In [4] we have shown that the AA-IIR

Z xn
α xn −ξ
yn = eα yn−1 + A−
f (ξ)e xn −xn−1 dξ,
xn−1
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A0
Hα1 (s)
..
.
linear
interpolation

xn

Hαp (s)

+

sampling

yn

Hcomp (z)

Hβ1 (s)
..
.
Hβq (s)

Figure 1: Block diagram of AA-IIR method with compensation.
(0)

R
where the symbol − denotes the mean value of an integrable function:
Z b
Z
1
− g(ξ)dξ :=
g(ξ)dξ.
b−a
a
Similarly, one can find the equivalent formulation:
Z 1
f (xn−1 + t(xn − xn−1 ))eα(1−t) dt (6)
yn = eα yn−1 + A
0

0

In the following, we will use the latter as it is more general (it
encompasses also the case xn = xn−1 ) and easier to differentiate.
We can linearize the system as seen in Section 2. The result is:


A
yen = eα yen−1 +f ′ (0) 2 (eα −α−1)xn +((α−1)eα +1)xn−1 .
α
(7)
Notice that this result coincides with the one obtained in [4], Appendix B, for the case A = −α, f ′ (0) = 1.
Such linearized filter has a single zero

...
...

r

eα − α − 1
,
α2
α
(α − 1)e + 1
(0)
b1 = f ′ (0)
,
α2
α
(α − 2)e + α + 2
(1)
b0 = f ′ (0)
,
α3
(α2 − 2α + 2)eα − 2
(1)
,
b1 = f ′ (0)
α3


1 0
M=
.
1 1

After some computations, one finds that
V (1) (z) = f ′ (0)

b̃0 + b̃1 z −1 + b̃2 z −2
X(z),
(1 − eα z −1 )2

where
k α(1−t)

(α − 2)eα + α + 2
,
α3
2α
α
2(e − 2αe − 1)
b̃1 =
,
α3
eα ((α − 2)eα + α + 2)
b̃2 =
.
α3

t(1 − t) e

b̃0 =

dt,

0
1

Z

(1 − t)k+1 eα(1−t) dt.
0
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(0)

1

Z

= f (0)
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..
.


0
0 

0 
,
.. 
. 
r

b0 = f ′ (0)

l=0

2

2
2

...
...
...

In order to determine when the system described by Eqs. (16)-(17)
has a minimum phase linearization, one should understand if the
zeros of the last element of (I − eα Az −1 )−1 (b0 + b1 z −1 ) lie
inside the unit circle. Now we will show that this cannot be done
analytically even for r = 1, i.e., for a double pole.
Indeed, for r = 1 we have:

for k = 0, . . . , r, where

= f ′ (0)

0
0

(r)

. . . b0 )t ,

V (z) = (I − eα M z −1 )−1 (b0 + b1 z −1 )X(z).

A
Suppose now that H(s) = (s−α)
r+1 , with r > 0. From Appendix
A we know that the AA-IIR method in this case is described by
Eqs. (16)-(17). The linearization of the latter equation takes the
form:
!
k
X
k (l)
(k)
(k)
(k)
α
vn = e
v
+ b0 xn + b1 xn−1 ,
(8)
l n−1

(k)

(1)

In the z domain, this translates into

3.2. Multiple real pole

b1

(0)

vn = eα M vn−1 + b0 xn + b1 xn−1 .

(α − 1)eα + 1
eα − α − 1
and a direct inspection shows that −1 < ζ < 0 when α < 0.
Therefore the system (6) has a minimum phase linearization for every α < 0. This is a remarkable result because the AA-IIR method
with a simple real pole shows antialiasing performance comparable to the AA-FIR method with rectangular kernel, provided that
the pole is chosen appropriately.

′

1

(r)

vn )t , b0 = (b0 b0

the system (8) can be concisely expressed as

ζ=−

(k)
b0

(1)

Defining vn = (vn vn . . .
(0) (1)
(r)
b1 = (b1 b1 . . . b1 )t and
 0
0
0
1
 1
1
 02
2

1
M = 0
 .
..
 ..
.

r
r
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It is clear that the equation b̃0 + b̃1 z −1 + b̃2 z −2 = 0 can be solved
analytically and has 2 real solutions ζ1 , ζ2 . However, there is no
way of determining analytically when |ζ1 |, |ζ2 | < 1.
By numerically solving the inequalities one finds that both
roots lie inside the unit circle if and only if α < −3.21. As the
Nyquist frequency corresponds to α = − π2 ≈ −1.57, this limitation is too restrictive for practical applications.
Furthermore, for triple and quadruple poles we found that a
necessary condition for the system (16)-(17) to have a minimum
phase linearization is α < −5.65 and α < −7.72, respectively.
We expect that if the order increases the upper bound decreases
even more, making the filter unsuitable for AA-IIR with compensation.

We chose β so that −10 ≤ ℜ(β) < 0, −20 ≤ ℑ(β) ≤ 20,
on an uniform grid with a 0.01 step on both axes, and for each
value we found numerically the zeros of Hlin (z). We discovered
that the linearized system (9) is not minimum-phase when β belongs to some semi-ellipses with center on the y-axis and with
the x-semiaxes slightly longer than the y-semiaxes. The biggest
semi-ellipse is centered in the origin, while others appear in pairs,
symmetrically w.r.t the x-axis. In the following table we give the
measured values:
Center
(0, 0)
(0, ±9.205)
(0, ±15.58)

3.3. Simple complex conjugate poles

The linearized system is:


B

β
′

v
=
e
v
+
2f
(0)
(eβ − β − 1)xn
n
n−1


β2 

β







+((β − 1)e + 1)xn−1

.
3.4. Multiple complex conjugate poles
Finally, we briefly observe that similar considerations apply to the
case of a couple of multiple complex conjugate poles:

.

H(s) =

(9)

Therefore, in the z-domain we have:

Hlin (z) =

B (eβ − β − 1) + ((β − 1)eβ + 1)z −1
;
β2
1 − eβ z −1

1
(Ĥlin (z) + Ĥlin (z)).
2

When the imaginary part of β goes to 0, the latter tends to H(s) =
β3
, that is a filter with no zeros and a triple real pole. From
(s−β)3
the discussion in Subsection 3.2, it follows that the feasible region for β in this case will intersect the real axis in the half-line
x < −5.65. As a consequence, we expect a no-go area around
the origin analogous to the one found in the last subsection, but
even bigger: in this case, we would similarly not use this filter for
AA-IIR with compensation. We expect that similar issues appear
when r > 1.

As one can expect, Hlin (z) is a second-order transfer function with
real coefficients, so one can explicitly compute its zeros. However,
it is not possible to determine analytically when these zeros lie
inside the unit circle, so we performed a numerical evaluation.
In the case of complex conjugate poles, the region where one
has to choose β also depends on B. Therefore, in order to get an
idea we studied the case when H(s) has unitary DC gain and has
no zeros. The latter condition corresponds to ℜ(B) = 0. In this
case, the transfer function becomes
H(s) =

−2ℜ(Bβ)
(s − β)(s − β)

3.5. The general case
(10)
So far, we discussed the cases in which the continuous-time filter
only has no zeros and only one real pole or one couple of complex
conjugate poles of arbitrary multiplicity. However, in general a
filter for AA-IIR has p real poles, q complex pole couples, and
up to p + 2q zeros (see Eq. (5)). Therefore, investigating stability
conditions in the general case means studying a space that has at
least p real and q complex dimensions.

and we get
B=−

i |β|2
,
2 ℑ(β)

where ℜ(z) and ℑ(z) denote the real and the imaginary part of a
complex number z, respectively.

2

’sVienna

DAFx

B
B
,
+
(s − β)r+1
(s − β)r+1

with r > 0. In this case, the feasible region will depend again on
both B and β.
Let us consider the case r = 1. If we impose that H(s) has
unitary gain at DC and, as before, ℜ(B) = 0, the transfer function
becomes:
|β|4
s − ℜ(β)
H(s) =
.
ℜ(β) (s − β)2 (s − β)2

yen = ℜ(vn )

Ĥlin (z) = 2f ′ (0)

y-semiaxis
3.14
0.215
0.12

The x-semiaxis of the first ellipse is 3.21, the parameter we
found in Subsection 3.2: this is not a surprise since Eq. (10) tends
β2
to H(s) = (s−β)
2 when the imaginary part of β goes to 0. When
we move away from the origin, the dimensions of the semi-ellipses
decrease, so we can expect smaller and smaller semi-ellipses to
appear if we extend the range of the simulation.
However, please recall that fs = 1, so in order to obtain good
aliasing reduction we should choose |β| around π2 . This region
is entirely inside the bigger semi-ellipse, so we can conclude that
(10 is not a good candidate kernel for the AA-IIR method with
compensation.

Now suppose that H(s) has only a couple of simple complex conB
B
jugate poles, i.e., H(s) = s−β
+ s−β
, where B, β ∈ C and
ℜ(β) < 0. Then the AA-IIR method reads

Rx
β xn −ξ

un = eβ un−1 + 2B −x n f (ξ)e xn −xn−1 dξ
n−1
yn = ℜ(un )
or, equivalently,
(
R1
un = eβ un−1 + 2B 0 f (xn−1 + t(xn − xn−1 ))eβ(1−t) dt
yn = ℜ(un )

x-semiaxis
3.21
0.22
0.13
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the antialiasing method as:
 (0)

un =



 (1)
un =





yn =

α

α

α
2
e 2 −1
f (xn ) + e −e
f (xn−1 )
α
αα
2
(0)
(1)
eα (un−1 + un−1 ) + 2+(α−2)e
f
(xn )
2α2
α
2(α−1)eα −(α−2)e 2
+
f (xn−1 )
2α2
(1)
Aun

(0)

eα un−1 +

.

One can linearize this system, find the zeros of its transfer function
in analogy to what we did in Subsection 3.2 and study for which
values of α they lie inside the unit circle. Surprisingly enough, we
discovered that the linearization is minimum phase if and only if
α < −1.69. In absolute terms, this limit is slightly lower than
α = − π2 which corresponds to the Nyquist frequency. Hence, in
principle, using this reconstruction one could employ the double
pole filter for AA-IIR with compensation, while we had to rule out
this possibility when using linear interpolation. This suggests that
further research could be conducted to find out which reconstruction kernels are better suited to AA-IIR with compensation.

Figure 2: An alternative reconstruction process.

However, in the previous subsections we considered that this
is already difficult when p + q = 1, and it is almost always impossible to do it analytically. Therefore, we do not treat the general
case in more detail in this work, but rather suggest case-by-case
evaluation.
4. THE ROLE OF THE RECONSTRUCTION PROCESS

5. NUMERICAL INTEGRATION

Our AA-IIR method was constructed by replacing the rectangular
kernel in the AA-FIR method with a lowpass filter with rational
transfer function. However, up to now the linear interpolation reconstruction process that virtually converts the input discrete-time
signal into a continuous-time one has not undergone any particular
investigation. It is perhaps obvious that choosing an interpolation kernel that better approximates the ideal reconstruction filter
would yield better anti-aliasing performance, yet here we show
that such choice also has consequences on whether the entire process is minimum phase in linear terms, and hence whether it is
possible to apply compensation and under which circumstances.
Suppose that xn is a discrete-time signal and we convert it to
continuous-time by (see Figure 2)

The AA-IIR method requires the evaluation of some integrals, such
as the one in (6). Depending on the nature of the function f , it
may not be possible or otherwise convenient to compute the integral analytically, in which case it is possible to employ numerical
integration. For example, if one approximates integrals with the
trapezoidal rule, the algorithm (6) for the simple real pole becomes

A eα f (xn−1 ) + f (xn )
yn =eα yn−1 +
N
2
(12)



N
X
i
i
α 1− N
+
f xn−1 + (xn − xn−1 ) e
,
N
i=0

(
x⌊t⌋
x
b(t) =
x⌈t⌉

mod (t, 1) <
mod (t, 1) ≥

1
2
1
2

,

and its linearization (7) becomes

N
1 X i α 1− Ni
+
e
xn
2 i=0 N
(13)



N 
i
i
A eα X
′
α 1− N
1−
+ f (0)
+
e
xn−1 .
N 2
N
i=0

yen =eα yen−1 + f ′ (0)

(11)

which corresponds to using a rectangular function of width and
height 1 as the interpolation kernel.
We can apply a causal lowpass filter with transfer function
h(t) to x
b(t) and then sample the result, obtaining
Z

f (b
x(t))h(n − t) dt
−∞

in analogy to (2).
A
with α < 0, i.e., h(t) =
Suppose first that H(s) = s−α
αt
Ae u(t), as in Subsection 3.1. A similar procedure to that employed in [4] leads to
yn = eα yn−1 + A

e

α
2

6. PRACTICAL CONSIDERATIONS

α
2

−1
eα − e
f (xn ) + A
f (xn−1 ).
α
α

The AA-IIR method with compensation aims at reducing aliasing
produced by static nonlinearities in a dynamical system without affecting its overall frequency response. This result can be achieved
by employing AA-IIR on nonlinearities and then adding a digital
filter in series to compensate the unwanted frequency effects of
AA-IIR. These two features of the method, namely the preservation of frequency response and the locality of modifications, which

It is straightforward
to see that its linearization has a simple zero
α
ζ = −e 2 , so its inverse is always stable as when using linear
interpolation.
A
Now set H(s) = (s−α)
2 . As in Appendix A, one can express

2
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This approximation has some minor effects on the compensating
filter that are worth mentioning. Firstly, the regions where one has
to choose poles in order to obtain a minimum-phase linearization
will be slightly different from those found in Section 3. Moreover,
in general some inaccuracies in DC gain will be introduced, but
they will be automatically counterbalanced by the corresponding
compensation filter. Similar considerations also hold for multiple
real poles and complex poles.

+∞

yn =

A
N
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R

in turn also imply consistency in time-varying behavior and stability in small-signal terms, represent its main advantages over
Holters’ method [6, 7].
The compensation filter typically has no effect on the lowest
frequencies and boosts frequencies near the Nyquist limit. Since it
is applied at the end of the process, this extra gain indiscriminately
affects all components, whether they are “linear terms”, thus reestablishing the original frequency response, nonlinear elements,
which are incorrectly magnified at highest frequencies, or aliasing components, which should hopefully end up being attenuated
at low/mid frequencies but most likely boosted at higher frequencies. Therefore, even if not strictly necessary, it is still advisable to
employ mild oversampling over the whole system with the current
formulation of the method, as with Holters’ method.
The stability of the compensation filter is directly affected by
both the reconstruction and continuous-time filter kernels. When
using linear interpolation for reconstruction, which is customary
to this day for AA methods, only first-order IIR kernels can be
serenely chosen for the continuous-time filter. We have however
shown in Section 4 how employing other reconstruction kernels
can expand the stability range associated with continuous-time filter kernels with steeper rolloff. With a view to conducting further
research in this sense, we expect that investigating specific classes
of reconstruction filters could yield practically appreciable results.
Namely, given the formulations of both AA-FIR and AA-IIR, we
suggest studying those kernels k(t) which possess the following
characteristics:

C

Figure 3: Schematics of the diode clipper circuit.

Then, we approximate sinh(x) ≈ 21 sign(x)(e|x| − 1). We obtain:
B0 yn + B1 yn−1 − A1 (Dy)n−1 =
|yn |

xn − yn
Is
− sign(yn ) e VT − 1 .
RC
C
This equation can be analytically solved with the help of the Wright
Omega function and put in a suitable form for AA-IIR with compensation:
(
ξn = xn − RC(B1 yn−1 − A1 (Dy)n−1 )
,
yn = f (ξn )
where

1. k(0) = 1 and k(n) = 0 with n ∈ Z, n ̸= 0, so that the
continuous-time signal is equal to the original discrete-time
signal at the corresponding discrete-time indices;
R∞
P
2. −∞ k(t) dt = 1 and ∞
i=−∞ k(i + ∆t) = 1, ∀∆t ∈
[0, 1), so that unitary DC gain is guaranteed overall and
with any fixed ∆t offset;


x + Is Rsign(x)
|x| + Is R
− VT sign(x)ω
1 + B0 RC
VT (1 + B0 RC)


Is R
+ log
.
VT (1 + B0 RC)
(15)
We chose R = 1 kΩ, C = 33 nF, Is = 1 fA, VT = 25 mV,
and fs = 44100 Hz, and we discretized the derivative using the
Euler backwards method, i.e.,
f (x) =

3. lead to a causal algorithm, and possibly to both AA and
filtering parts being each causal.

B0 = fs ,

In the rest of this Section we evaluate the AA-IIR method with
compensation by applying it to the diode clipper circuit, as it was
both often studied in previous works [6, 7, 8] and also since its
nonlinearity is close to the output, which allows us to clearly examine the effects of the method.

The diode clipper is a circuit that prevents the output from exceeding a predefined voltage level. Figure 3 shows a dynamical version
of the circuit that includes a first-order lowpass filter. The circuit
can be fully described by [10]



y
,
VT

(14)

where x and y are the input and the output voltage, respectively, Is
is the saturation current and VT is the thermal voltage.
We will construct a digital model of (14) following [11]. First,
we discretize the derivative on the left hand side with a general
linear one-step method:

B0 = 2fs ,

’sVienna

DAFx

A1 = 0.

B1 = −2fs ,

A1 = 1.

the small-signal frequency response is still preserved, but aliasing
noise actually increases in the output, as shown in Figure 5. We

(Dy)n = B0 yn + B1 yn−1 − A1 (Dy)n−1 .

2

B1 = −fs ,

We then modified this algorithm by applying the proposed
α
, with α = − π4 .
method using a single pole filter H(s) = − s−α
It is clear that the integral in (6) cannot be computed analytically
with f as in (15); therefore, we used the numerical algorithm (12)
with N = 5.
Firstly, we verified that our method does not affect the smallsignal frequency response of the overall system by feeding both
algorithms with an impulse of amplitude 10−6 and then comparing the magnitude spectra of the outputs, thus obtaining practically
identical results. Then, we supplied both algorithms with an input
sine wave of amplitude 10 and frequency 986.96 Hz to assess the
properties of our method. The magnitude spectra of the outputs are
shown in Figure 4. As expected, we see that with our method the
fundamental has identical amplitude, the harmonics are boosted at
increasing frequency, while aliasing components are attenuated at
low-mid frequencies and boosted in the highest part of the spectrum.
When using the bilinear transform instead, i.e.,

6.1. Example: the diode clipper

dy
x−y
Is
=
− 2 sinh
dt
RC
C

y

x
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conclude that the performance of the method is not always guaranteed and has to be assessed on a case-by-case basis. Further
research could be devoted to finding general criteria for the good
functioning of the method.
GNU Octave implementations of all four algorithms are available on the companion web page for this paper1 .
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Figure 5: Magnitude spectra of the output of (a) the original and
(b) the modified diode clipper simulation algorithms, discretized
with the bilinear transform, when fed with an input sine wave of
amplitude 10 and frequency 986.96 Hz, and running at a sample
rate fs = 44100 Hz.

10
0
1000
Frequency (Hz)

10000

(b)

Figure 4: Magnitude spectra of the output of (a) the original and
(b) the modified diode clipper simulation algorithms, discretized
with Euler backwards, when fed with an input sine wave of amplitude 10 and frequency 986.96 Hz, and running at a sample rate
fs = 44100 Hz.

with a single real negative pole will always lead to stable compensation filters, while more attention should be paid if one wants
to use higher-order kernels. Other choices for the reconstruction
phase will lead to different stability criteria, hence further research
in this direction would be desirable.

7. CONCLUSIONS
When tested on a virtual analog example, the method in its
most obvious fomulation shows very unequal performances when
different discretizations are employed. In one instance it reshapes
aliasing noise by attenuating it at low/mid frequencies at the expense of boosting nonlinear and aliasing components in the highest part of the digital spectrum, while in another it turns out to
be counterproductive as aliasing noise is increased over the whole
spectrum. Hence we suggest case-by-case evaluation and possibly coupling it with mild oversampling when it is effective, even
though not strictly required. On the other hand we wish that future investigations will shed some light on which systems it is best
suited for and possibly propose extensions to expand this class as
much as possible.

This paper introduces an improvement to our previous AA-IIR
method that is particularly useful for static nonlinearities embedded in dynamical systems: it consists in cascading a digital filter in
series with the modified nonlinearities to compensate for unwanted
delay and frequency-dependent effects introduced by the AA-IIR
method, which in turn also leads to consistency in time-varying
behavior and stability in small-signal terms.
The stability of such compensation filter is dependent on the
chosen AA-IIR reconstruction and continuous-time filtering kernels. When using linear interpolation for reconstruction, filters
1 https://www.dangelo.audio/dafx20in22-aaiir.
html
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where u(t) is the Heaviside function. From Eqs. (1) and (2):
Z n
yn =
f (x̃(t))h(n − t) dt
0
Z
A n
=
f (x̃(t))(n − t)r eα(n−t) dt.
r! 0
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B
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C, ℜ(β) < 0 and r > 0. Then h(t) =
and the
computation goes similarly to the real case. More precisely, if we
set
Z n
u(k)
f (x̃(t))(n − t)k eβ(n−t) dt
n =

A. APPENDIX: A NEW FORMULATION OF AA-IIR FOR
MULTIPLE POLES

for k = 0, . . . , r, then

0

yn =

In this appendix, we derive a formulation of the AA-IIR method
for multiple poles different from that proposed in [4], that is clearer
and more suitable for our purposes.

A
,
(s−α)r+1

with A ∈ R, α < 0 and r >

0

r

0. Then the associated impulse response is h(t) = A tr! eαt u(t),
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(18)

and the u(k) ’s are updated according to:
!
k
X
k (l)
(k)
β
un =e
un−1
l
l=0
Z 1
+
f (xn−1 + t(xn − xn−1 ))(1 − t)k eβ(1−t) dt.

A.1. Real case
Suppose that H(s) =

2
ℜ(Bu(r)
n )
r!
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ABSTRACT

cal systems. The use of dynamical systems that can exhibit periodic, bifurcating-period, and/or chaotic behaviors as generators of
musical waveforms is already well known; a representative example is the Chua oscillator [10]. These systems are defined as firstorder ODE systems that are thought of as creating a flow within
a state space, where the “state" is simply the tuple of variables
that are related by the ODE system. For example, the double-well
oscillator [11] responds to a forcing input that can determine the
frequency of the output, or, if greatly reduced in amplitude, allow
the oscillator to settle into one of two possible limit cycles with a
different frequency. There is a regime of chaotic behavior between
the two extremes.
A quite different, and fruitful, use of dynamical systems as
signal generators is the use of ODEs to physically model a vibrating body such as a musical instrument. Here again there is
a vast literature. These systems tend to be high-dimensional; for
instance the widespread use of delay lines to “model" an air column or taut string can be regarded as an Euler-method solver for an
ODE whose state consists of hundreds or thousands of individual
points along the air column or string. The literature on this topic
is too vast to even summarize here.
There is also a large literature on a related but different topic,
that of iterated functions such as circle maps [12]. We will not
consider this class of chaotic systems here but note in passing that
the ODE approach is inherently continuous in time and can be upand down-sampled to change pitch and/or limit foldover effects.
There is no corresponding way to continuously speed up or slow
down the output of an iterated map. The dynamical systems considered here have the general advantage that they are inherently
continuous in time and thus are more intuitively controllable than
iterated functions, although still not at all straightforward to deal
with.
Our approach will be most closely related to that of coupled
oscillator systems, which we consider in the following section. A
key advantage to this type of system is that it is relatively easy
to prevent the system from simply stopping by reaching a stable
point. The parameter space of such a system describes how the frequencies of the oscillators should depend on each others’ phases,
and for this reason it is easier—although not exactly easy—to understand how changing parameters will change the output sound,
as compared to more abstractly defined systems such as the Chua
oscillator or the Lorenz attractor.
One type of behavior that one could hope for in a musical
sound generated by a dynamical system could be changes over
longer time frames that somehow relate to short-time behavior
[13]. This is motivated by the idea that musical form should reflect musical material, as argued classically by composers such as
Varese and Stockhausen. Simply listening to the output of, say,
a Lorenz attractor gives the impression of timbral roughness but
not of sound that varies over a musical time scale. As we will
see, the quaternion-phase oscillator shown here will get us a bit

An approach to designing dynamical systems with a three-dimensional state space is described that can be used to build a variety
of non-periodic oscillators. The state space is taken to be a 3sphere, which is identified with the manifold of unit quaternions.
Any such system can be described as a quaternion-valued ordinary
differential equation, which is digitally realized using an approximation as a finite difference e quation. Two examples are shown.
Compared to previous applications of dynamical systems used to
generate audio samples, the approach described here offers a wide
choice of specific flows which can neither diverge nor approach a
stable limit point.
1. INTRODUCTION
An oscillator may be thought of as an unstable feedback system,
and, conversely, any unstable feedback system that has a bounded
state space can be viewed as an oscillator. This equivalence has
long been a rich source of inspiration for electronic musicians;
classic examples include Rain Forest (David Tudor) [1, 2], Hornpipe (Gordon Mumma) [3], Look at the back of my head for awhile
(Salvatore Martirano) [4], Pendulum Music (Steve Reich) [5], and
I am Sitting in a Room (Alvin Lucier) [6], among many others.
As a way of relinquishing detailed control over musical processes, this tendency or current in electronic music composition
can be seen as a reflection of a broader shift in 20th-century “art
music" practice. So, for instance, John Cage made extensive use
of chance processes as a way to avoid having to assert his own
volition during the composition process, much in the same way
as the early atonal composers used tone rows and series. (Although the word “chance" in common usage implies randomness,
many chance processes did not include any specifically random
elements; for instance, Cage’s Freeman Etudes [7] relies on star
charts and Zorn’s Cobra [8] on unpredictable human group dynamics. Here we will be concerned only with deterministic processes.)
By the early 1970s, when modular analog synthesizer design
had reached its mature stage, synthesizer builders had adopted
these ideas in their module designs. A well-known example is
the Buchla 259 dual analog oscillator [9] in which the two oscillators could be coupled in a variety of ways to yield complex, nonperiodic behaviors. Buchla’s own performance practice showed
transparently his interest in complex, evolving dynamical systems
as a catalyst for musical creativity.
In this paper we present a class of algorithms, realized digitally, in which non-periodic oscillators are considered as dynamiCopyright: © 2022 Miller Puckette. This is an open-access article distributed under the terms of the Creative Commons Attribution 4.0 International License,
which permits unrestricted use, distribution, adaptation, and reproduction in any
medium, provided the original author and source are credited.
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3. THE 3-SPHERE AS STATE SPACE

closer to this ideal, and can be made to do so within a relatively
low-dimensional state space and parameter space.

If we wish to design a dynamical system with a three-dimensional
state space, an obvious choice of space would be three-dimensional
Euclidean space, R3 . This has the advantage of having a sixdimensional symmetry group (spatial rotations and translations),
bringing many mathematical conveniences. But since R3 is unbounded, it is often difficult to prevent state trajectories from racing off to infinity. On the other hand, no bounded subset of R3
sports a symmetry group of more than three dimensions, as for
example the unit ball does.
Here we will propose the 3-sphere, S3 , as an ideal state space
for building chaotic flows. It has the advantages of low dimensionality, compactness, and a large, six-dimensional symmetry group.
Furthermore, no topologically based differences between dynamical behaviors in R3 versus S3 can arise, since, even though the two
spaces are not homeomorphic, we can remove any single point
from S3 that happened not to be hit by a certain trajectory–such a
point always exists—to make a space homeomorphic to R3 after
all. This was not the case for our earlier toroidal state space which
allows dynamical behaviors that are not possible on, say, a disc.
Choosing S3 as a state space gives us the smallest possible interesting dimensionality and topological complexity and, at the same
time, maximum symmetry.
Supposing that we have settled on S3 as a state space for a
dynamical system, one fruitful way to design one and/or study its
behavior is to identify the state space with the set of unit quaternions. The set Q of quaternions is defined as:

2. COUPLED OSCILLATORS AS DYNAMICAL
SYSTEMS
If we think of a collection of coupled oscillators as a dynamical
system, the state space of the dynamical system consists of all possible combinations of phases of the oscillators. So, for example,
two coupled digital oscillators can be seen as a discrete-time approximation of a) flow through a state space that can be identified
with a torus S1 × S1 [14], as shown in figure 1. Here the vectors
show the velocity of a continuous flow through the state space. In
the horizontal region where the phase of the independent oscillator, x2 , is near zero, the phase of the dependent one, x1 , changes
its frequency so that it, likewise, is attracted to the point of zero
phase. The extent of the sync band (the region near x2 = 0) and
the strength of attraction within it are parameters of the flow, along
with the base frequencies of the two oscillators.

0.5
x
2

0

Q = {a + bi + cj + dk | a, b, c, d ∈ R}

(2)

where i, j, k are all square roots of −1, any two of which anticommute, and
ij = k, jk = i, ki = j
(3)

-0.5
-0.5

The norm of a quaternion q is defined as
p
|q| = a2 + b2 + c2 + d2

0

x
1

0.5

The subset of Q where j = k = 0 can be identified with the
complex plane C. We can describe a continuous-time, complexvalued sinusoidal oscillator as a dynamical system whose state
space, S 1 , is identified with the set of unit complex numbers,
whose time evolution obeys the differential equation:

Figure 1: Flow diagram for a soft-synced oscillator pair. The oscillator with phase x1 (horizontal axis) is soft-synced to the other
one. The state space is a torus with top/bottom and left/right edges
identified.

dz
= f (z) · z
dt

This oscillator pair can be theoretically described as a dynamical system:
dx1 dx2
(
,
) = v(x1 , x2 )
(1)
dt dt
where v is a vector-valued function of the two state variables x1
and x2 , and is depicted as the vector field shown in the figure.
If the coupling is sufficiently strong, the dependent oscillator
can be phase-locked into a multiple of the frequency of the independent one, so that the output is periodic. This is equivalent
to saying that the time-varying state—the ordered pair (x1 , x2 )—
reaches a limit cycle. If the parameters are chosen to give a weaker
coupling between the two oscillators the system can become nonperiodic. However, since the state space is two-dimensional and
since two different trajectories through state space cannot cross
each other, we don’t see anything that could be called chaotic behavior. The minimum dimensionality that would permit such behaviors is three.
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(4)

(5)

where f (z) takes pure imaginary values. Under this condition we
can check that
d
(|z|2 ) = 0
(6)
dt
so that if the initial state lies on the unit circle, the time-varying
state never goes outside it. For the system to oscillate sinusoidally
we take f (z) = iω, independent of z, in which case ω is the
angular frequency.
The same thing can be done using quaternions in general. The
state of the oscillator is then a time-dependent unit quaternion q(t)
(i.e., satisfying |q(t)| = 1 for all t), that satisfies a differential
equation
dq
= Ω(q) · q
(7)
dt
where we now choose Ω(q) always to take the form
Ω = ωi i + ωj j + ωk k
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6. DISCRETE TIME

i.e., to have a real part equal to zero. We can identify the triple
(ωi , ωj , ωk ) as a three-dimensional frequency. In the same way as
before we find that
d
(|q|2 ) = 0
(9)
dt
so that if q(0) is taken to be a unit quaternion, then the entire
trajectory over time will lie on the unit 3-sphere a2 +b2 +c2 +d2 =
1, which is our desired state space.

In practice we don’t wish to use the closed-form solution of equation 15, since it only holds if the frequency is constant in time, and
neither do we wish to try to solve the differential equation numerically: we want a discrete-time recurrence relation. Once again
we work by analogy with the simpler complex-valued oscillator to
propose the recurrence relation:
q[n] = r(q[n − 1]) · q[n − 1]

4. SYMMETRIES OF THE STATE SPACE

where r(q) is a unit quaternion that depends on the state q. Comparing this with the continuous-time solution of equation 15, we
get that
r(q) ≈ exp(τ Ω)
(17)

In order to study the behavior of a quaternion oscillator with fixed
quaternion frequency ω = (0, ωi , ωj , ωk ) we will need to invoke
the symmetry of the state space, which we now make explicit. For
any orthogonal 3-by-3 matrix O, there is an automorphism:



a
(b, c, d)⊤

A:Q→Q




a
1 0
,→
0 O
(b, c, d)⊤

where τ is the sample period.
Although this invocation of the exponential function is perfectly legitimate (it can be defined via the differential equation itself, or as a Taylor series, or as a limiting product of numbers near
1), here we simply evaluate it by applying the reverse of the automorphism that took us into the complex plane. A solution to the
complex recurrence is given by

(10)
(11)

that leaves the real part a untouched but applies a rotation matrix
to the triple b, c, d. This is a four-dimensional rotation that leaves
the point (1, 0, 0, 0)—the quaternion equal to the real number 1—
fixed.
In addition there are isometries that preserve addition but not
multiplication, which are applied by multiplying by a fixed unit
quaternion:
T :Q→Q
(12)
q ,→ q0 q

z[n] = cos(ωτ ) + i sin(ωτ )

(0, 1, 0, 0) ,→ (0, ωi , ωj , ωk )/ω

r(q) ≈ cos(ωτ ) +

Returning to the continuous-time oscillator with fixed quaternion
frequency Ω = (0, ωi , ωk , ωk ), we choose an automorphism A
that maps Ω to (0, ω, 0, 0) where
q
(14)
ω = |Ω| = ωi2 + ωj2 + ωk2

(20)

7. SOME PRACTICAL CONSIDERATIONS

The resulting differential equation is reduced to the earlier complexvalued one whose solution is

The phase spaces of a dynamical system can often offer one or
more points of stability, toward which a path can be fatally attracted. The 3-sphere has the convenient property that it admits
continuous flow velocities that never vanish. (This is not possible,
for example, on the 2-sphere). If the flow velocity, or equivalently
the quaternion frequency, is a continuous function of the state, it
suffices that the frequency be nonzero everywhere for there to be
no points of stabililty.
We will also be interested in frequencies that are discontinuous functions of the state space, in which additional conditions are
necessary to prevent the state getting caught in a discontinuity; for
instance, two or more regions could meet at a point in state space
toward which paths converge from all directions. We can prevent
this from happening by constraining the three frequency components to be nonnegative everywhere, and to have a norm that is
always positive but also never exceeding π radians per sample.
Quaternion frequencies Ω greater than π in length are analogous

(15)

Multiplying by any unit complex number acts on a quaternion as
a rotation in the (1, i) plane and an equal rotation in the (j, k)
plane. Applying the inverse automorphism shows that oscillation
at a generally chosen quaternion frequency can be decomposed as
simultaneous sinusoidal oscillation in two oblique planes that are
perpendicular to each other, at the frequency given by equation 14 .
The intrepid reader will now see the possibility of frequency
modulation–in which the three-component quaternion frequency
varies in time—changing not only the resultant frequency ω but
also the orientation of the planes of rotation. Phase modulation
can be generalized to multiply the oscillator’s quaternion-valued
output on the left and/or right by time-varying unit quaternions,
without affecting the oscillator’s internal state. We will leave these
avenues unexplored for now.

DAFx

sin(ωτ )
· (0, ωi , ωj , ωk )
ω

To realize the oscillator we simply plug this formula for r into
the recurrence relation (equation 16). The oscillator’s raw output
is in the form of four audio signals that may be played in different
loudspeakers, or, additionally or alternatively, may be subjected to
any desired waveshaping function. In practice it is usually enough
to send two of the four state variable to left and right channels
of a stereo pair; the resulting signal gets louder and softer as the
total instantaneous signal power |q|2 = 1 is variously distributed
among the four components.

5. FIXED FREQUENCY QUATERNION OSCILLATOR

’sVienna

(19)

we get

(13)

where |q0 | = 1. These are also rotations, and any rotational symmetry of the unit sphere |q| = 1 can be decomposed as the composition T A of an automorphism followed by multiplication by a
constant.

2

(18)

and since the inverse automorphism sends

2

q(t) = exp(iωt)q(0) = (cos ω + i sin ω)q(0)

(16)

DAFx.3

50

2 in22

DAFx

Proceedings of the 25th International Conference on Digital Audio Effects (DAFx20in22), Vienna, Austria, September 6-10,
2022 2022

by a fixed quaternion to make the first hemisphere align with the
i, j, k subspace, by moving one of its poles to the quaternion 1.
A phase q lies in this hemisphere or its complement depending on
the signum of Re(q).
The other hemisphere pair is then described by the signum of a
multiple of q, say ηq. We now exploit the (i, j, k) automorphism to
choose η to lie in the (1, i) plane, so that the only free parameter is
its angle of inclination. The original path can thus be transformed
into one that is described by two quaternion frequencies and one
angle of inclination.
We further simplify our example by setting the angle of inclination at π/2 radians (i.e., η = i) and so dividing the space into
four equal quadrants. Moreover, since we still have not used the
(j, k) component of the automorphism, we could now invoke that
to place an additional constraint on Ω1 and Ω2 to reduce the number of parameters to five, but there is no clear principle guiding the
choice so for now we leave the number of parameters at six.
One complication creeps into the realization of this oscillator: the frequency switches discontinuously as the phase crosses
hemisphere boundaries, and the exact time of the transition may
strobe audibly against the DSP sample rate. This can be quite audible if one or both quaternion frequencies is high in magnitude.
To ameliorate this situation we design a soft crossover function
whose maximum slope is controlled by one additional parameter,
which we call the crossover slope. The resulting parameter space is
seven-dimensional, consisting of two quaternion frequencies and
the crossover slope.

to frequencies greater than the Nyquist in an ordinary, complexvalued signal.
Although there is no obvious correlate to the Nyquist theorem
for quaternion-valued signals—the proof of the Nyquist theorem
blithely assumes that multiplication is commutative—we can at
least observe that for a constant quaternion frequency Ω, each of
the four components of the quaternion phase is a sinusoid whose
frequency is |Ω|, and so in this simple case we must keep the norm
of the quaternion frequency below π.
Although I don’t know of any proof, I can offer a further conjecture about quaternion frequency functions obeying the above
constraints (never zero; individual components always nonnegative; norm below π): that such functions allow no path to lie entirely within any one open hemisphere. This conjecture motivated
the examples developed below.
That the frequency has three distinct components raises a question: is a time-varying quaternion frequency Ω(t) directly observable? The answer is yes and no. Any attempt to generalize Fourier
analysis to allow multiple-component frequencies would require a
multidimensional time axis, which we don’t have in practice. On
the other hand, if we are presented with the phase of a particular
quaternion oscillator, we can simply divide two successive samples to find an instantaneous quaternion frequency. In principle
at least, in this situation one could hear the distinction between
different quaternion frequencies.
Due to numerical accuracy limitations, in practice the norm
of the computed state of a quaternion oscillator will slowly drift.
(This was already an issue for a complex-valued oscillator computed using the recurrence relation). To prevent this we renormalize the state at each time step.
Alternatively, the oscillator can be converted into a nonlinear
filter by applying a gain smaller than one to the quaternion phase
at each step of the recursion, and adding a term for a filter input.
If we insert a saturation function the gain may be set greater than
one, and the system becomes an oscillating filter analogous to the
Moog ladder filter [15, 16].

tab-1

1
real
part
-1
tab-i

i coef

tab-j

j coef

8. EVALUATION BY EXAMPLE
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The reader or listener should be warned that the author has a weakness for ornery, glitchy sounds. The techniques shown here are
quite capable of yielding more mellifluous results than are shown
here, but a thorough exploration of those possibilities is left for
another time and/or another investigator.
We start by considering how to exploit the symmetries of the
phase space to obtain a seven-dimensional parameter space that
can give rise to usefully variable sounds. We observe that the path
generated by a fixed quaternion frequency is a circle. Except in
special cases, exactly half of this circle lies inside any fixed hemisphere. If we now fix two different quaternion frequencies to hold
inside and outside the hemisphere, the path will describe two (usually different) semicircles, both meeting at the two points of intersection with the boundary, normally at two different speeds.
So far we have only made a periodic waveform which could be
made by many other means. To make the example interesting, we
take two different hemispheres, which, with their complements,
cut the phase space into four regions. Again hewing to the simplest
reasonable scenario, we let the quaternion frequency alternate between two fixed ones, Ω1 and Ω2 .
We now exploit the symmetries of the phase space to place the
two hemispheres in a specific position: first, multiply each point
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Figure 2: The evolution of the four components of a quaternion
oscillator, plotted in time. Vertical ranges are from -1 to 1; the
(horizontal) time axis is in samples at an arbitrary rate.
Figure 2 shows the four components of the oscillator phase,
as a function of sample number, in our example with one possible
choice of parameters. The time units are quite arbitrary. In practice one can change the speed globally by multiplying the quaternion frequency by a constant factor. In the realization described
here, the six frequency parameters are controlled as percentages
of a base frequency which is specified separately, which for convenience is given in continuously variable “floating-point MIDI"
units.
Figure 3 shows the same example as a path through phase
space. The coordinate axes are assigned to the j and k components. The 1 component (the real part) is indicated by the size
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cycles can be entertainingly complex. This is obtained in the demonstration patch by switching from either of the first four parameter
sets to the fifth one.
It should be acknowledged that, even in this very simple case,
it is exceedingly hard to understand how to change the parameters
to obtain some specifically desirable result. So far, the only proven
method for searching for parameters is trial and error.
9. MUSICAL APPLICATION
One desirable quality of an unstable system would be that it exhibit
audibly unpredictable results over a range of different time scales.
This is not a property either of the demonstration patch, or of the
two prior examples considered. One reason for this is that, with
only four regions cut off by hemispheres, any trajectory is likely
to frequently hit all four regions. If we wish for the path to sometimes visit certain regions and sometimes different ones, we could
simply increase the number of regions and give each one its own
quaternion frequency. This was done as part of an original music
production which we will describe here.
The resulting piece, Your microphone appears to be noisy, by
the Higgs whatever (Kerry Hagan and Miller Puckette), is available on
msp.ucsd.edu/media/music/
2020.10.29.higgs-whatever-noisy-mic.mp4 .
It is an eight-minute improvised duo in which each player controls
a separate quaternion oscillator. The controls are mapped from
acoustic sources, a guitar and a clarinet, whose sounds are only
momentarily heard directly.
As in the simpler example described above, the quaternion
frequency was held constant except upon crossing hemispherical
boundaries. To the “1" and “i" boundaries we added “j" and “k"
ones. Rather than specify a separate quaternion frequency for all
16 regions they cut out, we specify a base frequency as a triple,
and four additional frequencies to be added on the positive 1, i, j,
and k hemispheres, each constrained to be in a particular direction
so that only one parameter is needed for each.
Leaving out the crossover slope for simplicity and letting s
denote the unit step function

1 x≥0
s(x) =
(21)
0 otherwise

Figure 3: The same as figure 2, but with the j and k components
graphed on the horizontal and vertical axes. The size of the dots indicate value of the real part (the “1" term), ranging from -1 (smallest) to 1 (largest).

of the drawn points (which during occasional fast transitions are
separately visible but run together much of the time and show up
as as a thickening of the path instead). Unsurprisingly, the twodimensional projection shows a sequence of ellipsoidal arcs, since
the quaternion frequency changes by steps as a hemisphere is entered or exited.
This signal was generated using a Pure Data demonstration
patch uploaded to the directory
msp.ucsd.edu/ideas/quaternion-osc/ .
A subdirectory contains three stereo soundfiles that show off other
types of behavior that would be less amenable to graphing. The
parameters are, first, a reference frequency given in midi units;
next, the two quaternion frequencies (six components) given as
percentages of the reference frequency; and finally the crossover
slope, usually between 1 and 100.
This example shows some behaviors similar to that of other
known chaotic dynamical systems. For example, the Lorenz attractor can be used to generate sound directly by taking everyone’s
favorite parameters ρ = 28, σ = 10, β = 8/3, and choosing a
time scale so that the x, y, and z components of the state are heard
audibly. The result is a dirty but partly pitched sound. This is
audibly somewhat like the “nasty clarinet sound" settings on the
sample patch.
The present network can exhibit interesting limit cycle behaviors. As figure 3 suggests, limit cycles can give rise to complicatedlooking periodic waveforms, which may have symmetries coming from those of the underlying space and choice of quaternion
frequencies—for instance, the graphed waveform has only odd
harmonics. It is also fairly easy to find settings with at least two
different limit cycles with different waveforms and frequencies,
such as the third parameter set in the demonstration patch. This
behavior resembles that of the double-well oscillator.
The last sound example shows that behavior approaching limit
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the quaternion frequency is set to
Ω(q) = Ω0 + (0, p1 s(q1 ), pi s(qi ), pj s(qj ) + pk s(qk ))

(22)

where (q1 , qi , qj , qk ) denote the components of the time-varying
state q and p1 , ..., pk , are nonnegative parameters controlling the
magnitude of additional quaternion frequencies to add when in the
(q1 ≥ 0), ..., (qk ≥ 0) hemispheres.
That entering and exiting the 1-hemisphere affects the i component of the quaternion frequency, and so on, is an arbitrary choice.
In general, for each hemisphere we could add a three-parameter,
general quaternion frequency. Furthermore, the choice of four
hemispheres as regions in which to add frequency is arbitrary.
They are chosen to be hemispheres to maximize the likelihood that
any given path will frequently cross boundaries, but it might be
even more interesting to allow some of the regions to be smaller in
volume and to affect the path more sparsely in time.
Figures 4 and 5 show one possible behavior of the resulting
system, which is also included as a second demonstration patch on
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Figure 4: time-varying quaternion phase for a real example; same units as before.

the website. Figure 4 in particular suggests that the time patterns
are now highly irregular over both shorter and somewhat longer
time scales, as we had wished.
It is possible also with this patch to further increase the time
instability of the outputs by choosing such a high crossover slope
that sample rate strobing becomes noticeable, particularly since
the chaotic nature of the flow allows small variations in periodicity to have major effects on subsequent time evolution. This was
unwittingly a factor in the piece. The presence of strobing can be
checked simply by lowering the base frequency. If the behavior is
the same (only slowed down) then strobing is not a major contributor to the sound quality, and otherwise it is. One can always hear
the non-strobed “truth" if one slows the system down sufficiently.

dimensional and topologically simple state space, with the availability of a large class of possible flows on that space—any integrable function whose three components are nonnegative and
never all zero, and whose norm is below the Nyquist frequency—
any one of which will at least oscillate and never limit to a stable
point. Within this huge range of possibility we easily found one
low-dimensional parameter space that gives rise to sounds interesting enough to use in a finished piece of music.

10. CONCLUSION
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DEFORMING THE OSCILLATOR: ITERATIVE PHASES OVER PARAMETRIZABLE
CLOSED PATHS
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ABSTRACT

2. RELATED WORK

Iterative phase formulations allow for the generalization of many
oscillatory sound synthesis methods from circles to general parametrizable loops, with or without explicit geometric contexts. This
paper describes this approach, leading to the ability to perform
modulation, feedback and chaotic oscillations over deformed circles that can include ill-behaved geometries, while allowing modulations or feedback to be deformed as well.

Oscillators are essential objects in sound synthesis and hence are
widely taught [2]. Historically, oscillators are often defined by
algorithms of certain functional forms, such as time-indexed computations, though it can be convenient to take alternative formulations. For example, in the context of digital signal processing the
description of behavior on the circle via complex numbers called
phasors can simplify description and elucidate interesting behavior of oscillatory phenomena [3]. Formulating oscillators as iterations of the phase on the circle [1] provides a further description of
oscillations with additional insights. In particular this formulation
makes clear the relationship of topology of the space, dynamics,
and output projections. It allows us to bring a large class of oscillators under one description, including non-linear and chaotic oscillators. This particular formulation of oscillatory synthesis methods
provide the foundation of the current paper.
Topological methods have been variably employed in sound
synthesis and signal processing. Recently, sheaf-theoretic methods were proposed to attach linear time-invariant filters [4, 5] and
non-linear oscillators to a topological space defined by a line-like
simplicial complex. This allowed the method to employ paths over
a standard torus as well as a parametrization of frequency modulation (FM) to be used as the underlying closed path geometry [6].
The current method can be described without the use of sheaf constructions, and leans closer to existing intuitions of oscillators.
Geometric oscillatory descriptions have long been of interest
in sound synthesis. Putnam’s thesis proposes harmonic patterns
as one possible description of path-like geometric shapes in conjunction with sound synthesis [7, 8, 9]. Furthermore, his dissertation provides an expansive review of path parametrized methods
in geometric sound synthesis [7]. Given that the proposed method
works for any parametrized closed path, this body of work provides many examples and application possibilities. We will employ splines which have already been proposed for smooth transformations of additive synthesis [10], waveform generation and
interpolation [11] as well as for control parameter transitions [12].
Sound synthesis based on comb filters also have an inherent
loop character. In this context, Trautmann proposed synthesis
based on analogous constructions to the Möbius strip [13]. Closed
path trajectories form an important aspect of understanding waves
on path trajectories for physical models based on waveguides [14].
More broadly, one can view the current work in the context
of developments of computational and applied topology [15, 16],
a field that seeks to develop computational topological techniques
for applied problems. This body of work tends to focus on the
analysis of data [17] and methods for analysis of time-series have
been developed [18, 19].

1. INTRODUCTION
One of the intuitions behind topological formulations is their generality and flexibility. A topological circle captures a closed path,
even if the specifics of the path in some substrate space might vary
drastically. Everyday intuition already captures topological ideas.
For example, we understand that closed loop racing tracks have
different shapes, thus providing differing challenges to the driver,
but they all allow for the definition of laps, which count the number of times a driver has completed the closed path in one direction.
We understand that a less than round tire will still be able to rotate,
even though driving on a flat surface may be uneven. Topology
captures these intuitions abstractly, and allows for us to formally
use them constructively.
In this paper we propose a way to generalize oscillations over
the standard metric circle in the plane to oscillations over any
parametrizable topological loop. This in turn allows us to use
parametric formulations of oscillatory synthesis methods such as
iterative phase functions [1] to generate modulation and feedback
type oscillatory synthesis methods using these more general loop
spaces and their projections. This method, in its full generality
does not require a geometric representation, by which we mean
that it does not have to be embedded, immersed, or otherwise continuously mapped into some substrate geometric space. However,
thinking of the approach geometrically helps strengthen intuition.
In particular, in a geometric setting one can think of the reconfigurations of topological loops under varied parametrizations and
varied maps into a substrate geometric space as deformations. In
this sense one can think of race tracks or flat tires as deformed
circles. More abstractly, this work provides a sound general setting in which existing modulation and feedback techniques can be
applied, and new ones can be formulated.
∗ This work was made possible in part by a fellowship of the John Simon
Guggenheim Foundation.

Copyright: © 2022 Georg Essl. This is an open-access article distributed under the
terms of the Creative Commons Attribution 4.0 International License, which permits
unrestricted use, distribution, adaptation, and reproduction in any medium, provided
the original author and source are credited.
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f can be fruitfully be interpreted as merely living on some cyclic
parametrication in the interval of [0, 1) which one can also think of
as the quotient R/Z, which is the integer repetition of the interval
in R and this in turn has the connectivity of a topological circle
S1 . Hence the iterative phase function really lives on a topological
space. A geometric interpretation in some ambient space is suggested by the projection function p. The flexibility of some map
into a substrate geometric space and a suitable projection map p is
of central interest of this paper. Given that these choices leave the
topology of the loop parametrization and discrete iterative maps on
them undisturbed, these two aspects can be treated independently.
For this reason, we will emphasize maps with nonlinear chaotic
feedback in examples in this paper as they serve to illustrate that
indeed the construction is robust under all the variations of the
given geometric and projection constructions. At the same time,
we will also discuss sinusoidal oscillation and its underlying linear dynamics to provide simple base cases for comparisons. These
examples constitute an illustrative subset, and, in fact, any iterative
phase function, or cascades thereof, can be used and have the same
structural stability and independence as the examples given.

3. FROM SINUSOIDAL OSCILLATIONS TO
PARAMETRIZED TOPOLOGICAL LOOP
The conventional understanding of a circle is that of a closed curve
in the Euclidean plane R2 with coordinates (x, y). For our purposes, the most convenient formulation is given by familiar complex exponential oscillator under time parametrization t:
(x, iy) = e2πit

t ∈ [0, 1)

(1)

Circles play an important role in many parts of digital audio processing and sound synthesis as they capture harmonic oscillation under projection. Taking an orthogonal projection with a
given angle ϕ one gets the undamped harmonic oscillator y =
sin(2πt + ϕ). Furthermore, there are perceptual reasons to privilege circular oscillations as our hearing seems to be performing a
kind of spectral analysis, of which sinusoids are elementary building blocks. Perhaps relatedly, sinusoids are the basis functions of
Fourier analysis. For all of these reasons, it is no surprise that a
large body of work has developed in which sinusoidal oscillators
are used, or have served as starting points for developing enriched
oscillatory phenomena which are not purely sinusoidal, such as
modulation techniques or wave shaping.

3.2. Sinusoidal Oscillation (or Bare Circle Map)
A discrete sinusoidal oscillator can be written in this form with
the following choices of iterative phase function f and projection
p [1]:

3.1. Discrete Dynamics and Circle Maps
Under the time-parametrization t one can interpret the oscillator as
a dynamical process. Dynamics refers to a time-dependent change
or evolution. If the dynamics consists of discrete steps, then it
is a discrete dynamical process. Furthermore, one can think of the
dynamics to be performed on a given domain. In this paper we will
use only discrete dynamical descriptions and we will use the index
n to identify a notion of discrete time, phase, or position of this
discrete dynamics. The circle S1 is one such possible domain and
its unit parametrization [0, 1) with identification of 1 and 0 allows
one to define a position xn ∈ [0, 1) on the parametrization. Then
discrete iterations on the circle can be written in the following form
[1]:

xn = xn−1 + Ω mod 1
yn = sin(2πxn )

The constant Ω is a discrete step taken and can be related to the
frequency ω of an complex exponential oscillator of equation (1)
Ω = ω/ωs with a given sampling frequency ωs .
A conventional interpretation of this dynamical process is that
of a discrete sinusoidal oscillator as a discrete dynamical process
that moves around a Euclidean circle with constant steps Ω. In
the dynamical systems literature this equation is also sometimes
known as the bare circle map [22] and it will be helpful for our
purposes to refer to the discrete sinusoidal oscillator requiring the
particular projection equation 4 while we think of the bare circle
map not requiring this particular projection.

Circle Topology

yn = p (xn = f (xn−1 )
|{z}
|{z} |
{z

Time Series

Projection

z }| {
mod 1 )
}

(2)

Iterative Phase Function

3.3. Feedback FM (or Sine Circle Map)

The current position on the parametrization xn is computed from
the previous position xn−1 via a given map f . The discrete-time
output of the oscillator yn is the result of a projection function
p, which converts the position in the parametrization into sample
amplitudes.
This formulation forms the basis for connecting the sound synthesis literature with the existing literature in discrete dynamical
systems. Maps from one location on the circle to another are usually called circle maps [20, 21] in the dynamical systems literature
[22]. More interestingly, this connection led to the discovery [1]
that the sine circle map as studied in the 1960s by Arnold [23]
and onward is nothing but feedback frequency modulation [24].
This means that a wealth of results in dynamical systems for discrete dynamics on the circle apply to sound synthesis methods and
characterizations such as Arnold tongues [23] apply and can be
expanded for auditory use [1].
There are additional benefits to using this particular formulation of discrete oscillators. Projection p and iterative phase functions f are independent of each other. The iterative phase function
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The iterative formulation of feedback frequency modulation (feedback FM) or equivalently the sine circle map under a sinusoidal
projection is defined as follows [24, 20, 1]:
xn = xn−1 + Ω +
yn = sin(2πxn )

k
sin(2πxn−1 )
2π

mod 1

(5)
(6)

We observe, that this equation is a perturbation of the sinusoidal
oscillator (3). The strength of the perturbation is given by the constant k (k is normalized such that k = 1 corresponds to the point
of invertibility [23, 20]. This constitutes the main difference to
typical modulation formulations in the sound synthesis literature,
where the corresponding modulation strength parameter is usually
not normalized (compare [1]). The perturbation itself is sinusoidal
and could be interpreted as the projection of another oscillator onto
the phase of the perturbed one. Just as with the sinusoidal oscillator, it is useful to make a distinction between feedback FM as
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defined with the specific projection equation (6) and the sine circle
map as not requiring it.
g : R/Z ! R2

3.4. Projection from Coordinates
So far our projection function is a map from [0, 1) → [−1, 1] assuming peak normalized audio samples. While the geometry of
a circle in the plane may be suggestive for equations (3-4), technically this equation does not specify a continuous map into the
plane. The standard circle is a continuous map into the plane according to equation (1). This equation gives two coordinates in
the plane and a projection would be a reduction of dimensionality
π : R2 → R. In more generality, we can have an continuous map
from a parametric loop into Rn with n ≥ 2. Moreover a planar
representation of any higher dimensional continuous maps can be
achieved by a projection down onto the plane π2 : Rn → R2 .
We call a map f (t) parametric if it consists of a set of n coordinate maps f0 , f1 , . . . , fn−1 in each component of Rn that are
each parametrized by t on the interval [0, 1). It is a parametric
map of the circle S1 if parameters 0 and 1 are identified. We call
the map f a parametric embedding if it is an injection (the map is
one-to-one). This implies that the map does not self-intersect in
Rn . With this we arrive at the following diagrammatic relationship between the parametric embedding f (t), direct projection p,
embedding projection π and planar projection π2 :
f (t)

S1 ∼
= R/Z

Rn
π

p

π2

Embeddings
Simple, Closed
Injective

Figure 1: Examples of images of continuous maps g from topological circle into the plane: (left) an embedding, (middle) an immersion, or (right) neither an embedding or an immersion. The top
right example shows an isolated point.

of a map from a loop parametrization. An example that is not
an image of a continuous map from the parametric circle into the
plane are two non-touching points. We will call any continuous
map g of a topological space into a geometric space its geometric
realization.
3.6. Equivalent Projections
It is useful to consider equivalent projections. These are the projections, which are the set of all possible projections from the
parametrization or any geometric realization which create the same
sample outputs. This can be used to either identify simple cases
for convenient implementation, or flexibility in higher dimensional
representation for the purpose of visualization [25] or to define
control parameters that are convenient [12].
As an example, consider the projection π : R2 → [ − 1, 1],
π(x, y) = x. Take x = sin(2πt). Clearly there is substantial
freedom on the y coordinate under this projection. The constant
function y = c but also any continuous function y = cos(2πkt)
where k ∈ N are permissible. The constant case is of further interest as it illustrates the important property that higher dimensional
space or even the notion of embedding is not a requirement for
the correct outcome. The constant case is equivalent to the "sideways" projection in R3 and it contains the topological connectivity
of the circle oscillation even under the projection. While the sideprojection itself no longer captures a circle topology, the underlying parametrization of the sine function does. This is the key to
the utility of separating parametrized paths from projections. The
parametrization disambiguates the multiplicities in the geometric
realization in the substrate space. Hence we are only concerned if
a circle-like closed path is parametrizable, and not if the path can
be properly embedded in some higher dimensional space.
However, embeddings and immersions can be desirable restricted classes of geometric realizations for visualization. Embeddings into the plane allow us to uniquely identify each position on
the parametrization visually. Immersions can offer a good compromise as the points of intersection are isolated. Hence it is helpful
for visualizations and control parameter constructions.

R2
(7)

[ − 1, 1]
3.5. Properties of Projections
Many different continuous maps into a substrate space can yield
the same output under projection. This is captured in the diagram
(7) by the following composition:
p = π(f (t))

(8)

In general, projection maps will lose information because distinct higher dimensional or parametric information will often be
mapped to multiple instances of the same coordinate point in the
lower dimensional image of the projection. This includes the direct
projection p. Consider the example of the sine projection. Ranges
[0, π/2) and [π/2, π) both map to [0, 1] and ranges [π, 3π/4) and
[3π/4, 2π) map to [−1, 0], hence the map maps to distinct coordinates only at two isolated points and maps to a multiplicity of 2
at all points except an additional exception of 0 which maps to a
multiplicity of 4. Geometrically, this phenomenon corresponds to
intersections or overlap between stretches of a parametrized path
under the projection. We call this degenerate and its existence a
degeneracy. A map into a substrate space is an embedding if the
map is injective (one-to-one) and therefore does not contain any
degeneracies. We call a map an immersion if it is injective except
at isolated crossing points. Finally, maps can fail to be embeddings or immersions, but still be the image of a continuous map
from a parametrization into the substrate space. In figure 1 we see
examples (left) embeddings (without degeneracies), (middle) immersions (only isolated degeneracies,) and (right) long stretches
of overlap, hence degeneracies being typical, these are neither embeddings nor immersions, yet they still can be a continuous image
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isolated crossing points

4. DEFORMATION
The class of possible continuous maps permissible in this setup is
vast. Hence it is helpful to restrict the case of maps to an inuitively
more accessible subclass of maps. In sound synthesis the ability
to gradually vary parameters is considered attractive [12], hence
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ti 2 [0, 1)

we will adopt a deformation perspective. Concretely we will discuss the case of a time-parametric piecewise spline construction.
We chose a spline type that allows a one-parameter variation of
spline shape. Hence we arrive at two distinct forms of deformation: one is geometric from changed placements of control points
of the spline, and the other stems from varying the spline shape
between control points through parametric control.

Pi
Pi

Segment

Pi+1
Pi+2

1

Figure 2: Catmull-Rom splines use four control points
Pi−1 , · · · , Pi+2 to compute a spline segment parametrized by
t1 ∈ [0, 1) between the second and third control points.

4.1. Parametrized Loops via Tensioned Catmull-Rom Splines
As an exemplar of a parametrized closed curve construction, we
use the tensioned version of the Catmull-Rom spline [26] — also
known as cardinal splines [27, 28, 29] — in a closed curve configuration.
Catmull-Rom splines have some practical advantages as they
can be specified merely by control points, and the effect of moving a control point is localized. This makes the curve construction
straightforward to use in practice as well as easy to implement. For
our purpose it is also desirable that tensioned Catmull-Rom splines
do not have "nice" guarantees such as differentiability and that they
can be made equivalent to piecewise linear construction by chosing the tension parameter τ to be 1. This helps demonstrate that
these good properties are not at all necessary for parametrized loop
construction to be sensible. At the same time, tensioned CatmullRom splines have good relationships to our signal processing understanding of interpolation [29] including converging to sinc interpolation in the limit [30].
The tensioned Catmull-Rom spline is computed from an ordered set of four local control points. The temporal parameter ti
describes the location of interpolation between the spline control
point positions i and i + 1 (the second and third control point) as
follows [27]:

4.2. Indexing and Parametrization of Spline Segments
All our splines will be closed. This means that if we choose a
configuration of N points, point N − 1 is connected to point 0.
Hence the indices of all points are in the quotient Z/ZN (usually
referred to as Z mod N ). Hence all index computations will be
computed mod N . The index i always refers to the second of
the four points needed to compute a spline interpolation, consistent with equation (9). For example, assume the index position
is i = 0 and N = 4. To compute the interpolation between P0
and P1 the two additional control points are computed to be P−1
mod 4 = P3 and P2 . Computing spline segments for each index
i ∈ [0, · · · , N − 1) will hence compute a closed spline. The total parametrization of the whole closed loop is t = [0, 1) which
is divided evenly between each control point pair. Hence the currently addressed control pair index i is computed from t as follows:
i = ⌊N · t⌋ mod N . The time parameter ti used for each pair
is computed from the loop parameter as ti = t · N mod 1. This
implies that all ti ∈ [0, 1). Points in a given spline shape will be
identified with a given superscript Pi◦ . If we refer to a complete
sequence of points the index subscript will be omitted.
4.3. Examples 1: Four Point Diamond



Pi (ti ) = 1 ti

t2i

t3i

1
0
s−3
2−s

0
s
3 − 2s
s−2

0
Pi−1
0  Pi 
−s Pi+1 
s
Pi+2


The first concrete example of a closed spline loop is defined by the
following control point coordinate notated as pair of coordinates
in an ordered sequence:



P
We will refer to this equation as (9). Any variable named P
is a point in Rn and above equation holds independently in each
coordinate of the point coordinates, hence each coordinate can be
independently and equivalently computed allowing for the interpolation to be applied in any number of dimensions. We will confine ourselves to n = 2. Pi (ti ) is the interpolated coordinate of
the path between control points Pi and Pi+1 at parameter position
ti ∈ [0, 1). This path will be referred to as segment. These relationships of control points in an ordered set to computed spline
segment are illustrated in Figure 2. For the remainder of the paper we will simply say spline and spline interpolation, taking it to
mean tensioned Catmull-Rom splines and their interpolation if the
discussion refers to concrete computations.
It is customary to use a rescaled variation of the s parameter
for control. This new parameter τ = 1 − 2s is called tension. The
classical Catmull-Rom spline [26] is recovered for a tension τ = 0
[27] and piecewise linear interpolation is achieved at τ = 1. We
will use1 τ in the range of [−1, 5] ∈ R.

DAFx

(10)

4.4. Example 2: Four Point Irregular Concave L-shaped
The second concrete example of a spline captures a substantial
reconfiguration of the diamond four point loop defined in the previous section. It is defined by the following ordered sequence of
N = 4 control point coordinates:
P L = [(0.65, 0.65), (0.75, −0.7),
(−0.8, −0.85), (0.6, −0.6)]

our rendered computations use Processing’s tensioned CatmullRom implementation via their curvePoint interface.
https://
processing.org/reference/curvePoint_.html

’sVienna

= [(0, 1), (1, 0), (0, −1), (−1, 0)]

The total number of control points in this cycle is N = 4. The
location of the control points correspond to a square in a diamond
configuration as can be seen in center of Figure 3. Henceforth
we will simply refer to this configuration as diamond. The figure
shows additional spline interpolations for different tension parameters τ . While the linear realization and deformation under tension
for some parameters remain convex, convexity does break down
for tension greater than 1. The shape however retains a high degree of symmetry and hence presents as rather regular.

1 All

2

□

0
 −s
 2s
−s


(11)

The piecewise linear rendering of the control point configuration for this shape can be seen in center of Figure 4. Due to its
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Figure 3: Closed loop tensioned Catmull-Rom splines with four
points in a diamond arrangement. τ = −1, 0, 1, 2, 5 from left to
right. The center configuration corresponds to a linear connection
between control point positions.

Figure 4: Closed loop tensioned Catmull-Rom splines with four
points in an irregular non-convex L-shaped arrangement. τ =
−1, 0, 1, 2, 5 from left to right. The center configuration corresponds to a linear connection between control point positions.

shape we will referred to this configuration as L-shaped. None
of the coordinates align and the configuration shape is concave to
begin with. Under the same tension variations as in the previous
section all configurations are concave and exhibit no obvious symmetries in the Euclidean plane.

L-shaped spline of equation (11) (see Figure 4 for its shapes).
The resulting Fourier spectrum is depicted in Figure 7. As was
to be expected, none of the spectra shows a sinusoidal oscillator.
Rather we see rich yet discrete spectra of varying regularity and
strength corresponding to the underlying spline deformations. The
rightmost spectra for each shape show aliasing peaks as no antialiasing2 has been applied.

5. PROJECTION OF SPLINE LOOPS
Our given examples are closed spline loops in the Euclidean plane
R2 . All our examples are bounded within the interval [−1, 1] ∈ R
for each coordinate. The general requirement of a projection π
for our purposes is to be a map from R2 → [−1, 1]. Hence we
can use an orthogonal projection along the Cartesian coordinates
and satisfy the domain requirements of this map. Throughout all
examples we will project onto the second Cartesian coordinate
(x, y) → y matching the y axis in depictions of figures if they
display either loop geometries or sample amplitudes. The general
case of all possible orthogonal projections can be derived by applying a rotation in the plane and normalizing the maxima along
projection direction.

6.2. Sine Circle Map
As with with standard sinusoidal oscillation, the canonical form of
feedback FM uses sinusoidal projections. We can however use the
underlying dynamics of the sine circle map to generalize feedback
FM to use deformed circles as "carriers".
Figure 5 shows a comparison of various deformation of a
closed loops from the circle with the discrete dynamics of the sine
circle map after equation (5). The figure uses parameter planes
with perceptual measures [31]. Each pixel color represents the
value of an aggregate measure of spectral content of the audio signal at a given parameter pair. We employ the PeakSparsity measure, which is defined as follows [31]:

6. AUDIO OUTPUT USING SPLINE LOOPS
arean =
Given that we have discrete iterative phase functions, geometric
path constructions via splines, and suitable projections, we are
ready to compute audio samples. All computations were performed at a rate of 44100 Hz. Each computed iteration provides
one sample. All samples are equally spaced.
For all computations involving the fast Fourier transform
(FFT) a length of 4096 bins was used. The signal was weighted
using a Blackman window function. For all parameter plane computations over nonlinear feedback maps (the sine circle map and
its spline variations), the first 1000 iterations were computed but
skipped to eliminate short-lived non-linear transients, such as rapid
fixed point convergences [31]. Fourier spectra are normalized to
sampling frequency (SR) and plotted to Nyquist frequency (SR/2)
and amplitudes are normalized.

(
cn =

DAFx

sortn (f ) are sorted FFT bins

Pn
1 if
m=1 aream ≤ mean
0 otherwise

DPS =

N
X

cn

(12)

n=1

The PeakSparsity measure is designed to characterize how peakdominated a spectrum is and it leans on an integration notion of
the spectral information. The core idea is to compute the area underneath the spectrum, which captures the mean of the spectrum.
Peaks will contribute more to the overall area than a flat spectrum
or valley areas between peaks. Hence sorting the spectrum by peak
heights and counting the number of peak bins that are required to
reach the mean will differentiate spectra with strong peaks that
dominate the integral. A flat spectrum will have a count of half
the bins. A single peak in an otherwise zero spectrum will count
1 bin. Hence we normalize the range between 1 and the number
of bins over two to get the dynamic range of the measure which
is mapped onto a color palette as can be seen on the right in Figures 5 and 8. Blue corresponds to a single dominant peak, while
red corresponds to a flat spectrum. We expect simple oscillatory
and mode locking regions to show near blue and regions captured

The simplest example of an interactive phase function is the bare
circle map of equation (3). For a sinusoidal projection function we
would call this oscillator sinusoidal. With the spline construction
we can now replace the base sinusoidal projection with dynamics
on spline loops. Hence, this case constitutes a deformed generalization of the sinusoidal oscillator to other loop shapes.
Figures 6 shows the Fourier spectrum of the diamond spline
of equation (10) under orthogonal projection for tension parameters τ = −1, 1 and 5 (compare Figure 3 for the respective spline
shape). The same tension parameters were also rendered for the
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6.1. Bare Circle Map
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X

2 Anti-aliasing strategies for this setting are beyond the scope of the this
paper.
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(a) Circle

(b) Diamond
τ = −1

(c) L-Shaped
τ = −1

τ =5

τ =5

Figure 5: Parameter planes using the PeakSparsity measure computed from 4096 point FFT over parameter ranges Ω = [0, 1) and k =
[0, 1.5) for the sine circle map for (a) circle, (b) diamond shaped spline (c) L-shaped spline. Tensions shown are τ = −1 and τ = 5 if
applicable.

Figure 6: Spectra for the diamond shaped spline for τ = −1, τ =
1 and τ = 5 with Ω = 0.03141593 (corresponding to 1385.4 Hz
at 44 100 Hz sampling rate.).

Figure 7: Spectra for the L-shaped spline for τ = −1, τ = 1
and τ = 5 with with with Ω = 0.03141593 (corresponding to
1385.4 Hz at 44 100 Hz sampling rate.).

7. PROJECTION OF FEEDBACK OR MODULATION
ONTO AN INTERATIVE PHASE
by fixed points to show in near red. Loosely, more peaks mean a
richer spectrum, so the transition from blue to red corresponds to
an increasingly rich spectrum. Near red this interpretation can fail
due to the potential of silence from fixed points, which would also
produce a flat spectrum, but for values between light blue and yellow this ambiguity between flat and silent spectrum does not exist
and therefore the intuition is sensible and allows us to characterize
spectral changes in visualization.

Modifications of the sine circle map have previously been studied
by changing the nonlinear perturbations function to piecewise linear, or Fourier-series functions instead of the sine function [21].
In the spirit of our geometrizing loops and projections instead of
functions, we can repeat the process we just employed to change
the base or "carrier" loop geometry for the non-linear perturbation function in the iterative phase function that either is used for
feedback, as in the case of the sine circle map, or for modulation.
To illustrate this process we rewrite the sine circle map equations
(5-6) to replace the sine projection with a general one:

The parameter plane is filed by sweeping over two parameters
to be studied. The two parameters of interest for the sine circle map
are Ω, the frequency of the carrier — in the language of feedback
FM — and k, the modulation strength, which also can be thought
of as the strength of the feedback nonlinearity. For k > 1 the
dynamics transitions into chaotic behavior and emerging triangular
"tongues" correspond to regions of mode locking [23, 20].

xn = xn−1 + Ω + Hp1 (xn−1 )
yn = p0 (xn )

’sVienna

DAFx

(13)
(14)

We have now two projections related to a parametrized loop. The
case studied before is now label p0 (·) and the new projection is
called p1 (·). This p1 can then be computed by the same processes
already discussed. With reference to typical nomenclature in the
signal modulation literature, we will refer to topological circles
geometrically realized and projected by map p0 as base or carrier.
And we will refer to the same for p1 as modulation.
Taking the example of close spline curves, we are now able
to take one arbitrary closed spline as carrier and another arbitrary
closed spline as a modulation, hence allowing for both their deformation from the circle simultaneously.
The results of deformations of both base and modulation oscillations are collected in Figure 8. All examples for splines are

Figure 5 shows feedback FM on the left. Each spline shape
(diamond, and L-shaped) is displayed for two tension parameter
choices (τ = −1 and τ = 5). The picture shows that the general
structure of the sine circle map is preserved but modified under
different loop geometries. For the circle case, one sees that for
low nonlinear feedback (k << 1) this case shows low spectral
richness (blue). For other loop geometries, we observe an increase
in spectral richness (green to yellow). The degree to which the
spectrum is enriched as a function of τ mirrors that of the bare
circle map depicted in Figures 6 and 7.
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(a) Circle
Diamond

(b) Diamond
L-Shaped

(c) L-Shaped
L-Shaped

Diamond

Diamond

L-Shaped

Figure 8: Parameter planes using the PeakSparsity measure computed from 4096 point FFT over parameter ranges Ω = [0, 1) and k =
[0, 1.5) for the general circle map for (a) circle, (b) diamond shaped spline at tension τ = 5, and (c) L-shaped spline at tension τ = 5. For
each the figure shows the effect of using a (left) Diamond and (right) L-shaped spline for the feedback projection.

rendered for a tension parameter of τ = 5. Case (a) captures the
case were the base is still the Euclidean circle but with modulation by both diamond and L-shaped splines. This case constitutes
a τ = 5 deformation of the modulation for the case for the circle
depicted in Figure 5 (a). Additionally, the figure shows the case
where the base space and the modulation oscillation is deformed.
We observe that across all cases the deformation of the modulation oscillation leads to substantial changes in the pattern of the
Arnold tongues. If the modulation spline loop is diamond, then
the Arnold pattern stays symmetrical. For the L-shaped loop the
pattern becomes asymmetrically skewed, a phenomenon also observed for non-symmetric nonlinear functions [1]. Furthermore we
observe that deformations of the base oscillation does again show
corresponding changes in spectral richness in the low nonlinearity
range (k << 1). However, additionally, the deformation of the oscillator accelerates the transition into high richness spectra as can
be seen comparing Figure 5 (a) and Figure 8.

8. CONCLUSIONS
Recently oscillatory sound synthesis methods have been reformulated as discrete dynamical systems over a circle topology. In this
paper we illustrate the flexibility in terms of geometric realization
enabled by this formulation. In particular, many classical modulation and feedback oscillatory techniques can be generalized to
use a wide range of closed path constructions in lieu of the classic
circular oscillator. Hence, we provide a general context in which
many known oscillatory synthesis techniques can be applied. In
particular we discuss the role of mapping a path parametrization
into a potentially high-dimensional substrate space, and the projection down to audio samples. This yields a clear criterion of
which aspects of the geometry are relevant for audio outcomes,
and which are free to be used for visual expression. We illustrate
the robustness of the construction by demonstrating chaotic oscillations using feedback modulations over non-circular loops in the
plane.
In this paper we have ignored aliasing as a topic, though of
course, for any practical use, it is relevant. Particularly the sharp
edges of linear interpolations as achieved with a tension parameter
of τ = 1 will alias. However, over the last decade, a body of
research has developed uses spline interpolation for anti-aliasing
[32, 33, 34]. Specifically the piecewise linear case in the plane
has been investigated already [35]. The full development of this
question is future work.
This paper used splines to illustrate constructive examples but
did not offer a full theory of the relationship to embedded spline
loops under projection to audio outcomes and specifically precise
predictions of spectral properties. Such an endeavor is beyond the
scope of this paper. This topic is technically rich and should offer
a wealth of potential future research avenues.
Ultimately the main aim of this paper is to show that topological constructions can give clarity to synthesis methods and circumscribe proper generalizations of known techniques.

7.1. Cascading Projections onto Multiple Iterative Phase
Functions
The process discussed in the previous section can be continued for
cascading modulations or feedback:
i
xin =xin−1 +Ω+H i pi+1 (fi (xin−1 , xi+1
n−1 , ωm ))
∀i ∈ 0, .., N ∈ N

mod 1

yn = p0 (x0n )

(15)
(16)

where fi is an iterative phase function composed of feedback,
modulation by another iterative phase function3 xi+1 and a poi
tential "modulation frequency" constant ωm
. There are N iterative phase functions for each modulation cascade and associated
i
constants H i , ωm
and projection on the previous iterative phase
function pi+1 . The first iterative phase function can be thought of
as the carrier and it projects audio data via p0 . All these projections can be replaced by the geometric path construction following
equation (8).
3 All

2
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ABSTRACT

Within the proposed method, the harmonic synthesis of the
deterministic content constitutes the basis for modeling the tonal
content. The modeling of the stochastic spectral content is outside
the scope of this paper.

Continuous State Markovian Spectral Modeling is a novel approach for parametric synthesis of spectral modeling parameters,
based on the sines plus noise paradigm. The method aims specifically at capturing shimmer and jitter - micro-fluctuations in the
partials’ frequency and amplitude trajectories, which are essential
for the timbre of musical instruments. It allows for parametric
control over the timbral qualities, while removing the need for the
more computationally expensive and restrictive process of the discrete state space modeling method. A qualitative comparison between an original violin sound and a re-synthesis shows the ability
of the algorithm to reproduce the micro-fluctuations, considering
their stochastic and spectral properties.

The original sines plus noise model can re-synthesize musical
sounds with high quality and offers extensive means of manipulation. However, spectral models rely on a large set of parameters, making it it challenging to apply them in settings with few
control parameters, for example in expressive performance. Ongoing research thus deals with approaches which allow a more direct control or parameter management. An extended source-filter
model, presented by Hahn et al. [3], models a database of instrument sounds with different pitches and intensities. The deterministic part is based on a non-white source and a resonator filter. Parameters are modeled by tensor product B-splines (basic-splines),
covering the sounds’ temporal evolution. The DDSP approach [4]
combines classic signal processing with deep learning methods.
The end-to-end learning approach enables independent control of
loudness and pitch, dereverberation and timbre transfer [5].

1. INTRODUCTION
1.1. Spectral Modeling
Sounds of musical instruments can be modeled as a combination
of sinusoidal and noise-like components. Spectral modeling methods generally perform an analysis of the spectrum of an input signal in order to separate the deterministic, tonal content from the
stochastic, while in some cases transients are also considered separately [1]. On the basis of the spectral examination, an output
signal can be re-synthesized, with additional means for manipulations. While early methods modeled the tonal as well as the
stochastic components using additive synthesis, later models used
a different approach for noise-like signal content. The Deterministic plus Stochastic Model [2] expresses any sound as a sum of sinusoids with individual time-varying amplitudes Ar (t) plus a residual noise component e(t), which is modeled by a time-varying
filtering of white noise.
s(t) =

R
X

Ar (t) cos (θt ) + e(t)

The method presented in this work aims at capturing a data
set of instrument recordings, based on a statistical analysis of the
spectral modeling parameters. Resulting models can be used for
expressive real-time synthesis, allowing an interpolation between
the data set’s samples and different timbres. Statistical spectral
modeling grants direct control over the micro-fluctuations.
Irregularities of the amplitude trajectory are generally referred
to as shimmer, while irregularities within the frequency trajectory
are denoted as jitter. These fluctuations contribute to the individual
timbre of an instrument and are essential for the perceived sound
quality of synthesis results [6].
1.2. Stateless Modeling
Statistical spectral modeling aims at capturing the timbre of musical sounds by means of measuring the distribution of spectral
modeling parameters. A first implementation [7] captured the distribution functions of amplitude and frequency trajectories for single partials, as shown in Figure 1 for a partial’s amplitude. New
trajectories could be synthesized with this distribution using the inverse transform sampling method [8], followed by a low-pass filter
smoothing.

(1)

r=1

The Deterministic plus Stochastic Model can be simplified for
modeling harmonic sounds, for which each sinusoid is derived
from integer multiples of the fundamental frequency. These can
be referred to as partials.

sharm (t) =

R
X

Ar (t) cos (2πrf0 t + ϕr ) + e(t)

1.3. Discrete State Modeling

(2)

r=1

An extended version of the stateless approach models parameter
trajectories as Markov processes [9]. It hence captures the distribution properties and spectral properties, without the smoothing
needed in the stateless approach. Instead of capturing a single distribution for a parameter, transition probabilities are calculated for
a parameter trajectory with length L, quantized with i = j steps:

Copyright: © 2022 Tim-Tarek Grund et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
provided the original author and source are credited.
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Figure 1: Distribution of a partial’s amplitude [9].
Figure 2: Transition probability matrix for a partial amplitude trajectory [9].
PMF(i, j) =

1
|{x[n] | x[n + 1] = xj }|, n = 1 . . . L
L
i = 1 . . . 21

(3)

several benefits. The parametric nature allows changes to the
sounds properties during run-time and it consumes less memory
for storing a model.

This procedure results in a transition probability matrix
P M F (i, j), as shown in Figure 2. These matrices can be used for
generating a stochastic process with the properties of the original
trajectory. Both the stateless and the discrete state modeling allow
to interpolate between samples from the analysis data set [7].

2.1. Parametrization of Mean
In this model, every support point is drawn from a normal distribution with the parameters µ and σ. While σ is freely adjustable,
the mean µ of any following support points is dependent on a linear combination of the overall mean xmean and the value of the last
support point xi , with the parameters α and β scaling the influence
of each component.

2. CONTINUOUS STATE MODELLING
Although the discrete state model presented in the previous chapter is well suited for modeling and synthesizing musical instrument sounds, it has several drawbacks. While it is able to create
means of expressive sound synthesis utilizing the intensity dimension of the timbral plane, it lacks the means of altering the microstructure of frequency and amplitude trajectories. The proposed
method however allows for a parametric control of shimmer and
jitter.
Parameter trajectories can be modeled as sequences governed
by Markov processes. This interpretation could potentially yield
more natural sounding synthesis results compared to low-pass filtered white noise disturbed parameter trajectories.
Another potential benefit of this method are the real time morphing capabilities that emerge from the possibility of parametric
control over the distribution of events.
Central to this model is the algorithm to for the parametric
generation of frequency and amplitude trajectories. Currently, there
are two different modes used to mimic the stable trajectory behaviour of real sound sources. These, the Scaled Normal and the
Skew Normal model, are both explained in detail later on. Within
the Scaled Normal method, the parameter mean is parametrized
using Markov chains, while for the Skew Normal method the skew
of the distributions is parametrized this way.
To create a waveform from the trajectories it is necessary to
interpolate between the support points. Here a cubic interpolation
is used in order to avoid rapid changes in the phase trajectories. In
this manner waveforms for each partial can be created.
At this point, it is possible to multiply each partial waveform
with a constant partial amplitude in order to preserve an original
partial amplitude relationship of a source sound. These individual
waveforms can now be added together.
Based on the Markovian approach for spectral modeling synthesis, a parametric algorithm is developed. This evolution has
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µi+1
α+β
xi+1
µ0

= α · xmean + β · xi
=1
∼ N (µi+1 , σ),
= xmean

(4)

For α = 1, the resulting trajectory will be a normally distributed trajectory around the overall mean xmean , for β = 1 the
algorithm will produce an unstable trajectory; a random walk.
2.2. Parametrization of Skewness
For this model, the value of every support point is drawn from a
Skew Normal distribution with parameters µ, σ and θ. The parameter µ of the following states distribution is solely dependent
on the last state of the sequence. The skew θ of any following support point is dependent on the difference between the overall mean
(target value) and the value of the last support point. In this model,
the parameter gamma is used to scale the influence of the deviation of the last state xi from the target value xmean . The further the
last state is away from the target state (and the higher the value of
gamma), the more skewed will the one-step transition density be
in the direction of the target value, resulting in a likely transition
of states towards the center. Both the parameter γ and σ are freely
controllable in this algorithm, although σf 0 will be multiplied by
a factor corresponding to the partial order, so as to maintain a constant partial frequency to standard deviation ratio.
µ = xi ,
θi+1 = −γ ∗ (xi − xmean ) , γ ∈ [0, ∞]
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(a) Histogram of amplitude trajectory of 1st partial of the source sound.

(b) Histogram of frequency trajectory of 1st partial of the source sound.

Figure 3: Original distributions of source material.

For γ = 0 the distribution of the following value will be a
normal distribution without skew, also resulting in an unstable trajectory.
The method to produce Skew Normal distributed random variables is based on a procedure by Henze [10]. Here, two uniformly
distributed random numbers U and V suffice to generate a random
variable Zθ , which has the Skew Normal distribution.
θ
1
Zθ = √
|U | + √
V ∼ SN (µ, σ, θ)
1 + θ2
1 + θ2

discarded at this step. Since the amplitude trajectory is returned in
decibels, it becomes necessary to convert it.
To further investigate the trajectories, both the amplitude and
the frequency trajectories are subjected to an outlier removal eliminating all trajectory values twice the standard deviation in order to
account for errors within the peak continuation. From the remaining trajectory values the mean and the standard deviation as well as
the trajectory histograms are calculated. Subsequently, the mean
value is subtracted from the trajectories to remove the impact of the
0 Hz bin, which eases the calculation of relevant spectral features.
Now, spectral centroid, spectral flatness, as well as the lower and
upper spectral roll-off frequency (at 15% and 85%) can be calculated for trajectories of each partial of every sound item. For
these spectral features the absolute error between each partial of
the original material and the synthesized sound can be calculated.
For the spectral analysis, both trajectories are subject to a highpass FIR filter using the window method with the cutoff frequency
at 5 Hz. The employed window is a Blackman window. Since the
analysis and the synthesis stage are separated, real-time analysis is
not needed. This permits the use of filters of higher order, which
is why the filter order used here is 801. As the trajectories were
created using a hopsize of 128 samples, the sampling frequency of
the parameter trajectories can be calculated as

(6)

3. ANALYSIS
For the analysis phase, the TU-Note Violin Sample Library [11] is
used as source material. The library contains 336 single sound
items and 344 two-note sequences. Within the scope of this
project, only the single sound items are used, which consists of 84
pitches in four different dynamics. While the material is provided
at a sampling frequency of 96 kHz with a resolution of 24 bit, the
sampling frequency has been altered to 44.1 kHz in order to use
the Spectral Modeling Synthesis Tools (SMS-Tools) [12]. The
SMS-Tools are a set of software tools for sound analysis, transformation and resynthesis written in Python and C.
Before the sound items are analyzed, they need to be preprocessed. TU violin single sound items are provided with manually annotated segmentation documentation, which contain the
time stamps for on- and offsets of attack, sustain and release segments via four points A, B, C and D. The sustain part of each sound
item is contained with in the space bounded by points C and D. All
sound items are prior to the following analysis stages segmented to
the sustain part. Modeling attack and release segments is outside
the scope of this paper.
The SMS-Tools are employed at this point to extract the frequency and amplitude trajectories of each partial per sound item.
To this end, the segmented sustain parts of the single sound items
are analysed using the harmonicModelAnal-function of the
SMS-Tools, utilizing the sinusoidal harmonic model with a fast
Fourier Transform (FFT) size of 2048 samples and a hop size of
128 samples. The harmonic analysis yields the frequency, amplitude and phase trajectory for each partial. As the original phases
of each partial are not relevant to the synthesis algorithm, they are
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fs,x
44 100 Hz
=
= 344.531 25 Hz.
(7)
nhop
128
Within the scope of this paper sound item 60 will be used as
the single source sound, against which the two generated sound
items will be compared. This corresponds to a 443.00 Hz tone
with the fortissimo dynamic.
The stochastic analysis provides the mean µ and the standard
deviation σ for both trajectories for each partial for each sound
item. The mean of the frequency trajectory is discarded at this
point due to the harmonic nature of the synthesis algorithm. The
amplitude mean as well as both standard deviations are stored for
later use in the synthesis process, but only the amplitude mean
will be used. This is for the reason that at the time of writing
no reasonable way of transforming the standard deviations from a
statistical measure of the whole sound parameter trajectory into a
Markovian model parameter has been identified.
Within Figure 3b an approximately normal distribution of
states of the frequency trajectory can be seen. The amplitude trajectory states however seem to follow a more irregular distribufs,t =
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(a) Normalized amplitude trajectory FFT of the source material.

(b) Normalized frequency trajectory FFT of the source material.

Figure 4: Original Spectra of source material.
Table 1: Parameters for the Scaled Normal Markovian model.

tion with multiple peaks, as can be seen in Figure 3a. The mean
frequency for the source sound is 443.64 Hz rounded to two decimal places, which is slightly above the assigned note frequency of
443.00 Hz.
Fourier transformations of both amplitude and frequency trajectories are calculated and subsequently peak-normalised. The
FFT of the amplitude trajectory in Figure 4a has its highest peak
at around 12.6 Hz and continues to decrease until it approaches 0
at around 100 Hz. The FFT of the frequency trajectory in Figure
4b has its highest peak at around 14 Hz. Afterwards, it falls approaching 0 at around 125 Hz, with a small but prominent peak at
around 145 Hz.

Parameter
µf 0
µamp
σf0
σamp
αf0
αamp

4.1. Method
Analyzed sounds can be re-synthesized using the parameter trajectories derived from the continuous space Markovian spectral modeling. For each partial r a unique frequency trajectory ftraj, r (t) and
a unique amplitude trajectory Atraj, r (t) are generated.
The unique partial frequency trajectory and amplitude trajectory are produced by the aforementioned methods of parametrization of mean and parametrization of the skewness.
For the parametrization of mean, each new trajectory support
point is drawn from a normal distribution, with the mean parameter being calculated by weighting the last state and the target state
with the weights α and β, with a second model parameter being the
standard deviation. Regarding the frequency trajectory, the starting value for the values drawn from the last state is substituted
by the target state, which is the frequency of the current partial.
The standard deviation for each partial is an integer multiple of
the standard deviation of the fundamental frequency referring to
the partial order. For the amplitude trajectory, the starting value
for the values drawn from the last state as well as the target state
is simply 1 and the standard deviation stays the same for all partial amplitudes. The parameters for the Scaled Normal Markovian
model can be found in Table 1.
For the parametrization of skewness, every new support point
is drawn from a Skew Normal distribution, where the mean parameter serves as the last state, and the skew parameter is governed by
the distance of the last state to the target state, multiplied by a
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αf 0 · flast state + βf 0 · ftarget state
αamp · Alast state + βamp · Atarget state
0.004
0.02
0.0001
0.001

weight γ. Concerning the frequency trajectory, the standard deviation is again an integer multiple of the fundamental frequency
standard deviation equal to the partial order, the target state being
the partial frequency. For the amplitude trajectory, it is again the
same standard deviation for all partials, with the target state being
1. The starting value of the values drawn from the last state is again
substituted by the target state for both trajectories. The parameters
for the Skew Normal Markovian model can be found in Table 2.

4. RESYNTHESIS

2

Value

Table 2: Parameters for Skew Normal Markovian model.
Parameter
µf 0
µamp
σf0
σamp
γf0
γamp

Value
flast state
Alast state
0.004
0.03
1
0.8

Since the amplitude trajectory starting point for each partial
is 1, it is imperative to scale the resulting waveform by the mean
amplitude of the partial Aconst,r extracted in the earlier analysis
step.
Another important variable in the synthesis process is the distance between support points. A smaller distances will lead to
more rapid changes within the trajectories. The distance used in
this synthesis context is 512 samples.
After interpolating between the support points, we can syn-
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(a) Histogram of amplitude trajectory of 1st partial of the synthesized
sound (Scaled Normal).

(b) Histogram of frequency trajectory of 1st partial of the synthesized
sound (Scaled Normal).

Figure 5: Distributions of synthesis result (Scaled Normal).

(a) Normalized amplitude trajectory FFT of the Scaled Normal synthesized material.

(b) Normalized frequency trajectory FFT of the Scaled Normal synthesized material.

Figure 6: Spectra of synthesis result (Scaled Normal).

Normal synthesized sounds (Figure 5a) are different distributions:
In the graph for the Skew Normal method a bimodal distribution
becomes apparent, in the graph for the Scaled Normal method a
more irregular, multimodal distribution can be seen.
Figure 6a shows the fast Fourier transformation of the trajectory of the amplitude of the sound material synthesized using the
Scaled Normal Markovian modeling. Here the highest peak is visible at around 5.7 Hz, after which the spectrum falls until it approaches 0 at around 75 Hz.
The frequency trajectory FFT in Figure 6b of that method follows a similar pattern, however with several peaks between 5 Hz
- 25 Hz, with the highest peak at 18.63 Hz, after which it decays
until it approaches 0 at around 75 Hz. However, two small but
notable peaks at around 95 Hz and 145 Hz can be identified.
Regarding the sound material of the Skew Normal synthesis,
the FFT of the amplitude trajectory in Figure 8a behaves similarly
to the one of the Scaled Normal synthesis: its highest peak rests
at around 10.6 Hz. It shows a decline thereafter, approaching 0 at
around 75 Hz.
The frequency trajectory FFT of the Skew Normal synthesis
in Figure 8b also follows the frequency trajectory FFT of the scale
Normal synthesis closely: A region of high peaks between 6 Hz
- 25 Hz, with the highest peak at around 7.2 Hz. After that, it

thesize the sound by creating and summing the waveforms for all
partials using the following equation:

ssynth (t) =

R
X

Aconst,r Atraj,r (t) cos (2πftraj,r (t) · t)

(8)

r=1

Synthesis is performed in the time-domain, not frame-byframe but rather array-wise: The trajectories themselves are created frame-by-frame, resulting in a frequency and an amplitude
trajectory.
4.2. Resynthesis Properties
In this section parameters of the synthesized violin sounds are analyzed in the same manner as the original sound item. The preprocessing of the synthesized violin sounds is identical to the preprocessing of the TU-Note violin sound items.
The Figures 5b and 7b both show an approximate normal distribution of the frequency trajectory of the synthesized sounds.
The mean frequency across both synthesis methods is 443.00 Hz
rounded to two decimal places. Visible in the histogram of the amplitude trajectory of Scaled Normal (Figure 7a) and of the Scaled
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(a) Histogram of amplitude trajectory of 1st partial of the synthesized
sound (Skew Normal).

(b) Histogram of frequency trajectory of 1st partial of the synthesized
sound (Skew Normal).

Figure 7: Distributions of synthesis result (Skew Normal).

(a) Normalized amplitude trajectory FFT of the Skew Normal synthesized material.

(b) Normalized frequency trajectory FFT of the Skew Normal synthesized material.

Figure 8: Spectra of synthesis result (Skew Normal).

approaches 0 at around 80 Hz with two notable peaks at around
95 Hz and 145 Hz.

0.018 for the Skew Normal synthesis method. This means, that
the synthesized distributions are wider than the original distribution. The irregular distributions of the amplitude trajectories of the
synthesized material are most probably impacted by a Markovian
random walk. This is to be expected since the influence of the relevant parameter on containg the effect of a random walk (α for the
Scaled Normal model and γ for the Skew Normal model) has been
decreased compared to the synthesis of the frequency trajectories.

5. COMPARISON
5.1. Single Item Comparison
When comparing the frequency distributions from the synthesized
sounds (Figures 5b and 7b) to the frequency distribution of the
source material (Figure 3b), we can see that although the mean
frequency is higher for the original material, all three trajectories
seem to follow a similar distribution. However, for the amplitude
trajectories the Figures 3a, 7a and 5a show that all three amplitude trajectories follow a different distribution form. While all
have in common, that they do not follow a normal distribution,
the value ranges leave room for discussion. Since both the Scaled
Normal and the Skew Normal sound material were subject to a
normalization, the individual partial values differ considerably between the amplitude values of the original and the synthesized material. However, when scaled up to a similar level of amplitude, the
standard deviation of the amplitude trajectory of the 1st partial of
the source material becomes 0.013, while the standard deviations
of the synthesized material are 0.022 for the Scaled Normal and
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In the previous section, similarities between the two synthesized sound items have already been highlighted. Furthermore,
there are similarities with the FFTs of the source sound item, too:
All three share the highest peak within their respective amplitude
trajectory FFTs in the region between 5 Hz - 25 Hz, with a generalised decline until they approach 0 at around 75 Hz for the synthesized sounds and 100 Hz for the source sound. The frequency trajectories also follow a similar makeup: A region of highest peaks
followed by a decline approaching 0 at around 90 Hz for the synthesized sound items and 125 Hz for the source sound are included
in all three spectra. The difference in frequency at which the FFT
approaches 0 between the plateaus of source sound and the synthesized sounds can perhaps be explained by a difference in nature:
since the source sound trajectory is based on a recording, it might
be susceptible to recording noise, in contrast to the digitally syn-
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ABSTRACT

A distinguishing feature of the drum sound generators are the
possible controls. Most of the methods presented above [6, 4, 5, 7]
support conditioning the generator on the drum class. Another
musically interesting feature is the control by means of perceptual
features. [1, 5] proposed to use timbral features from the AudioCommons project [8].

In this paper we investigate into perceptual properties of StyleWaveGAN, a drum synthesis method proposed in a previous publication. For both, the sound quality as well as the control precision StyleWaveGAN has been shown to deliver state of the art performance for quantitative metrics (FAD and MSE of the control
parameters). The present paper aims to provide insight into the
perceptual relevance of these results. Accordingly, we performed
a subjective evaluation of the sound quality as well as a subjective
evaluation of the precision of the control using timbre descriptors
from the AudioCommons toolbox. We evaluate the sound quality
with mean opinion score and make measurements of psychophysical response to the variations of the control. By means of the perceptual tests, we demonstrate that StyleWaveGAN produces better
sound quality than state-of-the-art model DrumGAN and that the
mean control error is lower than the absolute threshold of perception at every point of measurement used in the experiment.

Our first contribution was in [9] where our goal was to create
an algorithm for drum sound synthesis suitable for professional
music production. The system should provide high sound quality,
real-time generation and musically relevant controls. As a first result we presented drum synthesis with StyleWaveGAN [9], a GAN
based synthesis model adapted from StyleGAN [10, 11] for the
task of drum synthesis with control using differentiable perceptual
features.
The present paper extends the results presented in [9] with the
following contributions. First, while [9] used a quantitative measure, the Frechet Audio Distance (FAD) [12], to evaluate the quality and diversity of the generated samples. The present investigation extends the results obtained in [9] by means of a subjective
evaluation of the sounds generated with StyleWaveGAN. Second,
with respect to the perceptual controls, we present a refined discussion of the choice of descriptors that have been selected, provide
an extended discussion about the implementation of the differentiable feature estimators, and provide a subjective study that allows
characterizing the perceptual relevance of the remaining errors in
the perceptual features of the generated sounds.

1. INTRODUCTION
In the 1980s the first drum machines and drum synthesizers using analogue and digital synthesis techniques appeared. While
these drum machines are still used nowadays for their unique sonic
fingerprint, they did not provide an extensive set of controls over
said synthesis. Recently, triggered by the successful application of
deep neural networks to other signal generation tasks, several data
driven drum sound synthesis models have been proposed. A drum
generator based on an U-Net architecture has been proposed in [1].
That generator learns a deterministic mapping from perceptual features. Subsequently many drum synthesis models based on generative adversarial networks (GAN) [2] have been proposed. GAN
operating in the waveform domain have been studied in [3, 4],
while [5] has proposed a GAN operating in the frequency domain
generating real and imaginary part of the short time Fourier transform (STFT) of the generated sound. Another method working
in the spectral domain using a variational auto encoder (VAE) has
been presented in [6]. The authors report some blurring in the
generated spectra. The Controllable Raw Audio Synthesis with
High-resolution (CRASH) proposed in [7] is a score based generative model that supports a large variety of applications (class
conditional synthesis, inpainting, interpolation) unfortunately suffers from rather long inference times.

The remainder of the paper is organized as follows: Section
2 motivates the control strategies that were elected for
StyleWave-GAN and briefly summarizes the essential elements
of the model architecture. Section 3 describes the training data
set, training parameters and the subjective evaluations, Section 4
discusses the results of the perceptual tests, and Section 5
summarizes the results and gives an outlook on further research.
Table 1: Comparison of state of the art neural drum synthesizers
Reference
WaveGAN [3]
NeuroDrum [1]
DrumGAN [5]
Neural Drum Machine.[6]
Drysdale et al.[4]
CRASH [7]
Ours

Copyright: © 2022 Antoine Lavault et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
provided the original author and source are credited.
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Sample Rate
16kHz
16kHz
16kHz
22.05kHz
44.1kHz
44.1kHz
44.1kHz

Duration
1.1s
1s
1.1s
1s
0.4s
0.5s
1.5 s
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Table 2: Summary of AudioCommons models, the descriptors
marked in bold are those selected for controlling the synthesis.

2. MODEL AND MOTIVATIONS
As introduction into the discussion, the present section will provide the necessary context introducing the StyleWaveGAN and its
control strategies presented in [9]. Because an important focus of
the present paper is the perceptual evaluation of the control the
following section puts more emphasis on the control strategies and
remains concise on the other details of the model and its training.
More precisely, the Section 2.1 provides a significantly extended motivation of the control strategy (including controllable
features and implementation) of the StyleWaveGAN. Section 2.2
extends the description of the differentiable timbre descriptors
with a discussion of the modifications required to implement differentiable versions of the timbre descriptors. The following sections summarize the basic ideas of th StyleWaveGAN model introduced in [9], and in Section 2.6 we explain the objective
evaluation of the control strategy produced in [9] and motivate the
perceptual evaluation of the control error that is proposed in the
present study.

Model
Booming
Brightness
Depth
Hardness
Reverb
Roughness
Sharpness
Warmth

2.2. Differentiable AudioCommons Timbre Models
A first, rather straightforward, approach for learning perceptual
controls was proposed in [1]. The model being a deterministic generator conditioned besides others on the perceptual controls these
controls are learned as part of the reconstruction error. Later, using a GAN, [5] proposed using learned estimators of the respective
descriptors to add the control error as an objective to the overall
loss. For StyleWaveGAN [9] we have proposed to re-implement
the three selected descriptors in Table 2 in order to make them fit
directly into the training process as differentiable functions. The
main motivation here is the fact that learning a differentiable proxy
by means of training a neural network cannot guarantee the correct evaluation of the features to the same degree than implementing the features following the reference implementation. This is
especially important for signals that do not have the same signal
properties (e.g. the balance between resonances and noise) as the
target signals and will therefore require very strong generalization
of the estimator. Such signals will necessarily appear in the early
states of the training process, and wrong evaluation may lead to
undesirable local minima. Extending controls to values outside of
the range of values that were available for training the proxy will
pose problems as well.
In order to make the three timbral descriptors differentiable,
some adjustments and modifications had to be done. Most notably,
we approximated the time domain representation of the IIR filters
used in the AudioCommons toolbox by means of a spectral domain representation. This approximation facilitated the automatic
differentiation in Tensorflow. Even with these modifications, the
difference between the original and the reimplemented version remained negligible (less than 1% of mean absolute difference on
ENST-Drums [15]). The differentiable descriptors provided in
[9] can be found at https://github.com/ALavault/tf_
timbral_models.

2.1. Selection of synthesizer controls
Since StyleWaveGAN is intended for use in professional audio
production, we wanted its control scheme to remain intuitive. Accordingly we selected two levels of control.
The most fundamental control is the drum class. Selection
of the drum class is a classical control for drum synthesizers and
seems required for any professional use of the model for music
production. Accordingly this control is available in most of the
neural drum synthesizers [6, 4, 5, 7]. In our experiments, we are
using 5 labels (kick, snare, tom, closed hi-hat and open hi-hat).
We chose these labels as they represent the most common drum
and cymbal types in modern pop and rock genre.
Second there is a perceptual control of the sound generated for
each instrument. This kind of control is not provided by classical
drum synthesizers and is therefore a key distinguishing feature of
neural drum synthesizers.
A common choice in the literature [1, 5] for adding perceptual controls to drum synthesis are the timbral descriptors from the
AudioCommons project [8]. The high-level nature of these descriptors makes them extremely powerful as they will cover a lot of
possibilities while limiting the number of varying parameters.
Such descriptors allow for intuitive control hence keeping a user
in a state of creative flow. The full set of timbral models available
in the AudioCommons toolbox are listed in Table 2. These descriptors were specially crafted from the study of popular timbre
designations given to a collection of sounds from the Freesound
data set. The perceptual models were built by combining existing
low-level features found in the literature [13][14], which correlate
with the chosen timbral designation.
The StyleWaveGAN uses only 3 out of the 8 descriptors found in
Table 2. These descriptors were selected following an informal survey
among drummers and musicians. The survey consisted of the following
question "Among the following features (cf. Table 2), which one would
you like to have in a drum synthesizer ?". Brightness and warmth were
deemed important as they represent opposite ends of the frequency
spectrum as well as being common terms among the music production
jargon. Depth was of interest since it allowed for temporal manipulation
of the lower frequen-cies and especially their decay. While the other
AudioCommons features are also of interest, we focused on these three as
they rep-resent the preferred choices of potential future users.
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Underlying processing methods
Loudness + RMS
Spectral centroid
Centroid + envelope
Onset + Bark + Centroid
Decay estimation
Peak detection
Loudness
Envelope + centroid

2.3. Generative Adversarial Networks and StyleGAN
Generative Adversarial Networks (GAN) are a family of models
consisting of two competing networks [2]. These networks are
called generator and discriminator respectively. The goal of the
discriminator is to distinguish whether a sample at its input is from
the training data set or not while the generator aims to generate
samples deemed real by the discriminator while having a random
latent vector as its input.
Instead of using the original GAN structure, we used an evolution called StyleGAN [10, 11]. StyleGAN attempts to mitigate
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2.6. Evaluation of the control

the entangled representation when using noise as latent vector and
input of the generator. The key idea here is to use a style encoding, a vector which is obtained through a mapping network and is
then used to control (through an affine transform) every layer of a
synthesis network.

We are reusing the mean absolute error metric introduced in [9]
in this study, to compare to the results of our perceptual experiments. This metric uses the Mean Absolute Error (MAE) between
the target values and the output values on three regions based on
quantiles of the data set values:

2.4. Proposed architecture

• F1: MAE evaluated using only the target descriptor values
within the 20th and 50th quantiles

Since StyleGAN was originally used for image generation, modifications for direct waveform generation were required. This meant
flattening 2D convolutions and adapting the upsampling method,
as well as changing minor parts of the training of StyleGAN.
[9] uses the same number of filters, with respect to the depth as
StyleGAN2[11]. Just like StyleGAN2, the synthesis network uses
input/output skips and the discriminator is a residual network.

• F2: MAE evaluated using only the target descriptor values
within the 50th and 80th quantiles
• F3: MAE evaluated using only the target descriptor values
within the 20th and 80th quantiles
We will be using the F1, F2 and F3 values from [9] and compare them to the results of subjective evaluation of the control in
the later sections.
Given the very low control errors measured in [9] the question
arises whether the remaining error is perceptually relevant. The
present paper proposes a perceptual evaluation of this question by
means of measuring absolute thresholds of perception of differences for selected reference descriptor values. The measurements
and conclusions for this characteristic are presented in the later
sections. This psychophysical measurement can also be useful in
an attempt to further simplify the synthesis control by providing a
discrete set of values instead of a continuum: there is no reason to
allow more control if its not perceivable.
3. EXPERIMENTAL SETUP
3.1. Data sets
In the present study we will deal with the following data sets.

Figure 1: StyleWaveGAN

ENST-OG: Subset of ENST Drums containing all closed miked
drums and hi-hat. For the present evaluation this data set
represents real drum sounds. It is used in our perceptual
evaluation of sound quality. This data set has all its elements with 44.1kHz sample rate of varying length but
greater than 1 second.

By using a temporal representation, we were following the
choice by others like [1, 4, 7]. Working with a temporal representation was backed up by informal perceptual evaluations at the
start of the study of StyleWaveGAN. Participants described the
temporal representation as producing better audio quality than the
spectral counterpart.

ENST-AUG: Augmented version of ENST-OG, as described in
[9]1 . It is used as training data set for StyleWaveGAN. This
data set has the same sample rate as ENST-OG and length
of the sounds are unchanged.

2.5. Controlling the network

ENST-AUG-EX: Subset of ENST-AUG containing only extreme
examples of augmentation. It is used in the evaluation
of sound quality to evaluate the perceptual coherence of
the augmented training data (ENST-AUG) compared to the
original drum samples in (ENST-OG). Same sample rate
and duration since it is a subset of ENST-AUG.

There are two places where the control information is fed into the
network: The first is located before the mapping network where
the latent vector z (c.f Figure 1) is concatenated with an embedding of the instrument labels. This augmented latent vector is then
fed into the mapping network. The second is located after the mapping network where the output of the mapping network is concatenated with the labels and the target descriptor values. These labels
are encoded in form of a one-hot vector and the descriptor values,
when used, are encoded as floating point numbers.
To ensure the network uses the information provided by the
target descriptor values, we added the control error calculated from
the difference between target descriptors values and the descriptor
values computed on the the generated sounds to the loss used to
optimize the generator. Extending the discussion in [9], Section
4.2 will provide arguments for the choice of the L1 norm versus
the L2 norm.
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SWG-SQ: Samples generated with StyleWaveGAN trained on
ENST-AUG without descriptors and with random latent for
all labels in ENST-AUG. This set is only used in the sound
quality evaluation. These sounds have a duration of 1.5s at
44.1kHz sample rate.
DG-SQ: Samples for kick, snare and cymbals labels provided by
Javier Nistal generated with a version of DrumGAN providing drum type conditioning according to [16]. These were
1 Note
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trained on the private data set used as well in [5]. This set is
used in the sound quality evaluation as the state-of-the-art
reference. The elements from this data set have a duration
of 1.1s and have a sample rate of 16kHz.

different from real drums. Since our subjective testing aims to
evaluate how close the synthesized sounds are to a real drum, having synthetic samples in the training set will always be evaluated as
worse. Given the limitations discussed before we selected DrumGAN [16] as our baseline representing one of the models of the
state of the art for our perceptual test as it is produces the longest
samples and uses a similar training method to ours.

SWG-CQ: Snare samples generated with StyleWaveGAN trained
on ENST-AUG using descriptor controls. This data set is
used for the control quality evaluation. Only snare samples
are used to remain consistent with the objective evaluation
performed in [9]. The sounds from this data set have the
same sample rate and duration as SWG-SQ.

3.3.2. Subjective evaluation for control quality evaluation
We use one the psychophysical methods described in [17] to measure the absolute threshold. Our experiment uses the constant stimulus method. This means two sounds are played one after the other,
one being the reference generated with descriptor value v obtained
from the data set and the other one being generated with a descriptor value v + ∆. The test subjects are then asked if the stimuli
was perceived as identical or different. Following [17] we determine the absolute threshold as the value of the comparison stimulus judged clearly different than the standard 50% of the times.
We use samples from the SWG-SQ data set for this task. The
descriptor values v are computed to match the 20th, 50th and 80th
quantiles of the descriptor of interest. The offset ∆ is selected
from the set

All StyleWaveGAN models used for generating the data sets
have been trained exactly as described in [9].
3.2. Reference-free baseline
Comparison to baseline models with the reference-free Frechet
Audio Distance [12] has already been done in [9]. The comparison
was between StyleWaveGAN, NeuroDrum [1] and WaveGAN [3].
3.3. Perceptual Evaluations
3.3.1. Subjective evaluation of sound quality
In our subjective evaluation framework, we are evaluating the
quality of generation among 4 sets of sounds : ENST-OG, ENSTAUG-EX, SWG-SQ and DG-SQ. The comparison of these 4 sets
is motivated as follows: ENST-OG is the real world reference,
ENST-AUG-EX contains extreme examples used for training and
can therefore be seen as a lower bound for prefect training of
the model, the evaluation on DG-SQ establishes a state-of-the-art
baseline, which has been compared to other approaches in the literature.
First, we will justify our use of DrumGAN (DS-SQ) as the
state-of-the-art baseline. In [9] we already have shown that
StyleWaveGAN significantly improves the FAD objective measure compared to NeuroDrum and WaveGAN, so for the present
investigation we aimed to chose another method. We have considered three other state-of-the-art methods, which are DrumGAN
[5], Drysdale et al. [4] and CRASH [7]. [5] and [4] both use GANs
and are much closer in technology to StyleWaveGAN than [7],
which is based on a completely different approach and requires
significantly longer inference times. Accordingly we considered
comparison with either [5] and [4] most interesting. A problem
here are the varying means of conditioning used in the different
methods. While [4] only provides conditioning with drum type,
DrumGAN presented in [5] only has perceptual feature conditioning, a later version [16] uses drum type conditioning instead of
perceptual feature conditioning. Note that the generation capacity of these models differ considerably. DrumGAN can generate
samples of 1.1 s at 16kHZ, while [4] and [7] generate samples of
0.4s and 0.5s at 44.1kHz respectively. We will see in the following
discussion that the test participants indicate that the decay time is
important to evaluate the realness of drum sounds, which gives an
advantage to DrumGAN with its longer samples even if the sample
rate is lower.
Note that due to lack of available source code and metaparameters none of these methods can be faithfully reproduced.
Therefore we have to rely on comparing with results produced by
the original authors using their respective training sets. We know
that Drysdale et al. focus on sample-based electronic music (EM).
Samples used in EM are inherently synthetic and are built to sound
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D = {x|x = 0.25z with z ∈ Z and − 8 ≤ x ≤ 8}.

(1)

Note that the AudioCommons descriptor values are normalized
and range from 0 to 100 so that the variation used in the test always covers ±8% of the total range of the descriptor. We chose
this range of variation since the MAE results in [9] and reproduced
in Table 6 are always lower than 4, which makes the chosen range
of variation the double of a global upper bound of the MAE metrics.
The order in which the two samples are played is important
and both orderings are used in the test. Since samples are chosen
randomly, this ensures that all orderings are equally present. A
fade-out is applied to each of these samples to avoid any noisy
tails having an impact on the evaluation.
Since subjective equality measures are only valid for a single
stimulus intensity, having multiple target values will allow us to
extrapolate subjective equality points over a wider range of values.
We choose to use the measurement points corresponding to the
same points that were used for the MAE metric described in 2.6
and by doing so, we hope to be able to compare the subjective
equality points to the MAE and draw conclusions about whether
or not the mean error is perceived.
Table 3 summarizes the content of the data set SWG-CQ used
in this experiment.
Table 3: Summary of absolute threshold experiments

Descriptor
Brightness
Depth
Warmth

Ordering
2
2
2

Steps
65
65
65

Total
130
130
130

3.3.3. Listeners and test conditions
There are two sets of listeners for the two different experiments.

DAFx.4

73

2 in22

DAFx

Proceedings of the 25th International Conference on Digital Audio Effects (DAFx20in22), Vienna, Austria, September 6-10,
2022 2022

Table 5: MOS on different data sets depending on the instrument
label (1 is lowest, 5 is highest)

Both of the listening tests took place remotely. For the perceptual quality evaluation, all test participants were presented with 24
samples to rate on a 5-point scale. The five levels of the scale are
"Bad", "Poor", "Fair", "Good" and "Excellent" and are represented
with values of 1,2,3,4 and 5 respectively. These samples were randomly picked among the ENST-OG, ENST-AUG-EX, SWG-SQ
and DG-SQ data sets. The mean opinion score (MOS) is calculated as the average of the score given by the test participants. Part
of the samples generated from SGW-SQ are available in the supplementary material. Nine participants took part in this test. Even
if the number of participant is low, most of them (5 out 9) are audio professionals. As far as listening equipment goes, the different
participants either professional or not used their own listening devices in the form of studio speakers or headphones.
We can now describe the experiment on control quality. In
this experiment, all test participants was presented with 32 samples taken at random among the generated pairs from SWG-CQ.
We gathered the answers of 31 subjects for this perceptual test.
In terms of listening devices for the test, participants were ask to
use their own listening devices which were either studio speakers,
headphones or earbuds. We asked the participants to find a calm
place where they could take the test in one sitting in order to not
only avoid noisy data in our experiment due to a bad listening environment but also to get the most consistent listening experience
possible.
For both perceptual tests, the details about listening equipment
and age groups are listed in Table 4.

Data set \MOS
ENST-OG
ENST-AUG-EX
SWG-SQ
DG-SQ

Age 0-17
Age 18-25
Age 26-40
Age 41-65
Age 66+

Sound
Quality
2
7
0

Control
Quality
2
27
2

Sound
Quality
0
1
4
4
0

Control
Quality
0
13
9
9
0

The total Mean Opinion Score (MOS), with their confidence interval at 95%, is shown in Table 5 as well as more detailed per-class
results.
The score of the augmented samples is slightly lower than the
real samples. This indicates that the extreme cases of our augmentation strategy are a bit too extreme. Less extreme augmentation
parameters with more intermediate values should be selected for
future work. The main problem that can be found against the augmented samples comes from the pitch changes made by the augmentation process. The pitch change affects negatively the attack

DAFx

Snare
4.4 ± 0.3
3.9 ± 0.5
3.6 ± 0.8
1.6 ± 0.8

In Table 6, the lines labeled 3D descriptors show the results when
the descriptor of interest is set but the others are taken from a real
example from the training data set. Finally, the lines labeled (3D
descriptors, data set) show the results when all the descriptors values are taken from the training data set. Work regarding the differences between 1D descriptors (i.e one descriptor per model) and
3D descriptors has already been done in [9]. We will only focus
on 3D descriptors control here.
The L2 loss performs better than the L1 loss when using
brightness and depth with values from the data set. Results with
warmth are way worse when using the L2 loss in both cases. The
problem with the warmth descriptor and L2 norm can be explained
by an offset in the control. This can be seen on Figure 3 when compared to Figure 2 which is showing the results with L1 loss. Red
lines show the limit values of the data set and the green vertical
lines show the position of the 20th, 50th and 80th quantiles.

4.1. Results of the subjective evaluation of sound quality

’sVienna

Kick
4.1 ± 0.6
4.0 ± 0.5
3.0 ± 0.7
2.8 ± 0.6

4.2. Impact of control loss on control precision

4. EXPERIMENTAL RESULTS

2

Cymbals
4.1 ± 1.1
3.3 ± 1.3
3.9 ± 0.7
2.3 ± 1.3

of the sound, making them sounding less natural than the real data.
While the change is minor, it is sufficiently present to be perceived
and graded worse than a real sample. Note however that these extreme parameter combinations remain rather rare in the full set of
augmented sounds.
Comparing StyleWaveGAN to DrumGAN we can conclude
that StyleWaveGAN trained on augmented data produces results
that are perceived either similarly close (kick) or significantly
closer (snare, cymbals) to real drums than DrumGAN trained on a
drum data set obtained from sources that are not further detailed in
[5]. We conclude that the StyleWaveGAN model trained on augmented data achieves at least state of the art performance for drum
synthesis.
We now discuss the StyleWaveGAN results in details. Given
StyleWaveGAN was trained on the full data set of augmented samples, a perfect model should produce results in between the test
results of the real data and the extreme examples of the augmented
data. We note that StyleWaveGAN achieves this performance only
for the cymbals. Snare and kick synthesis remain less natural. A
discussion with the participants of the perceptual tests who were
audio professionals reveals the following problems: for the kick
drum sounds the SWG model does not produce the characteristics
long tail of the resonances and is also missing some energy in the
frequency band below 100Hz.
For snare drum synthesis the main problem appears to be the
fact that SWG creates hybrids of sounds generated with sticks,
mallets and brushes. Concatenating for example an attack of a
snare sound obtained with a stick with a decay of a snare sound
obtained with a brush creates fair sounding but unrealistic samples. These problems with kick and snare sounds indicate that the
current implementation of the discriminator is not sufficient and
further investigation will be required to improve the discriminator
loss such that it avoids these perceptual problems.

Table 4: Listening devices and age groups for the perceptual tests

Experiment
Listening
device
Studio Speakers
Headphones
Earbuds
Experiment
Age Group

All Labels
4.2 ± 0.3
3.8 ± 0.5
3.5 ± 0.4
2.3 ± 0.5
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Table 6: Mean absolute error for several configurations with L1
loss, reproduced from [9](lower is better)

Features
Brightness (3D descriptors)
Depth (3D desc.)
Warmth (3D desc.)
Brightness (data set, 3D desc.)
Depth (data set, 3D desc.)
Warmth (data set, 3D desc.)

F1
0.97
1.33
1.29
0.75
0.99
1.42

F2
1.36
1.50
3.31
0.95
1.03
1.37

F3
1.17
1.41
2.33
0.85
1.0
1.39

Table 7: Mean absolute error for several configurations with L2
loss (lower is better)

Features
Brightness (3D descriptors)
Depth (3D desc.)
Warmth (3D desc.)
Brightness (data set, 3D desc.)
Depth (data set, 3D desc.)
Warmth (data set, 3D desc.)

F1
1.16
1.21
4.96
0.66
0.77
6.92

F2
1.73
1.29
2.49
0.85
0.54
6.28

Figure 3: Generated values for warmth when synthesizing snare
drum sounds with control values obtained from the Snare drum
sounds in ENST-AUG using StyleWaveGAN trained with L2 loss
for the control error and 3D descriptors.

F3
1.45
1.26
3.69
0.76
0.65
6.60

than a week and systematic evaluation of many different training
runs remains challenging.
This confirms our first choice from [9] where we used the L1
loss only.
4.3. Results of subjective evaluation of control error perception

Please note that Figure 2 is not reproduced from [9] as it shows
results when the control values (3 descriptors here) are drawn from
the training data set, when the figures in [9] show the effect when
the target control values cover the full range of descriptor values
and the others are drawn from the training data set.

To interpret our results from the subjective evaluation of control
error, we need to study different thresholds on the estimated probability distribution of the data. The simplest to interpret is the 50%
threshold, also known as absolute threshold : this means the test
subjects are randomly choosing if the difference is perceptible or
not. We use the absolute threshold on the experiments comprising
of only the positive variations (i.e the second sample has a higher
descriptor value than the first), the negative variations and the combined (where we take the absolute value of the variation to make
our statistics). The results are shown in Table 8 and 9. Figures 4,5
and 6 show the fitted sigmoid alongside the estimated cumulative
distribution function (CDF) from three different cases. Figures for
all different cases will be available in the supplementary material.
The estimated cumulative density function is computed by gathering values in bins spaced by 1 unit and then the cumulated sum on
these bins. Dashed black lines on Figures 4,5 and 6 represent the
25%, 50% and 75% thresholds estimated with the fitted function.
We calculate an estimated CDF for the probability of hearing
a difference in the positive, negative and combined experiment.
We then fit a sigmoid function to the data. In other words, we
choose the sigmoid function as our psychophysical function. In
other words, we try to fit the function ψ such that :

Figure 2: Generated values for warmth when synthesizing snare
drum sounds with control values obtained from the Snare drum
sounds in ENST-AUG using StyleWaveGAN trained with L1 loss
for the control error and 3D descriptors.

ψ(x, b, d) =
The offset observed in this experiment when evaluating the
model trained with 3D perceptual controls using L2 loss remains
unclear. Further studies need to be performed to see whether this
is due to a local minimum and may be solved by means retraining
with different weight initialization, or whether this shows a systematic problem with the loss weighting that should be solved by
means of increasing the weight of the warmth descriptor error in
the loss function. Unfortunately training these models takes more

2
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1
1 + exp(−bx + d)

(2)

where b and d are real parameters, estimated with a leastsquare estimator.
Our main goal with this experiment was to measure if the error
between the control and the output in our network is perceptible or
not. Our MAE metric measures the error on a segment. We chose
the measurement points for the psychophysical experiment to be
the endpoints of the segments of our MAE metric to be able to
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Table 8: Summary of absolute threshold experiments for each 3
points of measurement.

Descriptor
Brightness (combined)
Brightness (positive)
Brightness (negative)
Depth (combined)
Depth (positive)
Depth (negative)
Warmth
(combined)
Warmth (positive)
Warmth (negative)

Q20
5.00

Q50
5.00

Q80
6.00

5.00

5.00

6.00

5.00

5.00

6.00

5.00
5.00
4.00
6.00

5.00
4.00
5.00
6.00

5.00
5.00
4.00
6.00

6.00
8.00

6.00
6.00

7.00
4.00

Figure 4: Psychometric results for brightness for the 80th quantile
and combined deltas

Table 9: Summary of absolute threshold experiments for each 3
points of measurement with fitted sigmoid

Descriptor
Brightness (combined)
Brightness (positive)
Brightness (negative)
Depth (combined)
Depth (positive)
Depth (negative)
Warmth
(combined)
Warmth (positive)
Warmth (negative)

Q20
5.39

Q50
5.19

Q80
5.75

5.43

5.11

5.83

5.35

5.27

5.75

5.11
5.39
4.63
6.27

4.95
4.23
5.19
5.67

4.79
4.91
5.19
5.35

6.15
7.68

5.75
5.83

6.27
4.75

Figure 5: Psychometric results for depth for the 20th quantile and
positive deltas only

1 unit should not be noticeable in almost all cases and would allow for less fine-grained control, hence making easier to use in a
professional audio production context.

make some kind of conclusion. For further illustration, we added
blue error bars on Figure 2 at the different points of measurements.
The error bars show the points of subjective equality, for positive
and negative variations. This figure shows the generated samples
output values are well within the limits of the points of subjective
equality on the segments of interest.
We claim that the error is imperceptible on the segments used
for the MAE metric (F1, F2, F3) if and only if the MAE on these
segment is lower than the minimum of absolute threshold measurements at the segment endpoints. This condition can be simplified
to the MAE being lower than 4 since the points of subjective equality are always higher than 4 in our experiment. This condition is
found true on every single segment, wether using the CDF or the
fitted sigmoid.
From such a strong result, we can make some conclusions.
First, the error should not be noticeable in almost all cases. We
also found that the control is not necessarily perceived as symmetric : the same variation but with a different sign could lead to points
of subjective equality. Finally, the good results from our perceptual experiment show that a discrete control could work: a step of
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5. CONCLUSION
In this paper, we presented a study on the subjective evaluation
of the sound quality of the proposed StyleWaveGAN as well as a
subjective evaluation of the precision of the control using timbre
descriptors from the AudioCommons toolbox.
The perceptual evaluation of the sound quality has confirmed
that SWG equates the generation quality of one of the state of the
art drum synthesis methods known from the literature and outperforms it significantly for snare drum and cymbals. While the
number of participants is low individual discussion with participants has clearly revealed the limitations of the model and the
training data set and perspectives for improvements have been developed. A new perceptual study will be performed once the improvements will have been implemented. The perceptual evaluation of the quality of the control with our differentiable features
on the snare drum has demonstrated that the mean control error at
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the 23rd International Conference on Digital Audio Effects
(DAFx2020), 2020.
[5] Javier Nistal Hurle, Stefan Lattner, and Gael Richard,
“DrumGAN: Synthesis of drum sounds with timbral feature
conditioning using Generative Adversarial Networks,” in
21 st International Society for Music Information Retrieval
Conference (ISMIR), Aug. 2020.
[6] Cyran Aouameur, Philippe Esling, and Gaëtan Hadjeres,
“Neural Drum Machine : An Interactive System for Realtime Synthesis of Drum Sounds,” in Proc. of the Int. Conference on Computational Creativity, jul 2019.
[7] Simon Rouard and Gaëtan Hadjeres, “CRASH: raw audio score-based generative modeling for controllable highresolution drum sound synthesis,” in Proceedings of the 22nd
International Society for Music Information Retrieval Conference, ISMIR 2021, Online, November 7-12, 2021, 2021,
pp. 579–585.

Figure 6: Psychometric results for warmth for the 50th quantile
and negative deltas only

[8] Andy Pearce, Tim Brookes, and Russell Mason, “Hierarchical ontology of timbral semantic descriptors,” AudioCommons - Deliverable D5.1, pp. 1–34, 2016.

all the measurement points is consistently lower than the absolute
threshold of perception, which leads us to conjecture that control
error is perceptually negligible. Note that the perceptual evaluation of the control quality has not been covered in the literature.
Our internal investigation with the other drum instruments results
in control errors of the same scale which leads us to assume the
same conclusion holds for all types of drum instruments. In terms
of future work we will continue to work on the sound quality especially for the kick drum for that the perceptual evaluation gave
the worst results of all labels that have been tested. We will also
work on additional controls, notably regarding velocity.

[9] Antoine Lavault, Axel Roebel, and Matthieu Voiry, “StyleWaveGAN: Style-Based Synthesis of Drum Sounds with Extensive Controls using Generative Adversarial Network,” in
Sound And Music Computing, 2022, Accepted for publication, accessible under https://arxiv.org/abs/
2204.00907.
[10] Tero Karras, Samuli Laine, and Timo Aila, “A StyleBased Generator Architecture for Generative Adversarial
Networks,” 2018.
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ABSTRACT

(STFT). Furthermore, for longer signals the dictionary must be
updated with atoms which fully extend into the new time. Thus
D must be recomputed for each signal, and can require a large
amount of memory to store, as well as result in long wait times
for a decomposition to be computed [4]. Since each position of x
corresponds to an atom in the dictionary, as D grows, so does x.
This limits the use of certain tools which require fixed size data
structures, for example many deep neural networks (DNN).
An alternative to storing the atomic information in x, where
each coordinate corresponds to a set of parameters, is instead to
store the same information by distributing it across an entire vector of a different kind. Such types of data representation are the
basis of the field of hyperdimensional computing (HDC) – a braininspired computing paradigm that encodes values equally across
high dimensional vectors [5]. By encoding an atom’s information
across an entire vector of high but fixed dimension NHD , the vector
encoding becomes highly redundant (since NHD ≫ 1). The high
redundancy introduced by HDC encodings allows multiple vectors
to be “superposed” (added) on top of each other, without obscuring
each individual encoding. The resulting representation maintains
a fixed size of NHD no matter how many encodings are added. Encoding the atom parameters such that only the non-zero elements
of x are represented (i.e. a signal’s sparse representation) is the
basis of our approach to atomic decomposition of audio.
In this paper we present a fundamentally different approach to
atomic decomposition of audio – one which operates at the symbolic level of atoms through the HDC encodings of their parameters. Properties of HDC encodings, such as a fixed size, along
with using time-shift frequency-shift invariant atoms – i.e. Weyl
Heisenberg (WH) atoms – overcome many of the difficulties encountered by approaching atomic decomposition using waveforms.
We show that our atomic decomposition system – called Hyperdimensional Atomic Decomposition (HD-AD) – requires very little
memory to run and can often produce atomic decompositions in
much faster than real-time – a speed unknown to existing atomic
decomposition algorithms with complicated prototypes.
The paper is structured as follows. Section 2 gives an overview
of important audio atomic decomposition features and propereties.
Section 3 reviews the fundamentals of HDC, as well as HDC aspects particular to this project. The new atomic decomposition approach, HD-AD, is detailed in Section 4. Section 5 demonstrates
HD-AD in practice. Section 6 discusses how this work can fit into
existing atomic decomposition algorithms. Finally, in Section 7
we reflect on the project and give our thoughts on future work in
this area. Audio examples can be heard at the companion website.1

In this paper, we approach the problem of atomic decomposition
of audio at the symbolic level of atom parameters through the lens
of hyperdimensional computing (HDC) – a non-traditional computing paradigm. Existing atomic decomposition algorithms often operate using waveforms from a redundant dictionary of atoms
causing them to become increasingly memory/computationally intensive as the signal length grows and/or the atoms become more
complicated. We systematically build an atom encoding using vector function architecture (VFA), a field of HDC. We train a neural
network encoder on synthetic audio signals to generate these encodings and observe that the network can generalize to real recordings. This system, we call Hyperdimensional Atomic Decomposition (HD-AD), avoids time-domain correlations all together. Because HD-AD scales with the sparsity of the signal, rather than its
length in time, atomic decompositions are often produced much
faster than real-time.
1. INTRODUCTION
Atomic decomposition is a powerful tool for audio analysis/synthesis [1], coding [2], and transformation [3]. The atomic decomposition model assumes a linear relationship between a signal y ∈
CN and a set of M atoms D – the dictionary – in matrix form
Φ ∈ CN ×M , expressed as
y = Φx + ϵ

(1)

where x ∈ CM is a vector of weights describing the contribution
of each atom to y and ϵ is the noise/error term [1]. In audio, atoms
are waveforms typically parameterized by a prototype, such as a
damped sine wave for example. It is desirable to design such atoms
so that audio from a wide range of signals can be represented by
only a few of them, i.e. sparsely, such that x has only a few nonzero elements.
In order to sparsely represent a wide variety of audio structures, atom prototypes with many parameters are required. Thus
sparsity promoting atoms require storing many different combinations of parameters. Because these prototypes are typically of
infinite duration (e.g. damped sine wave), they cannot take advantage of fast algorithms, such as the short time Fourier Transform
∗
† The Centre for Interdisciplinary Research in Music Media and Technology

Copyright: © 2022 Christian Yost et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
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These observations inspired our investigation into encodings
which maintain a fixed size in order to overcome the burden of
long signals, and allow for decomposition with complicated atom
prototypes using a modest amount of memory.

2. ATOMIC DECOMPOSITION OF AUDIO
In audio, we often use WH atoms [6] which have the general form
ϕ[n] = E[n]ei2πfc n

3. HYPERDIMENSIONAL COMPUTING

(2)
1
2

where E is the envelope (windowing) function, 0 ≤ fc ≤ is
the center frequency of the atom, and n is discrete time. The particular ϕ is referred to as the prototype, and is controlled by a set of
parameters λ, and denoted ϕλ . Designing ϕ is often informed by
which class of signals it is to decompose (e.g. plucked instrument,
voice, etc.) Decompositions with sparsity promoting atoms are
usually more meaningful, in that each atom reveals more about the
signal structure. The shape of E[n] has a large effect on ϕ and can
be broadly divided into two categories – symmetric and asymmetric. In the case of audio, sound features are generally asymmetric,
therefore decomposition via asymmetric atoms is generally more
meaningful.
Asymmetric atoms are characterized by an asymmetric envelope E, where, in general, the portion before the envelope’s maximum (the attack) is shorter than the portion after the envelope
maximum (the decay). The damped sinusoid (DS) is an essential
asymmetric atom in atomic modelling of audio given its relationship to a vibrating mode of a resonant structure [7]. An envelope
damping parameter is introduced into the atom prototype which
allows control over its decay characteristics. The amplitude envelope of a damped sine wave is
EDS [n] = e−αn u[n]

Hyperdimensional computing (HDC) [5] is a computing paradigm
which maps (encodes) data (atom parameters in this paper) to high
dimensional vector space of size NHD , typically between 103 and
104 , in the form of hypervectors. Because the HDC mappings
are of high dimension, hypervectors are seen to distribute their
encoding equally at each position, making them highly redundant.
High redundancy means highly robust to noise. HDC can be used
to encode non-numerical [12] or real values [13] into hypervectors.
Hypervectors can be combined to represent single or composite
entities. A field of HDC, vector symbolic architecture (VSA) [14],
pairs a vector representation space with a set of simple algebraic
operations to form a “ring-like” structure. Recently in [15], the
VSA framework is generalized to a vector function architecture
(VFA), where a similarity kernel is used as a “generator” of sorts
for the space. This allows for a systematic encoding where certain
relationships in the source domain are preserved in the encoding,
a property known as locality preserving encoding (LPE) [15].
Notably, the elements of the hypervectors belonging to a VFA
are chosen randomly from a distribution, and independently from
each other. Given this inherent randomness, VFA encodings are
structured around relationships between different states of the HD
space, rather than any particular state of the space itself.

(3)

where α ∈ R≥0 is the damping factor and u is the unit step function. Many asymmetric atoms are modulations of a DS, such as
a gammatone (GT) [8] and the formant-wave-function (FOF) [9],
however neither was designed specifically for the sparse decomposition of audio.
The ramped exponentially damped sinusoid (REDS) is an asymmetric atom designed specifically for sparse atomic decomposition
of audio [10]. A REDS atom can be seen as a DS modulated by an
attack envelope, AREDS , where
AREDS [β, p; n] = (1 − e−βn )p

3.1.1. Binding
The binding operation (generically denoted ◦), analogous to multiplication, is used to associate two or more hypervectors with each
other. Binding can be used to generate a new hypervector by associating two others, such as u ◦ v = s, as well as encode real
numbers through fractional power encoding (FPE) [17]. Common
binding operations include the Hadamard product (⊙) [14] and
circular convolution (⊛) [18]:

2.1. Selecting Atom Parameters
Many atomic decomposition algorithms rely on a dictionary of
waveforms, perhaps the most well-known method is Matching Pursuit (MP) [1]. Waveform dictionary approaches rely on computing many correlations between a time signal and the dictionary
of atoms. Since signals are generally of different length, when
decomposing with asymmetric atoms the waveform dictionaries
must be recomputed for each signal. For short, symmetric atoms,
the STFT can be used to save memory and computation [4]. However, for sparser decompositions requiring more complicated atom
prototypes, few solutions exist ([11]) which do not result in a large
memory footprint and a large amount of computation.
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The basic operations for building data structures with hypervectors
are binding [5] and superposition [16]. Importantly, these operations can be chosen so that the size of the vectors being computed
does not change [14].

(4)

The attack parameter β allows for precise control over its attack
characteristics. The polynomial order p smooths the onset of the
attack envelope and can be chosen to allow REDS to approximate
other asymmetric atoms – an advantage the REDS prototype has
over other atoms.

2

3.1. Building VFA Data Structures

(u ⊙ v)j = uj · vj
(u ⊛ v)j = F −1 F(u) ⊙ F (v)



(5)

j

where F denotes the Fourier Transform and uj is the j th element
of u. FPE starts with self-binding, which describes binding a hypervector with itself k times as a way to encode integers.
u(k) = (u)(◦k) = u ◦...◦
|{z} u

(6)

k−1 times
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The hypervector u is referred to as the base hypervector. For
Hadamard product and circular convolution binding these are
(⊙k)

(u)j

= (u ⊙...⊙ u)j = ukj
| {z }
k−1 times

(⊛k)
(u)j

when two hypervectors are maximally similar (identical) binding
them together still produces a completely dissimilar hypervector.
However, for non-integer encodings (i.e. FPE shown in equation (9)), fractional binding produces a hypervector whose similarity with the base hypervector is defined by a similarity kernel,
K. Similarity kernels have many interesting properties relating to
functional analysis [15]. For our purposes, it is important to note
that the similarity between the hypervector encodings for two real
numbers r1 and r2 is translation invariant and given by

= (u ⊛...⊛ u)j = F −1 F(u)(⊙k)
| {z }



(7)

j

k−1 times

where F −1 denotes the inverse Fourier transform. In both cases,
k is encoded by raising the elements of base hypervector u (or
F(u) for ⊛) to the kth power. This is then generalized to encode
real numbers r:
(⊙r)

= urj

(⊛r)

= F −1 F(u)(⊙r)

(u)j

(u)j



⟨u(r1 ), u(r2 )⟩ = K(r1 − r2 )

To reiterate the integer encoding behavior mentioned earlier, when
r1 − r2 ∈ Z, then K(r1 − r2 ) = 0 when r1 ̸= r2 . We will see
how this affects our decisions in section 5.
Finally, because binding destroys the similarity between input and output hypervectors, two bound hypervectors which share
many but not all of the same inputs will appear distinct from one
another. And because superposition preserves the similarity of input and output hypervectors, those two bound hypervectors can
be added without obscuring either constituent hypervector in the
summed output. The similarity destroying nature of binding means
that retrieving the original hypervectors, in other words decoding,
is typically a hard combinatorial search problem [12].

(8)

j

Fractional Power Encoding (FPE) encodes real numbers r using a
base hypervector u and a binding operation ◦.
fFPE : r ∈ R → u(r) = (u)(◦r) ∈ CNHD

(9)

Typically base hypervectors are generated for each field or
property which is being encoded. To generate base hypervectors,
a distribution is randomly sampled. For example, sampling a phasor vector θ = [0, 2π)NHD and generating u via uj = eiθj is a
popular method for generating (base) hypervectors. The sampled
hypervectors are stored and used for encoding values for their corresponding property via equation (9).
Of note is the set of unitary hypervectors which are normpreserving: A◦ = {u : ∥u ◦ v∥2 = ∥v∥2 ∀u}. Unitary hypervectors under the Hadamard product are {v : |vj | = 1 ∀j},
and under circular convolution are {v : |F(v)j | = 1 ∀j}.

4. HYPERDIMENSIONAL ATOMIC DECOMPOSITION
Using the VFA concepts from the previous section, we create atom
encodings which are the basis of our atomic decomposition system
called Hyperdimensional Atomic Decomposition (HD-AD). HDAD replaces waveform atomic decomposition algorithms by selecting atoms at the symbolic level of the parameters themselves,
whose HD encodings are of fixed length NHD . HD-AD, to the best
of our knowledge, is the first audio atomic decomposition system
which operates at the symbolic level of the atomic parameters.

3.1.2. Superposition

4.1. Encoding Atoms

Superposition (+), analogous to addition, is used to “bundle” two
or more hypervectors together, such as
u+v =s

For an atom prototype ϕλ , who is defined by a vector λ of Q
parameters, we generate a unitary base hypervector uλq for each
parameter λq ∈ λ. The vector λ̇ specifies the particular values for
parameters λ. To encode a specific ϕλ̇ we encode each λ̇q ∈ λ̇
using the corresponding base hypervector for parameter λq , uλq ,
via the FPE from Eq. (9). The HD vector which encodes the parameters of ϕλ̇ is built by binding together all uλq (λ̇q ):

(10)

where si = ui + vi . Typically binding is used to associate values
of different fields for a single entity (e.g. shape and color of an object); superposition is typically used to represent multiple entities
in a single hypervector.

Λ◦ (λ̇) = uλ1 (λ̇1 ) ◦ uλ2 (λ̇2 ) ◦ ... ◦ uλQ (λ̇Q )

3.1.3. Dot product
The set of VFA hypervectors with a conventional dot product (⟨·, ·⟩)
makes up a Hilbert space. Thus the distance between two hypervectors belonging to the space can be computed, which is used
as a way to compare two hypervectors. Combining hypervectors
via binding or superposition has a different effect on the similarity (distance) between the input and output hypervectors [5].
Bundling two hypervectors creates a new hypervector which is
similar (close) to both input hypervectors. On the other hand,
binding two hypervectors creates a new hypervector which is dissimilar (far) to (from) either hypervector that went into the binding
[5].
This similarity destroying nature of binding applies even when
a hypervector is bound with itself. This situation arises for encoding integers, as was discussed in section 3.1.1 in equation (6). Thus

2
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(12)

In order to scale the atoms by their gain coefficient x (from equation (1)), we bind the atom parameter encoding Λ◦ (λ̇) with a hypervector encoding of x, ⃗xHD . We define the function
γ◦ (x) : x ∈ C 7→ ⃗xHD ∈ CNHD

(13)

which maps an atom’s gain coefficient x to the corresponding HD
vector ⃗x◦ . For Hadamard product and circular convolution binding
these are
γ⊙ (x) = ⃗x⊙ ⇒ (⃗x⊙ )j = x
(14)
γ⊛ (x) = ⃗x⊛ = F −1 (⃗x⊙ )
Thus, the HDC encoding of atom x · ϕλ̇ is a hypervector
s◦ (x, λ̇) = γ◦ (x) ◦ Λ◦ (λ̇)
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A time-signal which is the linear combinations of time-frequency
atoms is encoded by the HD vector which is the superposition of
the HDC encodings of their parameters.
z=

X

s◦ (xk , λ̇k )

method relies on a discrete set encodings, when decoding real values only an approximation is returned. In [15] an iterative algorithm based on gradient descent is presented to decode a single
real number. In [19] we present a similar algorithm which instead
relies on Newton’s Method, where the full discussion and details
of our decoding algorithm can be found. Using Newton’s Method
allows for the decoding of multiple encoded real values simultaneously. We refer to this algorithm as “HD Newton’s method”.

(16)

k

For a variety of reasons, we choose a deep neural network
(DNN) to be the HDC encoder (see [19] for discussion). Our neural network structure includes 2D convolutional gated linear units
(convGLU) [20], max-pooling layers [21], ELU activation functions [22], and fully-connected (FC) layers, all shown in Figure
1. Once encoded, retrieving the atom parameters is a non-trivial

5. EXPERIMENTAL RESULTS
Here we discuss what must be considered when generating atomic
HDC encodings in practice, and present the results of performing atomic decomposition with HD-AD. As mentioned in section
3.1.3, the similarity between the encodings of two real numbers
r1 and r2 depends on r1 − r2 . Because atom parameters have
vastly different ranges, encoding their synthesis values (λ̇) can
lead to sub-optimal similarity behavior in the encoding domain.
For example, consider the time parameter (λ = τ ) of an atom
prototype ϕλ , where τ is given in integer samples. The similarity between the encodings of two time values τ̇1 and τ̇2 is zero,
since τ̇1 − τ̇2 ∈ Z. In the other extreme, consider the damping
parameter, λ = α, of a damped sinusoid. The dynamic range of
this parameter is often very small, on the order of 10−3 . Thus for
two damping parameter values α̇1 and α̇2 , since their difference
is always close to zero, the similarity of their encodings is always
close to one. Both of these situations are sub-optimal for training
a neural network. On the one hand, any τ̇ estimate by the network
has an encoding similarity of 0 with the ground truth unless it is
sample accurate. On the other, the worst the network can do for
predicting α̇ in any situation results in an encoding which is nearly
identical to the one it is trying to learn.
Because of this, the atom’s synthesis parameters λ̇ are mapped
to their encoded values λ̂ via a function ĝλ : λ̇ 7→ λ̂. ĝλ rescales
the variation of each parameter into a normalized range and allows
for better behavior in the encoding domain [19].Once λ̂ is retrieved
by HD Newton’s Method, the inverse function ĝλ−1 : λ̂ 7→ λ̇
is used to generate the synthesis parameters to produce the timedomain waveform. The details and full discussion of ĝλ for each
λ is given in [19].
We train a DNN on synthetic signals which are the mixture
of scaled atoms plus noise. Training time for the neural network
is typically between 1 − 2 days. The parameters for atoms in the
mixture are sampled randomly from a given range per parameter. For time and frequency, this is the time-frequency support of
the signal. For the envelope parameters, ranges are specified to
encompass a range of audio structures, such as partials and transients. The timing results presented were recorded on a personal
computer with an Intel Core i5 2.9GHz CPU with 16 GB of RAM.
The inputs to the DNN encoder are time-frequency tiles from
a dual-resolution STFT [23] of 16 kHz audio. The high-frequency
resolution STFT has an FFT size of 1024; the high-time resolution
STFT has an FFT size of 256. Each STFT is upsampled by a factor
of 4 in the dimension they have low resolution, in order for points
to agree between the two resolutions. Once sub-sampled, the tiles
are 64 bins (1000 Hz) “tall” by 128 frames (2.096 s) “wide”. The
time and frequency parameters of the atoms are encoded relative
to the tile they occupy, and then shifted to the global position after
decoding. This is possible because of the Weyl Heisenberg nature
of atoms discussed in Section 2.

Figure 1: HD-AD deep neural network encoder structure. The local features (attack/decay shape) are identified by the CNN kernels
and translated into global encodings by the FC layers.
process because of the similarity destroying nature of binding, as
discussed in section 3.1.1. Inspired by the connection between signals and VFA hypervectors we sought to apply refinement methods
from the signal space to that of the hypervector encodings, namely
Newton’s method.
4.2. Decoding VFA Hypervectors
Once an atom x · ϕλ̇ is mapped to the HD vector space, x and λ̇
must be retrieved by decoding s◦ (x, λ̇). Because only the atoms
with non-zero contribution are encoded, or alternatively atoms with
zero contribution do not affect the encoded HD atomic decomposition, only non-zero contributing atoms need to be decoded. As
a result, HD-AD scales with the sparsity of a signal’s atomic decomposition, and not necessarily the signal’s length in time.
The standard way to decode hypervector encodings is by comparison to set of hypervectors with known decoding. Because this
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Figure 2: HD-AD decomposition of a long kalimba recording. (left) Input signal of length 66.316 s. (right) HD-AD approximation of 288
DS atoms done in 16.656 s = 4.236×’s real-time.

The DNN encoder for these experiments has 7 CNN layers,
and 2 FC layers. For CNN layer i there are 2i+4 output channels.
The time and frequency dimensions are each down-sampled by a
factor of 2 at each layer, except the the 7th , where the time dimension is down-sampled by a factor of 2 and the frequency by 1 (no
change). The first FC layer outputs 2048 channels, and the final
FC layer outputs NHD = 1000 channels.

5.3. Vibrato REDS Atoms
We extend REDS atoms to include vibrato behavior – called as vibrato REDS (vREDS) – by introducing parameters for frequency
modulation and vibrato amplitude. Being able to quickly decompose signals with such a complicated prototype demonstrates the
full range of capabilities of our proposed method. The argument
to the complex exponential becomes
arg(n, τ, fc , s, fm ) =

s
(n − τ )2πfc +
sin 2πfm (n − τ )
2πfm

5.1. DS Atoms
For experiments with damped sinusoid atoms, we create encoding base hypervectors for time, frequency, and damping parameters. After being trained on only synthetic mixtures of atoms the
neural network can generate HDC atomic encodings for real audio
recordings. Figure 2 shows the HD-AD decomposition of a 66.316
second kalimba recording from freesound.org2 . HD-AD decomposes the signal into 288 DS atoms in 16.656 seconds, which is
4.236× faster than real-time.

where s is the vibrato amplitude and fm is the frequency modulation, or vibrato rate. The full Vibrato REDS (vREDS) atom
prototype is
ϕ(n, τ, fc , α, β, p, s, fm ) =
AREDS [β, p; n]EDS [α; n]ei·arg(n,τ,fc ,s,fm )

For experiments REDS atoms, we create encoding base hypervectors for time, frequency, attack, and damping parameters. Because
HD-AD only returns a signal’s sparse decomposition, it scales with
a signal’s sparsity, rather than its length in time. In order to demonstrate this, Figure 3 shows the HD-AD decomposition of a synthesized toy-piano signal, as well as a decomposition of the same
signal but zero-padded on either end by 10 seconds. Because zeropadding a signal does not change its sparsity, HD-AD decomposes
both signals (one over 4× longer than the other) in roughly the
same amount of time.

5.4. Sound Processing Example
Audio processing is an attractive application of atomic decomposition, which allows for high quality filtering, prototype substitution,
and atom parameters’ manipulation amongst others. However, for
decompositions produced by certain prototypes, manipulation of

2 “Kalimba" by user “dermotte” (https://freesound.org/s/
244025/) licensed under CCBYNC 3.0
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In Figure 4 we demonstrate that creating more complicated atom
prototypes, which naturally introduce more parameters, does not
prohibit HD-AD from generating a decomposition in a timely manner. This is not the case with MP or many of its derivatives.
Table 1 compares the memory required to store the HD-AD dictionary and a waveform dictionary for the examples shown in Figure
2 and Figure 4. HD-AD requires many orders of magnitude less
memory, and produces an atomic decomposition in less time than
the signal length.

5.2. REDS Atoms

2

(17)
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Figure 3: (left) A synthesized toy-piano note. (middle) HD-AD decomposes the signal into 7 REDS atoms in 2.384 s = 2.518×’s real-time.
(right) HD-AD decomposition of zero-padding the signal in (left) by 10 seconds on each end. HD-AD decomposes the signal into 7 REDS
atoms in 6.904 s = 3.767×’s real-time. HD-AD scales with the signal’s sparsity, not its length in time.
Atom
(Figure)
DS (2)
REDS (3middle)
REDS (3 right)
vREDS (4)

Signal Length
(s)
66
6
26
8

HD-AD Time
(s)
15
2
7
4

times real-time
(faster)
4.236
2.518
3.767
1.860

HD-AD dict. size
(GB)
0.016
0.113
0.113
0.405

waveform dict. size
(GB)
4030
238
3520
3090

Table 1: Timing results and memory comparison between HD-AD and waveform dictionary approaches for a given atom prototype.

the parameters can result in less “natural” sounding transformations, as well as require additional processing to account for complex relationships between atoms in the decomposition [3]. In particular, this can happen when decomposing asymmetric audio features with symmetric atoms. Prototypes which better match the
audio structure, like the atoms we have discussed for asymmetric
sounds, can preserve the original qualities in the transformed audio, as well as potentially avoid complex inter-atom relations and
thus the associated post-processing. However, accurate atomic decomposition on these more elaborated prototypes requires robust
techniques such as the one presented in this paper.
Figure 5 shows the HD-AD decomposition using DS atoms
of a kalimba recording playing alternately notes C6 and C7, and
transforming that sound through the manipulation of the atom parameters. The original audio is successively pitched, shifted down
an octave, and then down three octaves by multiplying f by 12
and 18 , respectively. In addition, the character of the original notes
is transformed by decreasing the damping through multiplying α
by 41 and by 18 , causing them to ring longer than in the original
recording.

the neural network and the process can be repeated. The same
methodology can be applied to MP variants, such as orthogonal
Matching Pursuit (OMP) [24]. This method avoids storing a large
number of asymmetric waveforms since the dictionary of atoms is
customized to the signal being decomposed.
7. CONCLUSION
In this paper a new atomic decomposition approach was introduced
and explored. Rather than at the level of waveforms, we chose
to operates at the symbolic level of atom parameters by encoding them into VFA hypervectors, and training a neural network to
generate these encodings. Through our experiments we showed
that this approach has many advantages over waveform dictionary
atomic decomposition algorithms with asymmetric atoms – mainly
time/memory savings. The new speeds we demonstrated for producing atomic decompositions with asymmetric atom prototypes
has the potential to bring atomic decomposition into many new
hands, and perhaps as a consequence, further explore its potential
as a creative tool.

6. HYBRID APPROACH
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Figure 5: Sound processing example. (top left) 13.000 s input signal – K-sound, (top right) HD-AD approximation of K-sound with 54 DS
atoms, computed in 3.988 s = 3.260×’s real-time. (bottom left) Audio manipulation of K-sound by multiplying f by 21 – down one octave
– and multiplying α by 14 . (bottom right) Audio manipulation of K-sound by multiplying f by 18 – down three octaves – and multiplying α
by 81 .
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ABSTRACT

2. RECONSTRUCTION FROM SAMPLES OF A SIGNAL
AND ITS DERIVATIVE

Nonlinear systems play an important role in musical signal processing, but their digital implementation suffers from the occurrence
of aliasing distortion. Consequently, various aliasing reduction
methods have been proposed in the literature. In this work, a novel
approach is examined that uses samples of a signal’s derivative
in addition to the signal’s samples themselves. This allows some
aliasing reduction, but is usually insufficient on its own. However, it can elegantly and fruitfully be combined with antiderivative
antialiasing to obtain an effective method. Unfortunately, it still
compares unfavorably to oversampled antiderivative antialiasing. It
may therefore be regarded as a negative result, but it may hopefully
still form a basis for further developments.

d
˙
= dt
x̄(t) be the derivative with respect to time of a
Let x̄(t)
˙
signal x̄(t) and let x(n) = x̄(nTs ) and ẋ(n) = x̄(nT
s ) denote
their counterparts when sampled with sampling interval Ts . In
[4], such samples are used to determine the coefficients of cubic
polynomials and obtain a piecewise cubic signal reconstruction
(in that case, of a state trajectory). Here, we instead employ a
reconstruction that is more similar to ordinary reconstruction from
signal samples, namely of the form

ȳ(t) =

ĥ1 (t) = (sinc(t/Ts ))2
t
ĥ2 (t) =
· (sinc(t/Ts ))2
Ts

(2)
(3)

depicted in figure 1 where
(
sinc(x) =

sin(πx)
πx

1

for x ̸= 0
for x = 0.

(4)

We first note that
(
1 for n = 0
ĥ1 (nTs ) =
0 otherwise
(
1
for n = 0
d
ĥ2 (t)
= Ts
dt
0
otherwise
t=nTs

d
ĥ1 (t)
dt

= 0 (5)
t=nTs

ĥ2 (nTs ) = 0 (6)

˙
˙
so that ȳ(nTs ) = x̄(nTs ) and ȳ(nT
s ) = x̄(nT
s ), i.e. the signal and
its derivative are reconstructed perfectly at the sampling instants.
To further assess the reconstruction capabilities, we consider
the frequency domain, where the frequency responses of the filters
as obtained by Fourier transform are given by
(
Ts
Ts · (1 − 2π
|ω|) if |ω| < 2π
Ts
Ĥ1 (jω) =
(7)
0
otherwise
(
Ts
sgn(ω) if |ω| < 2π
Ts
Ĥ2 (jω) = 2πj
(8)
0
otherwise

Copyright: © 2022 Martin Holters. This is an open-access article distributed under the
terms of the Creative Commons Attribution 4.0 International License, which permits
unrestricted use, distribution, adaptation, and reproduction in any medium, provided
the original author and source are credited.
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Note that by omitting the second term, i.e. setting ĥ2 (t) = 0, and
furthermore choosing ĥ1 (t) = sinc(t), this reduces to ordinary
reconstruction for signals bandlimited to half the sampling rate. To
utilize the derivative’s samples, we propose to instead employ

Nonlinear systems have become an indispensable part of musical
signal processing. In particular, there are many effects such as overdrive, distortion, or other so-called waveshapers, whose primary
objective it is to introduce harmonic distortion to enrich the signal.
One major problem encountered when realizing such nonlinear systems digitally is aliasing distortion: Once the additional
harmonics introduced by the nonlinearity exceed the Nyquist frequency, they get folded back to lower frequencies, just as if the
corresponding analog signal had been sampled without appropriate
band-limiting. Contrary to the desired harmonic distortion, aliasing distortion is usually perceived as unpleasant. The conceptually
simplest method to reduce aliasing is oversampling. Various alternatives have been proposed that aim to improve the ratio of achieved
aliasing suppression to computational cost, e.g. [1, 2, 3, 4].
In this work, we start from an idea similar to [4], namely computing samples not only of the signal after nonlinear distortion, but
also of its derivative with respect to time. From the combination
of those, perfect reconstruction is possible for signals band-limited
to the sampling rate (i.e. twice the original Nyquist limit). Alternatively, signal components between the Nyquist limit and the
sampling rate may be suppressed to reduce aliasing when converting to a traditionally sampled signal. By itself, this allows only
rather modest aliasing reduction, but as will be shown, it can be
very elegantly and beneficially combined with the antiderivative
antialiasing of [3].

’sVienna
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1

the bandlimited nature of Ĥ1 (jω) and Ĥ2 (jω), for |ω| < ωs we
can simplify to

0.8

ĥ1 (t)

0.6

Ĥ(jω; k) = (1 −

Ts
+ j(ω − kωs ) 2πj
sgn(ω)

= 1 − k sgn(ω).

0.4
0.2
0
−5 −4 −3 −2 −1 0

1

2

3

4

5

0.2

ĥ2 (t)

0.1
0
−0.1
−0.2
−5 −4 −3 −2 −1 0

1

2

3

4

5

t/Ts
Figure 1: Reconstruction basis functions

(see the third row of figure 2). As the reconstruction filters are obviously bandlimited to the sampling frequency ωs = 2π
, we may at
Ts
best hope for perfect reconstruction of signals equally bandlimited
to ωs . Now denote the Fourier transform of the input signal x̄(t) as
X̄(jω). Then the Fourier transform of the sampled signal is given
by
∞
1 X
X(jω) =
X̄(j(ω − kωs ))
(9)
Ts

2.1. Application to aliasing reduction
To achieve aliasing reduction, instead of reconstructing the original
signal, we are interested in obtaining a version of it bandlimited
to half the sampling rate, or rather samples thereof. Bandlimiting
the frequency responses from (7) and (8) to ω2s = Tπs then trivially
results in
(
Ts
|ω|) if |ω| < Tπs
Ts · (1 − 2π
H̄1 (jω) =
(14)
0
otherwise
(
Ts
sgn(ω) if |ω| < Tπs
H̄2 (jω) = 2πj
(15)
0
otherwise

k=−∞

with image spectra appearing at multiples of the sampling frequency.
˙
Likewise, with X̄(jω)
= jω X̄(jω) denoting the Fourier transform
˙
of the time derivative x̄(t),
the Fourier transform after sampling is
given by

Ẋ(jω) =

∞
1 X ˙
X̄(j(ω − kωs ))
Ts
k=−∞

=

∞
1 X
j(ω − kωs )X̄(j(ω − kωs )).
Ts

with the corresponding impulse responses

(10)

k=−∞

1
1
sinc(t/Ts ) + (sinc(t/2Ts ))2
2
4
t
h̄2 (t) =
· (sinc(t/2Ts ))2
4Ts
h̄1 (t) =

In the frequency domain, the reconstruction (1) then becomes
Ȳ (jω) = X(jω)Ĥ1 (jω) + Ts Ẋ(jω)Ĥ2 (jω)
∞
X
=
Ĥ(jω; k) · X̄(j(ω − kωs ))
where
1
Ĥ1 (jω) + j(ω − kωs )Ĥ2 (jω)
Ts

(12)

DAFx

(17)

likewise bandlimited to ω2s .
We assess the effectiveness for antialiasing by assuming a
complex exponential x̄(t) = ejω0 t as original signal with the

can be regarded as the filter effectively applied to the k-th image
spectrum. While Ĥ(jω; k) = 0 for |ω| ≥ ωs is immediate from

’sVienna

(16)

derived via inverse Fourier transform. Reconstructing with H̄1 (jω)
and H̄2 (jω) instead of Ĥ1 (jω) and Ĥ2 (jω), we have to replace
Ĥ(jω0 ; k) in (11) with
(
Ĥ(jω; k) for |ω| < ω2s
(18)
H̄(jω; k) =
0
otherwise,

(11)

k=−∞

Ĥ(jω; k) =

(13)

Now let us assume the input signal x̄(t) to be bandlimited
to the sampling rate, i.e. such that its Fourier transform obeys
X̄(jω) = 0 for |ω| ≥ ωs . Then for 0 < ω < ωs , all terms
in (11) vanish except for those at k = 0 and k = 1, as otherwise
|ω −kωs | ≥ ωs and hence X̄((ω −kωs )) = 0. But for 0 < ω < ωs ,
we have Ĥ(jω; 0) = 1 and Ĥ(jω; 1) = 0, so that (11) reduces to
Ȳ (jω) = X̄(jω). Similarly, for −ωs < ω < 0 all terms except for
those at k = 0 and k = −1 vanish, and we have Ĥ(jω; 0) = 1 and
Ĥ(jω; −1) = 0, so that (11) again reduces to Ȳ (jω) = X̄(jω).
Thus, for signals bandlimited to the sampling frequency, the method
of (1) allows perfect reconstruction.
An example of sampling and reconstruction of a signal bandlimited to ωs is shown in figure 2 in frequency domain, where
the Fourier transform X̄(jω) of the original signal (top row left) is
assumed real-valued for illustration purposes. The Fourier transform of its derivative is shown on the right. As the signal is not
bandlimited to ω2s , the image spectra after sampling, shown in the
second row, overlap. But note that (due to the bandlmitation to ωs )
at most two image spectra superimpose at an given frequency. After applying the reconstruction filters shown in the third row, one
obtains signals obviously bandlimited to ωs again, but otherwise
not resembling the original signal, see fourth row. However, their
weighted sum (bottom) indeed reconstructs the original signal.

t/Ts

2

Ts
|ω|)
2π
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4
ωs

G(ω0 )

X̄(jω)

˙
X̄(jω)/j

1

2
0

0

−2

0
−2 −1

0

1

−ωs

2

−4
−2 −1

ω/ωs
2
Ts

1

X(jω)

0

1

s
−ω
T
s

2

−2 −1

ω/ωs

0

1

2

Ȳ (jω) =
j Ĥ2 (jω)
=

s

0

1

−2 −1

2

0

1

∞
X

H̄(j(ω0 + kωs ); k) · δ(ω − ω0 − kωs ).

ω/ωs

Ĥ1 (jω) · X(jω)

Ĥ2 (jω) · Ẋ(jω)

ωs
2

due to the bandlimh i

itedness of H̄(jω; k), leaving only a single term at k0 = −

2

Ȳ (jω) = H̄(j(ω0 + k0 ωs ); k0 ) · δ(ω − ω0 − k0 ωs )

ȳ(t) = H̄(j(ω0 + k0 ωs ); k0 ) · ej(ω0 +k0 ωs )t .
0
−2 −1

0

1

−2 −1

2

ω/ωs

0

1

2

Ȳ (jω)
1
0
0

1

2

ω/ωs
Figure 2: Example of sampling and reconstruction of a signal bandlimited to ωs , frequency domain representation. Top row: example
signal (assuming a real-valued Fourier transform for illustration)
and its derivative. Second row: the same signals after sampling, colorful dotted lines indicate individual image spectra, solid line their
superposition. Third row: the two reconstruction filters. Fourth
row: signals after application of the respective reconstruction filters. Bottom: the reconstructed signal.
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(20)

(21)

So all in all, the complex exponential is aliased to the baseband
and weighted with
h i

h i
G(ω0 ) = Ĥ(j(ω0 + k0 ωs ); k0 ) = 1 + ωω0s · sgn ωω0s − ωω0s
(22)
as depicted in figure 3. We observe that G(ω0 ) = 1 for |ω0 | <
ωs /2, confirming perfect reconstruction up to half the sampling
rate, and G(ω0 ) = 0 for ωs /2 < |ω0 | < ωs , perfect suppression of
aliased components up to the sampling rate. However, for signals
with even higher frequency, the aliased components are actually
amplified, owing to the high-frequency gain of the involved differentiation.
For signals with components exceeding half the sampling rate
but then decaying quickly with frequency, the approach may nevertheless result in a net benefit. However, to be practical, it has
to be applied in the discrete-time domain to obtain signals of an
antialiased signal that can then be processed like any other signal.
As h̄1 (t) and h̄2 (t) are by construction sufficiently band-limited,
they can be safely sampled and the reconstruction be replaced with
a convolution. Following this approach, we obtain

ω/ωs

−2 −1

ω0
ωs

or equivalently

1
Ts

0

(19)

(with [·] denoting rounding to the nearest integer). We thus arrive at

ω/ωs

1

H̄(jω; k) · δ(ω − ω0 − kωs )

Here, all terms vanish where |ω0 + kωs | ≥

− ω1
−2 −1

∞
X

k=−∞

0
0

4

k=−∞

1
ωs

Ts

2

corresponding Fourier transform X̄(jω) = δ(ω − ω0 ) given by a
single Dirac impulse at ω0 potentially exceeding the sampling rate.
Sampling and reconstruction (bandlimited to ω2s ) then gives

ω/ωs

Ĥ1 (jω)

0

Figure 3: Input-frequency-dependent gain G(ω0 ) of signals sampled and reconstructed with H̄1 (jω) and H̄2 (jω)

Ẋ(jω)/j

ωs
Ts

−2

ω0 /ωs

0

−2 −1

−4

2

ω/ωs

1
Ts

0

0

1
1
sinc(n) + (sinc(n/2))2
2
4
1
h2 (n) = h̄2 (nTs ) = n · (sinc(n/2))2
4
h1 (n) = h̄1 (nTs ) =
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h1 (n)
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reconstr.

u(n)
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one Ts
averaging

f

x1 (n)

(a) antiderivative antialiasing
0.2

Ts

0
−20

−10

0

10

u(n)

20

n

piecewise
linear
reconstr.

0.1

one Ts
averaging

f

d
dt

ẋ1 (n)

(b) time derivative thereof

h2 (n)

0.05

u(n)

0

piecewise
linear
reconstr.

−0.05

−10

0

10

20

n

u(n)

ẋ1 (n)

z

−1

+

1/Ts
× ẋ1 (n)

Figure 5: Equivalent system representation of antiderivative antialiasing and its time derivative

as depicted in figure 4 and the antialiasing operation
h1 (k)x(n − k) + h2 (k)Ts ẋ(n − k).

f

(d) simplified time derivative

Figure 4: Sampled bandlimited reconstruction basis functions

∞
X

Ts

(c) restructured time derivative

−0.1
−20

y(n) =

one Ts
delay

f

1/Ts
+ ×

resulting in the system of figure 5a. Its output is given by
Z 1
x1 (n) =
f (ũ(τ ; n))dτ

(25)

k=−∞

(28)

0

with

3. COMBINATION WITH ANTIDERIVATIVE
ANTIALIASING

ũ(τ ; n) = (1 − τ ) · u(n − 1) + τ · u(n).

= u(n) − u(n − 1), we can now perform integration
Observing
by substitution to obtain
R u(n)
f (ũ)dũ
u(n−1)
.
(30)
x1 (n) =
u(n) − u(n − 1)

As the origin of signals with aliased components, we consider
nonlinear mappings of the form
x̄(t) = f (ū(t))

(26)

where ū(t) is bandlimited to fs /2 but x̄(t) generally is not due
to the emergence of harmonics. Thus, the discrete-time operation
x(n) = f (u(n)) suffers from aliasing distortion. To try and reduce
aliasing by utilizing the time derivative as explained above, we
require
d
′
˙
˙
x̄(t)
= f (ū(t)) = ū(t)f
(ū(t))
(27)
dt
d
where f ′ (ū) = dū
f (ū). It is thus easy to obtain samples ẋ(n) =
u̇(n)f ′ (u(n)) if given u̇(n), which could be obtained from u(n)
with appropriate linear filters. In the light of the discussion in
section 2, this scheme could be applied if f (u) is sufficiently mild
so that the introduced harmonics roll off quickly.
To make the approach also applicable to more aggressive f (u),
we propose to first replace it with a version that ensures sufficient
high-frequency roll-off by employing antiderivative antialiasing [3].
It consists of (virtually) reconstructing a continuous-time signal,
applying the nonlinearity to it, lowpass filtering, and sampling
to obtain a discrete-time signal again. To make this approach
computable, the reconstruction uses simple linear interpolation
and the lowpass will also be kept relatively simple. In the firstorder case, it only performs averaging over one sampling interval,

2
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(29)

dũ
dτ

Applying the fundamental theorem of calculus and with continuos
extension for u(n) = u(n − 1) by taking the limit in that case, we
finally arrive at
(
F (u(n))−F (u(n−1))
if u(n) ̸= u(n − 1)
x1 (n) = 1 u(n)−u(n−1)
(f
(u(n))
+
f
(u(n
−
1))
if u(n) = u(n − 1)
2
(31)
where F (u) denotes the antiderivative of f (u).
To obtain samples ẋ1 (n) of the derivative corresponding to the
output of this modified nonlinearity, we start by adding a differentiation to the system of figure 5a, yielding the system of figure 5b. But
averaging and differentiating are both linear filtering operations that
can be combined into a single linear filter. In particular, averaging
over one sampling period is equivalent to convolution with
(
1
for 0 ≤ t ≤ Ts
g1 (t) = Ts
(32)
0
otherwise,
the derivative of which is given by
d
1
g1 (t) =
(δ(t) − δ(t − Ts ))
dt
Ts
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h1 (n)

f (u(n)) − f (u(n − 1))

+

0

y(n)
|H(·) (jω)| in dB

F (u(n))−F (u(n−1))
u(n)−u(n−1)

u(n)

h2 (n)

Figure 6: Combined derivative/antiderivative antialiasing system
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Figure 8: Frequency response of antiderivative antialiasing (dotted)
and the combined approach (solid) when applied to the identity
function f (u) = u
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while the combination with the derivative leads to

ω/ωs
Figure 7: Attenuation of signal components by antiderivative antialiasing alone (dotted) and in combination with the derivativebased approach (solid)

∞
X
1
h1 (k)(x1 (n − k) + x1 (n − k − 1))
2

y(n) =

k=−∞

+ h2 (k)(x1 (n − k) − x1 (n − k − 1))
=

where δ(t) denotes the Dirac delta distribution. This leads to the
system of figure 5c. Now observe that we only need to evaluate
the output of the nonlinearity at sampling instants. And with the
nonlinearity being stateless, the same holds for its input, i.e. the
output of the piecewise linear reconstruction. But at the sampling
instants, its output is equal to its input, so that the whole operation
reduces to
ẋ1 (n) =

1
(f (u(n)) − f (u(n − 1)))
Ts

’sVienna

DAFx

1
(h1 (k)
2


+ h1 (k − 1)) + h2 (k) − h2 (k − 1)

k=−∞

· x1 (n − k).

(35)

The corresponding frequency responses are given by
Ha (jω) = cos(ωTs /2)ejωTs /2

(34)

(36)

for antiderivative antialiasing and

s
s
)H̄1 (jω) + 2 sin( ωT
)H̄2 (jω) ejωTs /2
Hc (jω) = cos( ωT
2
2
(37)
for the combined approach (for |ω| < ωs ). As can be seen in
figure 8, the combined approach has significantly lower high-frequency loss when applied to a linear function. The same behavior
may be expected when a nonlinear function is used but excited
with a small signal, mainly operating in the linear region. It should
be noted, though, that these frequency responses only affect the
fundamental in the (almost) linear case. Harmonics appearing in the
nonlinear case are always primarily subject to the sinc-shaped frequency response of the one-Ts -averaging, for both the antiderivative
and the combined antialiasing approach alike.

depicted in figure 5d. It should be emphasized that while this is the
first-order differences approximation of the time-derivative of the
original system, it is the exact time-derivative of the antiderivativeantialiased system.
As one might have hoped for, derivative and antiderivative
cancel and we are left with an astonishingly simple result. In
particular, note that we no longer require u̇(n), eliminating the
need for a linear filter to estimate it. Noting that the factors Ts and
1
from (25) and (34) cancel, we finally arrive at the combined
Ts
system depicted in figure 6.
The averaging operation of the antiderivative antialiasing corresponds to a sinc-shaped frequency response, attenuating highfrequency components before they are aliased into the baseband. In
combination with the derivative-based approach, it combines with
the transfer characteristic of figure 3, resulting in the frequency
response shown in figure 7 (solid line). The comparison with the
responses of antiderivative antialiasing alone (dotted) verifies that
the strongest unwanted components just above ωs /2 are completely
removed, at the cost of reduced attenuation of higher-frequency
components.
Another interesting comparison concerns the effect when the
antialiasing approaches are (unnecessarily) applied to a linear f (u).
In particular, we consider f (u) = u. In that case, first-oder antiderivative antialiasing leads to x1 (n) = 12 (u(n) + u(n − 1)),

2

∞
X

3.1. Second-order antiderivative antialiasing
Different extensions of antiderivative antialiasing to higher orders
have been proposed [5, 6]. Here, we will only consider the approach
of [3] in which the rectangular filter kernel corresponding to an
averaging over one sampling period is replaced with a triangular
one
1 t
· Ts

 Ts 
 for 0 < t ≤ Ts
g2 (t) =

DAFx.5

90

1

T

 s
0

2−

t
Ts

for Ts < t ≤ 2Ts

(38)
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0

amplitude in dB

This leads to
u(n) · (F (u(n)) − F (u(n − 1)))
(u(n) − u(n − 1))2
F1 (u(n)) − F1 (u(n − 1))
−
(u(n) − u(n − 1))2
u(n − 2) · (F (u(n − 2)) − F (u(n − 1)))
+
(u(n − 2) − u(n − 1))2
F1 (u(n − 2)) − F1 (u(n − 1))
(39)
−
(u(n − 2) − u(n − 1))2
R
where F1 (u) = uf (u)du (with special cases when the denominators vanish, see [3]).
Like for the first-order case, we can obtain the derivative by
differentiating g2 (t), giving
x2 (n) =

5

10

15

20

0

for Ts < t ≤ 2Ts
(40)

Noting that convolution with g1 (t) brings us back to the first-oder
case, we thus arrive at
1
(x1 (n) − x1 (n − 1)) .
Ts

−100

Figure 9: Output spectrum without antialiasing. Crosses mark
desired harmonics.

1
=
(g1 (t) − g1 (t − Ts )) .
Ts

ẋ2 (n) =

−75

frequency in kHz

for 0 < t ≤ Ts
otherwise

−50

0

amplitude in dB

 1

 Ts2
d
g2 (t) = − T12

dt
 s
0

−25

−25
−50
−75
−100
0

5

10

15

20

frequency in kHz
Figure 10: Output spectrum when using derivative-based antialiasing. Crosses mark desired harmonics.

(41)

4. EVALUATION
For this particular input, we can determine samples of the
output’s derivative as

To evaluate the effectiveness of the proposed method, we consider
the soft-clipping nonlinearity given by
2
f (u) = arctan(u).
π

ẋ(n) =
(42)


2
u arctan(u) − 12 log(1 + u2 )
π

1
F1 (u) =
(u2 + 1) arctan(u) − u .
π

(43)
(44)

To obtain an implementable system for the derivate-based antialiasing, we truncate the filter impulse responses h1 (n) and h2 (n).
Thanks to its fast decay, we can truncate h1 (n) to −7 ≤ n ≤ 7.
As h2 (n) decays slower, we choose a much longer excerpt, namely
−99 ≤ n ≤ 99 and multiply with a Hann window w(n) =
π
cos2 ( 198
n). More careful filter design may be able to reduce
the filter order even further without compromising quality. But
even with the given design, as every second coefficient of the filter
impulse responses is zero and by exploiting their symmetry, the
filters can be computed with a total of 54 multiplications per sample,
showing the practical feasibility.
The system is excited with a single sinusoid
u(n) = 10 sin(2πf0 Ts n)

(45)

at a frequency of f0 = 1318.5 Hz and sampling rate 1/Ts =
44.1 kHz. Figure 9 shows the resulting spectrum of the output
without antialiasing. Strong aliasing distortion is clearly visible.

2
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(46)

Figure 10 confirms that applying derivative-based antialiasing according to (25) suppresses the strongest aliasing components. However, closer inspection reveals that the remaining aliasing sees a
slight increase. Overall, the aliasing has been reduced, but not to a
satisfactory level.
As can be seen in figure 11a, first-order antiderivative antialiasing has the opposite effect: it greatly reduces overall aliasing, but
does little to the strongest aliasing components primarily at higher
frequencies. When combined with the derivative-based approach,
figure 11b shows that these most prominent aliasing components are
dramatically attenuated, at the cost of a slight increase of the remaining aliasing. Finally, in figure 11c we compare with antiderivative
antialiasing oversampled by a factor of two, which exhibits even
better aliasing suppression. For simplicty and comparability, the
interpolation and decimation filters for the sampling rate conversion
are Hann-windowed sinc functions of the same length as h1 for the
interpolation and as h2 for the decimation filter, respectively. With
a more sophisticated decimation filter design, further suppression
of the strong aliasing component at 21.7 kHz could certainly be
achieved, which should however be imperceptible anyway.
The same comparison is carried out in figure 12 for secondorder antiderivative antialiasing. As expected, it performs better
than first-order antiderivative antialiasing, but on its own, it leaves
some strong aliasing components especially at higher frequencies,
see figure 12a. Again, combination with derivate-based antialiasing

The antiderivatives required for antiderivative antialiasing are
F (u) =

40f0 cos(2πf0 Ts n)
.
1 + (10 sin(2πf0 Ts n))2
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(a) first-order antiderivative antialiasing
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(b) combined derivative/first-order antiderivative antialiasing

(b) combined derivative/second-order antiderivative antialiasing
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(c) two times oversampled first-order antiderivative antialiasing

(c) two times oversampled second-order antiderivative antialiasing

Figure 11: Comparison of first-order antiderivative antialiasing
with and without combination with derivative-based antialiasing or
oversampling by a factor of two. Crosses mark desired harmonics.

Figure 12: Comparison of second-order antiderivative antialiasing
with and without combination with derivative-based antialiasing or
oversampling by a factor of two. Crosses mark desired harmonics.

reduces these but slightly increases the remaining aliasing as shown
in figure 12b. Finally, figure 12c confirms that also for the secondorder case, oversampling by a factor of two is even more effective.

That raises the question which one is more efficient. If the combined approach is computationally more efficient than two times
oversampled antiderivative antialiasing, it could be an interesting
alternative. However, an exact answer will involve a lot of “it
depends”, so we only do a qualitative discussion here. Ignoring
the u(n) = u(n − 1) case for simplicity, every evaluation of (31)
requires one evaluation of F (u(n)) (assuming F (u(n − 1)) has
been stored from the previous time step) and one division. Twotimes oversampling obviously doubles that. Combination with
derivative-based antialiasing instead requires an additional evaluation of f (u(n)). The difference in computational complexity
between these two will probably not be significant but tend to
favour the derivative-based approach. For second-order antiderivative antialiasing, combination with the derivative-based approach

5. DISCUSSION
The derivative-based antialiasing developed in section 2 nicely
complements antiderivative antialiasing: They reduce each other’s
weaknesses while only mildly affecting their strengths. At the same
time, the derivative and antiderivative computation cancel to a large
extent, resulting in a relatively simple system. However, combining
antiderivative antialiasing with oversampling by a factor of two
is also conceptually simple and even more effective at aliasing
suppression.
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has a clearer advantage over oversampling by a factor of two, as
x1 (n) given by (31) can be found as a subexpression in (39), so
that additionally computing the derivative with (41) is almost free,
while oversampling will require additional evaluations of F and F1
and divisions.
In addition to the nonlinear part, both the derivative-based approach and oversampling require linear filtering. The exact filter
order and, after exploiting zero-coefficients and symmetry, number
of multiplications depends on the filter design used. But both approaches have in common that they require one long filter (h2 for
the derivative-based approach, the decimation filter for oversampling) and one short filter (h1 for the derivative-based approach,
the interpolation filter for oversampling, considering [7]). If the
evaluation of the nonlinear functions is relatively cheap and the
computational complexity is therefore dominated by the linear filtering, it is roughly comparable for both approaches.
To conclude, the combined derivative/antiderivative antialiasing developed in this paper may be conceptually elegant, but it offers no real benefit compared to two-times oversampled antiderivative antialiasing. On the contrary, it is less effective while any
advantages in terms of computational complexity may likely be
insignificant. We nevertheless hope to stimulate further research in
this area, maybe leading to further developments that then do offer
actual benefits.
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ABSTRACT

in cascade [8, 1, 9, 10] or parallel [1, 11, 12, 13]. A recent implementation based on second-order IIR sections (a.k.a. biquads)
has been presented in [14, 10, 13] showing good results in terms
of accuracy and computational complexity. On the other hand,
linear-phase GEQs can be realized by FIR filters [3] that allow for
an arbitrary phase response and an implementation that does not
suffer from numerical problems, which may require attention in
IIR filter implementations [15].
Digital FIR GEQs have existed since the 1980s [16, 17, 18],
and similarly to IIR GEQs, the parallel structure is an option
[16, 17, 19]. An FIR GEQ can be implemented as a single highorder filter that is used to approximate the target frequency response specified by the user [19]. This operation can be based
on the interpolation of the target curve [18, 20], which is not a
trivial task due to the fact that the EQ target curve is not welldefined between the command-gain points. Furthermore, the filter
length determined by the lowest band could reach several thousand of samples in order to accurately match the target response at
low frequencies [18, 21, 22, 23]. Finally, the single FIR may need
to be redesigned completely whenever a gain is modified, requiring additional computational effort, which is unsuited for real-time
modifications of the target response.
Facing the main problem of the computational complexity reduction, several methods can be found in the literature. For example, frequency-warped FIR filters [24, 25] can be used to shorten
the filter lengths especially at low frequencies. However, due to the
implementation of the warping function based on IIR transformation, this method produces a non-linear phase response. Another
approach is the fast convolution method [26, 27, 28, 29, 30] that
is based on fast Fourier transform (FFT) to ensure computational
efficiency. In particular, the equalization is obtained applying the
inverse Fourier transform to the complex multiplication of the discrete Fourier transforms of the signal and the filter’s impulse response. The signal is processed in frames causing much latency,
but the FFT-based processing allows for a linear phase response
[28].
Aiming at a linear-phase and computational efficient GEQs
equalizer, multirate processing can be applied [17, 18, 31, 22]. In
this case, the GEQs is realized as a filter bank with different sample
rate for each band (i.e., the highest frequency band uses the largest
sample rate, whereas the lowest frequency band uses the slowest
rate) and, after the filtering, all bands are upsampled back to the

This paper proposes a low-latency quasi-linear-phase octave
graphic equalizer. The structure is derived from a recent linearphase graphic equalizer based on interpolated finite impulse response (IFIR) filters. The proposed system reduces the total latency of the previous equalizer by implementing a hybrid structure.
An infinite impulse response (IIR) shelving filter is used in the
structure to implement the first band of the equalizer, whereas the
rest of the band filters are realized with the linear-phase FIR structure. The introduction of the IIR filter causes a nonlinear phase
response in the low frequencies, but the total latency is reduced
by 50% in comparison to the linear-phase equalizer. The proposed
graphic equalizer is useful in real-time audio processing, where
only little latency is tolerated.
1. INTRODUCTION
Graphic equalizers (GEQs) are widely used in audio field due to
their usability [1, 2, 3]. GEQs have a fixed center frequency, a
fixed bandwidth and a variable gain for each band [4] and they are
so called because the gain sliders positions define a graph of the
magnitude response.
GEQs can be classified as minimum-phase or linear-phase
equalizers. The former has the smallest possible latency and does
not produce pre-ringing artifacts since the impulse response of the
EQ is zero before the main spike, whereas the latter retains the
original phase of the signal [5] and does not produce phase distortions that might cause undesired audible effects. For these characteristics, minimum-phase GEQs are highly usable for live music
applications where the latency is a key aspect, while linear-phase
GEQs are suitable for those applications where the phase response
can affect the perception of the audio system such as multichannel
equalization [6], speech processing [7], parallel processing, phase
compatibility of audio equipment, and crossover network design.
Starting from this classification and focusing on GEQs implementations, minimum-phase equalizers are traditionally developed
as a set of infinite impulse response (IIR) filters connected either
Copyright: © 2022 Valeria Bruschi et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
provided the original author and source are credited.
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Figure 1: Scheme of the proposed graphic equalizer.

original sample rate and summed together.
A different FIR GEQ was proposed by Hergum in [32], where
the equalizer is obtained through the application of interpolated
FIR filters [33]. Recently, the IFIR theory has been used also in
[34] for the implementation of an uniform graphic equalizer. An
IFIR filter is composed by the cascade of two FIR filters. The first
filter is interpolated by a proper factor producing a periodic frequency response, while the second filter is applied to attenuate the
unwanted images [33]. The main advantage of the IFIR filters is
that they guarantee a linear phase with a low computational complexity and small ripple. In fact, the implementations of [32, 34]
show excellent results with a reduces computational cost, however
the audio frequencies are divided in equal bands, contrary to standard GEQs which use a logarithmic band division [3]. For this
reason, the approach of [34] has been improved in [35] obtaining
a linear-phase octave graphic equalizer based on the IFIR philosophy. In particular, a tree structure built on an FIR lowpass halfband
filter is proposed to obtain an octave-band division.
In this paper, a hybrid structure for a quasi-linear-phase
graphic equalizer is proposed. The proposed equalizer exploits
the existing octave-band structure based on IFIR filters of [35] and
introduces an IIR filter to model the first band of the equalizer, in
order to reduce the total latency of the system. In particular, the
first band is obtained by the design of an eighth order low-shelving
filter. Experimental results show that the proposed equalizer reduces the latency by half, maintaining excellent performances in
terms of accuracy.
The paper is organized as follows. Section 2 describes the
structure of the proposed hybrid graphic equalizer. Section 3
shows the experimental results analyzing the effectiveness of the
proposed system. Finally, Section 4 reports the conclusions.

(a)

(b)

Figure 2: Magnitude responses of (a) the IIR part of the equalizer
and the IFIR part and (b) the total proposed hybrid equalizer after
the gains computation with the zigzag configuration (±12 dB).

2.1. IIR equalizer
The first band of the equalizer is obtained through a 8th-order lowpass IIR shelving filter, that is designed following the implementation of [36]. The order of the IIR filter is defined as P = 8 and
the gain is set to
Γ = Γ1 − Γ2 ,
(1)
where Γ1 and Γ2 are the desired dB-gains of the first and the second band, respectively. The gain of the second band is subtracted
to restore the low-frequencies gains to zero, since the second band
is designed as a lowpass filter in the IFIR structure. The linear
value of the IIR filter gain is defined as g = 10Γ/20 .
In this paper, for the design of the shelving filter, the normalized digital cutoff frequency is set to the geometric mean of the
neighboring center frequencies, that is,
√
ΩC = ΩU ΩL ,
(2)

2. PROPOSED EQUALIZER
The proposed octave equalizer has the following ten band center
frequencies, or command frequencies: 31.25 Hz, 62.5 Hz, 125 Hz,
250 Hz, 500 Hz, 1.0 kHz, 2.0 kHz, 4.0 kHz, 8.0 kHz, and 16.0 kHz.
The bands are numbered from lowest to highest using index m =
1, 2, 3, ..., 10 and each mth band presents a desired dB-gain Γm =
20 log10 (gm ), chosen by the user. A sample rate of fs = 48 kHz
has been used in this design.
The scheme of the proposed equalizer is shown in Fig. 1. The
total structure is obtained combining IIR and FIR filters. In particular, the input signal x(n) is filtered by an eighth-order IIR lowshelving filter that designs the first band of the GEQ. Then, the
output of the IIR part yIIR (n) is filtered by the IFIR filterbank that
implements M = 9 bands, from the second to the tenth, using our
recently proposed structure [35].
2 shows the magnitude response of the IIR filter HIIR (z), of
the IFIR filterbank with M = 9 and of the total equalizer with a
zigzag command setting (±12 dB). In the figure, the red circles
correspond to the desired gain of each mth band gm at the related
center frequency. The design of the IIR filter and of the IFIR filterbank is explained below.
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where ΩL = 2π · 31.25/fs and ΩU = 2π · 62.5/fs , respectively.
This results in a cutoff frequency in Hertz of approximately 44 Hz
that corresponds to the center point between the two first center
frequencies on a logarithmic axis. The transfer function of the
low-shelving IIR filter HIIR (z) comprises cascade second-order
sections, and it is obtained as
HIIR (z) =
P/2 
Y
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Figure 3: IFIR GEQ structure implementing the bands from the second to the tenth is a modification of a previous 10-band GEQ [35].

where V =

√

P

g − 1 and ci = cos (αi ), with


1
2i − 1
αi =
−
π.
2
2P

Fig. 3. A tree structure with subtraction is implemented to obtain
a perfect reconstruction filterbank. The tree structure is derived
from a halfband lowpass prototype FIR filter HLP (z) with cutoff
frequency of 12 kHz, which is half of the Nyquist limit 24 kHz.
The filter HLP (z) is designed with the Kaiser window, imposing
an order of N = 18 and a parameter β = 4 [37]. The advantage
of the halfband filter is the fact that one every second sample of
the impulse response is zero by definition, except for the middle
coefficient [38]. In this way the computational cost can be reduced
considering only the non-zero elements of the impulse response,
calculated as Nnz = N/2+2. The nine bands of the IFIR equalizer
are numbered from the lowest to the highest using the index m =
2, 3, ..., M + 1, with M = 9.
The highest band of the equalizer H10 (z) is designed as a
complementary highpass filter of the prototype filter as

(4)

Looking at Equation (3), the three terms of the product describe
a unique second-order section, since the denominators of the
second-order terms are identical. The constant K is used to
map the desired digital cutoff frequency ΩC to the analog one
√
ωC = 2P g and it is computed as


1
ΩC
K = 2P√ tan
.
(5)
g
2
The magnitude frequency response of the 8th-order lowshelving filter is shown by the blue curve of Fig. 2(a). In this case
a zigzag configuration with ±12 dB is applied, so the gain Γ of the
IIR filter is set to 24 dB (12 + 12 dB), according to Equation (1).
Once the IIR filter is designed, the output signal of the IIR
equalizer yIIR (n) is obtained by filtering the input signal x(n) with
the obtained filter as shown in Fig. 1, so the Z transform of the
output YIIR (z) is obtained as follows:
YIIR (z) = HIIR (z)X(z).

H10 (z) = z −D − HLP (z),

where the delay is computed as D = N/2. According to Equation
(7), the filter HHP (z) can be implemented using a delay line and
a subtraction, once the lowpass filtered signal going to the lower
bands has been computed using HLP (z), as shown in the top right
corner of Fig. 3.
The rest of the bands of the filterbank are obtained with
stretched versions of the prototype filter, such as HLP (z 2 ) and
HLP (z 4 ), which are prepared by inserting one or three zero samples between each two coefficients of the prototype FIR filter, respectively [38]. The general scheme of delay and filtering operations for the mth band is presented in Fig. 4. The Z transform
of the mth band output signal Ym (z) is obtained from the signal
YIIR (z) as follows:

(6)

2.2. IFIR equalizer
The signal filtered by the IIR filter yIIR (n) is used as input to the
IFIR equalizer, as shown in Fig. 1. The IFIR structure of [35]
is used in the proposed system to design the nine bands from the
second to the tenth. The scheme of the IFIR equalizer is shown in

Ym (z) = Hm (z)YIIR (z),

HHP(zLm)

yIIR

Gm(z)

xm

+z
H (zLm) xm-1
-DLm

+

z

-Δm

Gm(z)

yIIR=x10

Figure 4: Filters and delay lines associated with a single band for
m = 3, 4, ..., M + 1 with M = 9, cf. Fig. 3. This mth band
transfer function Hm (z) represents the relation between Ym (z)
and YIIR (z).
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Figure 5: Details of the transfer function Gm (z) used in Fig. 4.
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puted as
Hm (z) = z −∆m [z −DLm − HLP (z Lm )]Gm (z),

(9)

where the mth interpolation factor Lm is computed as
Lm = 2(M −m+1) = 2(10−m) ,

(10)

and Gm (z) represents the interpolation filter of the mth band. In
the proposed approach, the simple interpolation filter described in
[33] is replaced by the cascade of the existing lowpass filters of the
tree structure, as shown in Fig. 5, i.e.,
M
Y

Gm (z) = HLP (z)

HLP (z Lk ),

(a)

(11)

k=m+1

with m = 3, ..., M + 1 and M = 9.
Looking at Fig. 4, the input signal yIIR (n) is first filtered by the
filter Gm (z) and the resulting intermediate signal xm (n), shown
for each band in Fig. 3, is then filtered by HHP (z Lm ) that is implemented through a delay line and a subtraction, according to Equation (7). Note that in Fig. 4, when m = 9, the signal x10 (n)
corresponds to the input signal yIIR (n), which is also seen in the
top left corner in Fig. 3.
To better understand the design of each band of the IFIR filterbank, Fig. 6 shows a design example of the fifth band, with a
center frequency of 500 Hz. The transfer function of the sixth band
H5 (z) is obtained by the concatenation of the filter G5 (z) and the
filter HHP (z L5 ) = z −DL5 −HLP (z L5 ), according to Equation (9).
A synchronization delay ∆m , also shown in Fig. 4, must be
applied in order to align all the band outputs, and is determined as
∆m = τ − [2(M +2−m) − 1]D = τ − [2(11−m) − 1]D,

(b)

Figure 6: Example of the design of the magnitude response of the
band filter centered at 500 Hz. Cascading the filters (a) G5 (z)
and HHP (z L5 ) = z −DL5 − HLP (z L5 ) results in (b) the band filter
H5 (z).

An example of the magnitude response of the IFIR equalizer is
shown by the yellow curve of Fig. 2, where a zigzag configuration of command setting is applied with ±12 dB. The IFIR magnitude response is the same of the response of the total hybrid equalizer except in the first band, since the IFIR part affects the overall
equalizer from the second to the tenth band. The low-frequency
part of the IFIR output maintains the same gain of the second band
filter, since it is designed as a lowpass filter.

(12)

where τ is the total delay of the equalizer in samples:
τ = [2(M −1) − 1]D = 255D.

(13)

In Fig. 3, the synchronization delays ∆m are shown one upon the
other on the right-hand side, next to the command gain factors gm .
In the highest band (the top signal path in Fig. 3), the total delay of
255D samples is formed by the cascade of the delay line z −D and
the synchronization delay z −254D . In the second band (the lowest
of the IFIR equalizer), the synchronization delay is formed by the
cascade of all the delay lines between the input (top left corner in
Fig. 3) and the output y2 (bottom right corner in Fig. 3), which
have the lengths D, 2D, 4D, 8D, 16D, 32D, 64D and 128D.
This adds up to 255D samples of delay.
The second band filter of the equalizer is obtained as a byproduct, when the signal x3 (n) is filtered with the prototype filter
stretched by a factor of 27 , or 128, as shown in Fig. 3. The resulting signal x2 (n) does not require further processing, as it is the
output signal y2 (n) of the second band filter. The filter HLP (z 128 )
also implements the largest input-output delay, so a synchronization delay is unnecessary in the two lowest bands, as seen in Fig. 3.
Finally, as presented in Fig. 3, gain factor gm of each band is
applied and the total response of the equalizer y(n) is obtained as
a weighted sum of all band output signals from the second band to
the tenth:
M
+1
X
y(n) =
gm ym (n).
(14)

3. EXPERIMENTAL RESULTS
In the experiments, the proposed hybrid IIR/FIR equalizer is compared with the IFIR equalizer of [35] in terms of latency, computational complexity and error. Table 1 shows the obtained results.
The latency is introduced only by the FIR part of the equalizer and
it is computed as shown by Equation (13). In the proposed equalizer, only the last nine bands are designed with FIR filters, so the
total delay is 255D. On the contrary, in the linear-phase equalizer of [35], all the ten band are designed with FIR filters (i.e.,
M = 10) and the resulting delay is doubled obtaining a value of
511D.
The computational complexity is evaluated in terms of number of multiplications and number of additions per input sample.
The filtering with the IFIR filterbank is achieved by avoiding multiplications with zero elements, so only the number of non-zero
elements Nnz is involved. Taking into account also the symmetry
of the FIR impulse responses, the number of multiplications of the

m=2
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Table 1: Performance of the proposed hybrid equalizer compared
with the IFIR-based GEQ. The symmetry has been accounted for
in the number of multiplications. The best result for each column
is highlighted.
Method
IFIR GEQ [35]
Hybrid GEQ (proposed)

Latency
4599
2295

Mul
64
77

Add
108
112

Error [dB]
0.79
0.76

FIR part is computed as
Nnz + 1
+ M.
n◦ mult. (FIR) = (M − 1)
2

(a)

(15)

Finally, the number of additions is calculated as follows:
n◦ add. (FIR) = (M − 1)Nnz + M − 1.

(16)

For the proposed equalizer, the computational complexity of the
FIR part is obtained with M = 9, while the 8th-order shelving
IIR filter adds 5P/2 = 20 multiplications and 4P/2 = 16 additions to the total number of operations, considering a cascade
of four (corresponding to P/2) second-order sections implemented
with the direct form II.
The error in the frequency response is calculated as the maximum difference between the desired and the obtained gains at the
octave center frequencies, including all the possible configurations
with ±12 dB, which leads to 1024 cases in total [39]. Moreover,
when two adjacent bands have the same gain, the error is computed as the maximum deviation from the straight line that connects the two gains at the center frequencies. Previous publications, as [36, 39], consider the error as acceptable when it is below
1 dB and listening tests in [40, 41] have proven that just noticeable
difference in the deviation of the magnitude response is higher than
±1 dB for most of the input signals, as stated also in [42].
The results show the latency of the proposed equalizer is reduced by 50% in comparison with the IFIR equalizer of [35]. In
fact, the FIR equalizer introduces a latency of 4599 samples (or
96 ms with a sampling frequency of 48 kHz), while the proposed
hybrid equalizer shows a latency of only 2295 samples (or 48 ms).
This reduction allows the equalizer to be more competitive in realtime applications, where a big latency is not tolerated. The computational complexity of the hybrid equalizer is a bit higher than the
IFIR equalizer. In fact, the IFIR equalizer needs a total of 172 operations per input sample (64 multiplications and 108 additions),
while the proposed method needs 189 operations (77 multiplications and 112 additions).
Finally, the error of the proposed equalizer is 0.76 dB and is
slightly lower than the error introduced by the IFIR equalizer, so it
is still less than the acceptable limit of ±1 dB. Fig. 7 shows example magnitude frequency responses of three different test configurations:

(b)

(c)

Figure 7: Magnitude response of the proposed hybrid equalizer
compared with the total IFIR equalizer, with (a) the zigzag configuration (±12 dB), (b) the gains [12 -12 -12 12 -12 -12 12 -12
-12 12] dB, and (c) the arbitrary gains [8 10 -9 10 3 -10 -6 1 11
12] dB.

filter is applied. In fact, in the proposed equalizer, the first band is
narrower than the first band of the IFIR EQ. However, this characteristic does not affect the performance of the final GEQ, since the
desired gain at the first center frequency is always reached.
Figure 8 shows the total impulse response of the proposed
equalizer compared with the IFIR equalizer. This comparison
highlights that the nonlinear-phase IIR filters barely affect the symmetry of the total impulse response, but allow to reduce the delay
by half.
The latency reduction introduced by the proposed equalizer is
shown also in 9, where the group delays of the two implementations are compared. The IFIR equalizer presents a constant group
delay of 95.8 ms that means it has a linear phase. The proposed
equalizer introduces a nonlinearity in the phase at the lower frequencies up to 100 Hz, but at higher frequencies the group delay
assumes a constant value of 47.8 ms.

a) the zigzag command settings (±12 dB);
b) the special zigzag setting: [12 -12 -12 12 -12 -12 12 -12
-12 12] dB, which is declared the most difficult case for the
equalizer of [43];
c) an arbitrary setting: [8 10 -9 10 3 -10 -6 1 11 12] dB.
As can be seen in Fig. 7, the magnitude response of the proposed equalizer perfectly overlaps the response of the IFIR equalizer except in the transition of the first band, where the shelving
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(a)

Figure 9: Comparison of group delay functions of the proposed
equalizer with the configuration of Fig. 7(a) and the linear-phase
IFIR equalizer of [35]. The curves show that the proposed method
reduces the latency by 50% at frequencies above about 100 Hz.

2020, project “Miracle” (Marche Innovation and Research fAcilities for Connected and sustainable Living Environments), CUP
B28I19000330007.
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ABSTRACT

In this paper, we extend a classic result by Laroche [6], which
he calls Criterion 1, which shows that a sufficient but not necessary condition for BIBO stability of a time-varying filter expressed in state-space form is a bound below unity of the state
transition matrix norm, plus any finite bound on the input, output, and feedthrough matrices. Laroche also proposes a Criterion
2, which uses a similarity transform, and which has been useful
when Criterion 1 fails. Extending Criterion 2 is beyond the scope
of this paper, so we will not consider it further.
We extend Laroche’s Criterion 1 in a few ways: a) formalize
his results over multiple time steps, b) show that this doesn’t require frozen filter coefficients, c) formalize his lemma about the
trace and determinant for multiple time steps, and d) develop intuition about when to use multiple time steps.
In the rest of this paper, we review Laroche’s result (§2), demonstrate some limitations of this result (§3), present an extension to
multiple time steps (§4, our main result), give a theorem which increases the usefulness of this result (§5), and provide several case
studies on known time-varying filter types (§6). §7 concludes.

We show a new sufficient criterion for time-varying digital filter
stability: that the matrix norm of the product of state matrices over
a certain finite number of time steps is bounded by 1. This extends
Laroche’s Criterion 1, which only considered one time step, while
hinting at extensions to two time steps. Further extending these
results, we also show that there is no intrinsic requirement that filter coefficients be frozen over any time scale, and extend to any
dimension a helpful theorem that allows us to avoid explicitly performing eigen- or singular value decompositions in studying the
matrix norm. We give a number of case studies on filters known to
be time-varying stable, that cannot be proven time-varying stable
with the original criterion, where the new criterion succeeds.
1. INTRODUCTION
Stability is an essential aspect of filters. For linear time-invariant
(LTI) filters, stability is typically proven by looking at pole locations (all inside unit circle), eigenvalues of the state matrix (magnitudes less than one), or via the Bounded-Input, Bounded-Output
(BIBO) concept (bounds on absolute value of impulse response).
Filters used in audio often must vary over time: Some examples are speech synthesis filters, musical filters used in synthesizers
(commonly swept), and the time-variation used to improve sound
quality of reverbs. Time-varying filters outside of audio include
adaptive filters used in medical, seismic, and communications signal processing. For all of these, LTI analysis techniques are not
sufficient to prove time-varying stability. For specific filter types,
time-varying stability constraints exist, e.g., allpass filters can be
stabilized by ensuring they are energy-preserving in time-varying
conditions [1, 2, 3]. However, for most filters (e.g., low-pass, highpass, band-pass), no such simple criteria exists. This motivates us
to study the time-varying BIBO stability of filter structures in general, rather than just allpass filters.
Although it is well-known that specific filter realizations such
as power-normalized ladder filters [4, 5] remain stable under timevarying coefficients, so long as each time step itself represents an
LTI stable filter, power-normalized ladder filters may be computationally expensive due to their large number of multipliers, involve complex coefficient update equations, or simply have different time-varying behavior than desired. This motivates us to study
the time-varying BIBO stability of general filter structures, rather
than restricting ourselves to power-normalized ladder filters.

2. REVIEW OF LAROCHE’S RESULTS
In filter design, it is often important to consider bounded-input,
bounded-output (BIBO) stability. For a time-varying filter with
an impulse response h[n, i], n being the time index and i being
the time index of the exciting impulse, a necessary and sufficient
condition for BIBO stability is [6]
BIBO Stable ⇐⇒ ∃G, ∀n,

where A[n] ∈ RN ×N is the state matrix, B[n] ∈ RN ×Nin is the
input matrix, C[n] ∈ RNout ×N is the output matrix, and D[n] ∈
RNout ×Nin is the feedthrough matrix. Sometimes it is helpful [7] to
B
study the four matrices together as a system matrix V = [ A
C D ].
We will assume a single-input, single-output (SISO) filter, one
with Nin = Nout = 1. Systems written in this form have a causal
impulse response, i.e.,
h∞ [n] =

∞
X
i=−∞

|h[n, i]| =

n
X

|h[n, i]|.

DAFx.1

101

(3)

i=−∞

The impulse response is given by


0 ,
h[n, i] = D[n] ,

C[n] Qn−1 A[ℓ] B[i] ,
ℓ=i+1

Copyright: © 2022 Kurt James Werner et al. This is an open-access article distributed under the terms of the Creative Commons Attribution 4.0 International License, which permits unrestricted use, distribution, adaptation, and reproduction in
any medium, provided the original author and source are credited.
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|h[n, i]| < G. (1)

A filter realization with inputs u ∈ RNin , states x ∈ RN , and
output y ∈ RNout can be written in discrete-time state-space form

x[n + 1] = A[n]x[n] + B[n]u[n]
,
(2)
y[n]
= C[n]x[n] + D[n]u[n]

This research was conducted during the 1st author’s employment at
iZotope, Inc., Boston, MA.
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∞
X
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n > i.
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When we refer to products of matrices indexed by time, time increases from right to left. For instance, in the above equation,
n−1
Y

x[n]

δ1

δ1

x[n]

y[n]

(a) Length-2.

A[ℓ] = A[n − 1]A[n − 2] · · · A[i + 2]A[i + 1].

(5)

x[n]

ℓ=i+1

δ1

δ1

δ1

y[n]

(b) Length-3.
δ1

···

δ1

δ1

y[n]

Combining (1) and (4) gives a necessary and sufficient condition
for BIBO stability in terms of the impulse response.

(c) length-N .

Lemma 2.1. BIBO stability can be shown by any finite bound on
the sum of the closed-form expression for the impulse response:

Figure 1: Delay lines of various lengths: 2, 3, and N .

×N

BIBO Stable ⇐⇒ ∃G, ∀n,
h∞ [n] = |D[n]| +

−∞
X

C[n]

i=n−1

3. LIMITATIONS OF LAROCHE’S METHOD

!

n−1
Y

A[ℓ] B[i] < G.
3.1. Limitation of Criterion 1(1)

ℓ=i+1

Laroche gives a sufficient but not necessary condition [6], which
he call Criterion 1. We will call it Criterion 1(1).
Theorem 2.2 (Criterion 1(1)). Bounding ∥A[n]]∥ < GA < 1
along with any finite bounds on ∥B[n]∥, ∥C[n]∥, ∥D[n]∥ for all
n is a sufficient but not necessary proof of BIBO stability:

∃GA , 0 ≤ GA < 1, ∀n, ∥A[n]∥ ≤ GA 


∃GB , 0 ≤ GB ,
∀n, ∥B[n]∥ ≤ GB 
=⇒ BIBO .
Stable
∃GC , 0 ≤ GC ,
∀n, ∥C[n]∥ ≤ GC 



∃GD , 0 ≤ GD ,
∀n, ∥D[n]∥ ≤ GD

This filter is obviously stable according to many criteria:
a) Conventional wisdom: it is an FIR filter with bounded coefficients, with impulse response h[n] = 0, 0, 1, 0, 0, . . .!
b) It is LTI and its eigenvalues have zero magnitude:


 
 
−λ 0
00
10
λ = 0,
=
−
λ
= λ2 = 0 −→ |λ| < 1 .
1 −λ
10
01

Proof. A proof is given in [6], and can be taken as a specific case
of the general proof given later on in our Theorem (4.1).
■
The last three are satisfied, so long as B, C, D never have any
infinite elements, while the first is trickier and will be the focus of
all effort in proving stability. Throughout this paper, ∥·∥ denotes
the matrix norm induced by the standard Euclidean vector norm
∥·∥, which can be thought of in several ways:

c) It satisfies the definition of BIBO stability since
P∞
∀n,
i=−∞ |h[n, i]| = 1 < 1 + ϵ

Lemma 2.3. The following three statements are equivalent.
a) ∥P∥ is equal to the largest singular value σ of P.
b) ∥P∥ is equal to the positive square root of the largest eigenvalue λ of PT P.
c) ∥P∥ is the maximum maximum amplification that matrix P
can bring to an unit-length vector, i.e,
h√ i
∥P∥ = max [σi ] = max
λi = max ∥Px∥ . (6)
1≤i≤N

1≤i≤N

where ϵ is any finite positive number.
d) The transfer function H FIR-2 (z) = z −2 /1 has no poles.
e) The filter is allpass and energy-preserving:
qP
qP
∞
∞
2 =
2
|x[n]|
n=−∞
n=−∞ |y[n]| .
However, we have ∥A[n]∥ = 1, because the unit-length vector

T
x[n] = 1 0 gets an amplification of 1, i.e., ∥A[n]x[n]∥ =
∥x[n]∥. Equivalently, we can say that for


 
 
 

0 1 0 0
1 0
σ
0
λ
0
AT A = 0 0 1 0 = 0 0 = 01 σ = 01 λ . (8)

∥x∥=1

Showing any of these expressions is below unity proves ∥P∥ < 1.
In a case study, Laroche uses a modified first condition:
Theorem 2.4 (Criterion 1(2, frozen)). The bound A[n]2 <
GA < 1, along with any finite bounds on ∥B[n]∥, ∥C[n]∥, ∥D[n]∥
for all n is a sufficient but not necessary proof of BIBO stability,
for filters whose coefficients change no more often than every other
sample:

∃GA , 0 ≤ GA < 1, ∀n, A[n]2 ≤ GA 


∃GB , 0 ≤ GB ,
∀n, ∥B[n]∥ ≤ GB 
=⇒ BIBO .
Stable
∃GC , 0 ≤ GC ,
∀n, ∥C[n]∥ ≤ GC 



∃GD , 0 ≤ GD ,
∀n, ∥D[n]∥ ≤ GD

2
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Because A A is diagonal, its eigenvalues λ (and hence the singular values σ of A) are its diagonal elements 1 and 0. The largest
eigenvalue is 1, hence ∥A∥ = 1 and Criterion 1(1) fails.
More generally, Laroche’s Criterion 1(1) fails for (obviously
stable) FIR delay lines of any length, or any filter, including IIR
filters, involving delay lines longer than one sample. It also fails
for many IIR filters that do not have a delay line longer than one
sample, including all power-normalized ladder filters with order
greater than 1, which are known to be stable even under timevarying coefficients [4, 5]. An example of this is the 2nd-order
power-normalized ladder filter studied in [6]. In [6], when Criterion 1(1) fails, recourse is made to Criterion 2 or Criterion 1(2,
frozen).

This theorem is hinted at but not proven in [6], and is a special
case of the main result of this paper, shown later on in Theorem
(2.4). The purpose of this paper is to prove the validity of and
expand upon this variant of Criterion 1(1).

2

Although Laroche gives some examples of where Criterion 1(1)
can be used to prove filter stability, there exists an infinitely large
class of time-varying filters which are BIBO stable but cannot be
proved BIBO stable using Criterion 1(1). Here we study the simplest such filter: an FIR delay line of length two, as shown in
FIg. 1a, which has


 

 A[n] = 0 0 , B[n] = 1
1 0
0
(7)


 

C[n] = 0 1 , D[n] = 0 .
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Theorem 4.1 (Criterion 1(µ)). Bounding the product of state tranQµ
sition matrices
η=1 A[n + η − 1] < Gµ < 1 along with any

3.2. Limitation of Criterion 1(2, frozen)
Can we use Criterion 1(2, frozen) (Theorem (2.4)) to prove stability in this case? The square of the state transition matrix is

 


0 0
0 0 0 0
.
(9)
=
A[n]2 =
0 0
1 0 1 0

finite bounds on ∥A[n]∥, ∥B[n]∥, ∥C[n]∥, ∥D[n]∥ for all n is a
sufficient proof of BIBO stability, for filters whose coefficients may
change every sample.

µ
Y


∃Gµ , 0 ≤ Gµ < 1, ∀n,
A[n + η − 1] ≤ Gµ 




η=1

∃GA , 0 ≤ GA ,
∀n,
∥A[n]∥ ≤ GA
=⇒ BIBO .
Stable

∃GB , 0 ≤ GB ,
∀n,
∥B[n]∥ ≤ GB 



∃GC , 0 ≤ GC ,
∀n,
∥C[n]∥ ≤ GC 



and the positive semidefinite matrix derived from that product is

 

0 0
σ1 0
2 T
2
(A[n] ) A[n] =
=
(10)
0 0
0 σ2
which has 0 eigenvalues, hence all singular values of A[n]2 are
0 < 1, A[n]2 = 0 < 1, and BIBO stability is proven.
So, is using this extension always the key to proving stability
when ∥A[n]∥ = 1? Unfortunately, it is not.
Consider the length-3 delay line shown in Fig. 1b which has


 

0 0 0
1


 A[n] = 1 0 0 , B[n] = 0
(11)
0 1 0
0




 

C[n] = 0 0 1 , D[n] = 0 .

∃GD , 0 ≤ GD ,

n−1
Y

A[ℓ] =

A[n − i − ι]

Y Y

A[µβ + i + η]

(15)

η=0

ι=1

} β=0 |

{z

|

∥··· ∥<GE

{z

∥··· ∥<Gµ <1

}

j
k
where Ni = n−i−1
and ⌊·⌋ is the floor function. Now, via
µ
submultiplicativity of the matrix norm, we can write
n−1
Y

i
A[ℓ] ≤ GE GN
µ ,

(16)

ℓ=i+1

where each Gµ comes from one of the Ni right braced product
terms and GE represents the finite upper bound of the left braced
product terms, which must exist since they are a product of at most
µ − 1 terms, each of which is bounded by GA . The matrix norm
is submultiplicative, so we can return to Lemma (2.1) and, using
(16) and the bounds on B[n], C[n], D[n], write
n−1
X

h∞ [n] ≤ GD +

i
GC GE GN
µ GB .

(17)

i=−∞

The term
and hence



 
 

0 0 1
0 0 0
1 0 0
σ1 0 0
MT M = 0 0 0 0 0 0 = 0 0 0 =  0 σ2 0 , (14)
0 0 0
1 0 0
0 0 0
0 0 σ3

GC GE

Pn−1

i
GC GE GN
µ GB in (17) can be rewritten as
!
j k!
n−1
∞
ι
X
X N
i
Gµ
GB = GC GE
Gµ µ
GB . (18)

i=−∞

ι=0

i=−∞

The infinite sum term is the sum of µ geometric series.

2

which again has max eigenvalue 1, hence A[n] = 1 and Criterion 1(2, frozen) fails. This demonstrates that Criterion 1(2,
frozen) on its own does not unlock stability proofs for a particularly wide class of filters. We will return to our length-3 delay
line and an arbitrary-length delay line in our case studies.

∞
X

j

Gµ

ι
µ

ι=0

k

=µ

∞
X

Gµι =

ι=0

µ
,
1 − Gµ

(19)

where each infinite series converge because Gµ < 1.
GC GE
Now, since GD + µ GB1−G
is finite, it can be bounded by
µ
G, so we can rewrite (17) as

4. MAIN RESULTS: MULTIPLE TIME STEP EXTENSION

∃G, ∀n,

Here we present Criterion 1(µ), a variation of Criterion 1(1) applied over µ time steps. The extension that Laroche used in his
case study is Criterion 1(2), although we will see in due time
that larger µ is possible and necessary for various filters. Our
extension bears some similarity to the proof of BIBO stability
of time-varying normalized ladder filters given by Phoong and
Vaidyanathan [5]. However, our proposed theorem can be used
to analyze digital filters with any topology or realization, where
their work only considers power-normalized ladder filters.

DAFx

Ni −1 µ−1

n−i−1−µN
i
Y

ℓ=i+1

which has max eigenvalue 1, hence ∥A[n]∥ = 1 and Criterion 1(1)
fails. Considering Criterion 1(2, frozen), we have


 

0 0 0
0 0 0
0 0 0
2
M = A[n] = 1 0 0 1 0 0 = 0 0 0 (13)
0 1 0
0 1 0
1 0 0

’sVienna

∥D[n]∥ ≤ GD

Proof. Grouping terms in the product in Lemma (2.1) gives

As with the length-2 delay line, it is obviously stable. We have the
following bounds on the system matrices: ∥B∥ = 1, ∥C∥ = 1,
∥D∥ = 0. However, Criterion 1 fails because


 
 

0 1 0
0 0 0
1 0 0
σ1 0 0
T
A A = 0 0 1 1 0 0 = 0 1 0 =  0 σ2 0 , (12)
0 0 0
0 1 0
0 0 0
0 0 σ3

2

∀n,

h∞ [n] = GD + µ

proving BIBO stability.

GB GC GE
< G,
1 − Gµ

(20)
■

Corollary 4.1.1. Criterion 1(1) is proven as a special cases of
Theorem (4.1), where µ = 1.
Corollary 4.1.2. Criterion 1(2, frozen) is proven as a special cases
of Theorem (4.1), where µ = 2 and “frozen” coefficients are considered a special case of freely varying coefficients.
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5. A HELPFUL THEOREM

the filter coefficicents, although that hardly matters for this particular filter. Considering µ time steps, i.e., M = A[n]A[n −
1] · · · A[n − µ + 1], we have
"
#

0µ×(3−µ)
0µ


, µ<3

I3−µ
0(3−µ)×µ
M=
(23)

h
i


 03×3 ,
3≤µ
"
#

I3−µ
0(3−µ)×µ


, µ<3

T
0
0µ
µ×(3−µ)
M M=
(24)

h i


 03 ,
3≤µ

With large matrices, it can be very difficult or inconvenient to find
the eigenvalues of MT M. Here we present a Lemma that can be
used to avoid this hassle. This Lemma allows us to prove that all
eigenvaluesof MT M
 are less than
 1 by looking only at the determinant det MT M and trace tr MT M . The trace especially is
simple to calculate: it is the sum of the diagonal entries of a matrix.
We define a sum Σ and product Π of the N singular values
σ1 , σ2 , · · · , σN ∈ R+ of a square matrix M ∈ RN ×N
σ1 + σ2 + · · · + σN = Σ,

σ1 σ2 · · · σN = Π,

These relate to the trace and determinant [8] of MT M by




Σ = tr MT M ,
Π = det MT M .

(21)

where 0a×b is the a × b zero matrix, 0a is the square, a × a zero
matrix, and Ia is the square a × a identity matrix. From this,
we can see that the eigenvalues of MT M are 1 with multiplicity
max (3 − µ, 0) and 0 with multiplicity min (µ, 3). Therefore, we
need 3 ≤ µ to prove BIBO stability using Criterion 1(µ). To
reduce the effort, the lowest value of µ = 3 should be used.

(22)

Lemma 5.1. Given N real, non-negative numbers, if their product
is less than 1 and their sum is less that 1 plus their product, then
all of the numbers are < 1.

Π<1
=⇒ σk < 1, k ∈ {1, 2, · · · , N }.
Σ<1+Π

6.1.2. Length-N Delay Line
If instead we consider a length-N delay line, shown in Fig. 1c,
then our system matrices are





0
1
 A = 01×(N −1)
, B=
IN −1
0(N −1)×1
0(N −1)×1
(25)


 

C = 0(N −1)×1 1 ,
D= 0 .

Proof. Assume without loss of generality that σ1 ≤ σ2 · · · ≤ σN .
If σN < 1, then all σk < 1 and the conclusion holds.
However,
Qa contradiction. By our
Passuming 1 ≤ σN leads to
hypothesis, k≤N −1 σk + σN < 1 + k≤N σk . Using our hyP
pothesis that Π < 1, this implies k≤N −1 σk + σN < 2. UsP
ing our assumption that 1 ≤ σN , we have k≤N −1 σk < 1,
which implies σk < 1 for all k ≤ N − 1 since each summand
must be less than or equal to the
Qsum when all summands are
non-negative. From this we see k≤N −1 σk ≤ σj for all j ≤
N
P for non-negative numbers less than 1. Thus,
Q − 1, which holds
k≤N −1 σk , again since each summand must be
k≤N −1 σk ≤
less than or equal to theP
sum. Combining this with our
Phypothesis
that Σ < 1+Π, we see k≤N −1 σk +σN < 1+σN k≤n−1 σk .
P
Rearranging, we have 0 < (σN − 1)( k≤n−1 σk − 1). By our
assumption 1 ≤ σN , we know the first term is non-negative, which
implies the
P second term is non-negative. But this contradicts the
fact that k≤N −1 σk < 1, so we must have σN < 1.
■

As with the length-2 delay line, A[n] for N ≥ 2 fails Criterion
1(1). Considering M = A[n]A[n − 1], we have


0
02
,
(26)
M = 2×(N −2)
IN −2
0(N −2)×2


IN −2
0(N −2)×2
.
(27)
MT M =
02×(N −2)
02
where the eigenvalues of MT M (and hence the singular values
of A[n]A[n − 1]) are 0 (multiplicity of 2) and 1 (multiplicity of
N − 2), and hence whose matrix norm is ∥A[n]A[n − 1]∥ = 1.
So, BIBO stability cannot be proven with Criterion 1(2).
Now we will consider the product over µ timesteps, i.e., M =
A[n]A[n − 1] · · · A[n − µ + 1]. This gives us
"
#

0
0
µ

µ×(N
−µ)

, µ<N

IN −µ
0(N −µ)×µ
M=
(28)

h i


 0N ,
N ≤µ
"
#

IN −µ
0(N −µ)×µ


, µ<N

T
0
0µ
µ×(N
−µ)
M M=
(29)

h i


 0N ,
N ≤µ

Theorem 5.2. Given a square matrix M ∈ RN ×N representing the product of many state transition matrices over time, if
det(M) < 1 and tr(M) < 1 + det(M), then the time-varying
system represented by M is BIBO stable.
Proof. By Lemma (5.1), all of the eigenvalues of MT M are < 1.
Therefore, by Lemma (2.3), all of the singular values of M are
< 1 and ∥M∥ < 1. By Theorem (4.1), this means that the timevarying filter is BIBO stable.
■
6. CASE STUDIES
6.1. Delay Lines

This shows us that the singular values of M are 0 (with multiplicity
µ for µ < N and N otherwise) and 1 (with multiplicity N − µ for
µ < N and 0 otherwise). So, we have
(
1, µ<N
∥M∥ =
.
(30)
0, N ≤µ

6.1.1. Length-3 Delay Line
First we return to the length-3 delay line, which could not be
proven stable using either Criterion 1(1) or Criterion 1(2, frozen).
Here we show that using Criterion 1(µ), 3 ≤ µ, we can now prove
it stable. We also emphasize that we will do no “freezing” of

2
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γ[n]

A[n]

1−2R[n]g[n]−g[n]2
∆

x[n]

+

δ1

···

δ1

δ1

−2g[n]
∆

+

1+2R[n]g[n]−g[n]2
∆
−chp −g[n]cbp +2R[n]g[n]clp

2g[n]
∆

y[n]
2g[n]
∆[n]
2g[n]2
∆[n]

×N

∆[n]
−(2R[n]+g[n])chp [n]+

+

Figure 2: A simple feedback delay network (FDN) with a length-N
delay line and feedback gain γ[n].

!

cbp [n]+g[n]clp [n]
∆[n]

+
+

x[n]

δ1

+

δ1

B[n]

So, Criterion 1(N −1) and below will fail, whereas using Criterion
1(N ) and above can be used to show BIBO stability.
For the length-N delay line, this result can be explained qualitatively. An impulse in any state will eventually pass through the
delay line. The impulse that takes the longest to disappear is the
one entering the beginning of the delay line. Watching how it travels down the line and affectsthe norm of the
 state vector, we see:
Qn
A[η]
x[0] ∥x[n]∥
n
x[n + 1] =
η=1

T
1 0 0 ··· 0 0
0
1

T
0 1 0 ··· 0 0
1
1
..
..
..
.
.
.

T
0 0 0 ··· 0 1
N −1
1

T
0 0 0 ··· 0 0
N
0
|
{z
}

y[n]

C[n]
D[n]

chp [n]+cbp [n]g[n]+clp [n]g[n]2
∆[n]

Figure 3: A two-pole State-Variable Filter (SVF): an IIR filter
which cannot be proven stable with Laroche’s Criterion 1(1),
which can be proven stable with Criterion 1(2).

and that we will get ∥M∥ < 1 when N ≤ µ, so long as |γ[n]| < 1,
∀n. We emphasize that there is no condition that the filter coefficients be “frozen” for any span of time.
We have the following bounds on the other system matrices:
∥A∥ = 1, ∥B∥ = 1, ∥C∥ = 1, ∥D∥ = 0. So, with those and the
bound on ∥M∥, we can prove BIBO stability using Criterion 1(µ).
Similar to the length-N delay line, this result can be explained
qualitatively. An impulse in any state will eventually circulate
around the delay line and be contracted by γ. The impulse that
takes the longest to get contracted is the one entering the beginning of the delay line. Watching how it travels down the line and
affects the norm of the state vector, we see:
Q

n
n
x[n + 1] =
∥x[n]∥
η=1 A[η] x[0]

T
0 0 ··· 0 0
0
1
1
T
1 0 ··· 0 0
1
1
0
..
..
..
.
.
.
T

0 0 ··· 0 1
1
N −1
0

T
γ[N − 1] 0 0 · · · 0 0
N
|γ[N − 1]|
|
{z
}

N

The length of x[n] remains at 1 until step N , when it drops to 0.
This can give us some intuition about the number of time steps that
need to be considered in a proof for a particular filter.
6.2. One-Channel Feedback Delay Networks (FDNs)
Now we consider an IIR filter, a length-N delay line that feeds
back into itself with a gain γ[n]. This simple Feedback Delay
Network (FDN) [9] is shown in Fig. 2. Its system matrices are





γ[n]
1
 A = 01×(N −1)
, B=
IN −1 0(N −1)×1
0(N −1)×1
(31)


 

C = 0(N −1)×1 1 ,
D= 0 .
Now we will consider the product over µ timesteps, i.e., M =
A[n]A[n − 1] · · · A[n − µ + 1]. This gives us


0

µ Γµ,N −1 · · ·
0
1
 .
..  (32)
..
.
M = 1×(N −1)
.
. 
IN −1
0(N −1)×1  .
0
· · · Γµ,0

N

On a more complex level, this idea was used in [3] to conjecture
that the number of timesteps needed for a unitary FDN is the length
of the longest delay line. To put it more generally and precisely, in
any time-varying digital filter, the lower bound on number of time
steps needed is length of longest delay line.

where
⌈(µ−ρ−1)/N ⌉

Γµ,ρ =

Y

γ[n − ρ − ηN ]

(33)

6.3. Two-pole State Variable Filter (SVF)

η=0

and ⌈·⌉ is the ceiling function. We then have
 2
 
Γµ,N −1 · · ·
0
σ1
 .
  .
.
T
.
.
.
.
M M= .
.
.  =  ..
2
0
0
· · · Γµ,0

···
..
.
···

An important time-varying filter for musical applications is the
two-pole State Variable Filter (SVF) discretized using Trapezoidal
Transposed Direct Form II integrators, as described in [10] and
shown in Fig. 3. This structure conveniently implements common
filter types such as low-pass and high-pass filters, and retains stability even when coefficients are varied each sample. The filter is
parameterized by five potentially time-varying coefficients: γ[n],
R[n], chp [n], cbp [n], and clp [n]. Only γ[n], R[n] appear in A so
as long as chp [n], cbp [n], and clp [n] are bounded they cannot contribute to instability. Its state-space description is



0
..  (34)
. 
σN

from which we can see the eigenvalues are Γ2µ,0 , · · · , Γ2µ,N −1 . So,
it is clear from the definition of Γµ,ρ that
∥M∥ =

2
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ν∈[0,N −1]

|Γµ,ν |

(35)
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p

+

x[n]
γ1 [n]
y[n]

p

1 − γ1 [n]2

+
p

δ
1 − γ1

1

y[n]

+
p

[n]2

+
−γ2 [n]
γ1 [n]

γ2 [n]

δ
1 − γ2

(a) 1st order.

p

1 − γ1 [n]2

+

x[n]
−γ1 [n]

p

1 − γ2 [n]2

1

[n]2

+
p

δ
1 − γ1

1

γN [n]
y[n]

−γN [n]

+

δ

1

(b) 2nd order.

+

γ1 [n]
···

p
1 − γN [n]2

[n]2

1 − γ1 [n]2

···

+

x[n]
−γ1 [n]

p

1 − γN [n]2

−γ1 [n]

+

δ1

p

1 − γ1

[n]2

(c) N th order.

Figure 4: Various power-normalized ladder filters, of order 1, 2, and N , in allpass output configuration.

#
" 2g #
"

−2g
1−2Rg−g 2

∆

∆
∆

,
B[n]
=
A[n]
=

2g
1+2Rg−g 2
2g 2


∆
∆
∆
h
i
−chp (2R+g)+cbp +clp g
−chp −cbp g+clp (2Rg+1)

C[n]
=


∆
∆
i
h


 D[n] = chp +cbp g+clp g2 .

more than two stages whereas our proposed Theorem can prove
stability for larger structures. We consider the allpass output for
simplicity, but the proofs would be very similar for other ladder
filters without zero “tap” coefficients.
(36)
6.4.1. 1st-order
For 1st-order, shown in Fig. 4a, the state-space description is
(




A[n] = −γ[n] , B[n] = κ[n]




(40)
C[n] = κ[n] , D[n] = γ[n] .

∆

where ∆ = 1 + 2R[n]g[n] + g[n]2 . The time index [n] on all
quantities has been suppressed for compactness. [10] showed this
filter to be stable under time-varying γ and R, under the condition
γ[n] > 0, R[n] > 0, ∀n.

p
where κ[n] = 1 − γ[n]2 . γ[n] is bounded to −1 < γ[n] < 1,
∀n. So, we have the bounds ∥B[n]∥ , ∥C[n]∥ , ∥D[n]∥ < 1, ∀n.
So it only remains to study the matrix norm of A[n]. We can
immediately calculate


(41)
MT M = A[n]T A[n] = γ[n]2

(37)

Here we provide a different proof of stability using Theorem
(5.2). We use two time steps to define M = A[n]A[n − 1]. To
satisfy the hypotheses of (5.2), we must show that Π < 1 and
Σ < 1 + Π where Π and Σ represent respectively the determinant
and trace of MT M = A[n − 1]T A[n]T A[n]A[n − 1]. Through
algebraic manipulation, we can see that Σ < 1 + Π is true when
2
2 
64R[n−1] R[n] γ[n−1] γ[n] γ[n−1]
+ 2γ[n−1] γ[n] + γ[n]
> 0 (38)

which yields
Σ = tr[MT M] = γ[n]2 ,

2
2
3
2
2
32R[n−1]
R[n] γ[n−1]
γ[n]
+ 32R[n−1]
R[n] γ[n−1]
γ[n]

6.4.2. 2nd-order

2
3
2
2
2
+ 32R[n−1] R[n]
γ[n−1]
γ[n]
+ 32R[n−1] R[n]
γ[n−1] γ[n]
3
4
3
2
+ 8R[n−1] γ[n−1]
γ[n]
+ 16R[n−1] γ[n−1]
γ[n]
3
4
+ 8R[n−1] γ[n−1]
+ 8R[n−1] γ[n−1] γ[n]
2
4
3
+ 16R[n−1] γ[n−1] γ[n]
+ 8R[n−1] γ[n−1] + 8R[n] γ[n−1]
γ[n]
4
2
3
2
+ 8R[n] γ[n−1]
γ[n] + 16R[n] γ[n−1]
γ[n]
+ 16R[n] γ[n−1]
γ[n]

(39)

Both (38) and (39) are always satisfied under the condition (37)
since both are inequalities on polynomial expressions of γ[n], γ[n−
1], R[n], R[n − 1] with positive coefficients on each term. This result was checked using the SymPy [11] computer algebra system.
6.4. Power-normalized ladder
Here we consider power-normalized ladder filters of order 1, 2,
and 0 < N . This type of filter has been known to be L2 stable with
time-varying coefficients since its introduction in [4], and its BIBO
stability with time-varying coefficients was first proved in [5]. Stability of these structures can also be proven via a physical analogy,
as in digital waveguide modeling [12]. We will demonstrate that
Laroche’s techniques fail to prove BIBO stability for ladders with

2
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(42)

These obviously satisfy Π < 1 and Σ < 1 + Π, therefore this
structure is BIBO stable according to Laroche’s Criterion 1.

and Π < 1 is true when

3
+ 8R[n] γ[n]
+ 8R[n] γ[n] > 0

Π = det[MT M] = γ[n]2 .

For 2nd-order, shown in Fig. 4b, the state-space description is





 A = −γ1 [n] −γ2 [n]κ1 [n] , B = κ1 [n]κ2 [n]
κ1 [n] −γ1 [n]γ2 [n]
κ2 [n]γ1 [n]
(43)





C = 0 κ2 [n] ,
D = γ2 [n] .
p
where κi [n] =
1 − γi [n]2 . We have −1 < γi [n], κi [n] <
+1, ∀i, n. This leads to the bounds ∥B[n]∥ , ∥C[n]∥ , ∥D[n]∥ <
1, ∀n. However ∥A[n]∥ = 1, so Criterion 1(1) cannot be used
directly.
Laroche studied A[n]2 = A[n]A[n], showing A[n]2 < 1,
and claiming that this means a 2nd-order ladder filter with coefficients frozen over two time steps is guaranteed stable [6]. We can
show, for this filter, that we do not need to restrict the coefficients
to be frozen across the two time steps. We will study



−γ1 −γ2 κ1 −γ1′ −γ2′ κ′1
M = A[n]A[n − 1] =
(44)
′
′ ′
κ1 −γ1 γ2
κ1 −γ1 γ2


γ1 γ1′ + γ2 κ1 κ′1
γ1 γ2′ κ′1 + γ2 κ1 γ1′ γ2′
=
,
(45)
′
′
−κ1 γ1 − γ1 γ2 κ1 −κ1 γ2′ κ′1 + γ1 γ2 γ1′ γ2′
where no time index compactly indicates [n] and ′ indicates [n−1].
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V=

A B
C D







=




−γ1 −κ1 γ2 −κ1 κ2 γ3
κ1 −γ1 γ2 −γ1 κ2 γ3
0
κ2
−γ2 γ3
..
..
..
.
.
.
0
0
0
0
0
0
0
0
0

···
···
···
..
.
···
···
···

−κ1 · · · κN −2 γN −1
−κ1 · · · κN −1 γN
−γ1 κ2 · · · κN −2 γN −1 −γ1 κ2 · · · κN −1 γN
−γ2 κ3 · · · κN −2 γN −1 −γ2 κ3 · · · κN −1 γN
..
..
.
.
−γN −2 γN −1
−γN −2 κN −1 γN
κN −1
γN −1 γN
0
κN

κ1 · · · κN
γ1 κ2 · · · κN
γ2 κ3 · · · κN
..
.
γN −2 κN −1 κN
−γN −1 κN
γN











Figure 5: System matrix for N th-order power-normalized ladder filter, where every term’s time index [n] is suppressed for compactness.

From here we can define Σ and Π to be the trace resp. determinant of MT M. Through algebraic manipulation we find

Σ = (γ1′ )2 (γ2′ )2 γ22 − (γ2′ )2 − γ22 + 1 + (γ2′ )2 + γ22 (46)
Π = γ2 [n − 1]2 γ2 [n]2 .

where † represents arbitrary values. Conversely, the complementary class of vectors that will be contracted when left-multiplied
by A[n] is those that are not zero in last dimension, i.e.,

X = †

(47)

To use (5.2) to show this filter is stable, we must show Σ <
1 + Π and Π < 1 are true. Through algebraic manipulation we
can see that Σ < 1 + Π is true when




γ1′ − 1 γ1′ + 1 γ2′ − 1 γ2′ + 1 (γ2 − 1) (γ2 + 1) < 0.
(48)
Likewise we can see that Π < 1 holds when
γ2 [n − 1]2 γ2 [n]2 < 1


xouter [n] = 0

(50)

which lets us find the state matrix as



IN
IN 0N ×1 F1 [n] · · · FN [n]
∈ RN ×N (51)
01×N
|
{z
}


only term that can contract!

Fi [n] =


∈ U(N +1)×(N +1) .

(52)

Each Fi [n] is a reflection across angle θi = arccos (γi [n]/2) in
the dimensions i and i+1. Being reflections, each Fi [n] is unitary.
Because A[n] is the lower right partition of the product (51), we
can see that the product F1 [n] · · · FN [n]h is unitary,
so does not
i
affect the length of any vector, and that

IN
01×N

cannot contract


xinner = 1

the norm of any vector. It’s only the first term [ IN 0N ×1 ] that can
affect the norm of a vector, since it truncates the last dimension.
The class of vectors that would not be contracted when leftmultiplied by A[n] is all those that are zero in their last dimension,

T
X = † ··· † 0 ,
(53)

2
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.

(54)

···

0

1

T

∈ X.

(55)

(56)

which has the property ∥xouter [n + 1]∥ < 1.
Because there exist state vectors, e.g. xouter , which are not contracted for 1 < N , i.e, X =
̸ ∅, that means that ∥M[n]∥ = 1 for
1 < N , and stability cannot be proven using Theorem (2.2).
Therefore, for 1 < N , we cannot use Criterion 1(1), and must
use Criterion 1(µ), for some 1 < µ. But, how many time steps
will we need, i.e., what is the smallest value of µ that will work?
For this particular class of filters, we can answer this question.
We want to find some µ such
Q that for any non-zero vector x[n],
x[n] is contracted by M = µ−1
η=0 A[n + η]. We know that x[n]
has a non-zero value in at least one position. We call the highest
index with a non-zero value m. If m = N , then x ∈ X , so
A will act as a contraction. We know for all η, ∥A[η]∥ = 1,
so multiplying by further A terms will not “recover” from this
contraction1 and x[n] will be contracted by M. On the other hand,
if m < N , multiplying by A[n] will always create a non-zero
value in position m + 1, so x[n + 1] will now have m + 1 as the
highest index with a non-zero value. Recalling that the restriction
|γi [n]| < 1 means that 0 < κi [n] ≤ 1, this is due to the structure
of the factorization
shown in (51). When µ = N , we have N
QN −1
terms in M = η=0
A[n + η], and each one will either contract
x or increase the highest non-zero index of x by 1, so as x passes
through these steps, for at least one η < N , x[n+η] ∈ X , thus M
will contract x[n], and since x[n] is arbitrary, we have ∥M ∥ < 1.
Similar to the delay line, we can illustrate this by considering
the “worst-case” unit impulse, the one entering the “innermost”
delay in the structure (on the right side of Fig. 4c.

Here we study an N th-order power-normalized ladder filter, shown
in Fig. 4c, whose system matrix is shown in Fig. 5.
For this particular type of filter, notice that the system matrix
V ∈ R(N +1)×(N +1) can be factored as [13]

Ii−1
0
0
0
0
 0 γi [n] κi [n]
0 κi [n] −γi [n]
0
0
0
0 IN −i

T

xouter [n + 1] = A[n]xouter [n]

6.4.3. N th-order

where, for i ∈ {1, · · · , N },


R\0

which results in the vector

Since we have −1 < γ1 [n] < 1, −1 < γ2 [n] < 1, ∀n, we can see
that (48) always holds, since the left side is a product of 3 negative
and 3 positive terms, yielding a negative number. (49) also always
holds, since both terms of the product are positive (< 1).

A[n] =

†

X = ∅ for N = 1, but is not empty for 1 < N . For instance, for
1 < N we can always consider

(49)

V[n] = F1 [n] · · · FN [n],

···

1 More

η=0

107

···

0

T

∈ X.

(57)

formally, this is due to sub-multiplicativity of the norm:

Qµ

DAFx.7
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Qµ−1
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Π < 1 and Σ < 1 + Π

Criterion 1(2). Future work should develop a rigorous way of predicting the minimum required µ (not only the lower bound on that
minimum) for the class of all time-varying digital filters.
Beyond proving stability of existing filter designs, an application of our findings would be designing new stable time-varying
audio filters, e.g., by using our theorem to choose appropriate similarity transforms or other ways of adjusting a filter realization.
Another avenue for future work would be to combine our insights about the product of state matrices over multiple time steps
with a similarity transform, to extend Laroche’s Criterion 2.

Lem. (5.1)



det MT M < 1 and tr MT M < 1 + det MT M
Th. (5.2)
∥M]∥ < 1
Corr. (4.1.1)
w/ µ = 1
∥A[n]∥ < 1

Corr. (4.1.2)
w/ µ = 2
+ frozen coeffs.
A[n]2 < 1

Th. (4.1)
Th. (2.2)
BIBO Stability
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Figure 6: Implication graph of the theorems used in this paper,
with the main theorem bolded.
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slave oscillator to have a very rich and complex spectrum, giving
the impression of harmony.
In particular, even if the original slave oscillator waveform
was bandlimited, the resulting synced output may not be. Thus,
in the case of digital synthesizers, aliasing noise is likely to be introduced. When it comes to geometric waveforms, [10] provides
good antialiasing algorithms for this scenario. The BLIT algorithm
is based on the fact that the first or the second derivative of any geometric waveform is an impulse train, therefore it makes sense to
replace each impulse with a lowpass filter kernel and then perform
integration once or twice. If one employs the ideal lowpass filter,
each impulse ends up being substituted by a sinc function, which
needs to be windowed for the method to be of practical use. The
BLEP variant consists in pre-integrating the windowed sinc function in order to obtain a bandlimited step and using it to replace
discontinuities in the trivially-generated signal. More generally,
these methods allow to replace any discontinuity in a signal, or of
its derivatives, with a "bandlimited discontinuity". A similar approach was taken, for example, in [16] to develop an antialiasing
method for polygonal oscillators.
This idea is exploited in [17] in order to produce 3 antialiasing methods for sine hard sync. The first two methods replace,
in different ways, the discontinuities of the signal and its derivatives with their bandlimited counterparts. However, resetting the
phase of a sine wave causes a discontinuity of all its derivatives,
i.e., a "discontinuity of infinite order", so these methods introduce
further approximations. The third method, called the "frequency
shifting method", is instead conceptually based on filtering the
continuous-time analytical signal before sampling and can be thus
seen as the equivalent of the BLEP method. In this case, the only
approximation is due to windowing.
We take inspiration from this last approach but rather develop
a more straightforward formulation and replace the windowed sinc
function with a FIR lowpass filter, in a similar vein to the polyBLEP method [11]. We give explicit results when the FIR kernel is polynomial (including the classical triangular kernel), a Bspline, or trigonometric. In these cases, the convolution integral
can be fully expressed in terms of elementary functions (in particular, sine waves and polynomials) and the resulting algorithms
give better aliasing reduction with less computational load. The
method is however easily adaptable to different kernels.
The paper is organized as follows. In Section 2, we formalize the problem, showing that our antialiasing algorithm, like the
BLEP algorithm, can be described in terms of residuals, for which
explicit formulas are presented in Section 3. In Section 4, we
briefly discuss the results, in particular we analyze the computational cost of our method and compare it with the frequency shifting method from [17] in two experiments, showing that our method
gives superior performances with less computational load. Finally,
conclusions are drawn in Section 5.

ABSTRACT
Hard sync is a feature appearing in many analog synthesizers: it
consists in retriggering a slave oscillator, regardless of its phase,
every time a master oscillator completes its cycle. If this process
is naïvely implemented digitally, it is subject to aliasing. While for
sawtooth, square, and triangle waves several effective antialiasing
methods have been developed, the literature is sparser concerning
sine hard sync, arguably because discontinuities of infinite order
are introduced which are more difficult to handle. In this paper, we
introduce a new antialiasing algorithm for sine hard sync which
is obtained by filtering the hard-synced sine with a FIR lowpass
kernel, as opposed to existing methods based on the windowed sinc
function. We show that our method yields lower computational
cost and better aliasing reduction.
1. INTRODUCTION
Synthesizers were born in the late 19th century and gained popularity especially in the 1960s and 1970s. In that era, they were
mainly based on subtractive synthesis: first a sound with a rich
spectrum was generated by one or more oscillators, then it was
fed to a user-controlled filter to shape its harmonic content. In the
1980s, digital signal processing gradually overtook analog electronics as the main technology underlying synthesizers. This allowed for more flexibility and affordability but also introduced
new technical challenges.
Indeed, it is well-known that geometric waveforms (sawtooth,
square, triangle) are not bandlimited, therefore a digital oscillator that simply samples these waveforms yields aliasing distortion. In order to mitigate this problem, several oscillator algorithms have been proposed in the last decades, including those
based on wavetable synthesis [1, 2, 3], oversampling [1], discrete
summation formulas [4, 5], frequency-domain methods [6, 7], bandlimited impulse trains (BLITs) [8, 9], bandlimited step functions
(BLEPs) [10, 11],differentiated polynomial waveforms (DPWs)
[12, 13], and polynomial transition regions (PTRs) [14, 15]. The
choice of the most appropriate algorithm depends on the efficiency
and aliasing reduction requirements of the application at hand.
Hard sync is a feature present in some analog and digital synthesizers with two or more oscillators. Here we describe briefly its
mechanism. Suppose that one oscillator, called the master, is running at a certain frequency, while another oscillator, called slave,
is running at a possibly different frequency. When the master completes a cycle, the slave is retriggered, regardless of its current
phase (see Figure 1). In many cases, this causes the output of the
Copyright: © 2022 Pier Paolo La Pastina et al. This is an open-access article distributed under the terms of the Creative Commons Attribution 4.0 International License, which permits unrestricted use, distribution, adaptation, and reproduction in
any medium, provided the original author and source are credited.
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(g(t − kT ) − f (t − kT )).

(7)

Figure 1: Examples of hard-synced sine waves.

2. PROBLEM STATEMENT

one gets:

2.1. Filtered hard-synced sine
y(t) − x(t) =

Let f0 , f1 be the frequency of the slave and master oscillator, respectively, and set ω0 = 2πf0 , T = f11 . Suppose that hard sync is
triggered at time t = 0. Then the resulting waveform will be:
(
sin(ω0 t)
t≤0
x(t) =
.
(1)
sin(ω0 mod(t, T )) t > 0

+∞
X

k=1

Finally, defining the residual
R(t) = g(t) − f (t),

(8)

we obtain:
Consider now an LTI filter which has gain 1 at angular frequency
ω0 and let h(t) be its impulse response. If x(t) is fed into this
filter, the output is clearly y(t) = (h ∗ x)(t).
In order to compute this convolution, we rewrite (1) in a more
convenient way. If u(t) is the Heaviside function and sk (t) =
sin(ω0 (t − kT )), then (1) can be expressed as:
x(t) = s0 (t) +

+∞
X

(sk (t) − sk−1 (t))u(t − kT ).

y(t) = x(t) +

In order to remove aliasing from the signal (1), one would like to
feed it into an ideal lowpass filter. But it is well-known that the
ideal lowpass filter has an infinite impulse response, the sinc function. This implies that the corresponding residual R(t) has itself
infinite length, and therefore the sum in (9) is really an infinite
series, making it impractical to use in real-world applications.
If, instead, we use a FIR filter, the series reduces to a finite
sum. To see this, suppose that h(t) is the impulse response of a FIR
filter. We will also suppose, from now on, that h(t) is symmetric
with respect to t = 0, so that its support is [−ϵ, ϵ]. Then:

(2)

(3)

we obtain:
x(t) = s0 (t) +

Z
f (t − kT ).

(9)

2.2. The antialiasing problem

Furthermore, by defining

+∞
X

R(t − kT ).

k=1

k=1

f (t) = (sin(ω0 t) − sin(ω0 (t + T )))u(t)


 

T
T
= −2 sin ω0
cos ω0 t +
u(t),
2
2

+∞
X

ϵ

h(θ)f (t − θ) dθ.

g(t) =

(4)

(10)

−ϵ

k=1

But f (t−θ) = 0 for θ > t, so (h∗f )(t) = 0 when t ≤ −ϵ. On the
other hand, for t > 0, f (t) is a sine wave of angular frequency ω0 .
When t > ϵ, the convolution (10) coincides with the convolution
with a plain sine wave, and so (h ∗ f )(t) = f (t) because h has
gain 1 at ω0 . It follows that the support of R(t) is also [−ϵ, ϵ], and
so in (9) only a finite number of the supports of R(t − kT ) will
overlap, making the sum a finite sum.
Up to now, the FIR filters used in the literature for sine hard
sync were obtained by windowing the sinc function. In this paper, we will show that one can achieve better results by using other
lowpass kernels. In the next section, we will give explicit formulas for g(t) when h(t) is a polynomial (in particular, a triangular)
kernel, a B-spline kernel or a trigonometric kernel.

As a consequence,
y(t) = (h ∗ x)(t)
= (h ∗ s0 )(t) +

+∞
X

h(t) ∗ f (t − kT )

k=1

= s0 (t) +

+∞
X

(5)

(h ∗ f )(t − kT ).

k=1

By further defining
g(t) = (h ∗ f )(t),

2
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3. EXPLICIT FORMULAS

ω02
(1 − |t|)
2(1 − cos ω0 )
for |t| < 1, and we obtain


 
sin(ω0 T2 )
T
g(t) =
cos ω0 t + + 1
1 − cos(ω0 )
2




T
T
+ ω0 sin ω0
(1 + t) − cos ω0
2
2
h(t) =

3.1. Polynomial kernel
Let

(P

N
k=0

ρ(t) =
where we impose
Define:

k=0

N −l−1

p1 (t) =

l=0

0

PN

N ⌊ X
2
X

ak |t|k

|t| ≤ ϵ
|t| > ϵ,

(11)

ak ϵk = 0 in order to ensure continuity.

⌋

(−1)m+l+1

m=0

p2 (t) =

(−1)m+l

l=0 m=0
N −l−1

q1 (t) =

N ⌊ X
2
X
l=0

⌋

(−1)m

m=0

(2m + l)! a2m+l l
t;
l!
ω02m+1

(13)

(2m + l + 1)! a2m+l+1 l
t;
l!
ω02m+2

(14)

when 0 < t ≤ 1.
3.2. B-spline kernel

N −l

q2 (t) =

⌋
N ⌊X
2
X

(−1)m

l=0 m=0

(2m + l)! a2m+l l
t;
l!
ω02m+1

G = |q1 (ϵ) cos(ω0 ϵ) + q2 (ϵ) sin(ω0 ϵ) + p1 (0)|.

(15)

We recall that the B-spline kernel is obtained by convolving twice
the rectangular kernel with itself. It takes the form:
1
2
t + 32
− 32 ≤ t < − 12


2

 3 − t2
− 1 ≤ t < 12
2 1 2
.
(23)
β(t) = 41
3

t− 2
≤ t < 32

2

2
0
elsewhere

(16)

One can verify that 2G is the gain at angular frequency ω0 of the
LTI filter whose impulse response is ρ(t). Therefore, in order to
define a filter with gain 1 at ω0 , we define
h(t) =

ρ(t)
.
2G

A direct computation shows that

 

sin ω0 T2
T
g(t) =
cos ω0 t + + ϵ
p1 (−ϵ)
G
2
 

T
− sin ω0 t + + ϵ
p2 (−ϵ)
2





T
T
− cos ω0
p1 (t) + sin ω0
p2 (t)
2
2

(17)

In order to use a filter that has gain 1 at ω0 , we set

3
2
ω02
h(t) =
β(t).
2(1 − cos ω0 )

(18)

if − 23 ≤ t ≤ − 12 ,
g(t) =

when 0 < t ≤ ϵ.
3.1.1. Triangular kernel
Formulas above can be specialized to the case of triangular kernel
by taking ϵ = 1 and ρ(t) = 1 − |t| for |t| ≤ 1. The impulse
response becomes

’sVienna
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Please notice that this is not a polynomial, but only a piecewise
polynomial function, hence the result in Subsection 3.1 does not
apply. However, one can perform a similar computation, obtaining


 

sin ω0 T2
T +3
8 sin ω0 t +
g(t) = 7
3
2
2 2 (1 − cos ω0 ) 2





T 2
T
+ 4ω02 sin ω0
t + 12ω02 sin ω0
2
2



 (25)
T
T
2
− 8ω0 cos ω0
t + (9ω0 − 8) sin ω0
2
2


T
− 12ω0 cos ω0
2

when −ϵ ≤ t ≤ 0, and

 

sin ω0 T2
T
g(t) =
cos ω0 t + + ϵ
p1 (−ϵ)
G
2
 

T
− sin ω0 t + + ϵ
p2 (−ϵ)
2
 



T
T
− 2 cos ω0 t +
p1 (0) − cos ω0
q1 (t)
2
2



T
+ sin ω0
q2 (t)
2
(19)

2

(21)

when −1 ≤ t ≤ 0, and


 
sin(ω0 T2 )
T
g(t) =
cos ω0 t + + 1
1 − cos(ω0 )
2
 



T
T
− 2 cos ω0 t +
+ ω0 sin ω0
(1 − t) (22)
2
2


T
+ cos ω0
2

(2m + l + 1)! a2m+l+1 l
t;
l!
ω02m+2
(12)

N −l

⌋
N ⌊X
2
X

(20)
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sin ω0 T2







T +3
4
cos
ω
0
5
3
2
2 2 (1 − cos ω0 ) 2





T +1
T +3
− 12 cos ω0
sin(ω0 t) + 4 sin ω0
2
2




T 2
T +1
− 12 sin ω0
cos(ω0 t) − 4ω02 sin ω0
t
2
2




T
T
+ 8ω0 cos ω0
t + (3ω02 + 8) sin ω0
2
2
(26)

2 in22

DAFx

Proceedings of the 25th International Conference on Digital Audio Effects (DAFx20in22), Vienna, Austria, September 6-10,
2022 2022

if − 12 < t ≤ 12 , and

T

g(t) =

if

1
2



sin ω0 2



increased. However, the trigonometric polynomials
in Subsec

tion 3.3 can be seen as polynomials in cos πϵ t and sin πϵ t via
Chebyshev polynomials. This means that one needs to evaluate 2
polynomials and 3 sinusoids, hence the computational load is just
slightly higher than in the polynomial case.
The overall methodology does not necessarily depend on the
chosen kernel type, therefore adapting it to different kernels mostly
translates into recomputing the formulas for residuals.



T +3
2
2 (1 − cos ω0 )




T +1
T −1
− 24 cos ω0
+ 24 cos ω0
sin(ω0 t)
2
2





T +3
T +1
+ 8 sin ω0
− 24 sin ω0
2
2




T −1
T 2
+ 24 sin ω0
cos(ω0 t) + 4ω02 sin ω0
t
2
2





T
T
− 12ω02 sin ω0
+ 8ω0 cos ω0
t
2
2




T
T
+ (9ω02 − 8) sin ω0
+ 12ω0 cos ω0
2
2
(27)
7
2

3
2

8 cos ω0

4.1. Experiments
Here we compare the proposed method with the “frequency shifting method” in [17], as it is reported to be the most efficient. We
stress that the frequency shifting method depends on the choice of
a window function, while our method depends on the choice of a
lowpass kernel. For the sake of a fair comparison, we have chosen a Kaiser window (α = 4) and a triangular kernel, respectively,
both of length 2 samples.
0
the frequency of
We let fs = 44100 Hz and we call f0 = ω
2π
the slave oscillator and f1 the frequency of the master oscillator.
In the figures we show the magnitude responses obtained using the
trivial hard sync algorithm, the frequency shifting method, and the
proposed method. Specifically, we set f0 = 2900.33 Hz, f1 =
866.42 Hz in the first experiment (Figure 2), and f0 = 517.88 Hz,
f1 = 1888.10 Hz in the second experiment (Figure 3).
The results clearly show that our method easily provides better aliasing suppression than the frequency shifting method when
identical window/kernel length are used. Furthermore, in the transition regions the frequency shifting method requires the evaluation of the exponential integral function, which is considerably
more computationally expensive than evaluating sinusoids and
polynomials. Therefore, we conclude that the proposed method
achieves better results at a lower computational cost.
A GNU Octave implementation of both methods is available
on the companion web page for this paper1 .

< t ≤ 32 .

3.3. Trigonometric kernel
Finally, we consider a kernel of the form
(P

N
kπ
t |t| ≤ ϵ
k=0 ak cos
ϵ
,
τ (t) =
0
elsewhere

(28)

P
k
where we impose N
k=0 (−1) ak = 0 in order to ensure continuity. Please notice that this family includes Hann, Hamming,
Blackman and Nuttall windows. In order to have gain 1 at ω0 , we
set:
K = ω0 ϵ

N
X

(−1)k ak
;
− k2 π2

ω 2 ϵ2
k=0 0

(29)

τ (t)
h(t) =
.
2ϵ sin(ω0 ϵ)K

5. CONCLUSIONS AND FUTURE WORK

Then

In this paper, we introduced a new antialiasing method for sine
hard sync that outperforms the best known method both in terms
of computational efficiency and aliasing reduction. Explicit formulations are given for polynomial, B-spline, and trigonometric
kernels, yet the methodology is applicable to any FIR lowpass kernel.
A similar approach could also be applied to other waveforms,
for example to polygonal oscillators studied in [16].



 N
cos kπ
t
sin
T X
ϵ
ak 2 2
g(t) =
ω0 ϵ sin ω0
K
2
ω0 ϵ − k2 π 2
k=0

 N

sin kπ t
T X
(30)
kak 2 2 ϵ 2 2
+ π cos ω0
2
ω0 ϵ − k π
k=0
 

T
− K sin ω0 t + ϵ +
2
ω0 T2



for t ∈ [−ϵ, ϵ].
4. DISCUSSION
Let us have a closer look at the equations above. Apart from the
trigonometric case, the residual is a linear combination of sine
waves of angular frequency ω0 and a polynomial. Please notice
that sine waves with same frequency and different gains and phases
can be expressed as a single sine wave using trigonometric identities. It follows that computing a residual essentially consists in
evaluating a polynomial and a sinusoid.
In the trigonometric case, the polynomial is replaced by a
trigonometric polynomial, so the computational load is seemingly
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Figure 2: Magnitude spectrum of a sine wave of frequency f0 =
2900.33 Hz synced to a master oscillator of frequency f1 =
866.42 Hz generated at a sample rate fs = 44100 Hz using (a)
no antialiasing, (b) the frequency shifting method, and (c) the proposed method.
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Figure 3: Magnitude spectrum of a sine wave of frequency
f0 = 517.88 Hz synced to a master oscillator of frequency
f1 = 1888.10 Hz generated at a sample rate fs = 44100 Hz
using (a) no antialiasing, (b) the frequency shifting method, and
(c) the proposed method.
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ABSTRACT

using a procedure where a discrete circuit model with differentiable scaling coefficients is created.
In 2016, we saw the advent of the WaveNet convolutional neural network architecture, which revolutionized the area of human
speech synthesis [18]. Variations of this structure were derived in
later years and successfully used to model distortion pedals [15],
tube guitar amplifiers [19], and effects such as compressors or reverbs [20, 21]. These types of neural networks became also known
as Temporal Convolutional Networks (TCNs). Besides to their application in digital audio effects, they have recently been utilized
in tasks concerned with analyzing the rhythmic structure of songs
[22] or sound event localization [23]. Both the original WaveNet
model and different TCN variations consist of stacks of multichannel convolutional layers with dilated kernels, which help to
store information about previous development of time sequences.
This property is especially useful when working with stateful systems because their behavior is typically dependent on past values
of digital signal samples [24].
The TCNs are, at first sight, an ideal candidate for modeling
nonlinear systems and digital effects. However, previous work has
shown that using a large number of convolutional layers is necessary to obtain faithful models [6]. Thus, mainly structures based
on Recurrent Neural Networks (RNNs) have lately been investigated for nonlinear system and VA modeling [6, 7, 25]. The main
reason is the reduced complexity of these structures and the resulting lower computational demands. Another reason for examining
RNNs is their close relationship to previous modeling techniques
based on a nonlinear state space representation [24, 25].
RNNs seem to be the most suitable method for black-box modeling nonlinear systems due to their processing efficiency and relatively low complexity [5]. However, we would like to revisit previously proposed TCN models [15] and explore whether they can
approach RNN-like processing speeds thanks to optimized convolutional layers. In later sections of the paper, we verify the computational speed-up on different configurations of single convolutional layers and neural networks.
The rest of this article is organized as follows. Section 2 describes temporal convolutions used in neural networks and their
realization for real-time audio signal processing. This section also
describes our convolution algorithm. Section 3 summarizes TCNs,
which were previously used to model nonlinear systems. Section 4
validates the proposed implementation of convolutional layers by
measuring the signal processing speed compared to implementations presented in previous work. Finally, Section 5 concludes the
paper.

This paper introduces the possibilities of optimizing neural network convolutional layers for modeling nonlinear audio systems
and effects. Enhanced methods for real-time dilated convolutions
are presented to achieve faster signal processing times than in previous work. Due to the improved implementation of convolutional
layers, a significant decrease in computational requirements was
observed and validated on different configurations of single layers
with dilated convolutions and WaveNet-style feedforward neural
network models. In most cases, equivalent signal processing times
were achieved to those using recurrent neural networks with Long
Short-Term Memory units and Gated Recurrent Units, which are
considered state-of-the-art in the field of black-box virtual analog
modeling.
1. INTRODUCTION
Recently, we have seen the adoption of deep learning methods
in all approaches to Virtual Analog (VA) modeling of nonlinear
systems [1, 2], guitar amplifiers [3, 4, 5, 6], time-varying effects
[7, 8, 9], and other digital audio effects [10, 11]. In addition to VA
modeling, deep learning methods have also found applications in
digital filter design [12] and target filter frequency response matching [13].
The use of neural networks dominates mainly within the socalled “black-box” approach, where knowledge of the internal layout of the modeled systems is not required [14]. In this case, these
methods are a very efficient way to capture the characteristics of
a given device simply by obtaining a dataset of input and output
signals and then training a neural network that can emulate the
properties of any system regardless of its complexity. However,
analog units usually have user controls to change their behavior,
so it is usually necessary to acquire input and output signals with
different device settings to create models with variable parameters.
Creating such a dataset could be time-consuming, but neural networks can extrapolate between discrete values of captured control
settings. It has been shown that neural models, once trained, can
very faithfully simulate control positions that were not used for
training with marginal error [5, 15].
Deep learning methods have also found their application in
“white-box” VA modeling, which is a process of creating digital
versions of analog circuits with the possibility of changing the values of virtual components [16]. In [17], it was demonstrated that it
is possible to fine-tune the initial values of VA circuit components
Copyright: © 2022 Stepan Miklanek et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
provided the original author and source are credited.
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Figure 1: Comparison between single buffer (left) and double buffered state (right) in terms of write and read pointer movement in
subsequent time steps n for convolutional layer with kernel of length 3 and dilation rate of 2. The black arrows indicate the write pointers,
and the grey arrows indicate the read pointers.

2.2. Proposed Convolution Algorithm

audio effects. It is usually desirable to work with either the current
signal sample or possibly some number of previous samples. The
main reason is that we do not have future signal values when processing the signal in real time. Therefore, in this paper, we solely
consider discrete causal convolutions, which depend only on the
current and preceding samples of the signal.
The discrete causal convolution of input signal x and convolution kernel h is defined by the equation
(x ∗ h)[n] =

M
−1
X

x[n − m]h[m],

So far, there are only two (available) implementations of neural
convolutional layers for real-time audio signal processing. The
first one uses previously described single buffering [26], and the
later one utilizes double buffering [27].
Algorithm 1 Convolutional Layer Forward Propagation
Variables: Input channels x, output channels ŷ, layer output size
sout , write pointer w, vector of read pointers r, kernel size M ,
container of kernel weight arrays H, bias vector b, buffer array B,
buffer size sbuffer , array of selected buffer columns Bcols
1: function FORWARD(x, ŷ)
2:
B[all, w] ← x
3:
Set the vector of read pointers r
4:
for each i < K do
5:
Bcols [all, i] ← B[all, r(i)]
6:
for each i < sout do
7:
ŷ(i) ← sum(Bcols ⊙ H(i)) + b(i)
8:
if w < (sbuffer − 1) then
9:
w ←w+1
10:
else
11:
w←0

(1)

m=0

where m is the coefficient index of kernel h, M is the length of
kernel h, and n is the discrete time index. Thus, it is necessary
to have M − 1 previous samples of signal x stored in memory
when implementing this operation. TCN convolutional layers also
contain a dilation rate parameter that causes the kernels to stretch
back in time. Thus, we can can modify (1) as
(x ∗ h)[n] =

M
−1
X

x[n − md]h[m],

(2)

m=0

where d is the dilation rate. This modification necessitates increasing the required buffer size, which can be calculated according to
the equation
sbuffer = d(M − 1) + 1.

Algorithm 1 describes our approach to forward propagation
through the convolutional layer. The input of the convolutional
layer is a vector x, where each element corresponds to one sample
of a given audio channel. This vector is then inserted into the twodimensional buffer array’s column, whose index is determined by
the write pointer w.
Then it is necessary to select the memory array columns whose
indices correspond to the elements of the vector of read pointers r.
The selected columns of buffer B are stored in array Bcols , whose
number of rows is equal to the number of input channels, and the
number of columns equals the kernel length M . The convolution
itself is then performed as the sum of the Hadamard product of
Bcols with ith element of the kernel array container H.
Each array from container H contains a number of convolution kernels equal to the count of input channels and must also
have the same dimensions as the Bcols array. The number of convolution operations is directly affected by the required number of
output channels sout . The result of the convolution operations is

(3)

2.1. Buffer Variants
There are two basic strategies for implementing buffers for discrete
causal convolutions for real-time signal processing. The first is
using a single buffer whose size is computed by (3). The second
approach uses a double buffer, which is twice as long. Besides
memory size, the main difference between these methods is the
movement of the write and read pointers during each time step.
This is shown in Figure 1.
Both approaches achieve the same result, but the single buffer
requires only one memory write per time step. This feature is advantageous in terms of processing time since multi-channel convolutions require storing a vector of input signals instead of a single
sample. In our case, we chose the single buffer method because
we strive to achieve the lowest possible computational complexity.
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Figure 2: Block diagram of TCN (WaveNet-style) model with gated activation.

then assigned into the output vector ŷ. The only difference from
the discrete causal convolution definition is the addition of a bias b,
a vector of offset constants added to the output ŷ.1
The proposed algorithm was implemented using the Eigen library for C++. The Eigen library allows using fixed-sized variables, which can significantly speed up calculations, especially
when using small matrices and vectors [28]. This has already been
leveraged in the RTNeural framework for real-time neural network
inferencing [27].
An obvious disadvantage of using fixed-sized variables for
neural network models is the impossibility of changing the structure of the model during the run-time of a standalone program or
an audio plugin. Nevertheless, this approach may be suitable for
black-box modeling, as there is usually no need to change the neural network structure on the fly. In this work, we experimented
with two versions of a convolutional layer, the first with dynamic
variables and the second with static variables initialized at compile
time.

The first block is followed by a stack of k convolutional layers
as shown in Figure 2. These layers have the same internal structure
except for the dilation rate parameter dk of the dilated convolution.
The output zk of the dilated convolution at the beginning of each
layer can be expressed as
zk [n] = f [(Hk ∗ xk )[n] + bk ],

where Hk is the dilated causal convolution kernel, xk is the layer
input, bk is the bias term, and f (·) is the nonlinear activation function. The convolutional layers in this model have multiple channels, so the filtering is done as a multiple-input multiple-output
(MIMO) convolution with the kernel Hk . The individual filters in
this kernel have impulse responses
h[n] =

xk+1 [n] = Wk zk [n] + xk [n],

DAFx

(5)

(6)

where Wk is a 1 × 1 convolution kernel that is responsible for the
ratio between the layer input xk and the layer output zk before the
next layer. Finally, outputs zk from each layer are fed into the 1×1
convolution block, which has only one output channel and mixes
all the outputs linearly.
The authors of [5, 6, 15, 19] performed a detailed investigation
of different configurations of this model in terms of the choice
of nonlinear functions, the number of layers, and the number of
convolution channels. For the sake of brevity, we decided to select
only the variant a gated activation function, so (4) can be modified
to
zk [n] = tanh[(Hf k ∗xk )[n]+bf k ]⊙σ[(Hgk ∗xk )[n]+bgk ], (7)
where tanh is the hyperbolic tangent, σ is the logistic sigmoid
function, symbol ⊙ is the Hadamard product, Hf k is the filter kernel, Hgk is the gate kernel, bf k and bgk are the filter and gate
biases, respectively.

are additional trainable parameters of neural networks.

’sVienna

wm δ[n − mdk ],

where δ[n] is the Kronecker delta function, and wm are the nonzero coefficients of the filters learned by the network.
The individual layers also include residual connections, so the
input to the next layer is described by

From previous research, we are familiar with techniques for identification of nonlinear systems that follow the structure of a Wiener
or Wiener-Hammerstein model [14, 29]. These models are composed of linear filters and a static nonlinear transfer functions,
which is also the case for TCNs.
To validate the proposed convolution algorithm, we chose the
neural network model presented in [19]. We decided to choose
this model mainly because of the availability of source code and
reference signal processing times from previous work.
This model is a feedforward variant of the original WaveNet
neural network [18] and consists of the following blocks. The first
block is a multi-channel 1 × 1 convolution with kernels of size 1,
whose input is a raw audio waveform. This step can be described
as a single-input multiple-output (SIMO) convolution. In [6], the
authors do not describe this block, but the implementation they
refer to includes this convolution operation. For this reason, we
decided to incorporate it as well. However, it is likely that this
convolutional layer is redundant.

2

M
−1
X
m=0

3. NEURAL NETWORK MODELS

1 Biases

(4)
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4. RESULTS


3URFHVVLQJVSHHGî57

The evaluation process of signal processing speed using our algorithm was performed first on individual convolutional layers with
different parameters and then on TCN models with different numbers of layers. We included the reference WaveNetVA implementation from [26] and the one from the RTNeural framework [27].
We measured how long it takes to process 1 second of a signal at
a sampling rate of 44.1 kHz in all tests. If the signal took longer
than 1 second to process, the layer or model could not be run in
real time. We repeated all measurements ten times. Therefore, all
values in the following figures are average signal processing times.
The processing speed is expressed as a factor of the requirement
for real-time application.
Although signal processing times of TCNs are reported in previous work [5, 6], to fairly compare the WaveNetVA implementation with ours, we have re-measured all processing times. The
results could be different, in particular, due to running the tests
on a different computer. As part of this work, we also compare
the signal processing speed of TCNs versus RNNs. To perform
this comparison, we implemented our version of RNNs because
the implementation’s source code from previous literature is not
freely available. In addition, we use the RNN signal processing
times from [5] as a reference.
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Figure 3: The processing speed of a single convolutional layer with
different dilation rates.
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The performance of single convolutional layers was evaluated in
terms of dilation rate, kernel size, and the number of convolution channels. The RTNeural framework offers the use of layers
with fixed-sized and dynamic variables. Therefore, we chose layers with fixed-sized variables in the case of the RTNeural library
due to less computational overhead.
Figure 3 depicts the dependency of increasing dilation rate and
the consequent effect on processing speed. This test used a layer
with only one convolution channel and kernel size of M = 3.
Ideally, increasing the dilation rate should not result in a decrease
in processing speed. In the case of both our implementations and
WaveNetVA, the processing speed was almost constant at all dilation rates. However, with RTNeural, we observed that the signal
processing time was slower with an increasing dilation rate. This is
because RTNeural performs the dilation rate increase by inserting
zero values between the non-zero filter coefficients. Effectively,
the convolution filters are extended, and the computational intensity grows. Although it would be possible to modify the RTNeural
convolutional layer so that this slowdown does not occur, we have
not addressed this in our work.
Due to these findings, we decided to exclude RTNeural from
the tests in Section 4.2 because TCN models use layers with large
dilation rates, and thus their performance would be quite slow.
In Figure 4, it is possible to observe the dependence of computing time on the kernel size for a layer with a single convolution
channel. In this test, the RTNeural library achieved the shortest
signal processing times in all cases except one. With longer filters, the processing speed decreases greatly for all implementations. TCNs usually do not need long convolutional filters, and
therefore this comparison is rather illustrative.
Our static implementation is slightly slower than RTNeural in
terms of kernel length because we use a variable with a dynamic
size for the convolutional layer memory. When using large dilation
rates, the memory array size requirements increase. Hence, it is
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Figure 4: The processing speed of a single convolutional layer with
different kernel sizes.

not appropriate to use a fixed-sized variable as stated in the Eigen
library documentation [28].
Figure 5 shows the processing speed of a layer with a different
number of convolution channels, a kernel size of M = 1 and a
dilation factor of d = 1. With a lower convolution channel count,
our static implementation is slightly slower than RTNeural. Overall, both of our convolutional layer implementations are, with a
few exceptions, faster than WaveNetVA. Our dynamic version was
slightly slower than WaveNetVA when the number of convolution
channels exceeded 32.
In the same way, we also tested a convolutional layer with a
kernel size of M = 3 and a dilation factor of d = 2. This is
illustrated in Figure 6. We observed that our convolutional layers
were the fastest in almost all cases. However, it can be seen that
the advantage of a static implementation decreases rapidly with a
higher number of convolution channels.
We did not perform further comparisons of the individual convolutional layers, but the following section outlines the signal processing speed-up using these layers in TCN models.
The source code for our implementation of convolutional layers was made publicly available at https://github.com/
stepanmk/FastTemporalConv.
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Figure 5: The processing speed of a single convolutional layer with
a kernel size of 1, and a dilation rate of 1.
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Figure 7: Comparison of the reference TCN models and our dynamic implementation in terms of the processing speed. Models
located below the dashed line were unable to operate in real time.
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Figure 6: The processing speed of a single convolutional layer with
a kernel size of 3, and a dilation rate of 2.
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Figure 8: Comparison of the reference TCN models and our static
implementation in terms of the processing speed. Models located
below the dashed line were unable to operate in real time.

4.2. Neural Network Performance
When selecting the configuration of the TCN models, we followed
paper [19] and considered three dilation patterns

To get a better idea of the computational speed-up, we selected
three configurations of TCN model hyperparameters as in [6]. The
configurations are shown in Table 1. The models are deliberately
ordered from least to most computationally expensive. Note that
the TCN2 and TCN3 models are identical in structure except for a
different number of convolution channels.

dk = {1, 2, 4, . . . , 512},
dk = {1, 2, 4, . . . , 256, 1, . . . , 256},
dk = {1, 2, 4, . . . , 128, 1, . . . , 128, 1, . . . , 128}.

Table 1: Hyperparameters of selected TCN models.

The dilation patterns correspond to models with layer counts of
10, 18, and 24. All models had the convolution filter length set to
M = 3.
During the validation of our dynamic implementation of TCN
models, we found that it is possible to achieve roughly twice the
signal processing speed compared to previous work. Our convolution algorithm yielded some improvement, but the signal processing speed was not dramatically increased. The results of this test
are shown in Figure 7.
Next, we compared our static implementation with previous
work. The results of this comparison are shown in Figure 8. The
speed-up ranged from 2 to 12.8 times for models with the largest
and lowest number of channels, respectively.
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Model
Activation
Layers
Channels

TCN1
Gated
10
16

TCN2
Gated
18
8

TCN3
Gated
18
16

Table 2 confirms that the most significant reduction in computation times was due to the static implementation of convolutional
layers. Our static version of TCN1 was 4 times faster than the reference implementation in processing the signal. In the case of the
TCN2 model, the processing speed was 6.2 times faster. Finally,
for the TCN3, the processing speed was 4.2 times faster.
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Table 2: Compute times of 1 second of the audio signal using the
reference and proposed models.
Ref.
0.53
0.62
0.93

Proposed (dynamic)
0.30
0.27
0.54

Proposed (static)
0.13
0.10
0.22

Compute time (s)

Model
TCN1
TCN2
TCN3

Interestingly, the TCN2 model was marginally faster than the
TCN1 model despite having a larger number of convolutional layers. This is because the TCN2 model has half the number of channels. However, in the case of the reference models, the lower channel count did not result in better performance of the TCN2.
We also compared the reference processing times from Table 2
with the times reported in [5, 6]. Our measured times for TCN1
and TCN2 were identical. The only difference we noted was with
TCN3, as the authors report a slightly shorter processing time of
0.91 s.

1.0
0.9
0.8
0.7
0.6
0.5
0.4
0.3
0.2
0.1
0.0

Reference
Dynamic
Static

GRU32 LSTM32 LSTM64 LSTM96 TCN1 TCN2 TCN3
Model type

Figure 9: Compute times of 1 second of the audio signal using
different RNN and TCN models.

4.3. Comparison with RNNs
times of RNNs because the mathematical operations within these
models are done with matrices of too large dimensions. On the
other hand, we must mention that a static implementation of TCN
models makes sense, especially when the models are composed of
layers with fewer convolution channels since the convolutions are
performed by computing a Hadamard product of small matrices.
Finally, due to our faster RNN implementation, our static TCN
models are still slower than some of the smaller RNN networks.
However, this is understandable since TCN models are composed
of a large number convolutional layers.

Table 3 shows the processing times for RNNs with Gated Recurrent Units (GRU) and Long Short-Term Memory (LSTM) units
adapted from [5]. Looking at the results from Table 2, we can observe that our static implementation of TCN models is similar in
processing speed to RNNs described in previous work. In fact, the
most complex TCN3 model is still approximately 1.8 times faster
than the largest LSTM model with a hidden size of 96. In the case
of the smallest TCN1 model, the processing speed is only 1.3 times
slower than the fastest RNN model with GRUs and a hidden size
of 32. We must also point out that the TCN2 model, which has
eight more layers than the TCN1 model, achieved almost the same
processing speed as the smallest RNN model.

5. CONCLUSIONS

Table 3: Compute times of 1 second of the audio signal for the
RNNs. The hidden size determines the computational complexity
of the models.
Model
GRU
LSTM
LSTM
LSTM

Hidden size
32
32
64
96

In this paper, we presented a method for optimizing convolutional
layers and neural network models for real-time audio signal processing. By implementing layers with fixed-sized variables, we
achieved comparable processing times to state-of-the-art RNNs.
The proposed algorithm can be deployed not only in the TCNs
mentioned in this article but also in other variations of convolutional neural networks, such as those introduced in [20, 21]. It
should also be possible to use simplified versions of these networks to model linear systems such as digital filters with arbitrary
frequency responses.
The TCNs described in this and previous papers are quite complex and contain an excessive number of trainable variables. However, their main advantage is their use for black-box VA and audio
effect modeling, where only basic assumptions are made about the
internal structure of the devices in question. Nevertheless, there
may be further room for optimization of these types of neural networks in terms of their structure. Modifications to these networks
are beyond the scope of this article and are left as future work.

Compute time (s)
0.097
0.12
0.24
0.41

To further compare the RNN and TCN processing speed, we
implemented our version of RNNs according to [5] to measure
the compute times on our machine. We created two variants of
these networks using static and dynamic variables, as was the case
with TCNs. Figure 9 shows signal processing times of different
RNN and TCN configurations. For the RNN models, the blue bars
show the reference processing times reported in previous literature, and for the TCN models, these are our measured times of
the WaveNetVA implementation. The orange and gray bars show
the signal processing times using our RNN and TCN models with
dynamic and static variables, respectively.
First, we note that our RNN models were significantly faster
compared to the times reported in previous literature. We could
not determine why this was the case because the source code of
the original models was unavailable. Second, we found that using
static variables does not contribute to noticeably faster processing
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ABSTRACT

1

The motion of a bowed string is a typical nonlinear phenomenon
resulting from a friction force via interaction with the bow. The
system can be described using suitable differential equations. Implicit numerical discretisation methods are known to yield energy
consistent algorithms, essential to ensure stability of the timestepping schemes. However, reliance on iterative nonlinear root
finders carries significant implementation issues. This paper explores a method recently developed which allows nonlinear systems of ordinary differential equations to be solved non-iteratively.
Case studies of a mass-spring system and an ideal string coupled
with a bow are investigated. Finally, a stiff string with loss is also
considered. Combining semi-discretisation and a modal approach
results in an algorithm yielding faster than real-time simulation of
typical musical strings.
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Figure 1: Various friction characteristics: (a) Coulomb dry friction, with equation ϕ(η) = sgn(η)ϵ, with ϵ = 1/2; (b) the "classical" curve by Woodhouse and Smith [4], with the form ϕ(η) =
sgn(η)(0.4e−|η|/0.01 +0.45e−|η|/0.1 +0.35); (c) the reconstructed
curve by Galluzzo [5], defined by ϕ(η) = sgn(η)(0.4e−|η|/0.01 +
0.35); (d) the continuous approximation defined in equation 2,
with a = 10 (dashed) and a = 100 (solid). Here, η(t) is the
relative velocity between the bow and the mass in m/s, and the
function ϕ = ϕ(η) : R → R is a dimensionless friction coefficient, expressed as a function of the relative velocity only.

time-stepping procedure must be ensured: one possible approach
is to make use of energy methods [14, 8], encapsulating a notion of
passivity. Extensive work on bowed string simulation using finite
difference (FDTD) methods have been carried out by Desvages
[13]. There, a complex model is developed, taking into account
two directions of polarization of the string, the “classical” friction
curve by Smith and Woodhouse [4], and the player’s finger pressure on the string. Numerically, a passive energy balance ensuring
stability is obtained using a fully implicit numerical scheme, relying on the use of iterative routines (Newton-Raphson). These
are generally computationally expensive and are serial in nature.
Other theoretical and computational issues emerge, such as variable cost at each time step and choices regarding appropriate tolerance thresholds. Furthermore, existence and uniqueness of the
numerically-computed solutions is generally not ensured [15].
Recently, a numerical method was proposed [16, 17], in the
context of virtual-analogue systems, employing a linearly-implicit
time-stepping procedure for the solution of nonlinear ordinary differential equations (ODEs). This method is non-iterative, in that
the update is expressed as one single linear system. Besides the
obvious computational advantage [16], this method avoids entirely
the issues typical of iterative procedures.
This paper explores the application of the non-iterative method

Copyright: © 2022 Riccardo Russo et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
provided the original author and source are credited.

DAFx

0

1

Bowed string simulation is a topic of longstanding interest in musical acoustics. Initial observations on bowed string motion were
conducted by Helmholtz in the 19th century [1] and later extended
by Raman [2], who provided the first mathematical theory. These
studies laid the groundwork for many successive works [3]. A crucial part of the bowed string model lays in the law that governs
the excitation force. It is common to consider the excitation to
happen at a single point, and the force to be a frictional law dependent only on the relative velocity between the string and the
bow. Under these assumptions, the force experienced by the string
due to the bow is represented by a characteristic friction curve, as
a function of the relative velocity. Figure 1 reports some possible friction choices. One common such curve is due to Smith and
Woodhouse, obtained from experimental observations of the motion of a mass on a rosin-coated conveyor belt [4]. This curve is
sometimes called the “classical” friction curve in this context [5],
since analogous curves had in fact been used in several previous
works, such as those by Friedlander [6], McIntyre and Woodhouse
[7], and others. In the context of numerical simulation, curves with
a “soft” characteristic have been proposed [8]: these are the curves
considered in this work.
Numerically, bowed string simulation has been performed using digital waveguides [9, 10, 11, 12], as well as time domain
methods [13]. Because of the strong nonlinear behaviour of the
bow-string interaction, the numerical stability of the underlying
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2.2. The Bowed Mass as a First-Order System

presented in [16, 17] to the problem of bowed string simulation.
First, the bowed string model is expressed as a first-order-in-time
system of partial differential equations (PDEs). Then, spatial discretisation is performed in order to reduce the problem to a system
of nonlinearly coupled ODEs, in a way amenable to the structure of
a Port-Hamiltonian system (PHS) [18, 19, 20]. Semi-discretisation
is performed in two ways, using 1): a finite-difference form and
2): a modal form. The non-iterative time-stepping procedure from
[16, 17], is then adopted to advance the equations in discrete time.
It will be shown that the modal form presents an efficient update,
expressed as a block-diagonal matrix plus a rank-1 perturbation,
yielding a fast inversion.
The paper is structured as follows. Section 2 presents the case
study of a bowed mass, including a comparison between various iterative and non-iterative discretisations. Section 3 considers a distributed resonator described by the simple wave equation coupled
to a bow. Various numerical approaches are proposed, including a
modal solution with a fast update. In section 4 the musical case of
a stiff string with loss is presented.

As anticipated above, it is convenient to formulate the equation of
motion (1) in first-order form. First, it is necessary to introduce the
generalised coordinate q and momentum p:
q = ω0 u,

H(q, p) =

√

2a η e−aη

2

+1/2

,

where a is a free parameter. Note that ϕ satisfies
√
η ϕ(η) ≥ 0,
lim ϕ(η)/η = 2ae < ∞ .
|η|→0

(7)

η = f ⊺ x − vB .

ẋ = J∇H − f FB ϕ(η),
Here:
x=

 
q
,
p


J=

0
−ω0


ω0
,
0

f=

 
0
,
1

(8)

(9)

and the gradient can be expressed as ∇ = [∂/∂q, ∂/∂p]⊺ . Thus:
∇H = x.

(10)

An energy balance can be obtained by left-multiplying (8) by
(∇H)⊺ . Since J is skew-symmetric, and owing to the chain rule
Ḣ = (∇H)⊺ ẋ, one obtains in the zero-velocity case
Ḣ = −FB p ϕ(p) ≤ 0,

(11)

that is, the system dissipates, and is therefore passive. System (8)
has the structure of a PHS, including energy storage elements, and
dissipation induced by the bow [18, 19, 20]. In the continuous
case, system (8) and equation (1) are entirely equivalent: one can
be obtained from the other. Nevertheless, they will be discretised
using distinct methods, as described below.

(1)

Here, u = u(t) : R+
0 → R is the displacement of the mass in m,
depending on time t ≥ 0; ω0 is the angular frequency of the oscillator, in rad/s. The function vB (t) (assumed known) is the bow
velocity, in m/s, while FB (t) > 0 (also known) is the bow force
normalised by the object’s mass. As mentioned in the introduction,
various friction choices are available. Here, the “soft” characteristic proposed in [8] (Chapter 4) is used (panel (d) of Figure 1). It
may be expressed as:
ϕ(η) =

p2
q2
+ .
2
2

Therefore, equation (1) becomes

Before examining the distributed string-bow system, it is convenient to start with the simpler case of a system with two degrees
of freedom: a mass-spring excited by a bow. The system can be
described by two coupled ODEs [8],
η = u̇ − vB .

(6)

Note that p is momentum normalised by mass, with dimensions of
velocity. The energy takes the form:

2. CASE STUDY: THE BOWED MASS

ü = −ω02 u − FB ϕ(η) ,

p = u̇.

2.3. Time Difference Operators
Systems (1) and (8) will be now integrated using suitable energypassive numerical schemes. Time is discretised with a time step k,
yielding a sample rate fs = 1/k. Note that k here denotes the time
step, since h will be used to denote the grid spacing in the finite
difference schemes for the bowed string, in Section 3.2. This is
the notation used in various textbooks, see e.g. [8, 21]. Then, one
defines the time series un , which represents an approximation to
the continuous function u(t) at time step t = nk, where n ∈ N is
the time index. The basic operators in discrete time are the identity
and shift operators, defined as:

(2)

(3)

The first property in (3) is referred to as sector-boundedness, here
to sector [0, ∞]. Both these properties will be used in the noniterative numerical schemes presented below.

1un = un ,

e+ un = un+1 ,

e− un = un−1 .

(12)

From these, the time difference operators can be defined as:
2.1. Energy Balance

1 − e−
e+ − e−
e+ − 1
, δ− =
, δ· =
.
(13)
k
k
2k
These are the forward, backward and centred operators respectively. The second-difference operator is obtained by combining
the operators above:
δ2 = δ+ δ− .
(14)
Finally, averaging operators can be written as:
δ+ =

An energy balance can be obtained by multiplying the first equation in (1) by u̇. One gets
Ḣ = −FB (η + vB )ϕ (η)

(4)

where the energy H (scaled by mass) is
H (u, u̇) =

u̇2
ω 2 u2
+ 0 ,
2
2

e+ + 1
1 + e−
e+ + e−
, µ− =
, µ· =
.
(15)
2
2
2
The same definitions apply formally to time series defined on interleaved grids, such that, for example: e+ un−1/2 = un+1/2 .

(5)

µ+ =

In the zero-velocity case (vB = 0), owing to the first property in
(3), one has: Ḣ ≤ 0, therefore the system dissipates.

2
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2.4. Time Domain Discretisation of the Bowed Mass

Note that, under such choice for the discrete gradient, scheme (21)
is equivalent to the midpoint method. The discrete balance is obtained by left-multiplying (21) by ▽h⊺ , to get (in the zero-velocity
case)
δ+ hn = −FBn µ+ pn ϕ(µ+ pn ) ≤ 0,
(25)

Three schemes are now presented, the first discretising the secondorder system (1), and the other two discretising the first-order system (8).

that is, the system dissipates. Note that, in this case, the scheme
is unconditionally stable, by virtue of the non-negativity of the
discrete energy. The update equation of (21) is

2.4.1. Iterative Discretisation of the Second-Order System
(SOIT)
A possible discretisation of equation (1) is:
n
δ2 un = −ω02 un − FBn ϕ(δ· un − vB
),



(16)

n
where FBn , vB
are time series representing the bow force and velocity, allowed to vary over time. A discrete energy balance, in the
zero-velocity case (vB = 0), is obtained by left-multiplying by
δ· un :
δ+ hn−1/2 = −FBn δ· un ϕ(δ· un ) ≤ 0,
(17)

(19)

σ (0) = I,

σ (1) = I +

(27)

kFB n
(λ − dn )ff ⊺ ,
2

(28)

λn ≜ dϕ/dη

η=η n

,

dn ≜ ϕ/η

(29)

η=η n

.

Note that both λ and d are well-defined, owing to properties (3).
The definition of η is as in (21), and the discrete gradient ▽hn+1/2
is as in (24). Using P = 1, one obtains a second-order accurate
scheme of the form

n
η n = f ⊺ xn − v B
. (21)

n
An xn+1 = Bn xn + f FBn dn µ+ vB
,
n 2

(30)

n 2

(q )
(p )
+
.
2
2

(22)

where

In (21), the form of the discrete gradient ▽hn+1/2 can be obtained
from a suitable energy-conserving discretisation, see e.g. [19, 22,
23]. In this respect, the partial derivative of h with respect to q is
given as:
h(q n+1 , pn ) − h(q n , pn )
= µ+ q n .
q n+1 − q n

An =

I
k

+

FB λn ⊺
ff
2

− J2 , Bn =

I
k

+ FB



λn
2


− dn ff ⊺ + J2 .

Note that both An , Bn are computed using values from previous
time steps, hence the update xn+1 in (30) is expressed as the solution of a single linear system. Numerical passivity of schemes (27)
is harder to get to, compared to the iterative discretisations shown
above. Partial results are available in [17], but are not included
here for brevity. However, the numerical tests presented below
allow to gather some insight on the stability properties of these
schemes, compared to the iterative discretisations shown above,
and to a standard explicit integrator (forward Euler).

(23)

The partial derivative with respect to p can be defined analogously.
Therefore, one has:

⊺
▽hn+1/2 ≜ [δq+ hn , δp+ hn ]⊺ = µ+ q n , pn = µ+ xn . (24)

DAFx

xn + f FBn ϕ(µ+ η n ) = 0, (26)

where

Here, the discrete energy is given as:
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Here, σ (P ) (xn ) is a factor taking the form of a perturbation expansion. This can be set to yield a truncation error with accuracy
of order (P + 1). The first two terms are given explicitly as

A possible discretisation of the first-order system (8) can be obtained as follows

2

I
J
+
k
2

σ (P ) (xn )δ+ xn = J▽hn+1/2 − f FBn dn µ+ η n .

2.4.2. Iterative Discretisation of the First-Order System
(FOIT)

δq+ h(q n , pn ) =



An alternative discretisation of the first-order system (8) is now
given, and adapted from [16, 17], where a family of non-iterative
schemes are presented in the context of stiff nonlinear ODEs modelling audio circuits. These yield good numerical behaviour without the need for iterative techniques, as will be seen in the examples below, and are given as follows:

which is a nonlinear algebraic equation in r, solvable with a nonlinear root finder such as Newton-Raphson. Notice that a condition
on existence and uniqueness of the solution of (20) must be given,
and this appears as a further constraint on the time step k, see [8]
(Chapter 4).

h(q n , pn ) ≜ hn =

xn+1 −

2.4.3. Non Iterative Discretisation of the First-Order System
(FONIT)

see e.g. [8] (Chapter 3) for a proof. Note that such condition
arises solely as a consequence of the discretisation of the linear
part, since the nonlinear dissipation is guaranteed in (16). Denoting r ≜ δt· un , b ≜ 2un−1 − 2un + ω02 k2 un , scheme (16) can be
written as
n
2kr + b + k2 FBn ϕ(r − vB
) = 0,
(20)

δ+ xn = J▽hn+1/2 − f FB ϕ(µ+ η n ),



which is a nonlinear algebraic system (following the implicit definition of xn+1 appearing in the argument of the nonlinear function
ϕ). An iterative root finder is therefore necessary in this case.

that is, the discrete system dissipates. The discrete energy takes
the form:
(δ− un )2
ω 2 un et− un
hn−1/2 =
+ 0
,
(18)
2
2
and this is non-negative under the condition that
k < 2/ω0 ,

I
J
−
k
2
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where the energy density is:
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Here, u = u(x, t) : [0, L]×R+ → R is the function describing the
displacement of a string of length L. The value c is the wave speed
on the string and η = η(t) ∈ R is the relative velocity of the bow
and the string at the bowing location xB . Notice that the notation
∂tj , ∂xj indicates the j th partial derivative of u with respect to t
and x, respectively. An energy balance can be obtained by taking
the L2 inner product of (31a) with ∂t u over the domain [0, L].
If energy-passive boundary conditions are considered, in the zero
input-case (vB = 0) dissipation is guaranteed. Here, Dirichlet
boundary conditions are used; therefore: u(x, t) = 0 at x = 0 and
x = L. After integration by parts (see e.g. [8] (Chapter 6)), one
obtains in the zero-velocity case:
R
d H dx
= −FB ∂t u(xB , t) ϕ(∂t u(xB , t)) ≤ 0,
(32)
dt

Ref. (Fb=4000)
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H(∂x u, ∂t u) =
0

100

200

300

c2
1
(∂t u)2 + (∂x u)2 .
2
2

(33)

400

Time (ms)

3.1. The Bowed String as a First-Order System

Figure 2: Comparison between the different bowed mass simulations, using the friction function (2). All cases used: a = 100,
f0 = ω0 /2π = 100 Hz, vB = 0.2 m/s. "Ref." indicates the reference solution.

As in the case of the mass, it is convenient to express the system in
first-order form. First, one defines the generalised coordinate and
momentum:
q = c ∂x u, p = ∂t u.
(34)
The energy density now takes the form:

2.5. Solver Comparison
H=

Figure 2 displays the results computed with different solvers under
two choices of FB , chosen empirically (remember that FB has dimensions of force normalised by mass). A reference solution was
obtained running scheme (16) with a sample rate fs = 30 · 44100
Hz, ensuring convergence up to very small errors. Then, schemes
(16), (21) and (27) were run using a sample rate fs = 2·44100 Hz,
and the error was computed as the difference between the outputs
of these schemes and the reference solution. Newton-Raphson was
run with a threshold of 10−9 . Forward Euler (FE) integrator (see
e.g. [21]) was also included in the test. For the lower bowing
pressure (FB = 100), FE yields an error three orders of magnitude larger than the other schemes. More strikingly, for the larger
bowing pressure (FB = 4000) FE displays a clear instability. On
the other hand, note that the FONIT scheme (27) displays robust
numerical behaviour, comparable to that of the iterative schemes.

∂x
= J∇H − ζFB ϕ(η),
∂t
Z L
η=
ζ ⊺ x dx − vB ,

DAFx

(36b)

where:
 ⊺
x = q, p ,


⊺
ζ = 0, δ(x − xB ) ,


J=c

0
∂
∂x

∂
∂x

0


.

The gradient is ∇ = [∂/∂q, ∂/∂p]⊺ . The energy balance is obtained by left-multiplying (36a) by ∇H⊺ , and integrating. Considering Dirichlet boundary
conditions, and using the identity:
R
RL
d H dx
⊺ ∂x
∇H
dx
=
, one obtains again the energy balance
∂t
dt
0
(32).
3.2. Spatial Difference Operators
Spatial difference operators are now introduced. First, the domain of the string is divided into M subintervals of length h,
the grid spacing. This yields M + 1 discretisation points, including the end points. All throughout, boundary conditions of
fixed (i.e. Dirichlet) type will be considered. therefore, the end
points of the domain need not be stored or updated. The continuous functions u(x, t), q(x, t), p(x, t) appearing in (31) and (36)
are all approximated by grid functions u(t), q(t) and p(t), which
are (M − 1) × 1, M × 1 and (M − 1) × 1 column vectors, respectively. Note that q is spatially interleaved with respect to u

(31a)
(31b)

0

’sVienna

(36a)

0

In this section, the case of a bowed string is considered, employing a simple model for the string in the form of the ideal 1-D wave
equation. As for the case of the bowed mass, this section is intended as a useful test case, here including a distributed resonator.
Important features for realistic sound synthesis, such as the string’s
stiffness and losses, are neglected here, but will be included below
in the case study of Section 4. The string-bow system is described
by the following:

2

(35)

The equations of motion in first-order form then are:

3. CASE STUDY: THE IDEAL STRING

∂t2 u = c2 ∂x2 u − FB δ(x − xB )ϕ(η),
Z L
δ(x − xB )∂t u dx − vB .
η=

p2
q2
+ .
2
2
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and p. The difference matrix D− acting on the state vector u can
be defined as
D− u =

1
([u⊺ , 0] − [0, u⊺ ]).
h

· sin(iπx/L). Substituting equation (43) into (31a) and (31b), leftmultiplying (31a) by X and taking an L2 inner product over the
string length yields the equations that describe the modal system:

(37)

s̈ = −Ω20 s − FB X(xB )ϕ(η)
η = X⊺ (xB )ṡ − vB .

Note that, since fixed boundaries were considered, this matrix is
rectangular, with dimensions M × (M − 1). The matrix D+ can
be simply defined as D+ = −(D− )⊺ , and is a rectangular matrix
of dimensions (M − 1) × M . The 1-D Laplace operator is then
obtained by composing the difference matrices: D2 = D+ D− ,
and is a square matrix of dimensions (M −1)×(M −1), satisfying
the Dirichlet conditions.

Here, Ω0 is a diagonal matrix containing the eigenfrequencies of
the system, which are: ωi = iπc/L, i = 1, . . . , N . In view of a
non-iterative discretisation, it is useful to express the equation of
motion (44a) in first-order form. First, one can define q̃ ≜ Ω0 s,
p̃ ≜ ṡ and x̃ ≜ [q̃, p̃]⊺ . The energy here takes the form:
p̃⊺ p̃
q̃⊺ q̃
+
.
2
2
Therefore, equations (44a) and (44b) can be written as:
H̃(q̃, p̃) =

3.3. Semi-Discrete Formulations of the Bowed String
3.3.1. Second-Order System

x̃˙ = J̃∇H̃ − ζ̃ FB ϕ(η)

Given the definitions above, a semi-discrete version of (31a) is
obtained immediately as
ü = c2 D2 u − ξFB ϕ(η)
η = hξ⊺ u̇ − vB

(44a)
(44b)

(45)

(46a)

⊺

η = ζ̃ x̃ − vB ,

(46b)

where:

(38a)
(38b)


J̃ =

where ξ is any suitable discrete version of the Dirac delta function,
obtained for instance via Lagrange interpolants, and represented as
an (M − 1) × 1 column vector.

0
−Ω0


Ω0
,
0


ζ̃ =


0
,
X(xB )

∇H̃ =

 
q̃
.
p̃

(47)

The string displacement at the desired output position xo can be
obtained by projecting the state vector s(t) onto the corresponding
eigenfunctions; therefore: u(xo , t) = X⊺ (xo )s(t).

3.3.2. First-Order System
3.4. Fully-Discrete Formulations of the Bowed String

The generalised coordinates and momenta can be written as:
q = c D− u,

p = u̇.

The semi-discrete formulations (38), (41), (46) are in the form of
nonlinearly coupled systems of ODEs. These can now be discretised in time using the time difference operators defined in Section
2.

(39)

The energy is now:
H(q, p) =

p⊺ p
q⊺ q
+
.
2
2

(40)

3.4.1. Iterative Discretisation of the Second-Order System
(SOIT)

The equations of motion in semi-discrete form take the form:

Integration of (38) may be performed simply as:

ẋ = J∇H − ζFB ϕ(η),
η = h ζ ⊺ x − vB .

(41a)
(41b)

δ2 un = c2 D2 un − ξFB ϕ(η n )
η n = h ξ⊺ δ· un − vB

where


x = q, p

⊺

,


⊺
ζ = 0, ξ ,



0
J=c
D+


D−
,
0

A discrete energy balance can be obtained by left-multiplying
(48a) by hδ· (un )⊺ [8]. In the zero-velocity case one obtains:

(42)

δ+ hn−1/2 = −FBn (hξ⊺ δ· un )ϕ(hξ⊺ δ· un ) ≤ 0,

and note that J a square, skew-symmetric matrix, yielding the form
typical of PHS [19].


h
(δ− un )⊺ (δ− un ) + c2 (D− un )⊺ D− et− un .
2
This is a distributed version of the discrete energy obtained for the
mass-spring, in (18). Like before, a stability condition arises as a
consequence of the explicit discretisation of the linear part. The
energy is non-negative overall if and only if
hn−1/2 =

As an alternative approach, the continuous equations (31) are now
semi-discretised using a modal expansion. To that end, the system
solution u can be rewritten as a superposition of modal displacements:
N
X
u(x, t) =
Xi (x)si (t),
(43)

h ≥ ck,

i=1

where N , the number of modes, is in theory infinite, but for practical purposes is truncated to a finite integer. Thus, equation (43)
can be rewritten in vector form: u(x, t) = X⊺ (x)s(t). For an
ideal string of length L, with Dirichlet boundary conditions,
p the
mode shapes (eigenfunctions) take the form [8]: Xi (x) = 2/L·

’sVienna

DAFx

(49)

which is a discrete counterpart of the continuous energy balance
(32). Here, the discrete energy has the form:

3.3.3. Modal Form

2

(48a)
(48b)

(50)

that is, the CFL condition, see e.g. [8] (Chapter 6). Since the update un+1 appears implicitly as the argument of ϕ in (48a), the
scheme is fully-implicit, and a solution may be found using a suitable iterative routine (e.g. Newton-Raphson) in vector form (not
shown here for brevity).
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n

δ+ x = J▽h
− ζFB ϕ(µ+ η ),
n
⊺
n
n
µ+ η = hζ µ+ x − µ+ vB

(51a)
(51b)

Here, the discrete energy is

10

σ (P ) (xn )δ+ xn = J▽hn+1/2 − ζFBn dn µ+ η n .

n
Ãn x̃n+1 = B̃n x̃n + FBn dn ζ̃µ+ vB
,

+ FBn

λ
2

(55)

The matrix Ãn is then expressed as the sum of T plus a rank-1
perturbation, invertible using the Sherman-Morrison formula [24]:
⊺

2
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Figure 3 shows the string’s output displacement u(t, xo ), computed using (48), (51), (53) and (55), under two different values
of FB . The schemes were run at a sample rate fs = 2 · 44100
Hz. As explained in the previous section, both SOIT and FOIT
require the Newton-Raphson algorithm in vector form, and thus
the inversion of the Jacobian at each iteration: this operation was
achieved using Matlab’s own backslash function. The tolerance for
Newton-Raphson was set to 10−9 . Backslash was also employed
for the non-iterative scheme FONIT, whereas the modal system
was solved with the efficient technique described above. The values of FB yield slightly different types of motion. When FB = 1,
the motion is steady, but not Helmholtz-like. Using a larger value
for the bowing pressure, FB = 5, results in a fully developed
Helmholtz motion. The change of motion regime with bowing
pressure is typical of musical strings, and is often summarised in

⊺

− dn ζ̃ ζ̃ + J̃2 .

FBn λn T−1 ζ̃ ζ̃ T−1
.
n n
2 1 + FB λ ζ̃ ⊺ T−1 ζ̃
2

0
-2

3.5. Solver Comparison

It is now shown that the form of the matrix Ãn lends itself naturally to a fast inversion. To that end, define


J̃
I
I/k
−Ω0 /2
T≜ − =
.
(56)
Ω0 /2
I/k
k
2

(Ãn )−1 = T−1 −

450

400

2

10

0

Time (ms)
MOD

350

where χ ≜ T22 − T21 T−1
11 T12 is the Schur complement, which
in this case is diagonal, as it results from algebraic operations between diagonal matrices. This decomposition allows to invert the
matrix T using a few serial operations involving diagonal matrices. Since T only contains constant values, it is possible to compute the factorisation components offline. All these operations allow to dramatically reduce the compute time, as shown below.

with
I
k

500

-2

-4

300

Time (ms)
MOD

2

Time (ms)
FONIT

0

Notice that T is block-diagonal; thus, it allows for a fast decomposition in the form of an block LUD factorisation [25]. One can
write:


T11 T12
T=
T21 T22
(58)




I
0 T11 0 I T−1
11 T12 ,
=
−1
0
χ 0
T21 T11 I
I

The non-iterative solver can be applied for the integration of the
the modal system 46. As previously, the scheme can be written in
a form analogous to (30), that is:

− J̃2 , B̃n =

450
-6

-4

400

Figure 3: Ideal string simulation. Both cases used: c = 150 m/s,
L = 0.7 m, vB = 0.2 m/s, a = 100. The input and output
positions were, respectively: 0.633 · L and 0.33 · L.

3.4.4. Non Iterative Discretisation of the Modal System
(MOD)

+

0

Time (ms)
FOIT

-2

10

-2

Time (ms)

and a second-order accurate discretisation arises [16, 17]. Here,
the definitions of λ and d are as in (29). The discrete gradient and
η are the same as in (51). Isolating the state vector xn+1 in (53)
results in an update equation analogous to (30), that is, a linear
system.

I
k

500

350
-4

2

Time (ms)
FONIT

2

400

(54)



300

(53)

kh
FB (λn − dn )ζζ ⊺
2

n

450
-6

0
-2

10

0

10

Choosing P = 1, one has



500

SOIT (Fb=5)

2

Time (ms)
FOIT

-2

400

A non-iterative integrator for (41) can be obtained using a scheme
analogous (27), that is:

Ãn =

450
-6

2

10

3.4.3. Non Iterative Discretisation of the First-Order System
(FONIT)

n n
⊺
FB
λ
ζ̃ ζ̃
2

u(t,xo) (m)

400

u(t,xo) (m)

(52)

and thus the discrete gradient is ▽hn+1/2 = [µ+ qn , µ+ pn ]⊺ =
(µ+ xn )⊺ . Note that this scheme is unconditionally stable, since
the energy is non-negative ∀ pn , qn . Scheme (51) is in the form
of a nonlinear algebraic system in the update xn+1 , with a form
analogous to (26), and hence an iterative root finder is required for
its solution.

σ (1) = I +

0
-2

400

(pn )⊺ pn
(qn )⊺ qn
h =
+
,
2
2
n

10 -4

SOIT (Fb=1)

u(t,xo) (m)

n+1/2

u(t,xo) (m)

n

u(t,xo) (m)

Integration of (41) can be performed using the same discretisation
employed in the case of the bowed mass in Section 2.4.2. Hence

u(t,xo) (m)

10 -6
2

u(t,xo) (m)

3.4.2. Iterative Discretisation of the First-Order System
(FOIT)

(57)
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diagrams such as Shelleng’s [26]. It can be observed how all the
different solvers yield solutions of comparable behaviour.
Table 1 displays the run-time/real-time ratio for the various
solvers, and, for the iterative schemes, the average number of iterations needed per time-step, with two sample rates, under different values of FB ; again, the latter were chosen empirically.
Run-times were measured with the Matlab tic toc function.
As expected, the number of iterations increases with FB , as the
system becomes “stiffer”. Run-time of the non-iterative schemes
is clearly unaffected by FB . It can be observed that the modal algorithm is the fastest among all the solvers. On the other hand,
the two non-modal, first-order systems are the slowest implementations. This is because both schemes require to explicitly invert
a non-diagonal matrix (the Jacobian in the FOIT case, and A in
the FONIT case), which is twice the size of the Jacobian of the
SOIT scheme. Nevertheless, it has to be pointed out that no further
optimisation was considered for SOIT, FOIT and FONIT: various
speedups are available, but were not considered here for lack of
space. The results in Table 1 highlight the importance of a smart
implementation of linear system solvers, in particular in the presence of structured matrices, since such structures are often overlooked by compilers.
OS
1

2

FB
1
5
30
1
5
30

SOIT
3.91 (3.00)
4.89 (3.61)
6.45 (4.58)
9.95 (3.00)
12.21 (3.48)
25.14 (6.34)

FOIT
33.46 (3.00)
47.39 (3.83)
54.26 (4.28)
106.66 (3.00)
144.99 (3.72)
167.38 (4.15)

FONIT
16.97
17.05
16.86
54.48
54.72
54.90

As mentioned in Section 3.3, however, one of the advantages
of the modal projection is the possibility of setting a decay constant for each one of the modes, without any additional computational effort. Implementation of refined physical loss profiles, such
as that described by Valette and Cuesta [29], is immediate in this
framework. After the modal projection, (59) returns an augmented
form of (44a), that is
s̈ = −Ω2s s − Cṡ − FB X(xB )ϕ(η),

(60)

where Ωs is a diagonal matrix containing
the natural frequencies
p
√
(ciπ/L)2 + ( κ iπ/L)4 , and
of the stiff string, i.e. ωi =
where C is a diagonal matrix containing the appropriate damping constants matching the frequency-dependent loss profile of the
Valette and Cuesta model. The resulting system can be simulated
with an algorithm analogous to the one employed for the ideal
string in Section 3.4.4. The only difference is that now the matrix
T is augmented by the matrix C. Since this matrix is diagonal, the
efficiency of the algorithm is unaffected.
Figure 4 shows different vibration regimes of the stiff string,
under two values of FB . These were chosen empirically to excite
the string in the desired motions. The plots on the same row are
snapshots of the same waveform, at different times: this allows
to observe the string motion at the beginning of the excitation,
and after it reaches steady state. When FB = 5, the string displays a kind of multi-slip motion, while in the case FB = 15 it
reaches Helmholtz motion after few seconds. Table 2 shows the
run-time/real-time ratio for the stiff string: it is possible to see that
the algorithm runs in real-time at high sample rates even in Matlab.
Note that, compared to the simple wave equation, stiffness reduces
the number of degrees of freedom, i.e. the number of harmonics
within the audible range, thus lowering compute times. Sound
samples for this model can be found at the following Github link
1
.

MOD
0.69
0.88
0.87
2.51
2.47
2.58

Table 1: Run-time/real-time ratio for the different schemes with
two sample rates, under different values of FB . OS indicates the
oversampling factor, so that fs = OS · 44100. The string’s parameters are the same as in Figure 3. The average number of iterations per time step requested by Newton-Raphson to converge is
reported in brackets for the iterative schemes.

10 -4

10 -4

Fb=5

Fb=5

4. A MUSICAL EXAMPLE: THE DAMPED STIFF
STRING IN MODAL FORM

1

u(t,x o) (m)

u(t,x o) (m)

2

0
-1

-2
300

As a musical application, the case of a string with stiffness and
losses is now considered. The model reads

p
p
Here, c = T0 /ρA, κ = EI/ρA, where ρ is the string material density, A is the cross-sectional area, T0 is the applied tension,
E is the Young’s modulus, I is the moment of inertia and σ0 is the
damping coefficient.
In (59), the 1-D wave equation is augmented by a stiffness
term, proportional to κ2 , coming from the Euler-Bernoulli theory
of vibrating beams. This theory is largely satisfactory for musical
purposes, see e.g. [27, 28]. Linear damping is here modelled by a
term dependent on the string velocity times σ0 , the damping coefficient. In this configuration, each partial decays at the same rate,
set by σ0 , yielding a rather crude model for dissipation. There are
several ways to model frequency-dependent damping in the time
domain, typically employing mixed space-time derivatives [8].
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10 -4

∂t2 u = c2 ∂x2 u − κ2 ∂x4 u − 2σ0 ∂t u − FB δ(x − xB )ϕ(η). (59)

2

0

0

-5
320

Time (ms)

340

4100

4120

4140

Time (ms)

Figure 4: Vibration regimes of the stiff string under two values of
FB . Plots on the same row are snapshots of the same waveform,
taken in different time instants. String parameters were the ones of
a D3 cello string, taken from [13]. Bowing parameters, input and
output positions were as in Figure 3.
1 https://github.com/Rickr922/EfficientBowedString
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OS = 1
0.19

OS = 2
0.39

OS = 5
0.91
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Table 2: Run-time/real-time ratio for the stiff string, run with different oversampling factors. As before: fs = OS · 44100
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This work presented the application of non-iterative solvers in the
context of vibrating systems excited by the bow: the mass-spring,
the ideal string, and the lossy, stiff string. The accuracy and computational performance of the developed non-iterative schemes
were tested against those of fully-implicit discretisations, obtained
using previously available discrete-gradient methods. In order to
implement the proposed method, the continuous equations were
first expressed as first-order system of ODEs, yielding a form
typical of Port-Hamiltonian systems. It was seen that the proposed schemes yield results comparable to the fully-implicit methods, while avoiding entirely the need for iterative routines such as
Newton-Raphson. Yet, the proposed schemes are numerically robust, and outperform classic explicit integrators such as forward
Euler in terms of stability. In particular, after the string was semidiscretised using a modal approach, a fast algorithm was given,
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ABSTRACT

could, for example, change material properties and geometry of
the string while the simulation is running, to create sounds which
are impossible in the physical world. Furthermore, using timevarying parameters could help greatly in tuning the models in real
time, as opposed to needing to change the parameters at the start
of the simulation.
An issue with FDTD methods is that the parameters describing the underlying system are closely tied to the discrete grid that
these methods rely on. Previously mentioned methods have been
shown to allow for smooth parameter changes, see e.g., [13] for
DWGs and [4, 14] for modal synthesis, but come with their own
aforementioned drawbacks.
Recently, the authors of the current work developed a method
to smoothly change grid configurations of FDTD-based musical
instrument simulations referred to as ‘the dynamic grid’. Using
this method, the defining parameters of the physical model can be
varied while smoothly adapting the underlying grid to the changes
in parameter values. As opposed to, e.g., adaptive mesh refinement
[15], this method uses the same time step for the entire grid, and
thus does not require complex interfacing between different parts
of the grid. The dynamic grid method first appeared in [16], and
presented its application to the 1D wave equation. Simultaneously,
a real-time physical model of the trombone was presented in [17]
using this method for implementing the time-varying length of the
instrument in real time. A more in-depth description of the method
can be found in [12, Ch. 12].
More recently, [18] extended the dynamic grid method to more
complex systems, including the damped stiff string, by using a
matrix-vector formulation, which will be used as the foundation
of this work. This paper presents the work on the real-time dynamic stiff string and provides more details on the mathematical
formulation as well as its (real-time) implementation.
The rest of this paper is structured as follows: Section 2
presents the non-dynamic stiff string in continuous time. Section 3
introduces FDTD methods and discretises the (non-dynamic) stiff
string. The dynamic grid is presented in Section 4 and applied to
the stiff string. The real-time application, together with implementation details, are presented in Section 5, and results are presented
and discussed in Section 6. Finally, concluding remarks appear in
Section 7.

Digital musical instruments based on physical modelling have
gained increased popularity over the past years. This is partly due
to recent advances in computational power, which allow for their
real-time implementation. One of the great potentials for digital
musical instruments based on physical models, is that one can go
beyond what is physically possible and change properties of the
instruments which are static in real life. This paper presents a
real-time implementation of the dynamic stiff string using finitedifference time-domain (FDTD) methods. The defining parameters of the string can be varied in real time and change the underlying grid that these methods rely on based on the recently developed dynamic grid method. For most settings, parameter changes
are nearly instantaneous and do not cause noticeable artefacts due
to changes in the grid. A reliable way to prevent artefacts for all
settings is under development.
1. INTRODUCTION
Physical models of strings have been known since D’Alembert’s
formulations in the 18th century, but recent computational developments have allowed for their real-time implementation. One of
the first real-time physical models, due to Karplus and Strong,
was that of a (damped) ideal string and used digital waveguides
(DWGs) [1]. Jaffe and Smith used allpass filters to extend the
algorithm to include inharmonicity due to stiffness in [2]. Other
techniques, such as modal synthesis [3], have been used to model
stiff strings in e.g. [4]. Both these techniques, however, rely on
assumptions that the system can be decomposed into either travelling waves (for DWGs) or uncoupled modes (for modal synthesis)
[5].
Finite-difference time-domain (FDTD) methods, on the other
hand, only assume that a continuous partial differential equation
(PDE) can be described over a grid, which is by no means restrictive [5]. These methods are therefore very general and allow for physical parameters to be directly modelled and controlled.
FDTD methods were first used to model strings by Ruiz in [6] and
Hiller and Ruiz in [7, 8], and appear in many recent publications
[9, 10, 11, 12].
According to the authors, one of the most interesting potentials of physical modelling is to exploit the virtual nature of the
simulation, and to go beyond that what is physically possible. One

2. PHYSICAL MODEL
The model of the stiff string is well covered in the literature [19, 5],
but will be recalled here. Consider the transverse displacement of
a stiff string of length L (in m) described by u = u(x, t) (in m)
with time t ≥ 0 (in s) and space x ∈ D (in m), where domain
D = [0, L]. Using ∂t and ∂x to denote partial derivatives in time

Copyright: © 2022 Silvin Willemsen et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
provided the original author and source are credited.
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t and space x respectively, the dynamics of the damped stiff string
can be described by the following PDE [20]:

all approximating ∂x .
Combinations of these FD operators can be used to approximate higher-order derivatives:

ρA∂t2 u = T ∂x2 u − EI∂x4 u − 2σ0 ρA∂t u + 2σ1 ρA∂t ∂x2 u. (1)
Parameters are material density ρ (in kg/m3 ), cross-sectional area
A = πr2 (in m2 ), radius r (in m), tension T (in N), Young’s
modulus E (in Pa), area moment of inertia I = πr4 /4 (in m4 ) and
frequency-independent and frequency-dependent loss coefficients
σ0 ≥ 0 (in s−1 ) and σ1 ≥ 0 (in m2 /s) respectively. Notice that the
parameters in Eq. (1) are not time-varying.
For any system distributed in space, boundary conditions need
to be defined [5]. In this work, simply supported boundary conditions are chosen such that:
u = ∂x2 u = 0,

at x = 0, L.

(2)

2
n
2
n
n
n
δtt un
l = c δxx ul −κ δxxxx ul −2σ0 δt· ul +2σ1 δt− δxx ul , (10)
p
with wave speed c = T /ρA (in m/s), stiffness coefficient κ =
p
EI/ρA (in m2 /s). The operators approximating the first-order
temporal derivatives are chosen to yield the highest accuracy while
keeping the system explicit.
To implement Eq. (10), the operators must be expanded and
the equation solved for un+1
(the only unknown). This results in
l
the following update equation (before division by A):
n
n
n
n
Aun+1
= B0 un
l + B1 (ul+1 + ul−1 ) + B2 (ul+2 + ul−2 )
l
(11)

n−1
+ C0 uln−1 + C1 un−1
l+1 + ul−1 ,

with

n−1
et− un
,
l = ul

and

n
1un
l = ul .

1 − et−
,
k

δt· ≜

et+ − et−
2k

B0 = 2 − 2λ2 − 6µ2 − 2S,
2

n
ex− un
l = ul−1 ,

and

2

ex+ − 1
,
h

δx− ≜

’sVienna
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1 − ex−
,
h

δx· ≜

C0 = σ0 k + 2S − 1,

(12)

C1 = −S,

κk
2σ1 k
ck
, µ = 2 , and S =
.
(13)
h
h
h2
The boundary condition in Eq. (2) can be discretised to:
λ=

(3)

n
un
l = δxx ul = 0,

at l = 0, N.

(14)

This is implemented by reducing the range of calculation to l =
{1, . . . , N − 1} (as the boundary points are 0 at all times), and
by applying the following definitions for the virtual grid points,
which are needed to calculate Eq. (11) at l = 1 and l = N − 1
respectively:

(4)

n
un
−1 = −u1 ,

and

n
un
N +1 = −uN −1 .

(15)

Equation (10), like all explicit FDTD schemes, needs to abide
a stability condition [5]. Usually this is written in terms of the
grid spacing h, which in the case of the damped stiff string can be
shown to be (using von Neumann analysis [21])
s
p
c2 k2 +4σ1 k+ (c2 k2 +4σ1 k)2 +16κ2 k2
. (16)
h ≥ hmin =
2

(5)

and can be used to create the forward, backward and centred difference in space operators:
δx+ ≜

2

B1 = λ + 4µ + S,

and all approximate a first-order temporal derivative ∂t . The centred difference can be shown to be second-order accurate as opposed to the first-order accurate forward and backwards difference
operators [5].
Similarly, forward and backward shifts in space are
and

B2 = −µ2 ,

A = 1 + σ0 k,

Shift operators can be used to create finite-difference (FD) operators that approximate derivatives. The forward, backward and
centred difference in time operators are defined respectively as

n
ex+ un
l = ul+1 ,

(9)

Using the operators defined in Section 3.1, the damped stiff string
in Eq. (1) can be discretised to the following most commonly used
FDTD scheme [5] (notice the division by ρA):

To approximate the continuous-time derivatives in Eq. (1), shift
operators must be introduced. These can be applied to a grid function to shift it with one step either in space or time. The forward
and backward shift in time, as well as the identity operator are
defined as follows:

δt− ≜

(8)

3.2. Discrete Damped Stiff String

3.1. Finite-Difference Operators

et+ − 1
,
k

δxx

which approximate ∂t2 , ∂x2 and ∂x4 respectively. A squared shift
operator means to apply the operator twice.

Following the notation in [5], this section introduces FDTD methods and applies it to the stiff string presented in the previous section.
Applying FDTD methods to discretise a continuous-time PDE
such as Eq. (1) starts by defining a discrete grid in time and space
[5]. Time can be discretised using t = nk, with temporal index
n = 0, 1, . . . and time step k = 1/fs (in s) where fs is the sample rate of the simulation (in Hz). The continuous spatial domain
D can be subdivided into N equal intervals according to x = lh.
Here h is the grid spacing (in m) and spatial index l ∈ {0, . . . , N },
resulting in N + 1 grid points. Using these definitions, the continuous state variable u = u(x, t) can be discretised to grid function
un
l , which describes the transverse displacement of the discrete
string at spatial index l and temporal index n.

δt+ ≜

(7)

δxxxx

3. NUMERICAL METHODS

n+1
et+ un
,
l = ul

et+ − 2 + et−
,
k2
ex+ − 2 + ex−
= δx+ δx− ≜
h2
e2x+ − 4ex+ + 6 − 4ex− + e2x−
,
= δxx δxx ≜
h4

δtt = δt+ δt− ≜

ex+ − ex−
, (6)
2h
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See [12, Ch. 4] for a derivation. The closer h is to the minimum
stable grid spacing hmin (in m) for a given time step k, the higher
the simulation quality and bandwidth.1 In implementation, this is
achieved by performing the following operations in order:


L
L
N :=
, h := .
(17)
hmin
N

4. THE DYNAMIC STIFF STRING
One could imagine that varying the defining parameters of the
damped stiff string might cause various issues in the above mentioned framework. Large enough changes in parameters causes a
change in the number of intervals N as per Eq. (17), which, due
to the flooring operation, causes sudden changes in the number of
grid points defining the system. As one might imagine, this could
cause audible artefacts and – in the worst case – an unstable simulation.
The formulation of the dynamic grid therefore starts by introducing a fractional number of intervals N , where ⌊N ⌋ = N .
Apart from allowing for smooth transitions between grid configurations, substituting N for N in Eq. (17) removes the flooring
operation and allows for h = hmin at all times, yielding an optimal
simulation quality.
In the following, all variables that are made time varying will
get the superscript n. These are all physical parameters from Eq.
(1): Ln , ρn , An , rn , T n , E n , I n , σ0n , σ1n , and all derived parameters used in Section 3.2: hn , N n cn , κn , λn , and S n . Notice that
the sample rate fs and therefore the time step k remain fixed. The
fractional number of intervals can then be calculated according to

Here, ⌊·⌋ denotes the flooring operation, and is necessary as the
number of intervals needs to be an integer value. This causes
many combinations of parameters to not yield the optimal simulation quality, though usually not noticable for a large N .

3.3. Matrix Form
To be able to apply the dynamic grid to the stiff string later on, the
update equation in Eq. (11) needs to be written in matrix form.
n
One can store the state of un
l for l = {1, . . . , N − 1} (as u0 =
n
uN = 0 due to the simply supported boundary condition) in the
(N − 1) × 1 column vector
n
T
un = [un
1 , . . . , uN −1 ] ,

Nn =

(18)

4.1. System Setup

where A is as defined in Eq. (12), and

where the (N − 1) × (N − 1) matrix

.. ..
.
0
 . .
 .
 . −2 1

Dxx = 
1 −2 1

.


1 −2 . .
.. ..
.
.
0

As done in [16, 18], to implement the fractional number of intervals, the original system un
l first needs to be split into two
subsystems vlnv and wlnw with lv ∈ {0, . . . , Mvn } and lw ∈
{0, . . . , Mwn }. Here,

(20)

Mvn = N n − Mwn





,




(21)

DAFx

(24)

(25a)

δtt wlnw = (cn )2 δxx wlnw − (κn )2 δxxxx wlnw
(25b)
− 2σ0n δt· wlnw + 2σ1n δt− δxx wlnw ,
p
with wave speed cn = T n /ρn An and stiffness coefficient κn =
p
E n I n /ρn An , both made time-varying. Here, the time-varying
cross-sectional area and moment of inertia are An = π(rn )2 and
I n = π(rn )4 /4 respectively, and the stability condition in Eq.
(16) is modified to
v
q
u
2
u n 2 2
n
(c
)
k
+4σ
k+
(cn )2 k2 +4σ1n k +16(κn )2 k2
t
1
n
,
h =
2
(26)
which, as mentioned before, can now always be satisfied with
equality.

1 −4 5

1 For a smaller time step k, a smaller minimum grid spacing h
min can
be chosen. See [12, Sec. 2.4.4] for additional intuition.

’sVienna

0 < Mwn < N n

δtt vlnv = (cn )2 δxx vlnv − (κn )2 δxxxx vlnv
− 2σ0n δt· vlnv + 2σ1n δt− δxx vlnv ,

and is the matrix form of the δxxxx operator in Eq. (9) (scaled by
h4 ).

2

and

are the number of intervals of the left and right subsystems respectively. Notice that the total number of grid points (Mvn + Mwn + 2)
is one more than the original system (N n + 1), and that the lower
limit of the number grid points on a subsystem is 2 grid points (including the boundary). The FDTD scheme in (10) can then be split
into the following schemes:

is the matrix form of the δxx operator in Eq. (8) (scaled by h2 )
and IN −1 is the (N − 1) × (N − 1) identity matrix. Finally, for
simply supported boundary conditions,


5 −4 1
0
 −4 6 . . . . . .





.. .. ..
,
.
.
.
Dxxxx = Dxx Dxx = 
1
1
(22)


.. ..


.
.
6 −4 

0

(23)

Finally, the (time-varying) location of grid point ul (in meters from
the left boundary) at time n will be denoted by xn
ul .

where T denotes the transpose operation. Using Eq. (18), at different time indices, Eq. (11) can then be written in matrix form
as:
Aun+1 = Bun + Cun−1
(19)

B = 2IN −1 + λ2 Dxx − µ2 Dxxxx + SDxx , and
C = −(1 − σ0 k)IN −1 − SDxx ,

Ln
.
hn
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n
n
vM
n,w0
v

vlnv

v0n

wlnw

n
n
vM
n w0
v

vlnv

n
vM
n
v +1

wn 1

(a)

v0n

In
1

In

n
wM
n
w

wlnw

n
vM
n
v

n
wM
n
w

2

n
vM
n
v

1
In
n
n
vM
n w
0
v

1

In

w1n

w2n

(b)

Figure 2: Figure 1b zoomed in. Virtual grid points are calculated
from surrounding grid point values using quadratic interpolation
n
according to Eq. (30). The calculation of vM
is highlighted.
n
v +1

Figure 1: Visualisation of the system setup for the dynamic grid
method. (a) The split systems in Eq. (25). The inner boundaries
are overlapping. (b) Grid points move according to Eq. (27) due to
parameter variation (in this case hn is decreased). The boundaries
no longer overlap. The dashed grey box is used as a reference for
Figures 2 and 3.

polation2 can be used, yielding the following definitions for the
virtual grid points:

The subsystems in (25) are placed adjecent on the same domain x with the locations of the grid points defined as
n
xn
vl v = l v h

and

vlnv

n
n
n
xn
wlw = L − (Mw − lw )h ,

(27)

In =

n
n
n = w0 ,
vM
v

n
if xn
vM n = xw0 .
v

=

and

n
w−1

=

n
n
vM
v −1

n

(32)
n

is the fractional part of N (and thus 0 ≤ α < 1). See Figure 2
for a visualisation of Eq. (30).
As can be seen from Eq. (9), expanding the δxxxx operator at
n
n
vM
n and w0 requires two virtual grid points to be calculated for
v
n
and w1n the
each of these inner boundaries. Similarly, at vM
n
v −1
definition of a single virtual grid point is required. To find these
definitions, a matrix form needs to be used.

4.3. Matrix Form
To write system (25) in matrix form, the state vectors can be
stacked to the following N n × 1 column vector:
 n
v
(33)
un =
wn

(28)

n
T
n
]T . Nowith vn = [v1n , . . . , vM
and wn = [w0n , . . . , wM
n]
n
v
w −1
n
tice that the outer boundaries, v0n and wM
n , are not included as
w
their states are 0 at all times.

(29)

yields identical behaviour between the split system and the original
system.
If any physical parameter is changed, the locations of the grid
points will change according to Eq. (27). See Figure 1b. If the
length Ln is changed, only the grid points of the right subsystem
will move. Changes in any other parameter cause a change in the
grid spacing hn through Eq. (26). The latter results in the grid
points of the two subsystems to move away from or towards their
respective outer boundaries according to Eq. (27). In either case,
as the inner boundaries will no longer overlap, Eq. (29) can no
longer be used and alternative definitions for the virtual grid points
need to be found.
Following earlier work in [16, 18] quadratic Lagrangian inter-

’sVienna

(31)

αn = N n − N n

As shown in [16], calculating the virtual grid points according to
w1n ,

αn − 1
,
αn + 1

and

Here, the (damped) 1D wave equation will be taken as a starting
point, which is done by setting the stiffness coefficient κn = 0
in Eq. (25) such that the δxxxx operator can be ignored for now.
One can observe that expanding the δxx operator (see Eq. (8)) at
the inner boundaries, i.e., Eq. (25a) at lv = Mvn and Eq. (25b)
lw = 0, shows that the system requires definitions for two virtual
n
n
and w−1
. If N n = N n and thus N n is an
grid points: vM
n
v +1
integer, the inner boundaries perfectly overlap as per Eq. (27), and
a rigid connection is imposed on the inner boundaries as

DAFx

(30b)

where

4.2. Connecting the Inner Boundaries

2

(30a)

n n
n
n
n
n + I w0 ,
n
+ vM
w−1
= −I n vM
v
v −1

wlnw

for subsystems
and
respectively. See Figure 1a. Notice
that the locations lv = 0 and lw = Mwn , which will be referred to
as the outer boundaries, are fixed along the x-axis at the edges of
the domain x = 0 and x = Ln . Furthermore, the outer boundaries
will have the same boundary conditions as the original system,
i.e., the simply supported condition as defined in Eq. (14). The
locations lv = Mvn and lw = 0, referred to as the inner boundaries
will, however, need to be calculated in a different fashion.

n
n
vM
v +1

n
n n
n
n
n + w0 − I w1 ,
n
= I n vM
vM
v
v +1

Similar to Eq. (19), system (25) can be written in matrix form
as
An un+1 = Bn un + C n un−1

(34)

n

where A = 1 + σ0n k and
n
n
n
Bn = 2IN n + (λn )2 Dxx
− (µn )2 Dxxxx
+ S n Dxx
,
n
n
n
n
C = −(1 − σ0 k)IN n − S Dxx ,

(35)

with λn = cn k/hn , µn = κn k/(hn )2 and S n = 2σ1n k/(hn )2 .

2 See
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Here, N n × N n matrix


..
..
.
.
0
 .

 ..



−2
1


n
n


1
I
−
2
1
−I
n

Dxx = 


n
n


−I
1
I
−
2
1

.. 

. 
1
−2


..
..
.
.
0

I

4

(36)

n
vM
n
v

2

n
vM
n
v

(I n )2 + 4I n
4I n

n
n
vM
n w
0
v

1

In

w1n

w2n

Figure 3: Figure 1b zoomed in. Visualisation of the calculation
of the virtual grid points needed to calculate the inner boundaries
n+1
n+1
n
n
. The calculations of vM
vM
and vM
are highn
n
n and w0
v +1
v +2
v
lighted.

4.4. Adding and Removing Grid Points
If parameters are changed such that N n ̸= N n−1 , grid points must
be added to or removed from the system in a smooth fashion. As
done in [18], this work only considers changes in grid configurations to affect the left system. If the right system is to be affected,
or points are added or removed from both systems in an alternating
fashion (as done in [16, 17]), the same principles apply.
If N n > N n−1 , grid points are added to vn and vn−1 using
cubic interpolation according to

T
vn := (vn )T I3n zn ,
if N n > N n−1 ,
(40)

T
vn−1 := (vn−1 )T I3n zn−1 ,
where

n 2
n
In
0 = (I ) − 4I + 6,

n
In
1 = I − 4,

n 2
n
In
2 = −(I ) + 4I + 1,

n
In
3 = −I .

i
h
n
n
n
n T
zn = vMvn−1 −1 vMvn−1 w0 w1 , and
h
iT
n−1
n−1
v n−1
w1n−1 ,
zn−1 = v n−1
n−1 w0

(38)

Figure 3 visualises the calculation of the virtual grid points ren
n
quired to calculate the inner boundaries vM
n and w0 . Those rev
n
n
quired at vMvn −1 and w1 can be visualised by Figure 2.
Although the matrix in Eq. (37) looks quite different from
Dxxxx in Eq. (22), Eq. (34) exhibits identical behaviour (within
machine precision) to the original system in Eq. (19) with the same
parameters for a value of αn = 0 in Eq. (31) (and thus I n = −1
in Eq. (38)). Furthermore, if αn → 1 in Eq. (31) (and thus
I n → 0), the matrix in (37) reduces to Dxxxx as defined in Eq.
(22).
In the extreme case that the right system only has one moving
grid point (i.e., Mwn = 1 ∀n in Eq. (24)), the simply supported
boundary condition in Eq. (14) can be used. In this case, the
lower-right quadrant of matrix (36) will only have one element,
n
n
and Dxx
Dxx
results in:


0
5 −4 1
0
.
..
..


.
.

 −4 . .


.
. . 6 −4 1
 1



n
 . (39)
..
Dxxxx = 
n


.
−4
6
I
1
1



n
n
n 
 0
1 −4 I0 , I1 − I3 


0
In
In
In
In
3
2
1
0 −1
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contain the values of the inner boundaries and their neighbours at
n and n − 1 respectively. Furthermore, cubic interpolator
h
i
n
(αn +1)
2αn
2
2αn
− (αn +3)(α
I3n = − (αα
n +2)(αn +3)
n +2) , (41)
αn +2 αn +2
with αn as defined in Eq. (32). Notice that I3n is used for appending to both vn and vn−1 and that Mvn−1 is used for indexing the
left inner boundary for zn and zn−1 .
If N n < N n−1 , grid points need to be removed from the
system. This is done by simply removing the grid point at the left
inner boundary as follows
iT
h
n
n
vn := v1 . . . vMvn−1 −1 ,
if N n < N n−1 . (42)
iT
h
n−1
n−1
n−1
v
.
.
.
v
v
:= 1
,
M n−1 −1
v

n
n
An issue that occurs when removing grid points is that vM
n ̸≈ w0
v
n
n
when xvM n ≊ xw0 at the time of removal. This violates the rigid
v
connection in Eq. (28) and causes auditory artefacts. As mentioned in [18], if the system has damping terms, audible artefacts
can be greatly reduced, as the difference between the inner boundaries is generally reduced too. As can be seen in the next section,
a minimum value is placed on the frequency-dependent damping
coefficient σ1n to reduce artefacts when removing grid points.

3 Note that only the first element and the last element of the main diagonal are 5, the rest are 6 unless denoted otherwise.

2

In
1

In
1

(I n )2

is an adapted version of Eq. (21) including the quadratic interpolation at the inner boundaries in Eq. (30).
n
Furthermore, Dxxxx
is a matrix form of the δxxxx operator in
4
Eq. (9) (scaled by h ) which includes the dynamic grid method. It
n
is created by substituting Dxx in Eq. (22) for Dxx
in Eq. (36), and
n
n
performing the matrix product Dxx Dxx . This yields the following
N n × N n matrix3


..
..
.
.
0 
 5

 .. ..
.
. −4 1



 .

 ..
n
n
−4 6 I1 1 I3




n
n
n
n


I
I
I
1
−4
I
1
2
3
0
n
, (37)

Dxxxx = 

n
n
n
n


I3 I2 I1 I0 −4 1



.. 
n
n


.
I
1
I
6
−4
3
1
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.
1 −4
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0
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5. REAL-TIME IMPLEMENTATION

5.2. Parameter Ranges
Table 1 shows the initial values of all parameters and their lower
and upper limits. Most parameters range from half to double their
respective initial value (denoted by a subscript ‘i’). For Young’s
modulus E n and frequency-independent damping σ0n it is possible
to reduce their values to 0.
As done in [17], a limit was put on the maximum change in
n
N n per sample, referred to as Nmaxdiff
, to prevent audible artefacts
due to too large rates of change in parameters. This was implemented by rewriting Eq. (26) in terms of its respective variable and
calculating the amount of change it would take to reach a change
of Nmaxdiff . Here, Nmaxdiff = 1/20, together with the lower limit
placed on σ1n , was heuristically found to prevent most noticable
artefacts, while still allowing for high rates of change in parameters. Note that it is assumed that only one parameter is changed at
a time. A possible solution that could be investigated in the future
is to interleave multiple simultaneous parameter changes sample
by sample.
Finally, Mwn = 1 ∀n such that Mvn is dynamically changed
according to Eq. (24).6 Notice that the right system only has one
moving grid point, and update equations at the inner boundaries in
Eq. (43) have been adapted using matrix (39) in Eq. (34).

A real-time implementation of the dynamic stiff string has been
created using C++ and the JUCE framework4 . The application can
be found online5 as well as a video demonstration [22]. This section provides details on the implementation, including the update
equations at the inner boundaries as well as the parameter ranges
used, the graphical user interface (GUI) design, and the order in
which the various equations from the previous sections are calculated.

5.1. Update Equations at the Inner Boundaries
Although one could potentially use a matrix library to implement
Eq. (34) directly, it is generally more efficient to calculate the update equation in a loop. This requires Eq. (34) to be rewritten into
its N n separate update equations. If the right system has least two
moving grid points, the update equations at the inner boundaries
and their neighbouring points can be calculated as follows:
n+1
n
n
n
n
n
n
n
n
An vM
= B0,⋆
vM
+ B−1
vM
+ B1n vM
n
v −1
v −2
v
v −1
n
n
n
− (µn )2 (vM
+ w0n + In
3 w1 )
v −3


n−1
n−1
n
n−1
,
− S n vM
+ C0,⋆
vM
n + vM n −2
n
v
v
v −1

Table 1: Parameter values and ranges. Subscript ‘i’ denotes the
initial value of that parameter, which is defined in the third column.

(43a)

Parameter name
Length
Material density
Radius
Tension
Young’s modulus
Freq.-indep. loss
Freq.-dep. loss

n+1
n n
n
n
n n
n n
An vM
n = B0 vM n + B−1 vM n −1 + B1 w0 + B2 w1
v
v
v
n 2

− (µ )
−S
n

A

w0n+1

=

n

n
n
(vM
v −2

n−1
(vM
n
v −1

B0n w0n

+

+

+

n
In
3 w2 )

w0n−1

n
B−1
w1n

+

+

+

n−1
C0n vM
n
v

n
n
B1n vM
v

n
n
+ B2n vM
v −1

n
n n−1
− (µn )2 (w2n + In
3 vMvn −2 ) + C0 w0

−S
n

A

w1n+1

=

n

(w1n−1

n
B0,⋆
w1n

+

n 2

− (µ )
+
n

+

n−1
vM
n
v

n
B−1
w2n

(w3n

n
C0,⋆
w1n−1

+

−S

+

Lower lim.

Upper lim.

1
7850
5 · 10−4
300
2 · 1011
1
5 · 10−3

0.5 · Li
0.5 · ρi
0.5 · ri
0.5 · Ti
0
0
2 · 10−4

2 · Li
2 · ρi
2 · ri
2 · Ti
2 · Ei
2 · σ0,i
2 · σ1,i

(43c)

5.3. Graphical User Interface

n
In
3 vMvn −1 )

w0n−1

+

(43d)

Figure 4 shows the GUI of the application. The bottom row contains sliders with which the user can change various parameters of
the stiff string listed in Table 1. The top part shows the string using
a dashed black line where the state of the system is visualised as
a vertical displacement. The appearance of the string depends on
the parameter values according to Table 2. Changes in loss coefficients are not directly visualised, but are implicitly shown by the
time evolution of the string. The GUI is refreshed at a rate of 15
Hz. See [22] for a video demonstration.
The string can be excited by clicking the left mouse button
in the top part, adding a raised cosine to un and un−1 at the xlocation of the mouse. The spacebar can also be used to trigger
the excitation (using the last x-location of the mouse), so that the
mouse can be used for slider interaction.


w2n−1 ,

n

with A and S as defined in Sec. 4.3 and
n 2
B0n = 2 + (I n − 2)((λn )2 + S n ) − In
0 (µ ) ,
n
B0,⋆
= 2 − 2(λn )2 − 6(µn )2 − 2S n ,
n
B−1
= (λn )2 + 4(µn )2 + S n ,
n 2
n
B1n = (λn )2 − In
1 (µ ) + S ,

B2 =
C0n =
n
C0,⋆
=

Init. value

Ln
ρn
rn
Tn
En
σ0n
σ1n

n−1
In
3 vMvn −1 ),

+ B1n w0n

n
n
vM
v
n

+

(43b)

n−1
In
),
3 w1

Symbol

(44)

n 2
n
n 2
n n
In
3 (λ ) − I2 (µ ) + I3 S ,
n
n
n
σ0 k − (I − 2)S − 1,
σ0n k + 2S n − 1.

All other grid points can be calculated using the original update
equation shown in Eq. (11) (albeit with the time-varying parameters rather than the static ones). If the right system only has one
moving grid point, Eq. (39) will have to be used in Eq. (34).

5.4. Order of Calculation
Algorithm 1 shows the order of calculation relating various instructions to the equations presented in previous sections. The
output is retrieved at an arbitrary fixed location close to the left
boundary (lv = 6).

4 https://juce.com
6 It has been chosen to keep the n superscript in M n
w

5 https://github.com/SilvinWillemsen/RealTimeDynamic/releases/
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while application is running do
Retrieve new slider values
Calc. hn (Eq. (26))
Calc. N n and N n (Eqs. (23) and (17))
Calc. αn (Eq. (32))
if N n ̸= N n−1 then
Add or remove point (Eq. (40) or (42))
Update Mvn and Mwn (Eq. (24))
end
Calc. vln+1
and wln+1
(Eqs. (11) and (43))
v
w
Retrieve output
Update states (un−1 = un , un = un+1 )
Update N n−1 (N n−1 = N n )
Increment n
end

Figure 4: The graphical user interface (GUI) of the application.
The bottom part contains sliders that control various parameters
(see Table 1). The top part shows the state of the string with the
parameters visualised according to Table 2.
Table 2: Visualisation of parameters.
Parameter name
Length
Material density
Radius
Tension
Young’s modulus

Algorithm 1: Pseudocode showing the order of calculations.

Visual
Length between boundaries
Length of dashes
Thickness of line
Rotation of boundaries
Colour (blue - black - red)

in Table 1, the number of grid points that needs to be calculated
can range between 24 ≤ N n ≤ 1590 and the number of operations scales with N n . Even though the application still runs in real
time (between 1.2% and 11.6% without graphics on a MacBook
Pro with a 2,3 GHz Intel i9 processor), it might cause auditory
dropouts for specific settings when used in parallel with other plugins.

6. RESULTS AND DISCUSSION
7. CONCLUSION

For the most part, the implementation of the dynamic stiff string
works as it should. Parameters of the stiff can be changed in real
time, and change the resulting timbre and pitch as expected. Informal testing by the authors confirms that for most settings, parameters can be changed from their minimum to their maximum value
nearly instantaneously without producing noticable artefacts.
For some parameter settings and system states, however, auditory artefacts due to grid point removal are not completely prevented by the measures described in Section 5.2, i.e., the lower
limit on σ1n and the use of Nmaxdiff . Increasing these values seems
to help, but does not prevent artefacts in all situations. As discussed in [16], artefacts seem to appear when the highest mode is
undamped at the moment that a grid point is removed. To combat
the aforementioned issues, one could therefore potentially reintroduce the method of displacement correction as presented in [16],
adding an artificial (damped) spring between the inner boundaries
that damps higher modes in the process. A drawback here is that
the damping is local and therefore unnatural as discussed in [18].
One could thus investigate other forms of frequency-dependent
damping that specifically affect higher-frequency modes, such as
adding another damping term −2σ2 ∂t ∂x4 u to Eq. (1) as described
in [5, p. 216].
Another issue with the current implementation relates to the
use of Nmaxdiff , which causes discrepancies between speed of variation between different settings of the parameters. For example,
changes in Ln for a setting with a low value for hn is much slower
than for a setting with a high value of hn , as there is a much higher
value for N n in the former than in the latter.
Related to the variation of N n are the dramatic differences in
computational cost for different parameter settings. At a sample
rate of fs = 44100 Hz, for the ranges of parameters presented

2
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This paper presents a real-time implementation of the dynamic
stiff string. Parameters of the underlying model can be varied in
real time, mostly in a smooth fashion, though for some settings,
auditory artefacts can be heard.
Apart from being able to create sounds that go beyond what is
physically possible using this method, the implementation allows
users to tweak the parameters of the model in real time. This paves
the way for a drastically more efficient way of parameter tuning of
FDTD-based physical models of musical instruments.
Future work includes investigating a reliable way to reduce
audible artefacts due to grid point removal, as well as performing
listening tests to confirm their absence. Finally, creating real-time
implementations of other systems presented in [18], such as the
dynamic thin plate, will allow for entire instruments to be manipulated, rather than only components in isolation.
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(NN) have seen an unprecedented explosion in research, in both
theoretical topics and in their application to many diverse fields
of study.Applications of such techniques to modeling musicallyrelevant electrical circuits has seen much research in the last several years [8–10]. Such circuits can generally be thought to be governed by ODEs. The application of NNs to model PDE-governed
systems has also seen some research, but strongly in the domain
of scientific computing [11, 12]. However, with some exceptions
[13], there is little work on the use of NNs to model musically
relevant PDE-governed systems at audio-rates. In this work we
attempt to make some first steps into this domain. In particular,
we extend on network types previously proposed in the scientificcomputing domain for the modeling of PDE-governed systems
[11] and propose novel network structures with improved capability to be applied in the audio domain. The proposed network
structure is perfectly suited for the modeling of oscillating acoustical systems which we show by revealing the similarities to established techniques for physical modeling based on modal synthesis.
Finally, we demonstrate the viability of the proposed structures by
the modeling of three example systems. All required code for reproducing the results are provided online [14].
In Sec. 2 we review current research on the application of
NNs to solve PDEs, and introduce the proposed network structures. Moreover, we review the relevant formalism of the FTM
and discuss its connection to the proposed NN structure. In Sec. 3,
we introduce three acoustical systems which are used for the evaluation of the proposed NN structures. In Sec. 4 we first explain
the NN training procedure applied and discuss the performance of
our proposed NN structure compared to analytical solutions of the
example systems. Sec. 5 concludes the paper.

ABSTRACT
Discrete-time modeling of acoustic, mechanical and electrical systems is a prominent topic in the musical signal processing literature. Such models are mostly derived by discretizing a mathematical model, given in terms of ordinary or partial differential equations, using established techniques. Recent work has applied the
techniques of machine-learning to construct such models automatically from data for the case of systems which have lumped states
described by scalar values, such as electrical circuits. In this work,
we examine how similar techniques are able to construct models of
systems which have spatially distributed rather than lumped states.
We describe several novel recurrent neural network structures, and
show how they can be thought of as an extension of modal techniques. As a proof of concept, we generate synthetic data for three
physical systems and show that the proposed network structures
can be trained with this data to reproduce the behavior of these
systems.
1. INTRODUCTION
Discrete-time modeling of systems (both acoustic, mechanical &
electrical) which are relevant to musical uses has a long history in
the literature. This discipline is known as physical modeling, or as
virtual-analog when referring to the subset of electrical systems.
Popular approaches to such problems in the acoustic or mechanical domain include direct numerical solution of ordinary differential equations (ODEs) or partial differential equations (PDEs)
via finite differences [1], digital waveguides [2] and modal approaches like the Functional Transformation Method (FTM) [3,4].
Popular approaches in the electrical domain include finite differences or state-space models [5], wave digital filters [6] and the
Port-Hamiltonian formalism [7]. As is well-known, in the last 10
years Machine Learning (ML) and specifically Neural Networks

2. MODELING PDES USING NN STRUCTURES
The modeling of ODE-governed systems via the application of machine learning is relatively trivial to construct, given that we can
write such a system in the general case as follows

Equal contribution
This work was supported by the German Research Foundation (DFG)
under grant number RA 807/7-1
∗
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u̇(t) = g(u(t)),
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where u is an n-dimensional vector of scalar-valued states, and g
is an arbitrary pointwise mapping Rn → Rn . This formulation
even encompasses implicitly defined ODE systems, given that we
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structure that contains these assumptions and transforms the data
with some type of kernel. Previous work has investigated a number of approaches to this, including graph neural networks [16],
convolutional neural networks with small kernels [16], and transforming into the spatial Fourier domain [11]. This last technique
has seen the greatest success, and is known as the fourier neural
operator (FNO) approach.
These kernel-type methods of approximating the operator can
be considered to be closely related to general kernel methods for
the solution of PDEs such as Green’s Functions or the eigenfunctions of the spatial differentiation operator concealed in (2) [3, 4].
These relations are discussed in further detail in Sec. 2.3.
FNO-based techniques are significantly better suited than the
PINN approach for audio-focused physical modeling, but have so
far only been applied in the context of scientific computing. Compared to many typical scientific computing problems, modeling
audio-range behaviour requires a system to reproduce dynamics
over a wide frequency range, and across long time-scales relative
to the temporal sampling frequency. Initial experiments showed
that taking the existing FNO-based structures and applying them
directly to audio-focused problems did not produce ideal results in particular the modeled behaviour would degenerate after a relatively small number of timesteps. The goal of this work was therefore to improve the existing FNO-based structures in the aspects
important to audio-range modeling.

do not need to know g in analytical form, and hence it can be
assumed to resolve the implicit relationship.
From this formulation, it is clear that we can learn the dynamic of any ODE system by approximating the function g with
a neural network. This learned function can then be used directly
within a standard ODE solver [15]. Alternatively, a recurrent neural network (RNN)-like structure can be trained to reproduce the
progression between sampled values of u [8].
Modeling PDEs is conceptually a little more difficult, as they
deal with the evolution of higher-dimensional distributed states
rather than 0-dimensional scalar states, and hence cannot be characterized by a pointwise mapping. Initial work in this area, known
as physically informed neural networks (PINN), approached this
problem by using a neural network to directly learn the solution
manifold of the system as a function of coordinates. Such an approach has two major downsides in the context of audio-focused
physical modeling. Firstly it requires the governing PDE to be already known. Secondly, it learns only the solution to a particular
set of initial conditions, and therefore cannot be used flexibly to
reproduce the response to arbitrary excitations.
Recent work has framed the problem differently, by formulating time-dependent PDE-systems analogously to (1) as follows
u̇(x, t) = G(u(x, t)),

(2)

where u = (ui )N
i=0 is a vector of space and time-dependent states,
e.g., physical quantities of the underlying system, on a bounded
n-dimensional region x ∈ V ⊂ Rn , and G is an operator mapping
between function spaces.
The machine-learning problem can be formulated by discretizing u in space and time. In particular, we apply spatial sampling
on an arbitrary grid of discrete sampling points xn with n ∈ I,
where the index set I is chosen such that xn ∈ V , and temporal
sampling at regular intervals in time, i.e., t = kT with discretetime index k and sampling interval T . The temporal and spatial
discretization of u in (2) yields the tensor
U[xn , k] = (ui [xn , k])N
i=0 .

2.1. Fast convolution layer
Starting from the n-dimensional spectral convolution layer proposed in the context of the FNO [11,16], we make some modifications for more generalized usage. Firstly, we discard the concept
of zeroing some of the bins of the FFT of the data. This zeroing is
effectively just a crude lowpass filter implemented in the Fourier
domain, and is not beneficial in the general use-case. We also add
correct padding of the spatial dimensions to ensure that the layer
is performing non-cyclic convolution.
The operation of the layer on the internal state tensor H with
elements hνj... can be written as follows
#
"
X
−1
(5)
S(hνj... ) = F̃
Aνκj... F̃(hκj... ) + bνj... ,

(3)

The discretization of u allows us to define a discretized version of
the PDE (2) in terms of the tensor (3) as follows
U[xn , k + 1] = Ĝ (U[xn , k]) ,

κ

(4)

where F̃ denotes an operator encompassing padding, applying the
FFT and truncating the spectrum to remove negative frequency
components. Conversely F̃ −1 encompasses reconstructing the negative freq-uency components from the transformed positive frequency components, applying the inverse FFT, and then truncating to remove padding. Note that this linear transformation with
A and b is fully dense with respect to input and output channels
but diagonal in terms of frequency bins. The elements Aνκj...
and bνj... of this transformation are complex, and are the trainable parameters of the layer. With these modifications, the layer
can be thought of as a standard convolutional layer with kernels
fixed to the width of the domain, but implemented using the wellestablished method of fast-convolution via multiplication in the
Fourier domain. This has an advantage in computational complexity, and also re-contextualizes the training problem by moving parameters from the spatial domain into the Fourier domain.
It should be noted that whilst the general discretization shown in
(3) allows arbitrary spatial sampling grids, the use of the FFT to
implement convolution could be argued to enforce a regular rectilinear spatial grid. This is certainly true in the linear case, but in

where Ĝ is a discretized version of the original operator G. Approximating the operator Ĝ by a NN is known as the neural operator approach [11]. In the following, we use the shorthand U k to
denote the tensor at time k, and ukij... denotes its elements, where
i is the index of the physical quantity, j . . . denote the n spatial
variables.
There are many options for what type of network to use for this
approximation. The first impulse might be to flatten the tensor U
and use a standard dense network. This approach would make no
assumptions about the relationship between elements of the tensor.
This could work theoretically, but discards a number of structural
priors that can be used to inform the network design and to ease
training. The dimensions of the tensor U in (2) representing the
discretized spatial domains are made up of progressively sampled
values from continuous functions. The values along these dimensions are strongly related as they embed some concept of locality
and ordering. Instead of using a fully dense transformation to operate along these dimensions, it is therefore more sensible to use a

2
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+

•

Hk

F1
Hk+1
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1−

D1

Sz

Figure 1: Block diagram showing the recurrent cell of the FRNN
structure (dependencies of H on discrete time index k are denoted
in the superscript for brevity).

Z •

σ

Ĥ
tanh

Sr
σ
•

the context of stacked layers with non-linearites, this may not be
true. Nonetheless, it is reasonable to assume that compensating for
a non-regular grid may use significant capacity of the network. A
proper investigation of this topic is left to future work, with only
data sampled on rectilinear spatial grids considered here.

Sh
R

Figure 2: Block diagram showing the recurrent cell of the FGRU
structure (dependencies of H on discrete time index n are denoted
in the superscript for brevity).

2.2. FNO-derived RNN structures
as follows

Previously presented FNO structures have dealt with time-evolution by learning mappings from spatially sampled states at multiple input time-steps [11], or single input time-steps [17] to the
next time-step. These structures can be thought of as a type of
teacher-forced RNN, but were not previously discussed as such. In
this work we introduce several related structures that are designed
explicitly as RNNs, and trained using standard RNN training techniques such as back propagation through time (BPTT).

Z = σ(Sz (Hk )),
k

Ĥ = tanh(Sh (R ⊙ H )),
k+1

H

= (1 − Z) ⊙ H + Z ⊙ Ĥ,

We formulate the training problem as taking a tensor of the initial
conditions of the states of the physical system, sampled on an ndimensional regular grid, and producing a tensor of one dimension
higher, representing the evolution of these spatially sampled states
over a number of time-steps. This is a form of BPTT, in contrast
to the single time-step to single time-step mappings previously described [17], and hence has the advantage that the network can
learn to deal with its own error as propagated through the recursion.
For the presented RNN structures, the number of internal states
can be freely specified. This is especially important in the case of
the FGRU, as it is the only mechanism by which to scale the capacity of the structure. Restricting the internal states H to correspond
exactly to the physical states U of the system we are modeling
would therefore be overly restrictive. Instead, we apply a process
called soft state-matching [19]. This consists of defining two trainable linear maps A, b and Ã, b̃, respectively,
X
h0νj... = Min (u0ij... ) =
Aνκ u0κj... + bν ,
(12)

(7)

where S is the described fast convolution layer (5), ϕ is an elementwise activation function such as tanh or ReLU and D represents a
weighted skip connection.
This structure is related to that presented in previous FNO literature [17] but with the skip connection positioned to prevent vanishing gradients when using BPTT on longer sequences, and without the restriction that internal states must correspond with physical states. Compared to this structure, we also do not condition
the input with the coordinates of the spatial grid. This structure
can also be considered to be closely related to a generic RNN, and
to the STN structure proposed for modeling ODE-governed systems [8].

κ

2.2.2. Fourier Gated Recurrent Unit (FGRU)
ukij...

The gated recurrent unit (GRU) [18] is an RNN structure that has
seen great success in a variety of tasks from language modeling to
black-box modeling of electrical circuits [9]. We propose a generalization of this structure by replacing dense layers with fast convolution layers. The structure is shown in Fig. 2, and can be written
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(11)

2.2.3. Training procedure

(6)

where H is a tensor containing the internal states of the system at
all spatial-sampling points, and the mapping block is given by

2

(10)

k

where H is a tensor as in (6), (7), σ is the element-wise sigmoid
function, and Sz , Sr , Sh are fast convolution layers.
This structure inherits the well-known beneficial qualities of
the GRU, including a linear path to avoid vanishing gradients during BPTT, the ability to effectively multiply inputs, and safety
against explosive instability due to the bounded nature of the states.

This structure is shown in Fig. 1. It consists of a recurrent structure
that maps sequentially between time-steps of the spatially-sampled
internal states of the network, through a variable number of mapping blocks

Fm (H) = ϕ(Sm (H)) + Dm (H),

(9)

R = σ(Sr (H )),

2.2.1. Fourier Recurrent Neural Network (FRNN)

Hk+1 = FM ◦ FM −1 ◦ . . . F1 (Hk ),

(8)

k

=

Mout (hkνj... )

=

X

Ãiκ hkκj... + b̃i ,

(13)

κ

where hνj... are the elements of the network’s internal state tensor
H and uij... are the elements of the tensor U containing the states
of the system being modeled. The superscript k denotes time-step.
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U0

Min

H0

Cell

H1
Mout

Cell

Cell
Mout

transform (SLT) are defined as follows
Z
ūµ (t) = T {u(x, t)} =
K̃µH (x)Cu(x, t) dx,

Hk
Mout

u(x, t) = T −1 {ūµ (t)} =
U1

U2

U

µ=0

k

These maps translate from the dimensionality of the states of the
system being modeled to that of the network, and vice-versa. The
first mapping is applied to translate the initial conditions to the
initial internal states of the network, and the second mapping is
used to translate the states of the network to the states of original
system. With the addition of these mappings, the network can be
thought of as operating in a higher-dimensional latent space which
contains a linear embedding of the original state-space. The combination of recursive training via BPTT with these mapping layers
is shown in Fig. 3.

ūµ (t) = esµ t ūi,µ
2.3. Relation between FNO structures and Kernel Methods

The FTM is a powerful method for modeling the oscillation of
acoustic systems in terms of transfer functions and a detailed description of its derivation and application can be found, e.g., in
[3,4,20]. For example, the method has been applied for the modeling of strings (see, e.g., [3,21]), membranes (see, e.g., [22,23], and
room acoustics (see, e.g., [24, 25]). The basic idea of the FTM is
to transform the mathematical description of an acoustical system
in terms of PDEs, e.g., (2), into a discrete-time simulation model
by the application of functional transformations for time and space
dependencies. Consider a vector valued PDE, which is a specific
realization of the general PDE in (2)

DAFx

s

Ūµ (s) =

1
ūi,µ ,
s − sµ

(17)

(18)
(19)

with the discrete time index k, sampling interval T , i.e., t = kT ,
and the discrete-time Dirac delta function δ[k]. State equation (18)
is a vector valued discrete-time version of (17), where the vector
Q−1
ū = (ūµ )µ=0
contains the expansion coefficients, the diagonal
matrix A ∈ CQ×Q contains the eigenvalues sµ on its main diagonal and ūi = (ūi,µ )Q−1
µ=0 . Output equation (19) is a clever reformulation of the inverse SLT in (16) by representing the truncated sum
by a matrix-vector multiplication with the transformation matrix


1
1
C(x) =
K0 (x), . . . ,
KQ−1 (x) .
(20)
N0
NQ−1

(14)

2.3.2. Relation between FTM and FNO-derived RNN Structures

defined on spatial domain V and its boundary ∂V . In PDE (14),
matrix C ∈ RN ×N is a capacitance matrix and L is a N × N
sized spatial differentiation operator. The state vector u ∈ RN ×1
contains N physical quantities of the underlying acoustical system
such as deflection, sound pressure or particle velocities (see, e.g.,
[25, Eqs. (26), (34)]). To complete PDE (14), we assume a set of
homogeneous boundary conditions defined on ∂V , cf. [20], and an
initial condition for the vector u at t = 0, i.e., u(x, 0) = ui (x).
In order to derive an FTM model for (14), u is expanded into
an infinite set of bi-orthogonal basis functions Kµ ∈ CN ×1 and
K̃µ ∈ CN ×1 for the operator L, where the dedicated eigenvalues
sµ , µ ∈ N0 constitute the discrete spectrum of L [26]. With basis function Kµ and K̃µ a forward and inverse Sturm-Liouville

’sVienna

c

ū[k + 1] = eAT ū[k] + T ūi δ[k],
u[x, k] = C(x)ū[k],

2.3.1. Functional Transformation Method (FTM)

2

(16)

where the coefficients ūi,µ follow from the expansion of the initial
values ui , i.e., ūi,µ = T {ui (x)}.
Truncating the number of eigenvalues sµ to be finite, i.e., µ =
0, . . . , Q − 1, and transforming (16) and (17) into the discretetime domain allows the formulation of the FTM model in terms of
a vector valued state space description (SSD) [4, 25]

As previously mentioned, there is a strong relation between the
FNO approach and general kernel methods for the solution of PDEs
in the form of (2). In the following we investigate the FTM, as a
kernel method for finding analytical solutions to (2), the relation
to FNOs and to the proposed FNO-derived RNN Structures.

x ∈ V, t > 0,

1
ūµ (t)Kµ (x).
Nµ

(15)

Forward SLT (15) expands u into the basis functions K̃µ yielding
the expansion coefficients ūµ . In the context of acoustics, (15)
expands a system into its modes and the time-dependent expansion
coefficients ūµ describe their temporal evolution. The inverse SLT
in (16) represents u as seriesR expansion with basis functions Kµ
and scaling factors Nµ = V K̃µH CKµ dx. Further properties
of (15) and (16) such as the existence of a differentiation theorem
and the bi-orthogonality of K and K̃ are discussed in detail in
[4, Sec. 4.7.3]. We note that the shape of K and K̃ depends on
the spatial shape of the underlying system, e.g., for geometrically
simple systems basis functions are often trigonometric functions,
Bessel functions or combinations thereof [4, Sec. 4.7.4].
Application of the forward SLT (15) to PDE (14) and exploiting the differentiation theorem [25, Eq. (18)] leads to expansion
coefficients defined in terms of Laplace transfer functions

Figure 3: Block diagram showing the repeated application of an
RNN cell from Fig. 1 along with the action of the state-matching
layers.

Cu̇(x, t) = Lu(x, t),

V
∞
X

The FTM formulation allows some interpretation of the fast convolution layer proposed in the FNO-derived RNN structure. The
state equation (18) describes the time-evolution of the modes phase
and amplitude ū. The state transition matrix eAT is diagonal, such
that time-evolution of each mode state ū is decoupled.
For a set of discrete spatial sampling points xn with n ∈ I and
discrete time k, the transformation (15) and (16) are
X H
ū[k] =
C̃ (xn )CVn u[xn , k],
(21)
n∈I

u[xn , k] = C(xn ) ū[k],
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where Vn denotes the finite volume element replacing the infinitesimal volume element dx and C̃ is defined by the eigenfunctions K̃
similar to (20). For geometrically simple examples, such as strings
and rectangles, the underlying basis functions Kµ are trigonometric. In a linear time-invariant system, the internal modes can be
recovered readily from the time evolution of the spatial variables.
A relation between two consecutive time steps in the space domain
follows by inserting (18) and (21) for k > 0 into (19)
X
u[xn , k + 1] =
G(xn |xν )u[xν , k]
(23)

influenced by several physical parameters. In particular, ρs denotes
the string density, A is the cross section area, I is the moment of
inertia and Ts0 is the constant tension of the string. Constant E
denotes Young’s modulus. The parameters d1 and d3 introduce
frequency-independent and frequency-dependent damping into the
oscillation of the string. As boundary conditions we assume that
the string is simply supported, which requires that the deflection
u0 and its second derivative u′′0 are zero at both ends, see [21]. At
t = 0, deflection is defined by an initial value u0 (x, 0) = ui (x).
The derivation of an FTM model for the lossy dispersive string
has been discussed, e.g., in [3, 20, 21, 25] for different applications
in sound synthesis. To this end, we don’t show the exact formulas
for all components of the FTM model, instead we refer the reader
to the most recent FTM references:

ν∈I

with the matrix in the form of an eigenvalue decomposition
H

G(xn |xν ) = C(xn )eAT C̃ (xν )CVn .

(24)

• To derive the state transition matrix eAT in (18), we used
the eigenvalues sµ from [25, Eq. (37)].
• The eigenfunctions Kµ in C in (20) and K̃µ for the expansion in (15) can be found in [25, Eq. (39)].

Note that (23) is the linear version of the general discretized PDE
(4) and G(xn |xν ) resembles a discrete version of the Green’s
function of (14). Transition matrix G can be numerically recovered from the spatial variables by solving a least squares problem
in (23) on a sufficiently long time frame. The eigenvalue decomposition of G yields then eigenvalues eAT .
Similar operations are performed by the fast convolution layer
in (5). An FFT transforms the spatial variables into a transform domain with complex exponential basis functions, thus also trigonometric functions such as in C. The processing step in (5) applies
a diagonal transition matrix Aνκj... to the transform-domain variables. The result is transformed back to the spatial variables via the
inverse FFT. There are also notable differences between the given
approaches. The fast convolution layer applies a bias term, i.e.,
bνj... in (5). The FNO-derived RNN structure typically concatenates multiple layers (see (6)), uses non-linear activation functions
and skip connections in-between (see (7)). Because of the mapping
performed by the first and last network layers as in (13), the NN
recombines and expands the spatial variable inputs and outputs.

The vector of states u, c.f. (14), (2), comprises string deflection u0
and velocity u1 , i.e., u = [u0 , u1 ]T . For training and evaluation
we use different initial values ui , i.e., a delta impulse, a smooth
excitation by a raised cosine, and a random initial condition.
3.2. 2D Wave Equation
The evolution of sound pressure u0 and particle velocities uv =
[u1 , u2 ]T in a bounded 2-dimensional (2d) region of size 0 ≤ x ≤
Lx , 0 ≤ y ≤ Ly is described by the 2d wave equation
ρ0 u̇v (x, y, t) + grad u0 (x, y, t) = 0,
ρ0 c20

In this section we introduce a number of acoustic systems which
are used to test the viability of the proposed NN structures. First,
we investigate two linear systems, – a lossy dispersive string and a
2D wave equation. For both systems we employ well investigated
models obtained by the FTM as introduced in Sec. 2.3.1. Second,
we investigate a tension modulated string as a non-linear system
which we solve, after a few modifications, by a non-linear ODEsolver in Python.
The models presented have been well investigated previously
therefore we just present the parts necessary for a comprehensible
presentation. We refer the reader to the relevant literature where
appropriate.

• To derive the state transition matrix eAT in (18), we used
the eigenvalues sµ from [25, Eq. (30)].
• The eigenfunctions Kµ in C in (20) and K̃µ for the expansion in (15) can be found in [25, Eq. (31)].
The vector of states u, c.f. (14), (2), comprises sound pressure u0
and particle velocities uv , i.e., u = [u0 , u1 , u2 ]T . Similar to the
string we use different types of initial conditions ui , i.e., a 2d delta
impulse, and a random sound pressure distribution.

3.1. Linear Lossy Dispersive String
The oscillation of a vibrating string of length ℓ, i.e., 0 ≤ x ≤ ℓ
at times t > 0 can be described by a PDE in terms of the string
deflection u0 (x, t) as follows [2]

3.3. Non-linear Tension Modulated String
As a non-linear acoustical system we consider a tension modulated
string [3, 29–32]. Tension modulation is a non-linear phenomenon
which affects the pitch of the string. In particular, when the string
is deflected from the rest position, the arc length measured along
the string is larger than the string length ℓ at rest. This additional
“stretching” leads to an increased tension and subsequently to an
increased pitch.

′′
ρs Au1 (x, t) + EIu′′′′
0 (x, t) − Ts0 u0 (x, t)

(25)

where partial derivatives for space are denoted by a prime, i.e.,
∂u
= u′ , and velocity by u1 . The oscillation of the string in (25) is
∂x

2
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(27)

where ρ0 denotes the density of air and c0 is the speed of sound.
The operators grad and div denote gradient and divergence in 2D
Cartesian coordinates, respectively. For the boundary conditions
we assume fully reflective boundaries, i.e., particle velocities uv
vanish at the boundaries. At t = 0, sound pressure u0 is defined
by an initial value, i.e., u0 (x, y, 0) = ui (x, y). The 2D wave
equation (26), (27) and its extension to 3D are frequently used in
room acoustics [27, 28]. The components required to establish a
FTM model for the 2D wave equation are as follows:

3. ACOUSTIC SYSTEMS

+ d1 u1 (x, t) − d3 u′′1 (x, t) = 0,

div uv (x, y, t) + u̇0 (x, y, t) = 0,

(26)
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Figure 4: Examples of training pairs in the case of the linear string
model. The top row shows the initial conditions, in this case of
two states. The bottom row shows the evolution of the first state
over a small time period. The dataset includes both states.

Figure 5: Deflection of the linear string over time and space as
obtained by the proposed FGRU and FRNN structures, the reference FNO model and the analytical solution obtained by FTM.
The color scaling is the same as given in Fig. 4. The red tick mark
represents the duration of examples used during training.

The PDE describing the oscillation on a tension modulated
string is similar to the linear case (25), except for the tension which
depends on u0 (x, t) and is defined as follows
Ts (u0 ) = Ts0 + Ts1 (u0 ),

the datasets are given at the accompanying website [14]. Fig 4
shows an example of the types of training pairs provided in the
case of the 1d string.

(28)

where Ts0 is the tension of the string at rest as defined in (25). The
additional tension Ts1 (u0 ) arising from the additional arc length
∆lstr (u0 ) of the string is derived from Hooke’s law [32]
Z
2
∆lstr (u0 )
EA ℓ ′
Ts1 (u0 ) = EA
=
u0 (x, t) dx. (29)
ℓ
2ℓ 0

4.1. Training methodology
Training was conducted using the AdamW optimizer [34] with default parameters, and the 1-cycle learning-rate scheduling scheme
[35] modulating from a learning rate of 10−4 to 10−3 , with MSE
between the target and predicted output sequences as the objective.
Training was conducted for 5000 epochs with batch size set individually for each dataset in order to maximize GPU memory usage. The training was conducted on cloud-hosted virtual machines
equipped with NVIDIA T4 GPUs. All training code is made available at the accompanying website, which also documents the used
hyper-parameters [14]. Network capacities were set to be approximately equal between the different network architectures. In practice, this means using the same number of internal states, with
3 stacked layers in the FRNN and reference FNO model used to
match the non-variable 3 layers in the FGRU.

In contrast to the linear example systems, we derived a numerical model for the tension modulated string. In particular, we employed a two-staged procedure to obtain numerical solutions for
the deflection u0 and velocity u1 of the tension modulated string:
1) First we decompose PDE (25), extendend by the non-linear
tension (28), into a set on non-linear ODEs by the application of a Fourier-Sine transformation [30].
2) The system of ODEs is converted into a vector formulation
of size M ODEs, solved numerically in Python.
Similar to the linear string we employ different types of initial conditions for u0 , i.e., a delta impulse and a random initial condition,
and the same state vector u.

4.2. Results
In the below table we give MSE values for the proposed models
and the reference model, validated on a reserved subset of the data
not seen during training:

4. EVALUATION
The networks described in Sec. 2 were implemented in the PyTorch framework [33], and are available at the accompanying website [14]. A reference implementation of the previous MarkovFNO approach was also adapted from existing code, with the addition of support for BPTT. These networks were then trained on
datasets generated from the models described in 3. These datasets
consist of 1024 pairs of a set of initial conditions and the response
over a set period of time. The initial conditions are split between
two categories. Half consist of the response to randomly positioned impulses or plucks, and the other half the response to setting the initial conditions to random values across the domain. The
datasets are normalized to have unit variance. One tenth of each
dataset is retained for validation. Further physical parameters of
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Ref

low

x (/m)

2

FRNN

← t (/s)

FGRU

1d linear string
1d nonlinear string
2d wave equation

FGRU
7.79e-3
2.27e-3
1.86e-2

FRNN
1.43e-2
2.63e-2
1.54e-2

Ref.
3.50e-1
1.06
1.12e-4

4.2.1. Linear Lossy Dispersive String
Fig. 5 shows the result of exciting the models trained on the linear
string data with an impulse halfway along its length. The timespan shown is approximately 10x that seen by the models during
training. As can be clearly seen, the best performing model is the
FGRU, which manages to sustain accurate behavior over the majority of the time-period considered. The FRNN also decays at
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approximately the correct rate, but exhibits more and more dispersion after the time-span seen during training. The reference FNO
model seems to fit the behavior well during the time-span seen during training, but breaks down completely after that. This ordering
of accuracy is also confirmed by the validation MSE values.
We can further examine the behavior of the models by using
the approximate eigenvalue decomposition derived in 2.3.2. The
results are shown in Fig. 6. We observe that for many of the prominent low-frequency poles of the original FTM model, the NNs recover a pole with similar frequency and magnitude. As expected
from the comparison in Fig. 5, the FGRU best matches the pole
magnitudes, although the FRNN also matches them well at low
frequencies. The reference FNO model seems to have estimated
some pole frequencies well, but significantly damped. All of the
models seems to struggle above 4kHz.

Truth

Figure 7: Deflection of the tension modulated string over time and
space as obtained by the proposed FGRU and FRNN structures,
the reference FNO model and the numerical solution described in
Sec. 3.3. The color scaling is the same as given in Fig. 4. The red
tick mark represents the duration of examples used during training.

0.0

the FGRU falling off in accuracy after 1ms. These observations
are in agreement with the validation MSE calculated over a wider
range of examples. It is beyond the scope of the current work to
properly examine why the hierarchy of performances is reversed
in this case. An initial speculation might be that given the mathematically very simple structure of this model (despite its higher
dimension count), the FNO might be benefiting from some kind
of regularization effect gained by the constriction of the internal
states back to the physical states between each time step. Further
investigation of this phenomenon is left to future work.

104

Figure 6: Estimated poles of the linear string inferred from the
model outputs presented in Fig. 5.

FGRU

Ref.

Truth

0 ms

4.2.2. Non-linear Tension Modulated String

FRNN

1.0 ms

0.5 ms

Fig. 7 shows the result of exciting the models of the nonlinear
tension modulated string with a pluck halfway along the string’s
length, with an initial pluck amplitude of 1mm. Again the time
period shown is roughly 10x that used for training. Broadly the
same hierarchy is seen as in the case of the linear string in Fig. 5.
The result from FGRU fits the behaviour well over a quite long
period, although it appears to be slightly more damped than the
ground truth. Moreover, the triangular-like waveshape induced by
the nonlinear behavior is reproduced well by the FGRU. The results from FRNN fit the data during the initial cycle which has
been seen during training, but then spurious damping and dispersion dominates. The reference FNO model is not able to fit the data
at all, with training plateauing very early and never converging on
a reasonable approximation. Again, this hierarchy seems to generalize to a wider set of examples, as is reflected in the validation
MSE values seen above.

y (/m)

Pole mag. (/dB)
−0.2
−0.1
−0.3

Ref

x (/m)

FGRU
FRNN
Ref.
Truth
103
Pole freq. (/Hz)

FRNN

← t (/s)

FGRU

x (/m)

Figure 8: Spatial distribution of sound pressure at different points
in time as obtained by the proposed FGRU and FRNN structures,
the reference FNO model and the analytical solution obtained by
the FTM model.

4.2.3. 2d Wave Equation
Fig. 8 shows the result of exciting the trained models with an
impulse halfway along the x dimension, and slightly less than
halfway along the y dimension. In this case, the time period shown
is around 2x that seen during training. In this case we see an interesting reversal of the results seen on the string models. The reference FNO model performs the best, with the FRNN and especially

2
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5. CONCLUSIONS
In this work we gave an overview of existing methods of modeling PDEs using NNs. We presented two new structures based on
the FNO approach, designed to perform better in audio-oriented
tasks. We compared these structures theoretically to the FTM,
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and showed that they have significant mathematical parallels. This
opens up an interesting new avenue in terms of the interpretability
of these networks.
As an initial proof of concept, we trained the proposed network structures to reproduce datasets generated by existing physical models. The results of this training show that the proposed
networks have potential for physical modeling in the audio domain. Future work could explore the applicability of such models
to systems which are harder or more computationally expensive to
model using existing techniques.
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CONTROL PARAMETERS FOR REED WIND INSTRUMENTS OR ORGAN PIPES WITH
REED INDUCED FLOW
Juliette Chabassier and Roman Auvray
Modartt
Bât B18, 9 Avenue de l’Europe, Ramonville, France
chabassier@modartt.com | auvray@modartt.com

m and pm the feeding pressure in Pa. Attempts to quantify their
precise values have been done in many directions, as direct measurements on the reed [3, 1], geometrical equivalence to the first
vibration mode of a beam [4, 5], and inverse estimation [2, 6, 7].
Acoustic variables at the pipe entry are the pressure p(0) and the
acoustic flow λ. While the pipe equations can be described in the
harmonic domain, due to nonlinear effects, the reed equations must
be considered in the time domain. Note that the reed induced flow
is modelled here by the Sr dt y term in Eq. 3. This term can be
considered as equivalent to adding a compliance in parallel to the
pipe input impedance linked to an effective length correction ∆L
[8, 9, 10].

ABSTRACT
Sound synthesis of a pipe coupled with a reed requires to finely
tune the physical parameters of the underlying model. Although
the pipe geometry is often well known, the 1 degree of freedom
reed model’s parameters are effective coefficients (mass, section,
etc) and are difficult to assess. Studies of this coupled system have
essentially focused on models without the reed induced flow, and
have exhibited two dimensionless parameters γ and ζ, which respectively describe the ratio between feeding pressure and closing
reed pressure, and a dimensionless opening of the reed at rest. Including the reed flow in the model, then performing a scaling of
the equations, leads to a new third dimensionless quantity that we
will call κ. Varying the reed frequency with constant (γ, ζ, κ) on
different pipe dimensions shows a certain stability of the model
once put under this form. Using a real-time sound synthesis tool,
the parameter space (γ, ζ, κ) is explored while the damping of the
reed is also varied.

2. SCALING
Searching for static solutions to Eq. (1) naturally prompts a closing
pressure
Mr
Pplac =
y0 ω02
(6)
Sr

1. MODEL

Multiplying Eq. (1) with
Zin
, one gets
Pplac

Modeling reed instruments [1, 2] can be done by coupling a linear
pipe described with an impedance with a lumped oscillator describing the evolution of the reed opening y in m and satisfying
the following equations
Sr
d2t y + g dt y + ω02 (y − y0 ) = −
∆p
Mr

(1)

p(0) = pm − ∆p

(2)

2 |∆p|
sign(∆p) − Sr dt y = 0
ρ

(3)

r
λ + wy

+

p̂(0)

= Zin Z(ω),
λ̂
where the characteristic input impedance is
Zin =

ρc
Sin

d2t

Zin

DAFx

y
y
+ g dt
+ ω02
y0
y0

λ
Pplac

r
+



y
−1
y0

2
y+
Zin wy0
ρPplac
y0

(4)



r

−

1
,
Pplac

and Eq. (3) with

= −ω02

∆p
Pplac

(7)

(8)

|∆p|
sign(∆p)
Pplac

Zin Sr
y
y0 d t
=0
Pplac
y0

(9)

p̂(0)
Zin λ̂
=
Z(ω),
(10)
Pplac
Pplac
This procedure lets naturally appear [11, 12, 1, 13, 14] the two
dimensionless parameters γ and ζ :

(5)

pm
γ=
,
Pplac

r
ζ = Zin wy0

2
ρPplac

(11)

However, the term in Eq. (9) driving dt yy0 is not dimensionless, it
is homogeneous to a time. It is therefore natural to introduce κ as

c 2022 Juliette Chabassier et al. This is an open-access article disCopyright: ⃝
tributed under the terms of the Creative Commons Attribution 4.0 International License, which permits unrestricted use, distribution, adaptation, and reproduction in
any medium, provided the original author and source are credited.
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Eq. (2) with

p(0)
pm
∆p
=
−
Pplac
Pplac
Pplac

with ρ and c the density and celerity of air, Sin the input section
of the pipe, and where the physical or effective parameters are referred to as ω0 and f0 the reed pulsation and frequency in Hz, Sr
the reed section in m2 , Mr the reed mass in kg, y0 the reed opening at rest in m, g the reed damping in s−1 , w the reed width in

2

1
,
y0

κ=
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A scaling of the unknowns is then proposed following [15] as
y → y0 y,

λ → Pplac

λ
,
Zin

p → Pplac p,

not considered as an independent parameter but rather in the ratio
Mr /Sr , because this choice limits the number of dependencies.
Fig. 1 highlights the fact that some of those dimensioned parameters can be considered as principal drivers of the meta parameters,
since they do not appear in the definition of the other meta parameters. It is the case of pm which drives only γ, w which drives only
ζ, Sr which drives only κ and g which drives only qr . An interesting observation is that the dimensioned ω0 does not contribute
only to the ω0 appearing in the scaled equations, but also to Pplac
and therefore, indirectly, to γ and ζ.

(13)

and the reed quality factor Qr is introduced as
Qr =

ω0
g

(14)

so that the scaled equations now read
1 2
1
dt y +
dt y + y = 1 − ∆p
Qr ω0
ω02

(15)

p(0) = γ − ∆p

(16)

λ+ζy

+

p

κ
|∆p|sign(∆p) −
dt y = 0
ω0
p̂(0) = λ̂Z(ω)

(17)
(18)

The collection of 7 physical parameters and the knowledge of the
pipe geometry are now reduced to a collection of 5 meta-parameters
(γ, ζ, κ, Qr , ω0 ) and the knowledge of the pipe geometry that control the equations without any simplification, meaning that the obtained system is mathematically equivalent to the original one, e.g.
the same set of solutions can be achieved. It implies that, in the
original system, the same solution (y,λ,p(0)) can be obtained from
several choices of dimensioned parameters that lead to the same
meta-parameters. Note that
κ=

∆L
ω0
c

(19)

where ∆L = Zin Sr y0 c/Pplac following [8, 9, 10].
3. LINK BETWEEN DIMENSIONED AND META
PARAMETERS

Figure 1: Link between dimensioned and meta parameters. A
plus sign means that increasing the dimensioned parameter will
increase the scaled one, a minus sign means that increasing the
dimensioned parameter will decrease the scaled one.
Values for dimensioned parameters are available in the literature [4, 3, 1, 2, 7, 5] and allow to compute the scaled parameters
using Eqs. (11) for γ and ζ, Eq. (12) for κ, where Pplac is defined
in Eq. (6). This procedure is summed up in Tab. 1, where parameters in italic are guessed because their value could not be found
in the reference. Values above (resp. below) the double line concern clarinet-like (resp. organ-like) instruments. Fig. 1 illustrates
a possible view of the dependancy between the dimensioned and
meta parameters. The dimensioned parameters have been considered as (g, Sr ,Zin , w, y0 , Mr /Sr , ω0 , pm ). Notice that Mr is

2
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The first question that arises is then : is the model easier to
tune when it is driven with dimensioned parameters or with scaled
parameters ? The simple fact that the new system is mathematically equivalent to the original one, with only 5 control parameters instead of 8 (the 7 previous ones augmented with the input impedance of the pipe), points towards the scaled framework.
Moreover, Tab. 1 shows that from the values of dimensioned parameters found in the literature and leading to oscillating solutions,
the scaled parameters are always of the order of 1, which makes
them easier to infer than the dimensioned ones. This is also observed on meta parameters used in the literature, as illustrated in
Tab. 2.
And a second question follows : how are the parameters supposed to be related ? In the context of physical modelling aiming
at simulation/experiment comparison, the parameters are expected
to reflect a certain reality, obtained from direct geometrical measurements on the reed [3, 1], model reduction [4, 5], or inverse
estimation of parameters from experimental calibration [2, 6, 7].
Therefore, the parameters of the model reflect a physical configuration and are not really independent (the mass, section, width
and vibrating frequency follow from the laws of a vibrating beam,
for instance). Following [16], dimensioned parameters can be expressed as functions of the lateral and vibrating lengths of the reed.
Modeling the behaviour of a reed organ pipe during tuning is therefore possible by imposing those relations and modifying the dimensioned parameters accordingly. A possible interpretation of
these relations leads to Fig. 2, where it can be observed that the
sounding frequency increases as the reed length decreases on a
pipe of a trumpet rank of the Cavaillé-Coll organ located in Royaumont (France)[17]. This figure is very similar to Fig. 7 of [16],
illustrating the capacity of this simple model to account for organ
pipes behaviours, which motivates its use in a synthesis context.
Indeed, the present work focuses on real time physically informed
sound synthesis, but targets sound realism rather that quantitative
match with experimental data. In this context, the motivation is not
to tune the model parameters to values that reflect an experimental apparatus, but to find parameter values that produce a realistic
sound. The angle chosen here is therefore to explore the parameters space in the most predictable way possible, so to obtain the expected sounds from a given instrument. This is one supplementary
reason why the use of meta parameters, by reducing the dimension
of the parameter space, seems a good direction.

4. SYNTHESIS
The behaviour of the scaled model is investigated by making the
meta-parameters vary, and performing a sound synthesis with the
real time engine Organteq [20]. The impedance of the pipe is de-
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Table 1: Computed meta parameters from dimensioned values found in the literature. Parameters in italic are guessed because their value
could not be found in the reference. Values above (resp. below) the double line concern clarinet-like (resp. organ-like) instruments.

[4] - Fig 10.17 A*
[4] - Fig 10.17 B*
[4] - Fig 10.17 C*
[3] - Tab. I
[1] - Fig. 7
[2] - Tab. I
[2] - Tab. II
[6] - Tab VI
[7] - initial
[5]

Mr /Sr
(kg/m2 )
5.20e-2
3.50e-2
3.50e-2
2.31e-2
2.31e-2
5.00e-2
5.60e-2
2.69e-1
3.30e-2
2.63

Sr
(m2 )
8.00e-5
5.50e-5
3.80e-5
1.46e-4
1.46e-4
7.00e-5
1.77e-4
1.00e-4
9.86e-5
2.16e-4

y0
(m)
8.50e-4
1.06e-3
1.23e-3
4.00e-4
4.00e-4
4.00e-4
2.55e-4
3.60e-4
2.46e-4
3.60e-4

w
(m)
1.00e-2
1.00e-2
1.00e-2
6.34e-2
1.00e-2
1.30e-2
1.20e-2
1.00e-2
1.20e-2
3.72e-2

Zin
2.85e6
2.85e6
2.85e6
2.29e6
2.55e6
4.62e6
4.62e6
2.85e6
2.85e6
6.60e6

pm
(Pa)
2000
2000
2000
2265
3000
1800
1800
1000
4500
800

g
(s−1 )
3000
3000
30000
3000
3000
3000
453
3717
3000
99

ω0 /(2π)
(Hz)
1900
2400
3000
3700
3700
2747
2368
672
3709
220

Pplac
(Pa)
6.30e3
8.44e3
1.53e4
4.99e3
4.99e3
5.96e3
3.16e3
1.73e3
4.40e3
1.81e3

γ
w.d.
0.32
0.24
0.13
0.45
0.60
0.30
0.57
0.58
1.02
0.44

ζ
w.d.
0.38
0.41
0.35
1.02
0.18
0.39
0.31
0.31
0.16
2.59

κ
w.d.
0.37
0.30
0.16
0.62
0.69
0.37
0.98
0.25
0.37
0.39

Qr
w.d.
4.0
5.0
0.6
7.8
7.7
5.8
32.8
1.1
7.8
14.0

* The three lines A,B and C are three chosen values in Fig. 10.16 and 10.17 of [4], corresponding the the indicated values of y0 .

scribed under the form

X

Z(ω) =

Im(µk )=0

ck
+
jω + dk


X
Im(µk )>0

[18] - Fig. 14
[18] - Fig. 15
[12] - Fig. 1
[19] - Fig 7 R1**
[19] - Fig 7 R2**
[19] - Fig 7 R3**
[19] - Fig 7 QP**
[12] - Fig. 2

ζ
w.d.
.4
≈.2
0.13
0.495
0.26
0.34
0.36
0.10

κ
w.d.
0
0
0
?
?
?
?
0
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+
1+

jQ−1
k

ω
+
ωk



ω
ωk


2 

P2: a cone of length L = .5m, input radius R = 0.005m and
output radius R = 0.03m.
P3: a “Vox Humana” pipe half-closed at the pipe end, with dimensions
x (mm)
0 60.6 60.6 99.6 189.3
R (mm) 3
3
6
14.4
14.4

Qr
w.d.
3.3
5
2.5
?
?
?
?
125

The analysed output of the system is the time derivative of the
acoustic flow at the bell.
5. SOUNDING FREQUENCY
In this section we study the sounding frequency of the three considered pipes with respect to the reed frequency obtained for
Qr ∈ {2.5, 125}
−3

κ ∈ {10
γ = 0.5
ζ = 0.8

** The four lines R1, R2, R3 and QP are four chosen values in
Fig. 7 of [19] for which the regimes seem stable as the pipe inharmonicity varies.

2

ωk
ω
−
ωk
ω

P1: a cylinder of length L = 0.5 m and radius R = 0.01 m.

Table 2: Values of meta parameters found in the literature. Values
above (resp. below) the double line concern clarinet-like (resp.
organ-like) instruments.
γ
w.d.
.4
≈.4
≈ 0.5
0.4
0.35
0.45
0.35
≈ 0.25

1 + jQk



Zc CkLP

where the modal coefficients (complex eigenvalue µk with imaginary part ωk = 2πfk and real part dk = −ωk /(2Qk ) being related to the eigenfrequency fk and quality factor Qk of each pipe
mode), are computed by solving a generalized eigenvalue problem
based on the pipe geometry. As presented in [21], this method
accounts for the pipe section variations, radiation at the bell, viscothermal effects near the boundary (thermo-viscous losses), possibly chimneys and radiation at the chimneys top. The modal coefficients obtained with this method preserve the well-posed character of the equations even after modal truncation, and ad-hoc time
integrators have been derived to perform real time simulations.
The following examples are performed on pipes

Figure 2: Sounding frequency of the system with respect to the
reed vibrating length. The pipe is composed of two cones of lengths
67.2mm and 639.3mm (total 706.6mm), with radii (from bottom to
top) 3.3mm, 1.7mm, 19.2mm. Its three first resonances frequencies
are indicated as horizontal solid lines at 232.39 Hz, 430.43Hz and
584.20Hz. The reed quality factor is set to Qr = 100.

ω0 /(2π)
(Hz)
2205
1850
750
?
?
?
?
700





Zc CkBP
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Figure 3: Sounding frequency w.r.t. reed frequency, pipe P1, for different values of κ ∈ {10−3 , 0.1, 0.5, 0.8} and for ∆L = 0.01. Left:
strongly damped reed. Right: slightly damped reed. Pipe impedance magnitude in log scale in the middle.

6. CARTOGRAPHY

Fig. 3 displays the sounding frequency of pipe P1 with respect
to the reed frequency in different colours corresponding to several
values of κ. Two values of Qr are considered: 2.5 corresponds to
a strongly damped reed (typically made of cane) while 125 corresponds to a slightly damped reed (typically made of metal). The
sounding frequency always increases with the reed frequency, although not uniformly. Changes of regime can indeed be observed
for both values. The instrument always sounds in the gray bands,
which correspond to increasing parts of the impedance magnitude. At a given reed frequency, smaller values of κ lead to higher
pitched sounds. For the strongly damped reed (Qr = 2.5, typical
of cane reeds), high values of κ induce a “clarinet-like” behaviour
: the heard note is driven by the pipe and not by the reed frequency. In all other cases (strongly damped reed with high values
of κ, and slightly damped reed with any value of κ), the heard note
follows a regime change as the reed frequency increases, inducing
an “organ-like” behaviour. Finally, following the curve labelled
∆L = 0.01 means that κ is adjusted for each reed frequency in
order to fit a prescribed value for ∆L (see Eq (19)). This leads to a
more erratic behaviour of the instrument, which shows that using
dimensionless parameters could help tuning sound synthesis.

In this section we display a multi-cartography obtained for pipe P1
and
ωr = 2π × 170
Qr ∈ {2.5, 20, 60, 125}
κ ∈ {10−3 , 10−2 , 0.1, 0.5, 0.8}
γ ∈ {0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8, 0.9, 1}
ζ ∈ {0.2, 0.4, 0.6, 0.8, 1, 1.2, 1.4, 1.6, 1.8, 2}
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(26)
(27)
(28)

Fig. 6 and Fig. 7 display unitary cartographies in the plane (γ, ζ),
organised in the larger plane (Qr , κ). Fig. 6 shows the deviation
between the playing frequency ω and the reed frequency ω0 , in
cents:
ω
(29)
d = 1200 × log2 ( )
ω0
Color scale is the same for all figures, ranging from 0 (red) to 1200 cents (blue). In the considered values range, larger values
of κ lead to more stable behaviours, consistently with the result
displayed in Fig. 3. Depending on the regime, increasing γ can
sometimes lead to lowering the pitch. Fig. 7 shows the spectral
centroid defined as the relative gravity center of the harmonics of
the signal. Color scale is the same for all figures, ranging from 0
to 9. In general, the sound seems to get brighter as Qr gets higher
(slightly damped reed) and as κ gets small. Careful analysis of
the different figures shows that increasing γ tends to increase the
spectral centroid, while ζ influences the brightness of the sound in
a non trivial way.

Fig. 4 and Fig. 5 display the same data obtained for pipes P2
and P3. Almost the same conclusions can be drawn except that
the sounding frequency sometimes does not increase with the reed
frequency. This is due to multi-phonic sounds that can appear :
either a first (high) frequency is heard and then the system chooses
another (lower) frequency to stabilise on, or both frequencies can
be heard at the same time. Sounds will be heard during the presentation to illustrate those phenomena.

2

(24)
(25)

7. CONCLUSIONS
Using the scaled version of the reed equations controlled with 5
meta-parameters (γ, ζ, κ, Qr , ω0 ) is a practical way of exploring
the parameters range in the context of sound synthesis as done in
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Figure 4: Sounding frequency w.r.t. reed frequency, pipe P2, for different values of κ ∈ {10−3 , 0.1, 0.5, 0.8}. Left: strongly damped reed.
Right: slightly damped reed. Pipe impedance magnitude in log scale in the middle.

Figure 5: Sounding frequency w.r.t. reed frequency, pipe P3, for different values of κ ∈ {10−3 , 0.1, 0.5, 0.8}. Left: strongly damped reed.
Right: slightly damped reed. Pipe impedance magnitude in log scale in the middle.

the commercial software Organteq. This allows to perform systematic cartographies of a pipe’s behaviour, leading to more stable
results than using dimensioned parameters. Although γ and ζ were
known in the literature, to the best of our knowledge, our formula
for κ is new and seems to constitute an interesting viewpoint on the
model by completing the scaling with dimensionless parameters.
In the presentation, sounds will be heard to illustrate the presented
curves. Open questions arise, as how variations of physical parameters during playing [2, 6, 7] will impact in the meta-parameters.
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Figure 6: Deviation between the playing frequency and the reed frequency, in cents. Color scale is the same for all figures, ranging from 0
(red) to -1200 cents (blue). From left to right: Qr ∈ {2.5, 20, 60, 125}. From top to bottom: κ ∈ {10−3 , 10−2 , 0.1, 0.5, 0.8}
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Figure 7: Relative spectral centroid. From left to right: Qr ∈ {2.5, 20, 60, 125}. From top to bottom: κ ∈ {10−3 , 10−2 , 0.1, 0.5, 0.8}
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ABSTRACT

WDFs are especially effective for simulating the linear parts of
circuits, providing a high degree of modularity and desirable properties [13]. Circuits containing multiple or multiport nonlinearities
have been specifically addressed in WDF models by [4, 14–16].
Most nonlinear circuits do not have closed form WDF solutions,
requiring resolution of delay-free loops via table-lookup, functional approximation, or iterative techniques (typically using Newton’s method or its variants) [1,3,15–18]. As an alternative to these
resolution methods, we propose to use of machine learning to capture the behavior of the nonlinear ports in the wave domain.

Herein, we demonstrate the use of neural nets towards simulating
multiport nonlinearities inside a wave digital filter. We introduce a
resolved wave definition which allows us to extract features from a
Kirchhoff domain dataset and train our neural networks directly in
the wave domain. A hyperparameter search is performed to minimize error and runtime complexity. To illustrate the method, we
model a tube amplifier circuit inspired by the preamplifier stage
of the Fender Pro-Junior guitar amplifier. We analyze the performance of our neural nets models by comparing their distortion
characteristics and transconductances. Our results suggest that activation function selection has a significant effect on the distortion
characteristic created by the neural net.

Machine learning has been usefully applied to virtual analog modeling in the Kirchhoff domain using black-box models for
tubes circuits in [19], generally in [19–23], and in grey-box models which utilize knowledge of the circuit to train neural networks
within a white-box structure [24]. Machine learning has more recently been applied to grey-box modeling in the WDFs for singleport nonlinearities [25].

1. INTRODUCTION
Vintage audio gear based on analog tube amplifier circuits is responsible for many of the distinctive sounds that characterize music today. For example, genres such as blues, rock, and metal
continue to rely heavily on guitar tube amplifiers. Tube-based vintage recording studio gear, such as as the LA-2A leveling amplifier
and the Pultec EQP-1A program equalizer, continues to be widely
used. Tube-based analog audio gear is expensive to reproduce,
making it inaccessible to many, and, even worse, many popular
pieces of audio gear derive their sound from electrical components
that are no longer manufactured. As ever dwindling supply drives
prices to unreasonable levels, the demand for effective digital emulation increases.
Virtual analog modeling seeks to create digital algorithms that
accurately replicate the behavior of analog audio effects. Models
can be broadly divided into two categories: “black-box” models
that only emulate the effect of a specific piece of gear by analyzing and replicating only its input-output behavior, and “white-box”
models that emulate the effect by analyzing internal behavior and
replicating its physical operation.
Wave-digital filters (WDFs) have been thoroughly investigated
as a white-box method for modeling many audio circuits [1–8].
Tubes have been modeled with WDFs in [9–11] using a simplified
model with ad hoc delays and in [12] using a blockwise K-method.

In this article, we propose a wave domain definition based on
the K-method [17, 26] that explicitly resolves the delay-free loop
for multiport nonlinearities. We use this definition to extract the
feedforward wave domain behavior from a dataset describing a
nonlinearity in the Kirchhoff domain. This dataset is then used
to train a neural net to functionally approximate the resolved wave
behavior and replace the multiport adaptor in a WDF model of a
tube amplifier circuit. The combined neural net and wave digital
filter model can run in real-time.
Section 2 presents theoretical background on WDFs and derives the resolved wave transformation. Section 3 provides some
background on machine learning and the design of the neural net
models used in our case study, the first stage of the Fender ProJunior preamplifier. Case study results appear in Section 4. Section 5 summarizes and concludes the paper.
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Figure 1: Two adaptors connected by a single port. Connecting
them enforces the equality of wave variables ak = bj , aj = bk ,
and port resistance Rj = Rk .

DAFx.1

153

2 in22

DAFx

Proceedings of the 25th International Conference on Digital Audio Effects (DAFx20in22), Vienna, Austria, September 6-10,
2022 2022

bi

f (·)

ai

g(·)

neural network

ag
+

ag

bg

S11

S12

S21

S22

ac

bg

S12

S21

+

bc

(a) unresolved adaptor
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(c) neural net adaptor

Figure 2: The proposed loop resolution process. The resolved wave definition — equation (7b) — is used to transform the nonlinearity in
(a) to the form g(·) in (b) which is then approximated using a neural net as in (c).

2. WAVE DIGITAL FILTER THEORY

series adaptor sets its root-facing port to the sum of the two port
impedances it connects, while a parallel adaptor presents the parallel combination of those impedances.
The binary connection tree is only sufficient for series and parallel connections. In more general circuits, the adaptors may be
systematically defined based on an SPQR tree decomposition [14]
that allows any given circuit to be represented by Series, Parallel,
and Rigidly connected WDF elements. The Rigid node is not decomposable into series and or parallel subgraphs and an R-type
adaptor is used to represent the complex topology. In [8], Werner
et al. demonstrated how modified nodal analysis (MNA) may be
used to create custom R-type adaptors for any rigid topological
connection between circuit elements. Several adaptors for nonlinear circuit elements exist, such as the Chua diode [29] and the
Schottky diode [2], but their use is usually limited to a single nonlinear element or element combination at the root of the binary
connection tree. This is because only the root of the tree may have
an instantaneous reflection without introducing a delay-free loop.

2.1. Background
Wave-digital filters represent electrical circuits in the wave domain
— i.e. in terms of traveling-wave components — in place of the
usual Kirchhoff-domain variables: voltage and current. A vector
voltages, v, and currents, i, across and through a port are related to
their traveling-wave components a and b by the parametric wave
definition:
a = Rρ−1 v + Rρ i
b = Rρ−1 v − Rρ i
1
1
v = R1−ρ a + R1−ρ b
2
2
1 −ρ
1 −ρ
i = R a − R b,
2
2

(1a)

(1b)

where ρ is a constant that changes the physical units of the
wave variables in the adaptor [4, 13]. For voltage waves, ρ =
1. Applying the parametric wave definition results in a change
of basis between the Kirchhoff domain (i, v) and the wave domain
(a, b), and the circuit can now be viewed as an electric transmission
line with port impedance R.
WDFs are composed of a network of adaptors connected to
ports such as a resistor, capacitor, or an inductor.
The port
impedances of a resistor R, capacitor C, and inductor L, are R,
T /(2C), and 2L/T respectively, where T denotes the sampling
interval in seconds. These values are obtained by discretizing
the continuous-time reflectances using the bilinear transform and
choosing the port impedance that suppressing the instantaneous
reflected wave. This step is known as adapting the model which
additionally enforces causality in the WDF.
The WDF is preferably arranged in a binary connection tree
[27], which requires only three-port adaptors. When two ports are
connected, as shown in Figure 1, the incident wave of one is equal
to the reflected wave of the other (ak = bj and aj = bk ). Connecting two different wave impedances results in a scattering junction
called an adaptor.The free port impedance of an adaptor (the port
facing the root of the tree and connecting to another adaptor) is
chosen to eliminate the instantaneous reflection from that adaptor
as seen from the root of the tree. This practice eliminates delayfree loops in the model’s overall structure [28]. Specifically, a

2
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2.2. Delay-Free Loop Resolution
Before [1], a general procedure for incorporating multiple port
nonlinearities, such as tubes and transistors, into WDF models,
was unknown. When the parametric wave definition is applied
to an existing Kirchhoff domain nonlinearity function of the form
i = k(v), it is rarely possible to express the resulting wave-domain
reflectance b = f (a) in closed form. Furthermore, the resulting
nonlinear adaptor must be attached via multiple ports to an R-type
adaptor, forming delay-free loops between them. In [1,30], Werner
et al. proposed applying the K-method [17, 26] to resolve the delay free loop. Here, we propose a resolved wave definition, which
uses generalized wave variables [1, 31] to resolve the delay-free
loop between the R-type adaptor and wave domain nonlinearity.
Consider an R-type adaptor connected by multiple ports to
some nonlinearity described, in the Kirchhoff domain, by if =
k(vf ) and f (af ) = bf in the wave domain. The R-type adaptor
is generally described by a linear scattering matrix,
  
 
bi
S
S12 ai
= 11
(2)
bc
S21 S22 ac
Here, each wave vector has been partitioned into wave vectors of
the ports attached to the the wave-domain nonlinearity (ai , bi ),
and the wave vectors of the ports attached to adapted ports of other
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where I is the identity matrix with the same dimensions as S11
and K = S11 for a system with no dynamics, as is the case here.
Substituting in (1a) gives the relationship to the Kirchhoff domain.
  

 
ag
I S11 Rρ−1
Rρ
vf
=
,
(6)
bg
0
I
Rρ−1 −Rρ if

linear adaptors (ac , bc ). The nonlinearity is attached such that
af = bi and ai = bf , like in Figure 1.
At each sample, this portion of the WDF model must compute
bc , the reflected wave-vector from the root node. The vector ac is
known at all times from the tree below. To compute bi or bc , ai =
bf must first be found, which in turn depends instantaneously on
af = bi resulting in a delay-free loop with the nonlinearity.
The nonlinear delay-free loop has previously been resolved by
minimizing
∥âi − f ( S11 âi + S12 ac )∥
(3)
|
{z
}

This combined relationship defines the resolved wave definition:
ag = Rρ−1 (I − S11 ) vf + Rρ (I + S11 ) if

âf

bg = Rρ−1 vf − Rρ if
1
vf = R1−ρ ((S11 + I) bg + ag )
2
1 −ρ
if = R ((S11 − I) bg + ag ) .
2

over âi using Newton-Raphson iterations [12, 15]. This method
can be costly, since iteration must be carried out for each sample.
The K method [17, 26] defines a state-space representation of
the system plus an auxiliary nonlinear function that is resolved as
such:
xn
i
v
vn
in
where
pn
so that
0

=
=
=
=
=

Axn−1 + Bun + Cin
k(v)
Dx + Eu + Fi
Γ(pn )
f (Γ(pn ))

=

Dxn−1 + Eun

=

pn + Ff (vn ) − vn

3. MACHINE LEARNING FOR TRIODES
Sets of voltages, vf , and currents, if , at each port of a nonlinearity can be obtained through either direct measurement or circuit
modeling, forming a Kirchhoff domain dataset for that nonlinearity. The resolved wave definition — derived in the previous section — allows us to transform said set of vf ’s and if ’s creating
a set of known solutions to the nonlinear function (4). As in the
K-method [17], g(·) represents the explicit solution resolving the
delay-free loop.
g(·) can be implemented using iteration representation in a
table lookup that is optionally compressed by functional approximation (e.g., using linear interpolation or splines) [26, 32]. Both
methods result in an approximation of the desired resolved nonlinearity. Function approximation of this kind is also a task wellsuited for neural networks, which have been shown to be universal approximators, capable of replicating any continuous nonlinear
function with arbitrary precision [33–35]. Due to the enormity of
the lookup tables required for multiple nonseparable nonlinearities, neural net functional approximations present an interesting
alternative implementation.
Training our neural network as a universal approximator of
g(·) is a regression task, where the ag and bg are the respective
features and outcomes. Thus, the resolved wave definition becomes a feature extraction method applied to the Kirchhoff domain
dataset. For a memoryless nonlinearity such as a triode or transistor, the function we need to approximate is necessarily memoryless; this suggests we should use a memoryless feedforward neural
network [36]. Within feedforward networks, if our nonlinearity is
represented by an amplitude mapping, this further suggests the use
of a multilayer perceptron (MLP) network [24] rather than a convolution neural network (CNN), which is akin to FIR filtering [37].
Consider that encapsulating our neural network inside a WDF
structure greatly reduces the complexity of the function the net
must learn to approximate. When a circuits contains stateful elements, such as capacitors and inductors, modeling the system with

(4)

as shown in (3). To break the dependency of bi and ai , we must
effectively set S11 = 0. This corresponds to matching the port
impedance of the nonlinearity with the instantaneous impedance,
dependent on ac , of the nonlinearity itself.
These transformed wave-variables are related to the normal
wave variables by the K-method:
  
 
ag
I K af
=
,
(5)
bg
0 I bf

2
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While this definition is not convenient for the tabulation of a
lookup table, it is useful for data transformation. A Kirchhoff domain nonlinearity described by if = k(vf ) and transformed using
the resolved wave definition can be inserted directly into the WDF
model, as shown in Figure 2b. This WDF model is equivalent to
the one described by Figure 2a, but contains no delay free loop, by
definition of the transformed wave variables.

In the Nodal K -Method described in [26], the nonlinear resolving
function Γ is precomputed using Newton homotopy and stored in
a lookup table for real-time use through multidimensional linear
interpolation based on interpn from the Octave distribution. All
variables are in the Kirchhoff domain.
In [1], the nonlinear delay-free loop resolution of the Kmethod is applied to the WDF multiport nonlinearity problem. To
allow for easier tabulation of the lookup, the R-type adaptor is first
transformed from the wave domain to the Kirchoff domain using a
w-K converter. Then, the K-method is applied to the transformed
R-type adaptor.
Instead, consider that both the K-method and the parametric wave definition constitute a linear transformation or change of
variables. Furthermore, the parametric wave definition is chosen
as such because it is useful for preventing delay free loops within
a WDF model’s structure. Thus, if we can preserve model behavior, it is reasonable to choose an alternative linear transformation
of Kirchhoff variables that prevents delay free loops.
We desire transformed wave variables (ag , bg ) for which the
transformed nonlinear function g has no delay-free loop,
g(ag ) = bg .

(7a)
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(b) 1st stage WDF model.

(a) schematic

Figure 3: Preamplifier stage of the Fender Pro-Junior guitar amplifier. The modeling method was applied to the 1st stage of the circuit.

a neural net would similarly require the use of stateful recurrent
neural networks (RNN) [36], as in [21]. Instead, in our model, we
have separated the linear portion in to WDF model that also maintains all the stateful portions of the circuit model. Our nonlinear
behavior is independent from these states, reducing the complexity of the machine learning task.This allows our model to use small
neural nets that can easily run in real time.
We modeled the first stage of a two-stage tube preamplifier
from a Fender Pro-Junior guitar amplifier. A schematic of the circuit and its first stage is shown in Figure 3a and the accompanying
WDF and neural net model is shown in Figure 3b . The preamplifier utilizes a 12AX7 triode vacuum tube.

by Wright and Välimäki in [39]. Loss was computed individually
along each dimension of the output vector, with the total loss being
the sum of the losses in each dimension. Our networks had difficulty training due to a large variance in the loss, and we found it
helpful to sample normalized each loss function. The normalized
ESR loss used is given by
!1/2
PN −1
2
1
n=0 |yn − ŷn |
EESR =
,
(8)
PN −1
2
N
n=0 |yn |
where N is the number of signal samples, yn is the expected output
value, and ŷn is the output value predicted by the neural net. The
normalized dc offset loss used is given by
!1/2
PN −1
2
1 | N1
n=0 (yn − ŷn )|
Edc =
.
(9)
PN −1
1
2
N
n=0 |yn |
N

3.1. Dataset Generation
To generate a Kirchhoff domain dataset for the 12AX7 triode, the
circuit was modelled using LTspice. The SPICE model proposed
by Dempwolf et al. [38] was used to simulate each 12AX7 triode.
To generate a dataset that accurately captured the behavior of
the nonlinearity, we devised a 10-second test signal. The signal
was composed of dry guitar samples and logarithmic sine sweeps
with additive white noise. Each sine sweep is 3.0 seconds long,
and has varying digital signal levels, from ±0.25 to ±1.0. The
level of noise was equal to the level of the swept sine tones to
ensure a wide range of frequencies were captured by the neural
nets during training. A sampling rate of 96 kHz was used for both
measurement and training.
In the LTspice model, full scale digital audio was scaled to 10
Vpp , which exceeds reasonable real-world voltage levels expected
on the input of the amplifier. This was chosen to ensure that both
the nonlinearity completely saturates and the Kirchhoff domain
dataset of the tube extends beyond reasonable usage behavior in
the circuit model. Voltage and current data were collected at the
grid, anode and cathode. Finally, the dataset was transformed into
the resolved wave domain using equation (7b).

Combining normalized ESR and dc loss provided suitable initial
results.
We found that including an additional normalized mean
squared error (MSE) loss given by
EMSE =

3.3. Hyperparameter Search
Two hyperparameter searches were performed using Optuna [40].
We first conducted an initial hyperparameter search to roughly determine adequate hyperparater values. Then a final search was
done with a reduced set hyperparameters based on the results from

To train our model, we initially used a combination of error-tosignal ratio (ESR) loss and dc offset loss functions as suggested
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(10)

in the loss function helped to further match the desired transconductance behavior of the neural network. See Section 4.2 for our
transconductance analysis.
During training we utilized the Adam optimizer with values
suggested by an initial Optuna study [40] for the learning rate α
and decay rates β1 and β2 . Our batch size was fixed at 256 samples. All training and verification of our neural networks was performed using Keras [41] and TensorFlow [42].

3.2. Training

2

N −1
1 X (yn − ŷn )2
N n=0
yn2
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Searched Range
1−8
8 − 128
10−6 − 10−2
0.8 − 1.0
0.9 − 1.0
ReLU, tanh*, ELU,

Spacing
linear
log
log
log
log
N/A

Optuna Study: Validation Loss vs Runtime
0.0

log10 Validation Loss

Hyperparameter
# Hidden Layers
Hidden Layer Size
α*
β1 *
β2 *
Activation

Table 1: The maximum and minimum bounds of each hyperparameter included in the Optuna search. Activation type was also
included as a hyperparameter. * indicates the following parameter
was not utilized in the final hyperparameter search

−0.5
−1.0
−1.5
−2.0
−2.5

the initial study. The hyperparameters included in our search and
their respective minimum and maximum possible ranges are given
in Table 1. Included in our initial search were three activation
functions: rectified linear units (ReLU), tanh, and exponential linear units (ELU) [43]. Optuna worked to minimize the validation
loss of 100 different neural network architectures over 250 epochs.
The final validation loss was then stored for comparison.
To better understand the effects of layer width and depth, following our initial study, an approximate median of best performing
neural nets’ learning rate and decay rates were used in lieu of including these hyperparameters in our search. This corresponded
to α = 10−4 , β1 = 0.9 and β2 = 0.999. The tanh activation
performed worse compared to the the ReLU and ELU activations,
and it was removed from our final hyperparameter search.
As the goal of our model is real-time implementation, we compared each neural network’s validation loss to an estimation of
their runtime using single instruction, multiple data (SIMD) optimization. This estimation was derived by computing the number
of multiplies and additions each neural network requires, and the
computation time of the different activation functions relative to
the ReLU activation.
A final Optuna study of 100 neural network architectures was
carried out and in Figure 4 the final validation loss was compared
to a runtime metric proportional to the size of the network. Of
interest is that there exists a Pareto front, suggesting that there is a
region where the loss is close to optimal for a given runtime.
Following this final hyperparameter search, three neural network architectures — given in Table 2 — were chosen from the
left most points on the Pareto front that best minimized validation
loss and maximized runtime efficiency.
Included in this table is the real-time factor (RTF) at a 96 kHz
sampling rate for each neural net. The RTF is found by ratio of
input duration and runtime-duration. For our analysis, a 10-second
long input at 96 kHz was processed by each neural net on 2.4 GHz
8-Core Intel Core i9 CPU and the runtime of the net was used in the
denominator of the RTF ratio. RTF analysis and audio validation
of the neural nets was implemented in C++ using the RTNeural1
library.

1.0
1.5
2.0
log10 Runtime Metric

2.5

4. MODEL ANALYSIS
Figure 5 compares the behavior of the three trained neural nets
to the LTspice model which generated the training data. The top
two plots of Figure 5 display the grid and plate reflected wave outputs as predicted by the neural net for a subset of our validation
dataset. The results are compared to the values transformed from
the LTspice generated Kirchhoff domain data. The signal shown
is a dry guitar sample sampled at 96 kHz on the input of the circuit. These graphs demonstrate the neural nets suitably learned
the input-output relationship of our dataset in the resolved wave
domain.
The bottom plot of Figure 5 compares the output behavior of
the neural net WDF model to the LTspice model for a 3 Vpp 220
Hz sine tone signal. Our models show minimal deviation from the
LTspice model. Thus, the learned relationship translates well to
the final output when the neural net is inserted into the wave digital
2 github.com/jatinchowdhury18/differentiable-wdfs
3 derived

using https://chowdsp.com/rsolver

# Hidden
Layers
4
2
2

Hidden
Layer
Size
8
32
32

Activation Final E

RTF @
96 kHz

ELU
ELU
ReLU

39.2457x
25.8181x
39.573x

5.07e-4
1.77e-3
5.48e-3

Table 2: Final neural nets used in analysis, their final loss and
their real-time factor at 96 kHz.

1 https://github.com/jatinchowdhury18/RTNeural

DAFx

0.5

implemented in Python using the Differentiable Wave-Digital Filters library2 . A custom combined R-type 3 and the neural net
adaptor was implemented as shown in Figure 2c.
The voltage across R6 as was used as the output of the model.
The circuit modeled only included the elements denoted in Figure 3a; any parasitic capacitances assiociated with the 12AX7 triode were left out for sake of simplicity. If desired, these could be
added to the WDF model by reforming the R-type and connecting
capacitance adaptors of the relevant values.

To test our method, we implemented a WDF model of the by the
first stage of the Fender Pro-Junior Guitar amplifier. The WDF
model was derived using the methods shown in [4]. The model diagram is shown in Figure 3b. The wave digital filter models were
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Figure 4: Comparison of validation loss and runtime as generated
by the Optuna study. The dashed line indicates the Pareto front.

3.4. WDF Implementation
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Figure 6: Detailed comparison of the different neural net architectures in response to a 3 Vpp 220 Hz sine tone. Note how different architectures create different harmonic profiles in the high
frequencies.
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Figure 5: The top two plots compare the components of the predicted output vector, bf to the desired output as generated by
LTspice for a guitar input signal. The bottom plot compares the
output behavior of the 1st stage of the preamplifier circuit to the
LTspice model output.
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4.1. Activation Function Comparison
Figure 6 shows a detailed comparison of the different neural network architectures in response to the aforementioned 220 Hz sine
tone signal. Note how different activation types exhibit different
clipping profiles; the model with ReLU activations exhibits harsh
transition points compared to the ELU networks that are relatively
smooth. This behavior can be ascribed to piecewise linear approximators used in ReLU networks [35]. The ELU networks, on the
other hand, do not exhibit these sharp edges as the “knee” of the
activation function has been softened with an exponential. These
time-domain artifacts are reflected in the frequency-domain where
the ReLU network produces more high-frequency noise compared
to the ELU networks. Frequency-domain analysis further suggests
that the flatter ELU network (2x32) performs better for this particular function approximation.
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Figure 7: Transconductance plot of the 4x8 ELU neural network
model. Extracted curves of the neural net (solid red) closely adhere to the Dempwolf model (dashed blue)

To extract the transconductance of our neural nets, the neural
net’s output was captured for a set of random input vectors with
a Gaussian distribution over the expected range of the input. This
range was bounded by the minimum and maximum found for each
input-vector element in the training set. (7b) was then used to
transform the input and output vectors into a Kirchhoff domain
dataset, yielding a set of input voltages and output currents that
characterize the neural net’s transconductance.

4.2. Transconductance Analysis

The transconductance behavior for the 4x8 ELU neural net is
shown in Figure 7. The experimentally extracted grid transconductance curves of the neural net (solid red), closely match the
transconductance curves of the Dempwolf model (dashed blue).
There is some deviation from the expected curves for lower voltages, possibly due to a lack of training data in this region. Overall,
this demonstrates that our model has learned the Kirchhoff domain
behavior of the 12AX7 triode through our feature extraction.

To better understand the behavior of our trained networks, we
experimentally examined their transconductance behavior in the
Kirchhoff domain and compared to the LTspice model equations
from Dempwolf et al. [38]. Through the resolved wave definition
(7b), the behavior of our neural nets can be directly related to the
Kirchhoff domain allowing us a better understanding of the neural
nets behavior.
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Neural Net Grid Characteristics
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Neural Net Plate Characteristics

filter. These plots experimentally confirm our proposed delay-free
loop resolution method and supports using the resolved wave definition as a feature extraction tool when training a wave domain
nonlinearity from a Kirchhoff domain dataset.
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5. CONCLUSIONS

2015 IEEE 9th Int. Workshop on Multidimensional (nD) Systems
(nDS), Sept 2015, pp. 1–6.

In this paper, we demonstrated the use of neural nets for simulating
multiport nonlinearities in wave digital filter models. Previously,
nonlinear elements have been modeled using iterative methods, Kmethod lookup tables, or functional approximations to lookup tables.
We introduced the resolved wave definition — a wave transformation that directly resolves the delay free loop created by a
multiport nonlinearity — and used it to perform feature extraction
from a Kirchhoff-domain dataset of a 12AX7 triode simulated in
LTspice. Our results demonstrate that small neural nets are capable
of learning the behavior of circuit nonlinearities in the resolvedwave domain and, due to complexity reduction in our grey-box
modeling method, are easily capable of running in real time when
implemented in C++.
Transconductance analysis of our neural net domain showed
our neural nets closely replicated the tubes Kirchhoff domain behavior over an expected range of input. We found that hyperparameter selection in the network changed the distortion characteristic of the model independent of measured loss. For small dimension neural nets, we found the choice of activation function had
a noticeable effect on aliasing artifacts, suggesting smooth activation functions are desirable. More detailed research is needed to
understand how hyperparameters, such as the activation function,
can effectively be chosen to minimize undesirable effects such as
aliasing.
Because a nonlinearity’s behavior is circuit invariant in the
Kirchhoff domain, with a sufficient Kirchhoff domain dataset a
nonlinearity could be appropriately transformed and placed into
any WDF model. Even if the mathematical model of a nonlinear
device is not well understood, it could still be trivially treated by
the proposed method and used in a WDF model. In the future,
the authors hope to collect real-world data on various nonlinearities and explore how this method can simulate them inside a WDF
model.
The authors also hope to investigate how to include S11 as a
learnable parameter, such that parameter control of the model is
not limited by a static resolved wave definition. It is reasonable to
expect that a sufficiently large neural net could extract the behavior
of S11 in addition to modeling the wave domain behavior, given
sufficient data.
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A STRUCTURAL SIMILARITY INDEX BASED METHOD TO DETECT SYMBOLIC
MONOPHONIC PATTERNS IN REAL-TIME
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ABSTRACT

to audio processing tasks (e.g., [6] and [7]). The intelligence embedded in such instruments could be used to extract musical patterns in real-time from the musician’s output and immediately repurpose them into controls for other connected peripherals such
as smoke machines, stage lights, visuals or smartphones of audience members in participatory live music contexts. To date, scarce
research has been conducted to address these kinds of scenarios
envisioned in IoMusT research, mainly due to the lack of appropriate real-time tools with constrained capabilities (such as limited
computing power, limited memory, limited I/O ports, and requirements for minimum power consumption).
The algorithm presented by this paper is able to recognize
monophonic musical patterns in a live musical environment utilizing digital musical instruments [5]. A modified version of the
matrix-based representation method introduced in [8] is used to
denote the musical notes. The proposed method draws inspiration
from Computer Vision techniques and introduce a novel use for
the Structural Similarity Index Measure (SSIM): a metric used to
measure the similarity between two images in the domain of Computer Vision.
Human performers are not always perfect, and there may be
subtle deviations present when a pattern is played. Musicians may
also insert notes, or double some notes to suit their expressive need
at the moment of playing. With the understanding that these nuances contribute to the expressiveness of the music, we have taken
several steps to account for such deviations. We employ a dynamic
window to extract sequences from the incoming music stream to
account for any extra notes. We have also introduced a weighted
summation and a threshold to obtain the final metric. The size of
the dynamic window, threshold value, as well as the weights may
be enforced as strictly, or as leniently as the user desires.
Several researchers have explored the use of structural similarity in the domain of music. The authors of [9] present a method
employing structural similarity to summarize digital media by the
frequency of occurrence of clusters within the media. The study reported in [10] presents a structural similarity measurement method
between two recordings to enable audio-based analysis and retrieval. However, to our best knowledge, the usage of the structural
similarity index to detect musical patterns in real-time has not been
investigated yet.

Automatic detection of musical patterns is an important task in
the field of Music Information Retrieval due to its usage in multiple applications such as automatic music transcription, genre or
instrument identification, music classification, and music recommendation. A significant sub-task in pattern detection is the realtime pattern detection in music due to its relevance in application
domains such as the Internet of Musical Things. In this study,
we present a method to identify the occurrence of known patterns
in symbolic monophonic music streams in real-time. We introduce a matrix-based representation to denote musical notes using
its pitch, pitch-bend, amplitude, and duration. We propose an algorithm based on an independent similarity index for each note
attribute. We also introduce the Match Measure, which is a numerical value signifying the degree of the match between a pattern
and a sequence of notes. We have tested the proposed algorithm
against three datasets: a human recorded dataset, a synthetically
designed dataset, and the JKUPDD dataset. Overall, a detection
rate of 95% was achieved. The low computational load and minimal running time demonstrate the suitability of the method for
real-world, real-time implementations on embedded systems.
1. INTRODUCTION
The presence of repeating patterns is one of the most significant
aspects of music, as humans recognize structure in music mainly
through the perception of repetition within a piece of music [1, 2].
One of the most studied topics in the field of Music Information
Retrieval (MIR) is the detection of patterns [3, 2], and it has a
multitude of applications such as computational musicology, audio fingerprinting and indexing, plagiarism detection, music classification, music recommendation, and music cognition. Although
many researchers have presented algorithms capable of detecting
repeated patterns in entire recordings or compositions, there seems
to be a lack of attention devoted towards real-time implementations, i.e., when the analysis needs to be performed on the fly, at
the exact moment in which the musical pattern is generated - usually by a musical instrument.
Real-time pattern detection is an integral part in Internet of
Musical Things (IoMusT) applications [4] on the smart musical
instruments [5]. These are an emerging class of digital musical
instruments positioned at the intersection with Internet of Things
devices, which are characterized by embedded systems dedicated

2. RELATED WORK
There have been a multitude of research published on the detection of repeated patterns in music. However, most of these studies
are aimed towards the detection of repeated patterns in recorded
music.
The authors of [11] present a geometric approach to detect
patterns in both monophonic and polyphonic music. The symbolic

Copyright: © 2022 Nishal Silva et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
provided the original author and source are credited.

2

’sVienna

DAFx

DAFx.1

161

2 in22

DAFx

Proceedings of the 25th International Conference on Digital Audio Effects (DAFx20in22), Vienna, Austria, September 6-10,
2022 2022

representations of music is used, and the method inspects all displacements between note pairs, i.e., if there is a pattern occurring
twice in the piece, A and B - the distances from all notes in A to
their counterparts in B should be the same. The chroma vector
is used to cluster the repeated patterns. To tackle transposed patterns, the authors introduce a transposition of all chroma vectors
to a single chroma vector.
The algorithm presented in [12] employs a self similarity matrix to identify repetitive musical patterns. This method is able
to work with audio, or symbolic representations. A chromagram
is obtained for the windowed signal, and the key-transposition invariant self-similarity matrix is computed. A scoring and threshold
is performed followed by a grouping by occurrence.
The authors of [13] present a point-set comparison algorithm
where the music is presented in the form of a multi dimensional
point-set. The algorithm uses two-dimensional points, (t, p),
where each point represents a single note or sequence of tied notes
whose onset time is t in tatums and whose morphetic pitch is p.
The authors also introduce the maximal translatable patterns vector, which is the set of points in the dataset that can be translated by
a vector to give other points. This greedy compression algorithm
is able to find the best maximal translatable patterns, append them
to a new vector, and remove these points from the dataset.
Most existing literature are aimed towards the identification of
repeating patterns present in entire compositions and they operate
with knowledge of the composition in its entirety. However, we
are aiming towards a system to be used in a live environment, with
no prior knowledge of the incoming notes beforehand. Due to
this reason, a direct comparison cannot be computed between the
proposed method and the state of the art.
In our earlier study, we presented a comparison between a
deterministic method and several machine learning methods designed to detect patterns in symbolic real-time music [8]. The deterministic method performed a simple boundary check. We also
evaluated different machine learning approaches; which include a
single neural network trained to detect all patterns, multiple neural networks trained to detect each pattern, a convolutional neural
network, and a recurrent neural network. The deterministic system
and the recurrent neural network showed the best results.
Through this work, we aim to overcome some limitations encountered in our previous study. The reduction of false detections,
and the ability to detect transposed patterns are some of the key
improvements of the proposed method. We also wish to reduce
the set-up time when compared with machine learning methods.

Figure 1: Pitch bend values of an example musical note

(12-TET) tuning system, and the pitch is obtained from the
MIDI number.
• Pitch-bend: Pitch-bend is a musical technique which is
used to obtain vocal-like expressive characteristics and articulations from musical instruments by increasing or decreasing the pitch of a note. String instruments achieve this
effect by bending the desired string, and keyboard style instruments achieve this effect by the use of a pitch controller.
Pitch-bend is similar to the music concept of glissando.
To denote the pitch bend, we use the MIDI pitchwheel parameter. Our algorithm operates under the assumption that
the common interval of ±2 semitones for the pitchwheel
range will be used [16].
To denote a smooth and graceful pitch bend, MIDI instruments encode the pitch bends as a series of MIDI messages
with fine increments or decrements. Using all pitchwheel
values is not feasible as it would render extremely long sequences with arbitrary lengths. To overcome this issue, we
have decided to only use the local minima or maxima to denote the pitch bend in order to retain its shape with a minimal amount of data. Fig. 1 shows an illustration of a pitch
bend done on a single musical note. For this particular note,
the pitch bend changes are represented by 158 MIDI messages. We use the values corresponding to the 6 peaks and
5 troughs instead of all 158 values. According to our representation standard, the Pitch bend values for Fig. 1 are [0,
8191, 800, 8191, 4454, 8191, 2114, 6096, 266, 7451, 61,
7492, 0].
• Amplitude: The amplitude corresponds to the loudness of
the note. We consider the relative loudness in each note
of a sequence as an important attribute in determining the
match with a pattern. MIDI velocity is used to represent the
amplitude.
The velocity value, as defined in the MIDI standard, corresponds to the rate at which a keyboard key is pressed
[16, 17]. This action on an acoustic instrument will render a louder, or a softer sound. Although MIDI velocity
may be used to control multiple parameters in a synthesizer
[17], we operate under the assumption that MIDI velocity
is used to control only the amplitude.
In music, dynamics refer to the variation in loudness between notes and phrases, and are represented using dynamic
markers, which may range from pianississimo, which refers
to very very quiet playing, to fortississimo, which refers to
very very loud playing [18]. Table 1 shows a complete list
of dynamics markers, along with their symbols and corresponding MIDI velocity values as mapped by the popular
music production software Logic Pro [19].

3. REPRESENTATION OF MUSICAL NOTES
We use a modified version of the matrix-based representation introduced in our earlier study [8], which is inspired by the MIDI
protocol and uses three attributes to denote a single musical note namely the Pitch, Amplitude, and Duration. In the present study,
we introduce an additional attribute: Pitch Bend - used to denote
the graceful increase or decrease of the pitch of a musical note. A
column matrix is used to encapsulate the four attributes and denote a single musical note. The four attributes can be described as
follows:
• Pitch: The pitch of a note is a perceptual quality which allows for it to be deemed higher or lower than other notes,
and enables a note to be ordered on a frequency-related
scale [14, 15]. We use the 12 tone equal temperament
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• Duration: The duration of a note is the time duration where
the note undergoes its gradual decay. For our computations,
we represent the duration in seconds.

S=

Table 1: MIDI velocity and dynamics mapping in Logic Pro 9 (retrieved from [19]).
Name
fortississimo
fortissimo
forte
mezzo-forte
mezzo-piano
piano
pianissimo
pianississimo

Level
very very loud
very loud
loud
average
average
quiet
very quiet
very very quiet

Marker
fff
ff
f
mf
mp
p
pp
ppp

Velocity
127
112
96
80
64
48
32
16

60
 0
S =
80
0.5


(3)

5. THE STRUCTURAL SIMILARITY INDEX
The Structural Similarity Index Measure (SSIM) is a Computer
Vision technique to measure the similarity between two images.
The SSIM provides advantages over standard comparison methods
such as a Mean Squared Error, and it derives inspiration from the
human visual perception to identify structural information from a
scene [21]. The SSIM index for two image signals x and y, is
presented as follows: [21];

(1)

SSIM(x,y) =

(2)

(2µx µy + C1 )(2σxy + C2 )
.
(µx 2 + µy 2 + C1 )(σx 2 + σy 2 + C2 )

(4)

C1 and C2 are constants to ensure stability when the denominator
reaches 0 for each measure. µx , and µy is measured by averaging
over all the pixel values. σx 2 and σy 2 is measured by computing
the variance of all the pixel values, and the covariance between x
and y are denoted by σxy , as shown in eq. (6). They are defined
for each pixel i of an arbitrary variable x as below.

It should be noted that the MIDI note number 0 is used to represent the C−1 note, which is an octave below the C0 = 16.35Hz
note [20]; just below the lower limit of human hearing, and is well
outside the frequency range of most contemporary musical instruments. Therefore, we can safely rule out the chances of a C−1
note occurring in contemporary music, and use its MIDI number
to represent a pause.

µx =

4. MUSICAL PATTERNS
σx =
We define a repeating musical pattern to be an ordered sequence
of notes and pauses which occur at least twice in a piece of music. The repetitions of patterns will be shifted in time, and may be
transposed. However, in a real life performance, musicians may
repeat notes or insert extra notes to better express the emotions associated with the music piece. Such cases may also be perceived as
a pattern by the listener for as long as the melody and the emotion
of the music is preserved.
Let us consider the first four notes of the C major scale as
shown in Figure 2. If we assume that all notes have an equal moderately loud amplitude (refer Table 1), no pitch bends, and a tempo
of ˇ “ = 120 bpm, we can denote S in the matrix-based representation as shown below;

DAFx


65
0 
.
80 
0.5

• The final metric, which is a weighted summation, should be
higher than the defined hard threshold.



’sVienna

64
0
80
0.5

• The sequence and the pattern must be of identical length, or
the sequence may only have less than the allowed number
of notes added or doubled.

Accordingly, eq. (2) shows a sequence of notes N , which are represented using the defined format:

2

62
0
80
0.5

For our algorithm, several conditions must be met for a sequence
of notes to be a match with pattern S:




Pi
Pi+1
Pi+2
Bi+1
Bi+2
 B

N = i ,
,
, . . .
Ai
Ai+1
Ai+2
Di
Di+1
Di+2

ˇ ˇ ˇ ˇ

Figure 2: First four notes of the C major scale

Eq. (1) provides an example of a single musical note denoted using
the representation mechanism introduced above. For any ith note
in a sequence Ni , the pitch is denoted by Pi , the current value of
pitch-bend is denoted by Bi , the amplitude is denoted by Ai , and
the duration is denoted by Di .

Pi
 B 
Ni =  i  .
Ai
Di

G

N
1 X
xi .
N i=1

N
1 X
(xi − µx )2
N − 1 i=1

(5)
! 12
.

(6)

The SSIM outputs a single value between −1 and +1. A value
of +1 indicates that the given images are identical, and a value of
−1 indicates that the given images are very different.
6. BICUBIC INTERPOLATION
Interpolation is a common technique used in Computer Vision to
resize images. There are several interpolation methods available
for image resizing, and bicubic interpolation is a common technique used by several popular image processing software [22].
In the context of computer vision, bicubic interpolation calculates a weighted average of the surrounding 4x4 pixel square to
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incoming monophonic music stream

the length of a pattern in n, multiple sequences will be extracted
from the music stream, each with lengths n + 0, n + 1, n + 2, and
n + 3. The value of p for our experiments was chosen arbitrarily,
and it may be adjusted to make the system as strict, or as lenient
as the user desires.

n+0 window
n+1 window
n+2 window
n+3 window

Pattern

Sequence

pitch vector

pitch vector

amplitude vector

amplitude vector

pitch-bend vector

pitch-bend vector

duration vector

duration vector

1

SSIM pitch

0.2

SSIM amplitude

0.2

SSIM pitch-bend

0.3

SSIM duration
MM

7.2. Resizing using Bicubic Interpolation
One of the primary criterion for the SSIM is that the two matrices
being compared has to be identical in size. As the windowed segments may vary in length by a factor of p, we perform a bicubic
interpolation to resize the sequences of length n + p, to the length
of the pattern, which is n.
In our experimental setup, four windowed sequences are extracted from the incoming music stream for each pattern as 0 ≤
p ≤ 3. Interpolation is not necessary for the p = 0 sequence.
For all other sequences where p = 1, 2, 3, the interpolation is performed as explained in eq. 7. Following which, the interpolated
vectors are used to compute the SSIM values with the pattern attribute vectors as illustrated in Fig. 3.

Interpolated
Sequence
pitch vector
amplitude vector
pitch-bend vector

7.3. SSIM Computation

duration vector

The interpolated sequence and the pattern is first split into pitch,
amplitude, pitch-bend, and duration vectors. This step is taken
to ensure that each attributes contribute independently to the final
measure. We then compute the SSIM between each pair of the
pitch, amplitude, pitch-bend and duration vectors of the interpolated sequence and each pattern, as illustrated by Fig. 3.
For each vector pair x and y, we calculate µx , µy , σx , and
σy as presented in eq. 4. We then use the calculated µx , µy , σx ,
and σy values to compute the SSIM value for x and y, for all four
vector pairs.
The constants C1 , and C2 are small constants, included to
avoid instability when µx 2 + µy 2 , and σx 2 + σy 2 , respectively,
is very close to zero. For our evaluations, we used the arbitrary
values K1 = 0.01, and K2 = 0.03, the same values used in the
original publication. Furthermore, we selected the value L = 127,
which is the dynamic range for pitch and amplitude. C1 and C2
are defined as [21]:

Figure 3: Flow chart of the proposed algorithm.

calculate the interpolated value for an unknown pixel u. Each surrounding pixel is assigned a weight based on its distance to the
destination pixel [23]. The kernel for the bicubic interpolation is
illustrated in eq. 7, where d is the distance between the interpolated point and the grid point [22, 23].


0 ≤ |d| < 1,
3/2|d|3 − 5/2|d|2 + 1,
u(d) = −1/2|d|3 − 5/2|d|2 − 4|d| + 2, 1 ≤ |d| < 2, (7)

0
2 < |d|.

7. PROPOSED METHOD
We propose an algorithm to detect if a sequence of notes is a match
to a given pattern according to the conditions discussed in Section
4. The algorithm obtains an individual SSIM value for each set of
attributes belonging to the sequence and the pattern respectively.
To account for extra notes or removed notes, we have utilized a
dynamic window to obtain sequences from the incoming music
stream.

Musicians may add extra notes or remove some notes from a pattern based on their expressive needs at a live performance. With
the understanding that a sequence can still be perceived as a pattern
despite some extra notes being present, we use a dynamic window
to obtain sequences to compute the SSIM against each pattern.
The size of the window can be used as a control parameter
to allow a p number of notes to be added to the pattern. In our
simulations, we used the value of 0 ≤ p ≤ 3, which allows for a
maximum of 3 extra notes to be added. As illustrated in Fig. 3, if
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(8)

C2 = (K2 L)2 .

(9)

As discussed above, we obtain four SSIM values for each pair
of note attributes. For each sequence x, and pattern y, the SSIM
between the two pitch vectors is SSp(x,y) , the SSIM between the
two amplitude vectors is SSa(x,y) , the SSIM between the two
pitch-bend vectors is SSpb(x,y) , and the SSIM between the two
duration vectors is SSd(x,y) . We then use the four SSIM values
to compute the Match Measure (MM) for between each sequence
and pattern.

7.1. Dynamic Window

2

C1 = (K1 L)2 ,

7.4. Match Measure
MM is is obtained through a weighted summation of all four SSIM
values as illustrated in eq. 10. This step ensures that all attributes
in the sequence and the pattern make a contribution based on their
importance to the definition of a pattern. A greater difference in
one set of attributes will lead to a smaller MM. If all attributes are
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1.6
Pa = [90, 90, 90, 90, 90, 90, 90, 90, 90, 90, 90, 90,
90, 90, 90, 90, 90, 90, 90, 90, 90, 90, 90, 90, (12)
90, 90, 90, 90, 90]

1.4
1.2
MM

Ppb = [0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0,
(13)
0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0]

1.0

Pd = [0.72, 0.24, 0.48, 0.48, 0.24, 0.24, 0.24, 0.24,
0.48, 0.72, 0.24, 0.24, 0.24, 0.24, 0.24, 1.44,
(14)
0.48, 0.48, 0.48, 0.72, 0.24, 0.48, 0.48, 0.72,
0.24, 0.48, 0.96, 0.48, 0.48]
Within the piece, there is a repetition of the pattern where two
doubled notes are present, making the sequence 31 notes long. Let
us illustrate this sequence pitch vector as Sp , the amplitude vector
as Sa , the pitch-bend vector as Spb , and the duration vector as Sd :

0.8
0.6

0

50

100

150
sequence

200

250

Figure 4: MM values for each windowed sequence for a composition in the human dataset.

Sp = [65, 69, 69, 67, 65, 62, 64, 65, 67, 69, 62, 64,
65, 67, 69, 65, 67, 67, 64, 65, 67, 67, 69, 65, (15)
67, 65, 64, 65, 64, 65, 69]

identical, a value of M M = 1.7 is obtained, and for every deviation from the pattern, the MM will decrease. The lowest possible
value is M M = −1.7
M M(x,y) = SSp(x,y) + 0.2 × SSa(x,y) +
0.2 × SSpb(x,y) + 0.3 × SSd(x,y) .

Sa = [90, 90, 90, 90, 90, 90, 90, 90, 90, 90, 90, 90,
90, 90, 90, 90, 90, 90, 90, 90, 90, 90, 90, 90, (16)
90, 90, 90, 90, 90, 90, 90]

(10)

Spb = [0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0,
(17)
0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0]

Each note attribute contribute to the MM independently. As
a result, any deviation in one attribute will lower the MM value,
which allows us to identify the similarity between a note sequence
and a pattern.

Sd = [0.48, 0.72, 0.24, 0.48, 0.48, 0.24, 0.24, 0.24,
0.24, 0.48, 0.72, 0.24, 0.24, 0.24, 0.24, 0.24,
(18)
1.44, 0.48, 0.48, 0.48, 0.72, 0.24, 0.48, 0.48,
0.72, 0.24, 0.48, 0.96, 0.48, 0.48, 0.72]
The interpolation resizes the pitch, amplitude, pitch-bend and
duration vectors of the sequence to fit the length of the corresponding pattern vectors. The interpolated sequence has a pitch vector
Ip , an amplitude vector Ia , a pitch-bend vector Ipb , and a duration
vector Id as follows:

7.5. Tolerances and Weights
As discussed above, MM is obtained through a weighted summation of the SSIM values of the four note attribute vector pairs. The
weights for each SSIM value, as shown by eq. 10, were selected
arbitrarily based on the relative contribution each attribute makes
to the definition of the pattern.
The on-time pitch pairs are the most important attribute to determine if a sequence and a pattern is a match [24]. We identified
empirically that the amplitude contributes less to the definition of a
pattern. It should be noted that the user may change these weights
based on the importance they give to each note attribute.
Fig.4 shows the MM values for a single pattern for a composition in the dataset. It is clear that some sequences have a significantly higher MM values, and we defined the final threshold values
based on the relative difference of MM values. Each composition
requires a unique threshold value to determine the allowable deviations from a pattern. The users may set the threshold value to be
as strict, or as lenient as they desire.
To illustrate on the algorithm let us consider an example from
the JKUPDD dataset, specifically Beethoven’s Piano Sonata in F
minor, and consider one repeating pattern, 29 notes in length. Let
us name the pattern pitch vector as Pp , the amplitude vector as Pa ,
the pitch-bend vector as Ppb , and the duration vector as Pd :

Ip = [65, 69, 68, 66, 64, 62, 64, 66, 68, 64, 63, 64,
66, 68, 65, 67, 66, 64, 65, 67, 67, 67, 66, 65, (19)
64, 64, 64, 64, 68]
Ia = [90, 90, 90, 90, 90, 90, 90, 90, 90, 90, 90, 89,
90, 90, 90, 90, 90, 89, 90, 90, 90, 90, 90, 90, (20)
90, 90, 90, 90, 90]
Ipb = [0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0,
(21)
0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0]
Id = [0.50, 0.66, 0.29, 0.48, 0.40, 0.24, 0.24, 0.24,
0.38, 0.63, 0.38, 0.24, 0.24, 0.24, 0.28, 1.35,
(22)
0.48, 0.48, 0.55, 0.55, 0.34, 0.48, 0.61, 0.43,
0.4, 0.84, 0.57, 0.48, 0.70]
The interpolated vectors, and the pattern vectors are of identical length, and the SSIM between each vector pair can now be
calculated. The obtained SSIM values for the above pattern and
sequence are:

Pp = [69, 69, 67, 65, 62, 64, 65, 67, 69, 62, 64, 65,
67, 69, 65, 67, 67, 64, 65, 67, 67, 69, 65, 67, (11)
65, 64, 65, 64, 65]
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44 4 ˇ ˇ ˇ ˇ ˇ ˇ ˇ
ˇ ˇ ˇ
ˇ
ˇ
ˇ
ˇ
G 4

• SSIM between Pp (eq:11) and Ip (eq. 19) = 0.98175
• SSIM between Pa (eq:12) and Ia (eq. 20) = 0.99998
• SSIM between Ppb (eq:13) and Ipb (eq. 21) = 1.0
• SSIM between Pd (eq:14) and Id (eq. 22) = 0.32245

44 2 ˇ ˇ ˇ ˇ
G

Following the computation of the SSIM values, we can compute the MM between the pattern and the sequence as shown by
eq. 10. The final metric is M M = 1.478481.
8. DATASET

Figure 5: A segment from Pachelbel’s Canon in D: a test pattern
used in the synthetic dataset

We used three separate datasets to evaluate the system; namely the
Human Dataset, the Synthesized Dataset, and the Johannes Kepler University Patterns Development Database (JKUPDD). Each
dataset is able to represent different application domains and have
their own unique characteristics which are discussed below.

in a live performance or in programmed music. We have made all
datasets and source codes publicly available3 . Figure 5 is an example of a repeating patterns present in the dataset, which contains
long sequences of notes with varying durations.

8.1. Human Dataset
This dataset was recorded by one of the authors and it contains
subtleties in note attributes that can only be achieved with human
playing. The dataset contains staccato and legato styled playing,
changes in amplitude, as well as pitch-bends. The Human Dataset
consists of 45 tracks. Each track was recorded so that they contain one, or several repeating patterns with other sequences in between. There are 15 distinct patterns with a total of 300 repetitions which contain extra notes, doubled notes as well as added
pitch bends. The pattern occurrences were annotated at the time
of recording. The dataset was recorded using an M-Audio Oxygen
Pro Mini MIDI keyboard, with Cubase LE AI Elements 8.

9. RESULTS
In order to simulate a real-time operation, we streamed each track
to the system, note by note. Note sequences were obtained, interpolated, and MM was computed on the fly. The results of our
simulations are presented in Table 3, along with other details on the
datasets - such as the total number of patterns, number of distinct
patterns, total length of patterns and non-patterns as well as the
ratio between patterns/ non-patterns and tracks in Table 2. Results
show that the proposed system is capable of identifying a majority of patterns in the Human and JKUPDD datasets, and 100% of
patterns in the Synthetic Dataset.
We introduced a comparison between several probabilistic and
deterministic methods for the same task in a previous publication
[8]. The highest performing methods of said study, namely the Deterministic System (Det), and the recurrent Neural Network based
System (RNN) were used as benchmarks to assess the accuracy of
the proposed system.
Det consists of a series of boundary checks for each note attribute and sequence and a pattern are deemed as a match if all note
attributes are within the specified tolerances from each other. RNN
consists of a recurrent neural network with an input layer whose
length is equal to the longest pattern, two LSTM layers, a dense
layer, a dropout layer, and a dense output layer with a softmax
activation function. As deep learning requires large training sets
for maximum accuracy, a large training dataset was constructed
by artificially introducing variations for the selected patterns. We
also generated sequences which are non patterns and labelled them
accordingly.
Table 3 provides a comparison of the precision, recall and Fmeasure of each method globally, and for each dataset. Results
show that the proposed system was able to identify an excellent
percentage of patterns in the dataset. Det and RNN both suffered
due to their inability to detect transposed patterns. Moreover, RNN
showed a significant amount of false positives despite its good performance in recognizing patterns.
As illustrated by Table 4, the proposed system showed a low
computational load when compared with compared with Det and
RNN. All tests were performed on a workstation laptop with an Intel core i7−11800H (2.3GHz) processor with 16GB of memory.

8.2. Synthesized dataset
We constructed an ad-hoc dataset from 16 symbolic monophonic
tracks of contemporary songs and music pieces to evaluate the system. The dataset is an extension of the dataset used in our earlier
research [8], and it spans across multiple styles of music including pop, rock, heavy metal, instrumental songs, classical pieces,
and folk songs. We identified repeating patterns in each track that
would warrant the use of the proposed system. There are 36 distinct patterns present with a total of 753 repetitions. All pattern
occurrences are either transposed, or identical to the ground truth.
Pattern repetitions were identified by listening, and annotated manually. The symbolic data was obtained through the community
contributed, online resource Ultimate Guitar1 .
8.3. JKUPDD dataset
The Johannes Kepler University Patterns Development Database is
an industry standard, annotated, open source dataset used in many
pattern recognition tasks2 . It contains 5 classical pieces in both
monophonic, and polyphonic versions with repeating patterns, and
has been widely used to evaluate algorithms. The ground truth, as
well as all pattern occurrences are provided in the dataset. We
used the monophonic MIDI version of the dataset to evaluate our
system.
We believe that the three datasets are able to provide a good
base to evaluate the proposed method due to their unique characteristics. The datasets are able to simulate situations that may arise
1 http://ultimate-guitar.com
2 https://github.com/ns2max/jkupdd_dataset
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Table 2: Overview of the utilized datasets.

Number of tracks
Number of distinct patterns
Total number of patterns
Total length of all patterns
Total length of all tracks
Distribution length of patterns and tracks
Distribution length of non-patterns and tracks

Human recorded dataset
45
15
300
296
9872
0.029
0.971

However, these results show that the proposed method is suitable
for a real-time application on a resource constrained embedded
system as well [6].

Combined Dataset

Human Dataset

Synthetic Dataset

JKUPDD

MM
95.0%
0.95
0.97
0.96
96.6%
0.93
0.98
0.96
100%
0.97
0.98
0.97
70.5%
0.95
0.97
0.96

Det
53.6%
0.94
0.53
0.68
56%
0.94
0.54
0.69
51.8%
0.95
0.51
0.66
57.3%
0.90
0.61
0.73

RNN
51%
0.86
0.51
0.64
55%
0.82
0.54
0.65
49.4%
0.89
0.49
0.63
50.7%
0.76
0.59
0.66

Table 4: Comparison between average running times and average
memory usage of different pattern detection methods.
MM Det RNN
Average running time (in ms)
0.6
2.1
24.8
Average memory usage (in MB) 69
62
384

10. DISCUSSION AND CONCLUSION
In this paper, we have presented an algorithm capable of identifying the presence of predefined patterns in monophonic music in
real-time. We employ a dynamic window to allow a musician to
double notes, or insert extra notes to a pattern. The notes are represented using the four attributes: pitch, amplitude, pitch-bend,
and duration. The SSIM is calculated independently for each attribute pair of the pattern and the interpolated sequence. Finally, a
weighted summation is performed to obtain the final metric MM.
The individual SSIM calculation allows for each note attribute
pair to contribute independently to the final metric. We have assigned weights for each SSIM measure based on their relative importance to the definition of a pattern. The proposed system was
capable of identifying approximately 95% of patterns in the combined dataset.
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JKUPDD
5
31
137
1430
3547
0.403
0.597

The algorithm was able to successfully detect approximately
96% of the patterns in the Human dataset. This dataset was
recorded by human performers, and it contains many subtle variations that cannot be synthetically achieved. Due to the dynamic
window, the algorithm was able to detect instances where extra
notes were added to pattern repetitions.
The proposed method was able to successfully identify the occurrence of approximately 70% of the patterns in the JKUPDD
dataset. The JKUPDD dataset contains repetitions of patterns,
transpositions, as well as variations of patterns.
There are many instances where repetitions of patterns contain doubled notes as well as extra notes and pauses. The proposed method was able to identify such patterns due to its usage
of the dynamic window. However, the algorithm failed to identify pattern repetitions which had notes removed. The JKUPD
dataset also contains pattern repetitions whose durations are highly
altered. These patterns generated a lower MM than the defined
threshold and were note detected.
The synthetic dataset had a 100% detection rate, as variations
such as extra notes and pauses are absent. Although we introduced
deviations for note attributes in the dataset, we did not introduce
any pauses, doubled notes, or changes in pitch to the synthetic
dataset to accurately represent music that may be programmed or
computer generated. The proposed system was able to identify
all occurrences of patterns and their transpositions in the synthetic
dataset.
It is evident from Table 2 that the distribution ratio between
patterns and tracks is low when compared with that between nonpatterns and tracks. These figures show that non-pattern sequences
occupy a majority of the dataset, much like a real world performance.
Table 3 shows the performance for each method for the global
dataset as well as for each individual datasets. The proposed system showed a better accuracy when compared with Det and RNN
in all fronts as RNN and Det were unable to detect transposed versions of patterns. It is possible to configure Det to identify transposed patterns by utilizing the pitch differences instead of the absolute pitch. However, we aim to develop a system that is able to
identify the degree of match between a sequence and a pattern, and
Det is unable to accomplish this due to its nature. RNN showed
a good percentage of detections, but a relatively high number of
false positive detections was also present. This, coupled with the
fact that an extremely large dataset is required to adequately train
a machine learning model, as well as the high training time, are
drawbacks to any machine learning based model in this context.
Such limitations inhibit these systems from a real-world, real-time
implementation.
This research intends to improve several limitations that our
previous study encountered [8]. The proposed algorithm is able to

Table 3: Comparison of the performances between MM, Det, and
RNN for each dataset.

Accuracy
Precision
Recall
F-measure
Accuracy
Precision
Recall
F-measure
Accuracy
Precision
Recall
F-measure
Accuracy
Precision
Recall
F-measure

Synthesized dataset
16
36
753
644
16872
0.038
0.962
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detect patterns and establish a degree of match between a sequence
and a pattern while having a better accuracy and lower computational cost over our previous work. The average computational
time is well within the 10 millisecond limit for accepted latency
in real-time digital musical instruments [7]. The proposed system
also shows advantages as there is minimal set up when compared
to Neural Network-based methods which usually require a considerable time and data for training.
However, the proposed method contains several limitations
that we wish to overcome to allow more artistic freedom to a musician. We hope to further increase the accuracy as well as reduce
the number of false detections. The current version of the algorithm requires an input from the user to set the threshold value for
each composition. We hope to improve the system to dynamically
adjust its weights, as well as the threshold values for an improved
and completely automated detection of patterns.
For future work, we plan to create a database of patterns that is
more suited to evaluate pattern recognition tasks by interviewing
different musicians from various musical and ethnic backgrounds,
influences, playing styles, and age groups. As the playing styles
and subtle variations will be unique to each individual musician,
this dataset will be able to accurately represent most variations we
might encounter in a real life performance.
We also plan to implement an intelligent instrument capable of
detecting predefined patterns in real-time, where the proposed algorithm will run on an embedded system working in tandem with
a MIDI keyboard controller. Upon identifying a successful match,
a control message will be sent to the predefined peripherals. The
MIDI data will then be passed through to other plugins or synthesizers to produce sound.
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ABSTRACT

Even though there is a research effort to improve the synthesis
of complex sound scenes [8, 9], several challenges remain when
applied to various use cases that involve a simulation of existing
places:

This paper presents two datasets of room impulse responses (RIRs)
for navigable virtual acoustics. The first is a set of 240 mono and
Ambisonic RIRs recorded at the Maison Symphonique, a symphonic concert hall in Montreal renowned for its great acoustic
characteristics. The second is a set of 67 third-order Ambisonic
RIRs which was recorded in the former planetarium of Montreal
(currently known as the Centech), a space where the room acoustic
includes an acoustic focal point where extreme reverberation times
occur. The article first describes the two datasets and the methods
that were used to capture them. A use case for these RIRs is then
presented: an audio rendering of scene navigation using interpolation among RIRs.

1. Annotation of 3D architectural models [2] with acoustic parameters. This task requires tedious manual measurements
and intervention in order to provide an accurate simulation,
but may benefit from automated annotation informed by actual measurements.
2. The reproduction of existing places as 3D models. The accuracy of the model geometry affects the sound propagation
during simulation. However, architectural photogrammetry faces challenges such as semantic segmentation of point
clouds or 3D meshes [10], a mechanism that would ease the
automation of surface annotations with acoustical parameters. Accordingly, 3D model-based acoustical simulations
use models created manually [3, 11]. Moreover, it has been
shown that manually built and calibrated 3D models can reliably provide plausible results comparable to those of the
original space [11, 2].

1. VIRTUAL ACOUSTIC: REPRODUCTION AND
SIMULATION
Recent progress in virtual acoustics has made possible the simulation of interactive navigation in acoustic spaces. This navigation can be done with the help of 3D game engines by rendering
a virtual model of the space [1] while informing the source and
listener positions to a real-time reverberation engine. This type
of navigation is qualified as “6 DoF”, for 6 degrees-of-freedom,
since the experience enables the listener to navigate along 3 translation and 3 rotation axes. Research about (live) virtual acoustics
is active, covering a large application scope, including cultural heritage [2, 3], video-games [4], and spatial audio immersive experiences [1].
For 6 DoF acoustic navigation, several geometrical acoustic
techniques that have been described in the past [5] can be used
to find acoustic paths between a source-listener pair, such as the
image-source method, ray tracing and beam tracing. These paths,
along with a directional specification of the delays and the power
of the reverberations, constitute what is called the impulse response
(IR) of the location for the listener-sound source pair. More precisely, we are interested in real-time auralization, i.e., the process
of making audible, by physical or mathematical modelling, the
sound field of a sound source in a geometrical space for a specific listener position [6]. This auralization strategy has already
been experimented and presented in literature [7, 5]. The strategy
is usually based on live computation of room impulse responses
(RIRs) used to live feed a convolution reverberation.

3. Simulation of 6DoF navigation in acoustic spaces can be
done using interpolation based on multiple RIRs, in which
sound sources are virtually added. We provide an example
in Section 4.
Addressing these challenges requires the availability of datasets with both 3D architectural models of existing places having
singular acoustics, and captured acoustics in several source/listener
positions. Accordingly, the datasets we provide here offer a critical
opportunity for validation and comparison of algorithms for 6DoF
navigation based on RIR interpolation and automated annotation
of acoustic parameters into 3D architectural models.
To our knowledge, three datasets of higher-order Ambisonic
impulse responses have recently been published. Motus [12] is
a dataset of higher-order Ambisonic RIRs and 3D models measured in a room with varying furniture. It targets reverberation
time analysis and its relation with furniture placement in a middlesized room (4.9 m x 4.4 m x 2.9 m). Another dataset of dedicated to 6 DoF navigation in the Finnish National Opera and Ballet
(Helsinki) is analyzed [13], and more specifically evaluates the directional decay properties that characterize a directional feedback
delay network. Finally, the dataset of spatial RIRs in a variable
acoustics room [14] enables 6 DoF rendering of SRIR interpolation methods and spatial dereverberation techniques as possible
applications. Unfortunately, the dataset makes no mention of the
geometrical 3D model of the opera and is not made available publicly for research.

Copyright: © 2022 Thomas Piquet et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
provided the original author and source are credited.
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(a) Loudspeaker with one of the calibrated microphones used during
measurements at the Maison Symphonique.

(b) Loudspeaker with one Ambisonic microphone used during measurements
at the Centech.

Figure 1: Spherical loudspeakers used as sound sources during our measurements.

In the first part of this paper, we present and make publicly
available two datasets of room impulse responses from large spaces
with unique acoustics: the Montreal Maison Symphonique concert
hall and the former Montreal planetarium. Both datasets are provided with an accompanying geometrical model. The datasets are
available under a creative commons license (CC BY-NC-SA 4.0)
on archive.org1 .
The second and third section of this article provide a the method used for RIR capture and description of the dataset for the
Maison Symphonique and the repurposed planetarium respectively.
The fourth section demonstrates how the datasets can be used for
6 DoF navigation.

our Python module that implements ESS generation, computation
of RIRs based on recorded ESS and conversion to 3rd order Ambisonic B-format (Ambix [18]). It also offers reverberation time
computation utilities that are used in Section 3.4.
2.2. Maison Symphonique
This set of impulse responses was recorded in the Maison Symphonique of Montreal5 , a concert hall designed for symphonic orchestras. It is composed of mono (omnidirectional) and Ambisonic
(3rd order) impulse responses. The sound source that was used is
a custom-made omnidirectional loudspeaker. It was set in 11 different positions as shown in Figure 2 for every recording session.

2. ACOUSTIC CAPTURE OF THE MAISON
SYMPHONIQUE CONCERT HALL

2.2.1. Impulse responses
The recording of the impulse responses took place over three sessions, with the same 11 loudspeaker positions every time. Seven
microphone positions were used for each session. When merged,
these three sessions provide a larger number of source-listener positions, as presented in Figure 2. Precise locations and distances
are provided in Table 1 and Table 2 respectively. The first session
focuses on the stage, the second on the seating area (parterre) and
the third on the first floor (corbeille and loge).
The files in the dataset are named using the following convention:

We provide here a description of source-listener measurements
made in the Maison Symphonique, a classical concert hall in Montreal. As illustrated in Figure 1, we used spherical loudspeakers as
sound sources with mono and Ambisonic microphones as listener
locations. In the configuration we describe hereafter, we provide
measures for all relevant locations as well as a 3D model of the
room.
2.1. Software tools for measurement

• SX indicates the source numbered X

Our acoustic capture method consists of RIR measurements using Exponential Sine Sweeps (ESS), as described by [15] and further refined with [16] [17]. The recording pipeline generates a
20-second ESS at a sampling rate of 48kHz. The raw recording
is then convolved with the ESS reverse filter. We used both mono
calibrated microphones2 and an Ambisonic microphone3 .
All conversions from ESS to RIR were done using pyAmbir 4 ,

• LX indicates the mono listener numbered X
• LAX indicates the Ambisonic listener numbered X
3. ACOUSTIC CAPTURE OF A PLANETARIUM DOME
Similar to what was done in the previous section, we provide here a
description of source-listener measurements made in the Centech,
the repurposed planetarium dome. As illustrated in Figure 1, we

1 https://archive.org/details/savr_rir_dataset_
202204. All URLs in this paper have been accessed in June 2022.
2 https://www.acopacific.com/mics.html
3 https://www.zylia.co/zylia-zm-1-microphone.
html
4 https://gitlab.com/sat-metalab/pyambir
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LA1
LA2
S1
S2
S3
S4
S5
S6
S7
S8
S9
S10
S11
L00
L01
L02
L03
L04
L05
L08
L09
L10
L11
L12
L14
L15
L16
L17
L18

X
-0.4
0
0.24
3.79
5.4
0.21
-4.38
-3.4
8.56
8.41
7.76
7.49
9.09
-0.8
-0.8
-5.65
-5.78
-0.43
5.66
-7.6
10.33
-10.32
3.07
-3.11
-4.69
11.31
-11.51
11.31
-11.51

Y
-23.8
0
-2.73
-0.98
4.23
6.15
4.14
-0.98
-3.58
-11.96
-19.5
-25.05
-28.84
-18.51
-7.05
-1.75
6.68
2.36
6.42
-15.11
-17.35
-17.36
-29.67
-29.67
-31.96
-6.3
-6.07
-16.85
-16.74

Z
0.13
0
-0.11
-0.11
-0.11
-0.11
-0.11
-0.11
-0.11
-0.45
-0.08
0.09
0.03
-0.24
-0.96
-0.11
-0.11
-0.11
-0.11
-0.49
-0.37
-0.32
0.04
0.04
3.53
3.07
3.08
3.2
3.25

Table 1: Positions of sources and listeners (metres) in the Maison
Symphonique. Axes are defined relative to a person facing the
scene; X - left/right, Y - Back/Front, Z - Low/High.

used spherical loudspeakers as sound sources and Ambisonic microphones exlusively for listener locations. In the several configurations we describe hereafter, we provide measures for all relevant
locations as well as a 3D model of the room.
The software tools used for measurement are the same as those
used for the Centech described in Section 2.1.
3.1. Transformed planetarium
The Centech dome is the former planetarium of Montreal. It was
renovated to become a start-up accelerator, converting the projection dome into an empty space for events. Geometrically, the space
is a half-sphere concrete dome on top of a concrete cylinder. This
geometry leads to a particular acoustic signature where the RT30
(measure of the time after the sound source ceases that it takes for
the sound pressure level to reduce by 30 dB) goes up to 10 seconds
in the centre of the dome, with a prominent and fast echo. Figure 3
shows a top view of the room where measurements were recorded.

Figure 2: Sources and listeners’ positions for the Maison Symphonique impulse response recordings. Each Source and listener
couple are available in the dataset. Sources positions are indicated
with a star, Ambisonic listener with a circle and monophonic listener with a cross (X). Maximal dimensions are provided here, for
detailed geometry of the room please refer to the 3D model provided with this dataset.
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3.2. Capture strategy and methodology
Ambisonic recordings were done with a third-order order Ambisonic microphone (Zylia ZM-1). The loudspeaker used is an
Audiodice - a dodecahedron-shaped loudspeaker with the ability
to control each of its 12 drivers (one for each face) individually or
at the same time as an omnidirectional loudspeaker.
We considered three specific scenarios: coupled source/listener,
acoustic attenuation and the whispering gallery effect.
Positions are given in polar coordinates, and both loudspeakers and microphones were set at a height of 1.5 m. We mainly
used the Audiodice as an omnidirectional loudspeaker—playing
the same ESS in all 12 drivers—except for the whispering gallery
effect where we recorded one set of 12 measurements, one driver
at a time, to observe the impact of directivity on the effect. For
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LA1
LA2
L00
L01
L02
L03
L04
L05
L06
L07
L08
L09
L10
L11
L12
L14
L15
L16
L17
L18

S1
21.08
2.74
15.81
4.52
5.97
11.17
5.13
10.63
5.43
14.29
14.66
17.77
18.04
27.09
27.15
29.87
12.06
12.63
18.24
18.59

S2
23.2
3.92
18.12
7.66
9.47
12.26
5.38
7.63
1.89
14.58
18.15
17.63
21.62
28.7
29.51
32.33
9.75
16.44
17.87
22.22

S3
28.62
6.86
23.57
12.9
12.56
11.45
6.12
2.21
5.87
19.44
23.31
22.14
26.71
33.98
34.95
37.75
12.49
20.06
22.14
27.15

S4
29.96
6.15
24.68
13.27
9.84
6.01
3.84
5.46
9.45
22.43
22.65
25.59
25.76
35.93
35.97
38.6
16.98
17.23
25.75
25.93

S5
28.22
6.03
22.93
11.78
6.03
2.9
4.33
10.3
11.5
22.55
19.52
26.04
22.31
34.62
33.83
36.28
19.11
12.86
26.41
22.32

S6
23.02
3.54
17.72
6.66
2.38
8.02
4.47
11.7
8.98
17.76
14.75
21.37
17.78
29.41
28.69
31.22
15.96
10.09
21.89
18.04

S7
22.12
9.28
17.62
10.02
14.33
17.63
10.78
10.41
3.57
11.6
19.86
13.89
23.37
26.66
28.58
31.53
5.01
20.47
13.95
24.23

S8
14.77
14.63
11.3
10.45
17.38
23.43
16.83
18.59
10.71
3.32
16.32
5.72
19.49
18.5
21.13
24.24
7.27
21.07
6.76
20.82

S9
9.23
20.99
8.62
15.13
22.25
29.47
23.34
26
18
4.43
15.98
3.36
18.21
11.2
14.89
17.98
14.03
23.7
5.51
19.75

S10
7.99
26.15
10.56
19.85
26.75
34.39
28.53
31.52
23.49
9.96
18.08
8.22
19.4
6.39
11.56
14.42
19.37
27.02
9.57
20.98

S11
10.75
30.24
14.3
23.95
30.84
38.51
32.62
35.43
27.43
13.85
21.62
11.56
22.55
6.08
12.23
14.56
22.85
30.86
12.6
24.11

Table 2: Distances between sources and listeners in the Maison Symphonique (in meters).

every recording, a 20 seconds exponential sine sweep was played,
with an extra 19 seconds of recording after the end of the sweep to
take into account some extreme reverberation cases.

Coupled source/listener
Angle (deg)
Distance (m)
RIR_a0_p0m
0
0
RIR_a0_p1m
0
1
RIR_a0_p2m
0
2
RIR_a0_p3m
0
3
RIR_a0_p4m
0
4
RIR_a0_p6m
0
6
RIR_a0_p8m
0
8
RIR_a18_p6m
18
6
RIR_a18_p8m
18
8
RIR_a35_p4m
35
4
RIR_a35_p8m
35
8
RIR_a52_p6m
52
6
RIR_a52_p8m
52
8
RIR_a72_p1m
72
1
RIR_a72_p2m
72
2
RIR_a72_p3m
72
3
RIR_a72_p4m
72
4
RIR_a72_p6m
72
6
RIR_a72_p8m
72
8
RIR_a-72_p1m
-72
1
RIR_a-72_p2m
-72
2
RIR_a-72_p3m
-72
3
RIR_a-72_p4m
-72
4
RIR_a-72_p6m
-72
6
RIR_a-72_p8m
-72
8

Like most loudspeakers, note that the Audiodice are not calibrated, i.e., the full range of the frequency spectrum is not represented equally. As a result of the ESS technique, the non-linearities
generated by the playback (Digital-to-Analog Converter, amplifiers and loudspeakers) are not taken into account after the convolution. Furthermore, we are currently in the process of calibrating
the Audiodices, and we plan on providing corrected recordings in
the future.

3.3. Coupled source/listener
For this recording session, we coupled the loudspeaker with the
microphone and moved it around to simulate 2 people speaking in
different spots under the dome. We measured 19 points, covering
nearly a quarter of the dome, and presented in Table 3.
This session’s aim is to give a good overview of how the room
sounds without specifically targeting special acoustic phenomena
caused by the dome. This recording session covered only onequarter of the room rather than its entirety because of the symmetry
of the dome, which makes all four quarters very comparable in
their acoustic response.

S0
S1
S2
mic0
mic1
mic2
mic3

RIR files are named with the polar coordinates of the coupled
loudspeaker mic pair, as RIR_aXX_PYYm.wav, where XX is the
angle, and YY the distance in meters. For angles 0°, 72°and -72°we
measured 7 distances (0 m, 1 m, 2 m, 3 m, 4 m, 6 m, 8 m). For
angles 18°and 52°, we measured 2 distances (6 m, 8 m). For angles
35°, we measured 2 distances (4 m, 8 m).

Whispering gallery effect
Angle (deg)
Distance (m)
Loudspeaker
0
8
p0
180
0
p1
180
1
p2
180
2
p3
180
3
p4
180
4
p5
180
5
p6
180
6
p7
180
7
p8
180
8
mic0
180
8
mic1
165.5
8

We observed that the variability of the RT30 is strongly related
to the distance of the source and microphone couple to the centre
of the room. The closer we get to the centre, the longer the RT30
measurement is (from 0.9 seconds at 8 metres to 12 seconds at
the centre). All measurments that feature same radius relative to
the center of the room will share the same RT30 duration. This
is also illustrated in the Centech video demonstration described in
Section 4.
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Acoustic attenuation
Angle (deg)
Distance (m)
-90
0.5
-15
6
165
5
90
0.5
180
2
180
4
180
5

Table 3: Positions for the Centech configurations.
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(a) Coupled source/listener configuration.

(b) Furniture attenuation configuration.

(c) Whispering gallery effect configuration.

Figure 3: Microphones and loudspeakers locations for the three configurations of RIRs captures at the transformed planetarium. The
hatched area is the ground floor. The white area is the platform where all measurements were done. This platform is 4 m above the ground
floor. The grey triangles are staircases from the ground floor to the platform.

mic0
mic1
mic2
mic3

S0
1
2.06
4.03
5.02

S1
6.15
7.95
9.92
10.91

S2
4.89
3.11
1.54
1.31

We can see that the centre position (mic_0) always gives the
longest RT30 for any given position of the loudspeaker. This is
mostly because this room has a distinct and prominent focal point
due to its dome and cylindrical shape.
Positioning absorbent material at the focal point helps greatly
to reduce RT30 measurements across the entire space, especially
around the focal point. The RT30 is more evenly distributed and
below 3 seconds everywhere.

Table 4: Distances between sources and microphones for the
acoustic attenuation configuration (meter).

3.4. Acoustic attenuation

3.5. Whispering gallery effect

As we are under a concrete dome, the sound tends to focus to a
precise point in the room, its centre. We decided to use available
furniture and position it on the focal point of the dome to test possible attenuation scenarios.
We were particularly interested in this scenario as the Centech administration aims to use this room to host events, or as
a workspace. However, given the peculiar and very significant
acoustic response of the room, it doesn’t lend itself to that very
well. We were therefore very interested in figuring out how much
furniture configuration could help mitigate this situation. As furniture positioned in the centre of the dome has the greatest effect on
the acoustic response of the room, this is the scenario we decided
on making measurements for.
The furniture used is a cylindrical seat with a diameter of 1.01
metres and a 0.45 metres height. It is mostly made of foam and
wood and is covered in fabric.
We measured, for both scenarios (with and without furniture),
4 microphone positions (named mic0, mic1, mic2, mic3) and 3
loudspeaker positions (named s0, s1 s2). Distances between sources
and listeners are provided in Table 4 As shown in Figure 3b. RIR
files are named as follows: RIR_micX_sY.wav, where X is the
mic number (0 to 3) and Y is the loudspeaker number (from 0 to 2).
There is a total of 24 measurements, 12 of which were recorded
with furniture on the focal point of the room, while the other 12
were recorded without it present.
Figure 4 shows Reverberation time at 30dB with and without
absorbing furniture. Measurements are grouped by loudspeaker
positions, then by microphone positions from the centre position
to the outer edge.
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The geometry of this space allows sound waves to travel along with
the cylinder and the dome, creating a whispering gallery effect:
words can be whispered at one side of the room and heard very
intelligibly at its opposite end.
This is a very interesting and peculiar acoustic phenomenon
that is unique to rooms of a circular or spherical shape. It also
isn’t covered by the previous recordings. Therefore, we dedicated
a specific recording session to this effect.
We took advantage of the Audiodices and their ability to control all 12 drivers individually to analyze the impact of directivity
on this effect. We set one loudspeaker at one end of the dome,
one microphone located at the opposite of the room (named mic0)
and another one 2 meters to its right (named mic1), as shown in
Figure 3c. ESS was played once on every driver, recorded by 2
microphones.
Recorded RIRs are named as follows: RIR_micX_dYY.wav
where X is the microphone number (0 or 1) and YY is the driver
number (from 1 to 12). There is a total of 24 measurements. One
of the Audiodice drivers (number 7) was facing the microphones.
More details about the Audiodice driver placements are provided
in the Audiodice specification webpage.6
We also measured how far the effect extends along the diameter of the room. We used a loudspeaker at one end of the
dome in omnidirectional mode and microphones in nine positions
along the diameter. Along this axis, we observe that as the direct sound weakens as we move further from the source, the first
6 https://gitlab.com/sat-metalab/hardware/
audiodice
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(a) Reverberation time (RT30).

(b) Reverberation time (RT30) per octave for the source-listener location
where the echo is perceived the most (mic0,s0).

Figure 4: Reverberation time according to source-listener location, when the absorbing furniture is present or not in the centre of the
transformed planetarium.

reflection gets comparatively louder. The first reflection starts getting louder than the direct sound 5 metres away from the centre. Figure 3c shows the loudspeaker and microphone placements.
Recorded RIRs are named as follows: RIR_PXXm.wav where XX
is the microphone distance in metres from the centre.

The second step is to divide each selected RIR into two distinct
regions: early reflections and tail.
For the early reflections, a dynamic time warping (DTW) algorithm is used to align each RIR. In the case of Ambisonic RIRs,
the DTW is computed channel by channel. A simple frame-byframe linear interpolation is then used to interpolate the warped
early reflections and the tails of the selected RIRs, taking into consideration the weights of each RIR. This method provides a smooth
reproduction of the RIR in between the measured RIRs.
Two navigation examples presented in the demonstration videos were generated in the Maison Symphonique and the Centech
(see Figure 5 and Figure 6). We define a navigation as a path of
interpolated points (in the figures, black points). Before the interpolation, each measured RIR was assigned two coordinates in
space. These have been measured during the recording sessions
on-site using a laser pointer for the Maison Symphonique and a
direct measurement (polar angle and radius) for Centech.
In order to generate the audio for these navigation examples,
we operate a pipeline using various tools to correctly simulate the
wanted acoustics. First, we generate all interpolated RIRs in the
navigation using the method described above. The next step includes [1], a real-time auraliser that can convolve multichannel
RIRs in real-time and update them. We update the RIR used by
vaRays at a regular interval to travel in the acoustic response of
the room. In the case of mono or stereo recordings, this pipeline
is sufficient. If we deal with multichannel RIRs, we use [20], an
audio spatializer that we use to convert the Ambisonic auralisation
to binaural audio.
In the Maison Symphonique navigation, one source is located
at the front of the scene (S01) and 13 microphones are located
on the stage and in the public. One key property of the Maison
Symphonique that we would like to reproduce is the damped and
diffuse sound when in the back seats that gets brighter as we move
toward the scene. In the Centech, all recordings are based on loudspeaker/microphone couples, so we can witness the varying echo
of the room acoustic response at different locations. The key property of this room is the gradual increase of a significant echo as

4. 6 DOF NAVIGATION
In this section, we present an application of these recorded RIRs:
6 DoF navigation using interpolation among RIRs. We produced
two accompanying videos, one with the Centech RIRs7 and one
with the Maison Symphonique8 . These videos are also included in
the dataset.
We used an algorithm that has been developed to compute
intermediate RIRs between these recordings by interpolating the
closest measured RIRs to a given point. This allows the simulation of the room acoustics and enables an immersive experience
from a set of recorded RIRs by generating data where no measures
have been recorded. We used pyAmbir 9 for interpolating RIRs,
our Python module that implements multiple multiple tools related
to Ambisonics and RIRs. We will first discuss the method used to
interpolate RIRs, then we will present two examples of navigation
using RIRs recorded at the Maison Symphonique and Centech (see
Section 3).
We follow the approach presented in [19], using a method to
interpolate RIRs using Dynamic Time Warping (DTW). The first
step is to select the RIRs that are going to be used for the interpolation. We select the three closest measures to the given point and
then verify whether the point lies between these three measures.
If not, we swap one of the selected measures with the next closest one to the target point and verify the same condition. We then
compute a weight for each of them using barycentric coordinates.
7 Centech

demonstration: https://vimeo.com/697114857
Symphonique demonstration: https://vimeo.com/
697118976
9 https://gitlab.com/sat-metalab/pyambir
8 Maison
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Figure 5: The trajectory of the navigation in the Centech using the
coupled source/listener configuration. The position of the black
filled points indicates interpolated RIRs computed to provide a
6 DoF acoustical navigation.

we move closer to the centre of the dome. Our interpolation techniques reproduce nicely these properties, as can be directly experienced in these two videos.
In both videos, coloured spheres are used to indicate the interpolated position currently being used (red) and the positions at
which IR measurements were recorded (blue). The video for the
Maison Symphonique also has another one (green) to indicate the
position of the source. Orange beams are traced at each new position to indicate which IR measurements were used for interpolation. The audio is taken from anechoic recordings of symphonic
music provided by Aalto University [21].
5. DISCUSSION AND CONCLUSION
In this paper, we described two datasets composed of RIRs with
varying source and listener positions, along with a 3D geometrical model for each of them. One is from a large concert hall with
a long reverberation time. The second of the datasets is from a
dome-shaped room that features a disturbing echo when listening
from its centre. The positions of the measurements allow the reproduction of 6 degrees-of-freedom navigation within the space,
in which virtual sources are rendered with the room’s acoustics.
It also provides the opportunity for analysis of the spatial distribution of well-known acoustical parameters such as reverberation
time. We provided a demonstration of 6 Dof navigation using RIR
interpolation to demonstrate the feasibility of 6 DoF navigation
based on the datasets.
We believe these two datasets can contribute toward resolving
several research problems. Indeed, they offer:

Figure 6: Trajectory of the navigation in the Maison Symphonique.
Black points indicate interpolated RIRs computed to provide a
6 DoF acoustical navigation. The source is not indicated, since
it is attached to the moving listener. The positions used for interpolation are indicated in the figure.

• ground truth material for validation of late reverberation
models based on geometrical models;
• input data for algorithms toward the automatic annotation
of surfaces in geometrical models with acoustical parameters such as absorption and scattering;
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[9] Stefan Bilbao, “Immersed boundary methods in wave-based
virtual acoustics,” The Journal of the Acoustical Society of
America, vol. 151, no. 3, pp. 1627–1638, 2022.

• source material for live RIR interpolation, as required for
live acoustical 6 DoF navigation;
• source material for research on acoustical metrics and their
spatial distribution in the room. More particularly with
echo related metrics for the Dome Dataset, but also in general for research targeting architectural design, where such
analysis is critical [22];

[10] Arnadi Murtiyoso, Eugenio Pellis, Pierre Grussenmeyer,
Tania Landes, and Andrea Masiero, “Towards semantic
photogrammetry: Generating semantically rich point clouds
from architectural close-range photogrammetry,” Sensors,
vol. 22, no. 3, 2022.

• source material for research on the perceptual similarity between RIRs.

[11] Bart Postma, David Poirier-Quinot, Julie Meyer, and Brian
Katz, “Virtual reality performance auralization in a calibrated model of notre-dame cathedral,” in EAA EuroRegio2016, Porto, Portugal, 06 2016.
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ABSTRACT
Real-time applications of Music Information Retrieval (MIR)
have been gaining interest as of recently. However, as deep learning becomes more and more ubiquitous for music analysis tasks,
several challenges and limitations need to be overcome to deliver
accurate and quick real-time MIR systems. In addition, modern
embedded computers offer great potential for compact systems
that use MIR algorithms, such as digital musical instruments. However, embedded computing hardware is generally resource constrained, posing additional limitations. In this paper, we identify
and discuss the challenges and limitations of embedded real-time
MIR. Furthermore, we discuss potential solutions to these challenges, and demonstrate their validity by presenting an embedded real-time classifier of expressive acoustic guitar techniques.
The classifier achieved 99.2% accuracy in distinguishing pitched
and percussive techniques and a 99.1% average accuracy in distinguishing four distinct percussive techniques with a fifth class for
pitched sounds. The full classification task is a considerably more
complex learning problem, with our preliminary results reaching
only 56.5% accuracy. The results were produced with an average
latency of 30.7 ms.
1. INTRODUCTION
Music Information Retrieval (MIR) is a field of research that focuses on the analysis and extraction of information from music.
Prominent examples of MIR tasks include beat-detection [1], onset detection [2], music transcription [3], and genre classification
[4]. To date, research in this area has mainly focused on offline
methods, which operate on large datasets and do not have tight
constraints on execution time. However, the sub-field of real-time
Music Information Retrieval (rt-MIR) has been gaining more interest recently, since it can be used for the development of music
performance tools such as digital musical instruments [5] [6], including smart musical instruments [7].
Rt-MIR offers a number of challenges and constraints that
are not present in the offline context, as real-time systems pose
strict requirements on the execution time of algorithms and the latency of these systems [8]. These requirements are particularly
stressed by the complexity of deep learning, which can deliver
highly accurate results at the expense of computational resources.
Moreover, embedded devices and single-board computers have become a powerful tool for compact learning and music systems [9]

2. CHALLENGES OF EMBEDDED REAL-TIME MUSIC
INFORMATION RETRIEVAL
This section describes the main challenges behind designing and
implementing an embedded rt-MIR system that use acoustic signals as input. Such challenges have been identified as a result of
our research in the field of smart musical instruments [7], a class of
digital musical instruments based on real-time embedded systems,
which can run rt-MIR algorithms for different purposes, such as
real-time expressive playing technique retrieval. MIR algorithms

Copyright: © 2022 Domenico Stefani et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
provided the original author and source are credited.
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[10] [11], but their limited computational resources pose additional
challenges for rt-MIR.
In this paper, we identify and discuss the main challenges that
can be found when developing embedded rt-MIR systems dealing
with acoustic signals. We also propose various solutions to these
challenges. Finally, we demonstrate the validity of some of the
proposed solutions by implementing an embedded real-time expressive technique classifier for the acoustic guitar. In particular,
we focus on CPU-based embedded hardware such as single-board
computers, which can run an operating system. This excludes simpler devices such as microcontrollers.
Our implementation of an expressive technique classifier can
be compared to the work of Reboursiere et al. [12], which consisted of a series of algorithms to track in real-time a similar set of
expressive guitar techniques. However, despite the high accuracy
obtained by the authors on polyphonic performances, the different
techniques were tracked with separate algorithms and tested separately because of processing power issues. Additionally, this work
did not address an embedded implementation of the system. An
earlier report by the authors [13] describes an embedded implementation with a Field Programmable Gate Array (FPGA), but it
was presented as an incomplete project and the algorithms were
tested separately and offline (not in real-time). Additionally, differently from our implementation, these approaches do not address
percussive fingerstyle techniques on the acoustic guitar. Real-time
classification of two percussive techniques was tackled in a preliminary manner by Martelloni et al. [14]. However, the authors
did not propose an implementation for embedded systems, nor did
they provide accuracy or latency measurements. Furthermore, the
authors reported that the accuracy was rather low, causing "discomfort" when using the system to trigger audio samples.
The reminder of the paper is organized as follows. Section 2
describes the challenges and limitations of embedded rt-MIR. Section 3 presents solutions to the aforementioned challenges. Then,
in Section 4 we present an embedded real-time classifier for expressive playing technique recognition on the acoustic guitar. Finally, we draw our conclusions in Section 5
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that operate on input data other than acoustic signals (e.g., symbolic music representation) are outside of the scope of this study.
The identified challenges, described in detail below, are as follows:

increase in the accuracy of the results of the analysis. For example, delaying the analysis of a sound in a pitch tracking or sound
event recognition system can allow a rt-MIR algorithm to consider
a larger part of the temporal envelope and spectral content of the
sound, thus increasing the quality of the features that can be extracted and helping to discard potential false positives. At the same
time, delaying the analysis of the signal introduces some latency
between the input and when the results are produced, which can
only be tolerated to a specific degree for different tasks and applications. For example, a system that reacts to a sound by producing
new sounds will require a latency that is about 30 ms or lower,
since complex tones that are separated by less than such a delay
may be perceived by the human hearing system as simultaneous
[20].
Apart from delays that can be introduced on purpose, the execution time of rt-MIR algorithms also affects the total latency with
which the results of a real-time system are produced. This is particularly critical with modern machine learning and deep learning
algorithms, which are often designed to achieve the best accuracy
in contexts where the execution time is not bounded (i.e., offline
MIR). For most of these algorithms, the execution time can be effectively reduced, but it will reduce the quality of the results. For
example, the execution time of inference with a K-nearest neighbors (KNN) classifier can be high with a large number of training
samples, but it can be reduced by removing an arbitrary number of
samples [21]. However, this operation will effectively reduce the
amount of information that describes the output classes. On the
contrary, reducing training data for deep learning algorithms will
have no effect on inference time, but this can be reduced greatly by
either decreasing the width and depth of neural network models or
reducing the numeric precision of the weights of a network (weight
quantization). Any of these operations will necessarily reduce the
quality of the results.

1. Availability of only causal information;
2. Tradeoff between accuracy and latency;
3. Audio processing deadlines and real-time-safe programming
rules;
4. Embedded hardware and software limitations.
2.1. Availability of only causal information
The main difference between offline and rt-MIR systems is the
possibility of analyzing the entire input signal at any point in time.
For offline systems, this means that more information can often
be gathered by collecting large analysis windows around events
of interest in the input signal. Moreover, offline MIR algorithms
can move forward and backward along the entire input audio signal. On the contrary, rt-MIR systems can only process past and
current inputs. For example, the classification of musical properties of events in a signal (e.g., instrument detection) can only happen with a non-zero delay from such events (i.e., latency) which is
partly due to need of the classification algorithm to wait to collect
a signal window to analyze. Since more input information about
a musical event in the signal can potentially yield higher classification accuracies, similar rt-MIR systems must be tuned to adjust
the tradeoff between their accuracy and the latency with which the
results are produced. The same holds for non-classification rt-MIR
systems (e.g., regression [15]) and more general audio tasks (e.g.,
environmental sound recognition [9]). This will be discussed in
detail in part of the next section.
Moreover, some methods or algorithms used in MIR can only
be applied to offline contexts, such as Bi-directional Recurrent
Neural Networks (BiRNNs). This class of neural networks has
been used successfully for tasks such as offline music-genre classification [16] and onset detection [17], but these are designed to
simultaneously use information from both the past and the future
to operate, which renders them unusable for rt-MIR.
In addition, some offline algorithms cannot be used in realtime systems simply because they require the entire audio signal.
This is, for example, the case of the whitening process, which
consists in dividing the magnitude of each bin of the Short-time
Fourier transform by the all-time maximum value for that bin. Despite improving the performance of onset detectors in many cases
[18], whitening uses non-causal information and cannot be used
for real-time onset detectors. An overview of the real-time capabilities of some of the onset detection methods mentioned was
presented by Bock et al. [19].

2.3. Audio processing deadlines and real-time-safe programming rules
Real-time audio software handles the input and output of the audio
signals with buffers. Audio buffers, which have a predefined size
in samples, are delivered to the software at a rate that depends on
the audio sampling rate and the predefined buffer size. As a consequence, these systems have a limited amount of time to process
the input buffers before the succeeding buffer is delivered in input. This limited “time budget” is particularly relevant for systems
that also have to deliver an output audio signal, since any failure
in performing every computation inside this time slot will reflect
on the output in the form of audible glitches. For rt-MIR systems
that operate on an input audio signal, at least part of the analysis
computations must be performed at the same rate as the audio processing. As a result, these computations will add to the time used
out of the available budget. This also holds for rt-MIR systems
that operate on input audio signals.
Lastly, real-time audio programming requires developers to
use only operations that are guaranteed to execute in a given amount
of time to complete (i.e., real-time-safe operations1 [22]), which
prevents the aforementioned issues. This requires developers to
avoid dynamic memory allocation, locking operations, and more
instructions that can force the real-time thread to wait on lower
priority operations. These rules also apply to any external library

2.2. Tradeoff between accuracy and latency
In rt-MIR systems, a tradeoff is established between the accuracy
of the results of any analysis and the latency with which these are
produced. This is due to two main reasons: the availability of
only past information (causal) and the relation between the accuracy and execution time of many analysis algorithms, especially
machine learning and deep learning techniques.
As introduced in the previous section, rt-MIR systems can
only process their past and current inputs. However, their computation can be delayed in time to collect a wider signal window,
which could contain more information about the part of interest of
the input signal. For many tasks, this can directly translate to an
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used, which can be a problem with code designed for offline use
(e.g., offline MIR and libraries for deep learning inference).
2.4. Embedded hardware and software limitations
The performance of any rt-MIR system is dependent on the limitations of the computing hardware used, along with the low-level
software (e.g., OS) of its target computing device. While modern PCs are generally powerful and fitted with hardware for high
throughput operations (i.e., GPUs), embedded computers tend to
be resource-constrained platforms that offer many challenges for
real-time audio and rt-MIR applications.
First of all, deep learning algorithms have almost completely
replaced traditional machine learning and simpler heuristics in many MIR areas [3] [17] [23] [24], but they tend to be more computationally complex. Furthermore, embedded computers are generally resource-constrained devices when compared to general purpose PCs. Other than limited CPU speeds, core count, RAM amount,
and speed, very few embedded computers are provided with GPUs
or similar acceleration hardware for deep learning inference, such
as Tensor Processing Units (TPUs). Moreover, while it is possible
to collect an audio signal on-site and process it in the cloud (on a
powerful server), this introduces high communication latencies
that are not desirable in a real-time system.
3. POTENTIAL SOLUTIONS AND VIABLE TRADEOFFS
3.1. Availability of only causal information
In Section 2.1 we discussed the limitation imposed to rt-MIR systems due to the availability of only past and current input information. In some cases, this limitation requires developers to devise entirely different methods to those used in offline contexts.
However, if the target task of a rt-MIR system allows for a tolerable degree of latency, the analysis of the signal can be delayed as
much as possible, so to give as much information as possible to the
processing algorithm about the input signal. For example, for the
expressive technique recognition algorithm presented in Section 4,
the feature extraction window was set to be as large as possible,
while fitting in the maximum target latency along with the delays
introduced by the other components of the classification algorithm.
However, some algorithms cannot be used in real-time contexts by definition. These include techniques that need to collect
information about the entire signal beforehand, such as whitening
(see Section 2.1). In many cases, such as for whitening, these operations can be replaced by their approximate versions, which only
rely on the part of the signal gathered up to each point of the analysis. This is the case of the adaptive whitening technique for onset
detection presented by Stowell et al. [18].
Similarly, some operations in neural networks can only be
used for offline MIR. This is the case of the bidirectional information flow in BiRNNs [16] [17], which must be replaced with
unidirectional Recurrent Neural Networks (RNNs). A similar approach was used by Bock et al. [23], who presented a successful
real-time onset detector, which was adapted from a previously developed approach for offline contexts.
3.2. Tradeoff between accuracy and latency
As mentioned in the previous sections, signal analysis can be delayed up to a maximum tolerable latency. This is in itself a tradeoff, since it involves forgoing a potentially high accuracy to achieve
a specific maximum tolerable latency.
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In the case of a deep classifier, this can be obtained by making
a neural network shallower, narrower, or reducing the precision
of the neuron weights (i.e., weight quantization). The first two
methods will require retraining the neural network and will reflect
directly on the execution time, since they reduce the number of
computations that need to be performed. In our classifier, we tuned
the size of the classifier network to fit the target latency (see Section 4.3). Differently, weight quantization is performed on trained
models, and it consists in reducing the precision of floating-point
weights to fixed-point values. This greatly reduces execution time
thanks to the lower computational cost of fixed-point operations,
but it also reduces the accuracy of neural networks. Depending on
the structure of a neural network, its size, and its overall robustness
to weight quantization, reducing the precision of network weights
will have a larger or smaller impact on the results. In our expressive technique classifier, weight quantization reduced greatly the
accuracy of the results (i.e., 10-20% depending on different quantization techniques) so we avoided using it in the final models.
3.3. Audio processing deadlines and real-time-safe programming rules
Section 2.3 described briefly how audio is delivered in buffers to
any processing software, including rt-MIR systems, leaving a set
“time-budget” for the completion of signal processing and analysis computations. In this context, rt-MIR systems that need to
execute their entire analysis pipeline at each buffer-read operation
will have a strict constraint on the number of operations that can be
performed to produce their results. In these cases, the size of the
audio buffer can be increased, but it will slow down the entire analysis. Furthermore, many rt-MIR algorithms can be subdivided into
multiple stages of analysis, where some can potentially run at a
different rate of execution without affecting the time-budget available. For example, the expressive technique recognition pipeline
presented in Section 4.3 is composed of an onset detector, a set of
feature extractors, and a deep learning classifier (see Fig. 3). The
onset detector must run in the real-time thread of execution and
will benefit from running at a high rate (i.e., small audio buffer
size), which reduces the latency with which onsets are detected.
On the contrary, features need to be extracted only when an onset is detected, and the same holds for the execution of the rather
computationally expensive deep learning classifier. Moreover, the
requirements of our task state that, as a reasonable assumption,
there is no need to classify notes that are less than 20 ms apart, so
both the feature extraction operation and the execution of the classifiers are rather low-rate tasks. The onset detector was executed in
the real-time thread of execution with a buffer size of 64 samples
at 48 kHz (i.e., onset detection is executed every 1.33 ms), while
both the feature extraction and classification stages can exceed the
time budget of the audio processing routine (i.e., 1.33 ms), and
their execution can be moved to a separate high-priority thread.
Nevertheless, this divide-et-impera approach can not be applied to end-to-end neural networks. In fact, an underlying trend
in deep learning is to devise end-to-end neural networks, which
can operate directly on raw data and produce their results without any additional algorithm. This approach leads neural networks
to learn “internal” feature extractors that can surpass hand-crafted
feature extractors in terms of the quality of the descriptors, but this
approach can greatly increase the computational complexity of the
analysis pipeline. Additionally, end-to-end neural networks can
hardly be subdivided into different stages.
Apart from reducing the execution time of the code devised
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by the developer of a rt-MIR system, great care must be devoted to
using external libraries that only perform real-time-safe operations
during the execution of the analysis of the signal (see Section 2.3).
For example, our expressive technique recognition system uses the
real-time onset detector from the Aubio library [25], and our feature extractors were C++ ports of the TimbreID library tools [26].
Moreover, there are various deep learning execution libraries that
can run inference of neural networks quickly and without breaking
real-time-safe programming rules (i.e., TensorFlow Lite, ONNX
Runtime, and RTNeural [27]).

nati et al. [31] recently compared the performance of the Xenomai kernel with the more accessible PREEMPT_RT patch for the
Linux kernel. The comparison showed the superior performance
of Xenomai-based solutions, but PREEMPT_RT proved to be considerably easier to implement while still delivering a good performance. Overall, these low-level software solutions can allow
embedded rt-MIR systems to exploit more CPU performance and
reduce latency when compared to the standard Linux kernel. Our
expressive technique classifier is deployed to a Rasberry PI computer that runs Elk Audio OS and neural inference is executed on
the CPU because of the aforementioned considerations.

3.4. Embedded hardware and software limitations
4. EXPRESSIVE TECHNIQUE CLASSIFIER

As mentioned in Section 3.4, modern deep learning models can
be computationally expensive to train and execute. On powerful
computers, training, and execution of neural networks are accelerated thanks to GPUs, which are specialized hardware for highthroughput parallel operations. However, very few embedded computers are provided with specialized hardware that can support
deep learning tasks. Among these, the Nvidia Jetson family of embedded computers is specifically designed to accelerate deep learning applications with the use of GPUs. More recently, many different types of processing units for low-power deep learning inference have been developed, such as Google’s Coral TPU and Intel’s
Visual Processing Units (VPUs). Some of these come in the form
of an embedded computing board (e.g., the Coral Dev Board2 ),
while others are provided as external devices that communicate
with the CPU of embedded computers through a USB connection
(e.g., Coral USB Accelerator3 , Neural Compute Stick4 ).
Additionally, the more flexible design of FPGAs has become
increasingly more interesting for deep learning inference. This is
to be attributed to the development of new tools to convert neural
networks to FPGA compatible code. Vandendriessche et al. [9]
recently compared the performance of multiple embedded alternatives for environmental sound recognition, which include TPUs
and FPGAs. The authors focused on Convolutional Neural Networks (CNNs), which is a type of neural network that require a
large number of parallelizable computations. FPGAs have also
been explored for ultra-low latency DSP. In particular, Risset et al.
presented preliminary results on the development of a tool that can
compile Faust code for FPGAs [11], while very recently Wegener
et al. described a method to interface Pure Data with a FPGA for
low latency physical modeling synthesis [28].
However, single-board computers have become more powerful in recent years, resulting in the possibility of executing rather
small neural networks, such as compact Feed-Forward Neural Networks (FFNNs), with only a CPU. Moreover, each of the aforementioned acceleration hardware solutions introduces a different
overhead because of the communication with the CPU, which may
become an issue for very low-latency real-time systems
Apart from the aforementioned hardware alternatives, embedded rt-MIR systems can greatly benefit from using optimized realtime audio platforms [8]. Some of the most advanced alternatives
are the Bela platform [29] and the Elk audio operating system
(Elk Audio OS) [30]. Both of these solutions are based on the
Xenomai Cobalt real-time kernel, which allows reaching very low
scheduling latency ad round-trip audio latency. Moreover, Vig-

To demonstrate some of the potential solutions described in the
previous section, we now present a real-time embedded classification system that can recognize the expressive playing technique
used by an acoustic guitar player. This system is limited to a monophonic setting, where the musician plays one note at a time, similarly to a guitar solo setting. Furthermore, we performed the detection on the acoustic guitar, which allows for a great range of
techniques such as percussive techniques (i.e., drum-like sounds
produced by hitting the body of the instrument). Real-time detection of the type of percussive hits can be used to trigger drum
samples or control percussive synthesis algorithms. The classifier
was deployed on a Raspberry PI 4 embedded computer with Elk
Audio OS. The code of the expressive guitar technique classifier is
available in an online repository5 .

Figure 1: Hardware setup of the expressive technique classifier.
The audio signal from the guitar pickup is fed to a Raspberry PI
through the Elk PI Hat, which contains high definition audio converters. The result of the classification is communicated through
a simple sine wave tune with different frequencies, which is monitored with a pair of headphones.
The technique classifier was trained on three tasks of increasing complexity, which are described in Section 4.1. Section 4.2
describes the dataset used to train the classifier, while Section 4.3
illustrates the detail of the classification pipeline. Finally, Section 4.4 presents the results of the system in terms of accuracy and
latency.
4.1. Classification tasks

2 https://coral.ai/products/dev-board/

This study was divided into three classification tasks of increasing
level of complexity:

3 https://coral.ai/products/accelerator
4 https://www.intel.com/content/www/us/en/developer/tools/neuralcompute-stick/overview.html
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• Task A [binary]: The first task is a binary classification
problem, where the output of the neural network must indicate whether a note was produced with a pitched or percussive technique;
• Task B [percussive+]: The second task involves multiclass
classification of four individual percussive techniques and a
single aggregate class for every pitched technique (See next
section);
• Task C [full]: The third task is the full classification problem, where twelve expressive playing techniques are considered as individual classes. This problem is considerably
more complex than Task A and B.

Figure 2: Percussive techniques of choice, with the relative guitar
areas used.

4.2. Dataset

The dataset was recorded with five experienced guitarists and
five different guitars, using the internal pickups of each guitar. The
percussive techniques were recorded for each guitarist with three
intensities (piano, mezzoforte, forte), with 10 repetitions for each
sound. For all the pitched techniques, individual notes were played
across a selected ranges of keys6 for each string. For each key on
each string, the corresponding note was played three times for each
of the aforementioned intensity levels. While the dataset has yet to
be labeled at onset level, which will be done in the near future, the
onset detector used for our implementation indicated that the total
of our recordings for the dataset contains about 35,035 notes.

This study required a dataset containing high-quality recordings
from multiple acoustic guitars with timbre annotations for each
note played. Moreover, the recordings needed to be monophonic
and to contain a number of relevant playing techniques. Finally,
as the final system must work whitout external microphones, the
dataset had to be recorded through pickups embedded into the guitar. Given the scarcity of free datasets of guitar recordings complying with our specific requirements, we proceeded to define and
record a new dataset. With the help of professional guitarists we
compiled the following list of twelve acoustic guitar techniques,
which includes both percussive and pitched techniques:

4.3. System Architecture

1. “Kick” percussive technique: producing a sound that resembles a kick drum by hitting the lower right part of the
top of the guitar body;
2. “Snare-A” percussive technique: producing a sound by hitting the lower right side of the guitar body;
3. “Tom” percussive technique: producing a sound by hitting
the area of the guitar body near the top of the end of the
fretboard, using the thumb;
4. “Snare-B” percussive technique: producing a sound by hitting the muted strings over the end of the fretboard;
5. Bending technique: pulling the strings, raising the pitch
(half-tone interval);
6. Hammer-on technique: sharply bringing a finger down onto
the fingerboard, creating a legato sound (half-tone interval);
7. Natural Harmonics: plucking the strings and stopping them
to suppress the dominant note frequency and let harmonic
overtones ring;
8. Palm Mute: partially muting the strings with the palm of
the picking hand, resulting in a muffled sound.
9. “Pick Near Bridge”: plucking the string near to the guitar
bridge, producing sounds with great high-frequency content;
10. “Pick Over the Soundhole”: plucking the string over the
soundhole, producing sounds with lower treble content and
greater intensity;
11. Staccato: playing short notes;
12. Vibrato: Moving the fretting-finger to warp the pitch and
tone of the sound.

This section describes the design of the classification pipeline and
its practical implementation for embedded real-time expressive guitar technique recognition. The target embedded device for our
classifier is the Raspberry PI 4 (4 GB RAM version) with Elk
Audio OS, the choice of which was based on the considerations
drawn in Section 3.4. In order to comply with the constraints imposed by the limited computational power of the target embedded
platform, we choose to use a multi-step classification pipeline (see
Section 3.3), composed of an onset detector, a set of feature extractors, and a deep learning classifier (See Fig. 3).

Source
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Figure 3: Classification pipeline.
This allows us to separate the steps that need to be executed
with a high refresh rate (i.e., onset detection), from those that only
need to be executed with a lower frequency (i.e., feature extraction, classification). Moreover, classification can be performed on
a thread separate from the real-time execution. As a result, the latency introduced by the software system can be described by the
sum of the latency of each stage of the pipeline (See Fig. 4). Each

The selection of percussive techniques was inspired by the interview study on percussive fingerstyle conducted by Martelloni
et al. [32]. The areas of the guitar body used for each of these
techniques are shown in Fig. 2.

2

Onset
Detector

6 Natural harmonics were recorded only for frets 5, 7 and 12, while the
remaining pitched techniques were played from the open string up to a fret
between the 15th and the 20th , depending on the physical limitations of
each guitar (e.g., cutaway, string gauge, guitar scale)
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random split of the original dataset. The following three neural
networks were used for Task A, B, and C:
• Network A [binary]: Network A uses 110 input features (50
BFCC + first 60 Real Cepstrum features) and it is composed of four dense hidden layers (fully connected) with
500 neurons each. The final layer has 2 neurons. Each of
the hidden layers used the LeakyRelu activation function,
end they were interleaved by dropout layers for regularization, as suggested by Sigtia et al; [34].
• Network B [percussive+]: The model used for task B was
similar to that of Task A, differing in the number of output neurons (i.e., five outputs for Network B). The first four
outputs represent the prediction of one of the four percussive techniques, while the fifth corresponds to any pitched
sound;
• Network C [Full]: Similarly, the same network of Task A
and B was used for the full classification task, except for
using 513 input features (i.e., all the Cepstrum coefficients)
and having 12 outputs, one for each expressive technique.

Figure 4: Graphical representation of a guitar sound in the audio
signal and all the components of the total latency between a note
onset and its classification.
step of the pipeline is now described in detail.
Onset Detection is the task of recognizing the beginning of
individual sounds in an audio signal (i.e., onsets). Contrary to the
technique classifier at the end of the pipeline, the onset detector has
to analyze the audio signal at a fast rate. This imposes a constraint
on the types of detectors that can be used, ruling out slow offline
solutions like most deep learning approaches. We found aubioonset [25] to be reliable and able to detect onsets with a small latency
interval.
Feature Extraction: While it is possible to devise a neural
network that operates directly on the raw audio signal, its high
dimensionality can be counterproductive for discriminative tasks
[33]. For these tasks, an alternative solution is to exploit transformations that better describe the relevant signal properties of interest. On the full dataset, the following feature extractors of the TimbreID library were used: Attack time, Bark Spectrum Brightness,
Bark Spectrum (50 values), Bark Frequency Cepstral Coefficient
(BFCC) (50 values), Cepstrum, Mel Frequency Cepstral Coefficient (MFCC), and Peak sample. As introduced in Section 3.1,
the feature extraction was delayed as much as possible while fitting into the target latency, resulting in a feature analysis window
of 1,024 samples, which corresponds to 21.33 ms of audio at 48
kHz. To do so, the computation of features was delayed by a brief
time interval after each onset detection (i.e., Post-onset delay), to
align the beginning of the window with the note onset. For each
classification task, a different feature subset was selected through
a process of trial and error.
Classification: The classification of the expressive playing
technique was performed through neural network models loaded
in TensorFlow Lite. Each model was developed through a process
of trial and error, by testing multiple combinations of input features, layer number and size, dropout probabilities, and optimization parameters. The Stochastic Gradient Descent optimizer was
found to work best for all the learning tasks and was used with a
learning rate of 1e−3 and momentum values between 0.7 and 0.9.
The loss function used was Sparse Categorical Cross-entropy, as
it is appropriate for multiclass classification problems. The execution time of models of different sizes was measured on the target
platform, and the size of the final models was tuned to fit the target
latency (see Section 3.2). Each neural network was trained for a
number of epochs between 1,000 and 2,000, on a 75% stratified
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4.4. Results and Discussion
The success rate of the classifier was measured in terms of its accuracy, precision, recall and F1-score. These were measured on
a stratified random split of 25% of the entire dataset, while each
neural network was trained only on the remaining 75% split. The
best results obtained through a process of trial and error for Task
A, B and C are presented respectively in Table 1, 2 and 3.
Table 1: Summary of the results of Task A.
Class
Percussive
Pitched
Macro avg.
Accuracy

Precision
95.6%
99.5%
97.5%

Recall
92.6%
99.7%
96.1%

F1-score
94.1%
99.6%
96.8%
99.2%

Table 2: Summary of the results of Task B.
Class
Kick
Snare-A
Tom
Snare-B
Pitched
Macro avg.
Accuracy

Precision
91.4%
89.3%
92.8%
90.9%
99.7%
92.8%

Recall
95.5%
95.0%
91.8%
96.8%
99.4%
95.7%

F1-score
93.4%
92.1%
92.3%
93.7%
99.5%
94.2%
99.1%

Table 3: Summary of the results of Task C.
Class
Kick
Snare-A
Tom
Snare-B
Bending
Hammer-on
Nat.Harmonics
Palm Mute
Bridge-Pick
Soundhole-Pick
Staccato
Vibrato
Macro avg.
Accuracy
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Precision
82.1%
78.3%
64.7%
78.3%
55.7%
48.0%
69.7%
61.1%
67.2%
49.4%
60.4%
48.5%
63.6%

Recall
76.7%
66.7%
39.3%
60.0%
42.8%
48.8%
50.9%
82.0%
59.8%
52.6%
71.2%
41.6%
57.7%

F1-score
79.3%
72.0%
48.9%
67.9%
48.4%
48.4%
58.8%
70.0%
63.3%
51.0%
65.3%
44.8%
59.8%
56.5%
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input information, the process of tuning the tradeoff between system accuracy and latency, real-time audio deadlines, real-time-safe
programming rules, and the limitations of embedded hardware and
low-level software. Furthermore, we presented potential solutions
to these issues, and we demonstrated the validity of some of these
with the embedded implementation of a real-time expressive guitar
technique classifier.
The demonstrative implementation reached 99.2% accuracy
in distinguishing pitched and percussive techniques and a 99.1%
average accuracy in distinguishing four distinct percussive techniques and a fifth class for pitched sounds. On the contrary, the full
classification task of distinguishing twelve different techniques was
more complex, and the proposed approach could not reach satisfactory accuracy scores. The classification pipeline was successfully deployed on an embedded computer, and the classification
results were produced with an average latency of approximately
30.7 ms from the note onset, which was hardly perceptible. The
solutions demonstrated by our experiment are the possibility of dividing the classification pipeline in several steps that execute at
different frequencies, the tuning of the system delays, the effective
use of a real-time embedded OS to obtain the best performance on
a resource constrained device and the use of real-time-safe code.
Furthermore, the results of this study and the challenges discussed
can also apply to more general real-time audio contexts, such as
in acoustic sensor networks, where classification may need to be
performed with very low latency.
However, the demonstrative experiment is limited in several
ways. First of all, the complex “full” classification problem will require an improvement of the entire recognition pipeline to achieve
satisfying results. Moreover, the classification latency can be further reduced, to enable chaining more complex synthesis algorithms and effects after the classification. Additionally, the proposed classifier works with the guitarist playing only one note at
at time, such as in a guitar solo setting. Finally, an objective and
repeatable measurement of the end-to-end latency will require the
design of a custom test setup.
Future studies will devote more attention to the refinement of
the entire classifier, to reduce latency and improve the classification accuracy. Moreover, we will attempt to use the separate signals from an hexaphonic pickup to enable polyphonic technique
recognition. Finally, a future development of the project should investigate the potential of Tensor Processing Units and other modern acceleration hardware in the context of embedded real-time
Music Information Retrieval.

These results show how both Task A and Task B can be tackled effectively with a rather simple FFNN method, using a naive
trial and error process to establish the input features to use and
the parameters of the classifier. In particular, the classification accuracy of Task B (99.1%) surpassed our previous results obtained
with smaller feature vectors on the simpler task of only percussive technique recognition (i.e., 92.5%). On the other hand, Task
C is considerably more complex, and we were not able to reach a
meaningful accuracy score. Preliminary results seem to indicate
that reducing the variance of the onset detection latency will lead
to more precise alignment of the feature extraction window, which
in turns should improve classification accuracy. Moreover, feature
selection can be used to obtain better feature vectors, and more
regularization layers in the deep classifier (e.g., Batch Normalization) may allow the neural network to be trained more effectively.
4.4.1. Latency
Measuring the exact end-to-end latency of the classification system
would require feeding the embedded computer with a prerecorded
guitar signal, having the classifier produce a clear signal mark in
output when classification is completed, and hand-labeling each
onset and mark in the signal. This would allow for a precise measurement of the delay introduced by the software between onsets
and classification results.
For the sake of simplicity, an approximate measuring setup
was used for this demonstrative case. Each delay was measured on
Task B. The delay between an onset and its detection (Onset detection latency) was measured separately, on 211 individual notes
(about 100 percussive sounds and 100 pitched ones), and it averaged at 19.00 ms. It is to be noted that the latency of detection depends on changes in the inner buffer of the onset detector, and it is
different from the execution time of the detector itself, which follows each audio buffer read operation and is considerably shorter
than the 1.33 ms time-budget of our real-time system (64 samples
at 48 kHz).
Instead, all the delays apart from onset detection latency could
be measured inside the classification software in real-time, with a
high precision timer. These were measured by playing 200 notes
(100 percussive and 100 pitched) with the guitar connected to the
system, and saving each timer result in a log file. Such delays
were composed of the post-onset delay, the feature computation
time and finally the inference time of the classifier (see Fig. 4),
which averaged respectively at 7.77 ms, 0.78 ms, and 3.15 ms.
These delays add up at 11.70 ms. As an indicative measure, the
sum the onset detection latency and the remaining delays totals
at 30.7 ms. However, the next iteration of the expressive guitar
technique classifier will include a more precise latency test setup.
Most importantly, the system was complemented with a simple sine-wave oscillator that played a different tune depending on
the classification result, as soon as it was produced. The system
was then connected to the guitar and played in real-time, and the
delay between the act of the guitarist and the synthetic tune was
inaudible. This is a subjective but promising result, as it suggests
that a smart guitar could use a similar system to trigger different synthetic sounds depending on the technique used, without the
player perceiving the recognition delay.
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ABSTRACT

A repetitive sound resembling flutter echo is a common nuisance to velvet-noise-based artificial reverberation [4, 5]. This artifact was problematic in the early velvet-noise techniques, where a
single sequence was reused multiple times. It became particularly
noticeable when synthesizing interleaved velvet-noise reverbs with
too low of a number of insufficiently long velvet-noise sequences
[5]. Although the repetitions are usually hidden with an appropriate choice of parameters in reverberation algorithms, the present
work exploits this feature in the flutter echo synthesis.
In this paper, we propose a reverberator structure for the simulation of temporal and spectral characteristics of flutter echo in
acoustic spaces. In contrast to [3], where room geometry is used to
control the reverberator parameters, we propose a method to synthesize flutter from measurements. The model structure consists
of a conventional reverberator based on a delay line with feedback
and a convolution with a velvet-noise sequence. The paper also
discusses methods of obtaining parameters specific to flutter echo
from impulse response measurements.
The reminder of this paper is organized as follows. Section 2
describes the temporal and spectral characteristics of the flutter
echo, accompanied by an example from real measurements. Section 3 presents a novel algorithm for the synthesis of fluttery late
reverberation based on a delay line with feedback and a velvetnoise sequence acting as sparse finite-impulse-response filter. The
proposed algorithm has been tested in comparison with a real measurement and the evaluation of its results are discussed in Section 4. Finally, Section 5 offers some concluding remarks.

Flutter echo is a well-known acoustic phenomenon that occurs when sound waves bounce between two parallel reflective
surfaces, creating a repetitive sound. In this work, we introduce
a method to recreate flutter echo as an audio effect. The proposed
algorithm is based on a feedback structure utilizing velvet noise
that aims to synthesize the fluttery components of a reference room
impulse response presenting flutter echo. Among these, the repetition time defines the length of the delay line in a feedback filter.
The specific spectral properties of the flutter are obtained with a
bandpass attenuation filter and a ripple filter, which enhances the
harmonic behavior of the sound. Additional temporal shaping of
a velvet-noise filter, which processes the output of the feedback
loop, is performed based on the properties of the reference flutter. The comparison between synthetic and measured flutter echo
impulse responses shows good agreement in terms of both the repetition time and reverberation time values.
1. INTRODUCTION
In room acoustics, flutter echo is considered as an unwanted phenomenon and a source of degradation of speech intelligibility, and
is usually prevented with careful application of sound absorbing
materials. Similarly, in artificial reverberation, enormous efforts
have been made to achieve a smooth-sounding decay, devoid of artifacts that can be attributed to fluttering and beating sounds [1, 2].
In this paper, however, we propose a different approach to deliberately synthesize flutter echo in order to use it as an audio effect.
Application of flutter echo as audio effect can be of interest to the
music industry, as an unusual reverb effect, and in audio technologies for games and virtual reality for the realistic simulation of
narrow hallways, alleys, and rooms that present flutter.
Recently, Halmrast conducted an extensive work in modelling
the physics of flutter [3]. He described the characteristic middlefrequency timbre of the flutter echo as the result of a gradual bandpass filtering of the broadband impulsive sound generating the
repetitions. In ordinary rooms, the energy of the flutter was always found to decay slowest around 1-2 kHz, as a result of lowfrequency damping due to increasing source distance and edge
diffraction, and of high-frequency damping caused by atmospheric
absorption [3].

2. DETERMINING FLUTTER ECHO PARAMETERS
Room impulse responses (RIR) of physical spaces are characterized by an increasing echo density related to the subsequent interactions of sound with objects and surfaces in the environment.
After a sufficient period of time characterized by low density of
reflections, the arriving echoes may be treated statistically. Consequently the sound field can be considered to be a Gaussian process
with a power spectrum indicating the size of the space and the absorption of the materials present in it [6, 7]. This approximation
motivated the use of random-noise generators in artificial reverberation algorithms [8, 9, 4]. In the presence of flutter echo, however,
the late reverberation is non-diffuse and the approximation is no
longer applicable.
To better describe the fluttering in RIRs, relevant time parameters need to be identified together with the energy decay. This
section describes the methods to determine the flutter echo parameters from a measured RIR.

∗ This work was supported by the “Nordic Sound and Music Computing
Network—NordicSMC”, NordForsk project number 86892.
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Figure 1: (Top) Measured impulse response of the variable acoustics laboratory Arni with parallel reflective panels and (bottom) its
spectrogram, both exhibiting the flutter echo effect.

Figure 2: (Top) Normalized section of fluttery late-reverberation
of the RIR in Fig. 1 and (bottom) its normalized autocorrelation
function.

2.1. Repetition Time

and its nearest highest peak. For the estimation of the repetition
time, we use the autocorrelation function of a short window of the
late reverberation tail, after processing the signal with a bandpass
filter to isolate the fluttery region.
We obtained good results with a window of 10 times the expected repetition time, starting at a time tL from the direct sound.
The time tL is defined as the moment when the energy of the frequencies outside of the 0.5–1 kHz octave bands have decayed by
30 dB. To further reduce unwanted components outside of the flutter band, we used a bandpass filter with a passband at 0.25–2 kHz
and with stopband attenuation of 60 dB. The bottom pane of Fig. 2
shows a section of the autocorrelation function exhibiting a peak at
the repetition time tr relative to the late-reverberation tail displayed
in the top pane.
Another technique for period estimation of fundamental modal
frequency was presented by Goto et al. [11]. The method is based
on the autocorrelation and power spectral peak selection, which
showed robustness to unknown non-stationary noise. For the RIRs
analyzed in this work, the repetition time estimated with Goto’s
method was consistent with the more traditional autocorrelation
technique.

The basic principles of sound fluttering between two parallel reflective walls can be straightforwardly described by both geometrical and physical acoustics [10]. Flutter can be excited by an impulsive sound of length T s, such that T is much shorter than the
time required by a sound wave to travel the distance between the
walls. A listener located between the two parallel walls will hear
a series of pulses of the original frequencies, each of a duration of
T . The interval between the arrivals of any two pulses will vary as
a function of the listener position.
An important parameter of flutter echo is the time that passes
between occurrences of flutter, called repetition time, defined as
tr =

2ℓ
,
c

(1)

where ℓ is the distance between the opposite walls in meters and c
is the speed of sound in meters per second. If the receiver position
is in the midpoint between the walls, tr reduces to ℓ/c seconds.
Fig. 1 shows an example RIR containing flutter echo. The tail
of the late reverberation exhibits a series of pulses that repeats at
regular intervals of about tr seconds. Similarly, the spectrogram
in the bottom pane presents an alternating pattern of high- and
low-energy chunks of sound, prominent between about 300 Hz and
2 kHz.
The repetitions produce a perceived tone, referred to as repetition tonality, at the frequency f0 = t−1
= c/2ℓ, which coincides
r
with the first axial resonance of the room, along the axis perpendicular to the walls. Accurate estimation and simulation of tr are thus
of critical importance when reproducing the perceived tonality of
flutter.

2.3. Energy Decay Curve

2.2. Autocorrelation Analysis
Traditional pitch- and fundamental-frequency-detection algorithms
are based on time-domain autocorrelation. In such methods, the
estimated period of the analyzed signal is given by the time difference between the peak at the center of the autocorrelation function
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Flutter echo measurements show a stepped decay of the energy
decay curve (EDC) in frequency bands that contain audible flutter,
indicating non-diffuse features of the sound field [12, 13]. The
distance between two successive points of the steepest decay in
the EDC correlates with the time spanned by the series of pulses
covering a round trip path between the reflective parallel surfaces,
resulting in a reliable estimation of tr .
The bottom pane of Fig. 3 presents an example of a stepped
EDC in the 500-Hz octave band of a RIR containing flutter echo.
Time instants of the greater slope were derived from the local maxima of the approximated derivative of the EDC, highlighted in the
top pane of Fig. 3 with vertical lines. We selected the tallest peaks
that were separated by at least 0.75 tr .
The values of tr estimated from the EDCs showed to be in
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the tail of the RIR will be characterized by a repetitive pattern of
four pulses [10]. After tr seconds from the direct sound, the first
four echoes already arrived at the microphone position although
they can be hardly heard as they are hidden by other early reflections components.
To produce a good estimation of the initial pulse shape, we
decided to use multi-resolution analysis (MRA) of the maximal
overlap discrete wavelet transform. Wavelet multi-resolution analysis has already been used in [13] to isolate repeating patterns related to flutter and provide a comparison between measurements
and computer simulation results. The frequency components accounting for the shape of the series of pulses are most likely to fall
in the flutter range, where the stepped decay in the EDC is perceivable. From this assumption, we decided to use only the level of the
MRA that isolates the frequency bands of interest. We chose the
Daubechies wavelet family with 11 vanishing moments and projected the RIR onto the level 4 wavelet subspace. The projection
of the RIR maintains the original exponential decaying envelope
that needs to be removed to avoid overestimation of some of the
peaks in the pattern. To this objective, we multiply the resulting
projection by the reciprocal of its envelope function.

Figure 3: (Bottom) EDC at the 500-Hz octave band relative to the
RIR in Fig. 1 and (top) its estimated derivative starting at tL =
535 ms.

To reconstruct the initial magnitude response of the series of
pulses, a segment xP (t) of length L = ⌊tr /fs ⌉ samples was selected from the flattened projection, where fs is the sampling rate
in Hz and ⌊·⌉ is the rounding operation to the nearest integer.
For simplicity, the starting point t̃L of the segment is defined as
the time corresponding to the integer multiple of tr closest to tL ,
when the non-fluttery components have already sufficiently decayed. The magnitude of the frequency components has to be adjusted to account for the frequency-dependent decay affecting the
signal from the direct sound arrival time to the t̃L . To this end, we
use the energy-decay rate derived from the attenuation filter employed in the synthesis algorithm, and whose design is explained
in Section 3. The magnitude response is reconstructed as

accordance with the traditional autocorrelation analysis. In addition, this method provides a better understanding of tr variations
in different octave bands, which could be useful for an extended
analysis of different echo paths in irregular rooms, for example,
those covered with domes.
2.4. Ringing Modes
The excitation of partials of f0 , which for a regular (shoebox) room
is usually in the low-frequency range, gives a middle frequency
coloration to the RIR. Here, the slowest decaying frequency in
the middle frequency range is referred to as flutter tonality. In
more realistic scenarios, the full analysis of flutter echo is hindered by other phenomena, such as diffraction and long-ringing
room modes.
The frequency of the long-ringing modes, was found from the
magnitude of the reference frequency response at time 2 tL . A
window of about 500 Hz is shifted on the frequency-domain signal
with a 25% overlap. The highest component within each instance
of the window is then selected as a candidate frequency. The size
of the window W is to be set depending on the expected number of
ringing modes kr , defined as the number of peaks of the smoothed
reverberation time (RT) curve in the bandwidth Bf of the fluttery
region, as W = Bf /kr Hz. The accuracy of the candidate frequencies can be further verified from the RT curve calculated from the
energy decay relief (EDR) [7]. The frequency of the long-ringing
modes is identified as points of local maxima in the envelope function of the RT curve, determined using spline interpolation over
peaks separated by at least 0.75 f0 .

3(t̃L − ts )
|X̃P (ts , f )| = |XP (t̃L , f )| · 10 Γa (f ) ,

(2)

where X̃P (t, f ) is the estimated frequency response of the series
of pulses at time t and frequency f , XP (t, f ) is the frequency response of xP (t), Γa (f ) is the frequency-dependent attenuation in
dB produced by the attenuation filter, and ts is the onset time of
the synthesized flutter echo, defined as the arrival time of the direct
sound incremented by tr s. In the measured RIR, the first echoes
are most likely to appear before ts second, unless the sound source
is located at the mid point between the reflective walls. This choice
of ts will thus disregard the echoes arriving during the first tr s.

2.5. Pulse Shape

To reconstruct the temporal envelope
we use the phase of the

reference signal at time t̃L , φP t̃L , f , as



x̃P (ts ) = F −1 |X̃P (ts , f )| exp {iφP t̃L , f } ,
(3)

Depending on the position of the sound source and receiver, the
successive reflections of the source impulses will form a repetitive
series of pulses of duration tr s, as seen for example in the top pane
of Fig. 2. A listener located in the midpoint between the walls will
hear one pulse every tr s only for the case where the source is also
equidistant from the walls. In almost all the other configurations,

where F −1 {·} is the inverse Fourier transform, and i is the imaginary unit. The series of pulse estimated from the projection of tr
seconds of the signal depicted in the top pane of Fig. 2 is shown in
Fig. 4 (top), where the vertical dashed lines mark the peaks of the
four pulses.
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Figure 4: (Top) Projection of the series of pulses of the RIR
in Fig. 1 onto the wavelet subspace and (bottom) coefficients of
the SFIR filter derived from the velvet-noise sequence for tr =
45.7 ms, where the temporal envelope of the sequence has been
applied to match the estimated shape of the series of pulses.

Figure 5: Block diagram showing the structure of the flutter echo
synthesis algorithm.

the Kaiser window of order 10 and a shape factor of 5.
Similarly to the decimator block, a polyphase structure is used
to implement the upsampling and anti-imaging filtering operations
efficiently for the purpose of restoring the original fs . The lowpass
FIR filter is similar to the one employed by the decimator, with the
only difference that the order is increased to 25.

3. FLUTTER ECHO SYNTHESIS
Having estimated the flutter echo parameters from a reference RIR,
we can use them in the synthesis algorithm. The proposed synthesis model, shown in Fig. 5, consists of a feedback structure and
a sparse finite impulse response (SFIR) filter performing convolution with the velvet-noise sequence. The feedforward path is
composed of a bandpass filter Heq (z), a delay line, and a ripple
filter Hr (z). The total delay-line length L′ in the feedforward path
is related to the length of the RIR segment containing four flutter
echo pulses (cf. Sec. 2.5). The parameter L′ also determines the
lengths of the feedforward sections, L′ = M + R + ε, where M is
the delay introduced by the delay filter, R is the delay of the ripple
loop, and ε is the group delay caused by the bandpass filter. L′
defines the repetition time of the synthesized flutter echo.
To reduce the complexity of the system, the synthesis algorithm works at a lower sample rate. The input signal is downsampled by a factor K by the decimator block before passing trough
the feedback structure. An interpolator block with an upsampling
factor of K brings back the processed signal to its original sample
rate. In this section, the implementation of all the components of
the structure is presented.

3.2. Energy Decay Rate
The energy decay of flutter can be divided into two trends: an
overall downward trend as a function of the distance from the flutter tonality, and a slow decay of partials of the repetition frequency
f0 that are close to the ringing room modes. For the approximation
of the overall frequency-dependent RT, T60 (f ), we use a combination of two Butterworth filters, one lowpass and one highpass,
to form a bandpass filter with an asymmetric magnitude response
and a flat passband. The advantage of using two separate filters
is the ability to model the stopband attenuation and the roll-off at
high and low frequencies independently.
The design parameters of the Butterworth filters, i.e. the order
and the cutoff frequency, are determined by the prototype magnitude response Ga (f ), derived from the energy-attenuation rate of
the reference RIR, Γ(f ) = −60/T60 (f ), as
Ga (f ) = Γ(f )

3.1. Sampling Rate Conversion
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DAFx

(4)

L
where L′ = K
is the delay-line length after downsampling. The
magnitude response Ga (f ) can be smoothed to reduce the effect
of noise at low frequencies. Few manual adjustments of the filter
magnitude response might be necessary in case the RT is affected
by noise at higher frequencies.
Bayesian decay analysis of the RIRs presented in this work
showed that the flutter frequency bands exhibit multiple decay
slopes. In particular, two trends can be identified: a steeper decay
characterizing the early reflections, and a slower decay associated
with the flutter echoes. Consequently, we decided to use the latter
slope and use the RT value associated with it to compute Ga (f ).
In the example in Fig. 6, the longest ringing mode is at around
700 Hz, which coincides with maximum of both: the magnitude

The spectrogram and the energy-decay curves of the RIRs studied in this work indicate that flutter echo grows more feeble at frequencies above 2 kHz and becomes nearly inaudible at frequencies
above 4 kHz. Due to the biggest chunk of the flutter energy being
concentrated below this frequency, the sample rate of the synthesis block was reduced to 8.82 kHz. The decimator block consists
of a finite-impulse-response (FIR) anti-aliasing filter followed by a
downsampling by factor of K = 5, which results in a Nyquist limit
of 4.41 kHz for the downsampled signal, when the input signal has
a fs of 44.1 kHz. The decimation filter is implemented efficiently
using a polyphase structure whose coefficents are derived from a
lowpass FIR filter. We obtained good results with a filter based on
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Figure 6: (Top) Normalized magnitude of the RIR in Fig. 1 at
time 2 tL and (bottom) target loop gain Ga (f ) for the flutter echo
synthesis with peak at 700 Hz, magnitude response of the feedback
loop filter, and magnitude response of the parametric equalizer.

Figure 7: (Top) Measured RIR of the variable acoustics laboratory Arni with random configuration of the reflective panels and
(bottom) its spectrogram.

mined as [16]

response and the target loop gain. The difference in frequency
between the adjacent modes, which were detected from the magnitude response, can be approximated as multiples of f0 . By taking the average of the difference between modal frequencies we
found that they differ by about kP f0 Hz, for kP = 21. To model
this behaviour we use an approach similar to [14], where a feedfoward comb filter (ripple filter) was introduced in the harpsichord
string model to simulate the differences in the partial decay rates.
The variation introduced by the filter follows a sinusoidal decay
with its maxima at the slowest-decaying modes. One limitation
of this filter is that it over approximates the trend of the decay of
intermediate frequencies, which is not perfectly sinusoidal and it
is characterized by finer and in-harmonic components. However,
the masking effect that the ringing modes have on the perceived
tonality allows us to neglect the produced error [15].
In this work, the ripple filter Hr (z) was designed as a feedforward comb filter with a feedforward coefficient r and a delayline length R = L′ /kP seconds. The characteristic frequency response of the comb filter introduces symmetric oscillations around
the magnitude response of the parametric equalizer Heq (z). By
applying a scaling factor to the impulse response of Hr (z) the frequency response can be shifted downward in order to maintain the
target maximum gain at the flutter tonality.

k(m) = ⌊mTd + r1 (m)(Td − 1)⌉ ,

where m is the pulse counter and r1 (m) is a random value drawn
from a uniform distribution on the interval (0,1). The sign of the
impulses is also determined with a random number generator [4,
16, 5].
As the last step of the proposed architecture, the output of the
feedback structure is processed with an SFIR filter. The coefficients of this filter are taken from a velvet-noise sequence with
Td = 20. The length of the sequence should coincide with the
delay-line length L′ to avoid gaps of silence or overlapping pulses
in the output of the system. The temporal envelope estimated from
the shape of the series of pulses is applied on the generated sequence to increase similarity to the target flutter. The SFIR coefficients determined by the velvet-noise sequence and pulse shape
from the reference RIR are depicted in the bottom pane of Fig. 4.
The early reflections and the non-fluttery parts of the synthetic
reverberation were obtained from the measured RIR and used as
coefficients for an FIR filter that was applied directly to the input
signal. Before mixing the synthesized flutter with the early reflections, its gain is adjusted according to the target average signal
power by means of a scaling factor GP defined as
p
p 2
Pbr − Pbe
GP =
,
(7)
Pbf

3.3. Velvet-Noise Sequence
Velvet noise is a discrete sparse sequence in which most samples
are zero, whereas the non-zero samples can take values {−1, 1}
only [4]. The number of impulses per second, also known as pulse
density Nd , determines the perceived smoothness of the sequences.
Its relation to the average distance between impulses Td is defined
as
fs
Td =
.
(5)
Nd
It was found experimentally that for fs of 44.1 kHz and pulse density of at least 2000 impulses per second, the velvet noise is perceived as smoother than the Gaussian white noise [4, 16].
The impulse locations in a velvet-noise sequence are deter-
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where Pbr , Pbe , and Pbf are the average powers calculated from the
target RIR, the simulated early reflections, and the synthetic flutter signal, respectively. Similarly to [17], to compute the average
power we perform spectral whitening of the RIRs with a linear
predictor inverse filter of order 10.
4. EVALUATION
In this section, the performance of the proposed method is evaluated based on the reproduction accuracy of the repetition time
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Table 1: RT values for measured and synthetic RIRs and the percentage difference in octave frequencies. Values not exceeding the JND of
5.0 % are highlighted.
Center frequency
Measured RT (s)
Synthesized RT (s)
Difference (%)

125 Hz

250 Hz

500 Hz

1 kHz

2 kHz

4 kHz

8 kHz

16 kHz

0.39
0.34
14.71

1.47
1.53
3.92

2.04
1.97
3.55

2.05
2.12
3.30

1.22
1.25
2.40

0.65
0.62
4.84

0.48
0.49
2.04

0.31
0.31
0.00

and frequency-dependent energy decay. The flutter echo parameters were based on the reference RIR shown in Fig. 1. In the
flutter echo synthesis, the early reflections were obtained from a
measured RIR depicted in Fig. 7. Both RIRs were captured in the
variable acoustics laboratory Arni at the Acoustics Lab of Aalto
University, Finland [18, 19]. The number of the absorptive and reflective elements in the room was the same in both measurements.
The RIR in Fig. 1, however, was measured with reflective panels
along two parallel walls. In case of the RIR depicted in Fig. 7, the
reflective panels were scattered randomly over the walls, so that
the flutter echo does not occur.
The results of the flutter echo synthesis are presented in Fig. 8.
The proposed algorithm successfully simulates the vertical stripes
representing the repetitive pulses in the frequency region of flutter.
The harmonic behavior observed in the reference RIR in Fig. 1
is recreated as well. The synthesized audio samples are available online 1 , along with further examples of measured and synthesized fluttery RIRs. The MATLAB implementation of the proposed method can be found in the online repository 2 .
For the estimated RT, the T30 values are used instead of T60 as
the signal-to-noise ratio is insufficient to measure the 60-dB decay.
The difference between the RT values of the synthesized RIR and
the reference values should not exceed 5%, which corresponds to
the just noticeable difference (JND) of reverberation [20]. Fig. 9
shows the RT values in octave bands that were calculated from
the RIRs using the ITA Toolbox for acoustic measurements [21].
In Table 1, the obtained T60 values are compared to the reference
ones. The difference generally does not exceed 5%, and at higher
frequencies it is less than 2.1%, proving that the attenuation filter
does not leak additional decay beyond the fluttery region. The
RIR used for the synthesis of the early reflections has less energy
in the low-frequency region when compared to the reference RIR,
resulting in a large difference at the 125-Hz octave band.
The distance ℓ between the two parallel walls was 8.1 m, suggesting a tr of about 47.2 ms. Applying the methods presented
in Sec. 2.1 on the reference RIR, we obtained an average value of
tr = 45.78 ms, with a maximum discrepancy of 0.18 ms across different methods. Using the same methods on the synthesized RIR
we obtain an average value of tr = 45.76 ms, with a maximum
difference of 0.06 ms, proving that the proposed method is able to
accurately simulate the repetition time of the reference RIR.

Figure 8: (Top) RIR with the synthetic flutter echo and (bottom) its
spectrogram, cf. Fig. 1.

Figure 9: Comparison of RT values of the reference and synthetic
RIR.

5. CONCLUSIONS
sists of a feedback structure with two filters: an attenuation filter
used to obtain a target decay, and a ripple filter aimed at realistic
reproduction of the modal behavior of the flutter. The output of the
feedback loop is convolved with a velvet-noise sequence to obtain
a dense fluttery sound. The limited frequency range occupied by
the flutter components allows to apply sample rate conversion and
thus to reduce the computation required by the velvet-noise con-

This paper introduces a new method to synthesize flutter echo as
an audio effect. The basic structure of the synthesis algorithm con1 http://research.spa.aalto.fi/publications/
papers/dafx22-flutter-echo/
2 https://github.com/gdalsanto/
flutter-echo-modeling
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ABSTRACT
This paper proposes dark velvet noise (DVN) as an extension of the
original velvet noise with a lowpass spectrum. The lowpass spectrum is achieved by allowing each pulse in the sparse sequence
to have a randomized pulse width. The cutoff frequency is controlled by the density of the sequence. The modulated pulse-width
can be implemented efficiently utilizing a discrete set of recursive
running-sum filters, one for each unique pulse width. DVN may be
used in reverberation algorithms. Typical room reverberation has
a frequency-dependent decay, where the high frequencies decay
faster than the low ones. A similar effect is achieved by lowering
the density and increasing the pulse-width of DVN in time, thereby
making the DVN suitable for artificial reverberation.
1. INTRODUCTION
Velvet noise is a sparse, ternary pseudo-random sequence [1, 2].
It was originally proposed to model late reverberation, which resembles exponentially decaying filtered Gaussian noise [3]. This
paper introduces a new type of sparse lowpass noise, that can also
be used in artificial reverberation algorithms.
Different schemes to obtain the random impulse locations have
been investigated, defining multiple variants of Original Velvet
Noise (OVN) [2]. These include Totally Random Noise (TRN)
[4, 5], which historically precedes OVN, and later additive random
noise (ARN), Extended Velvet Noise (EVN), and Random Integer
Noise (RIN) [2]. Of these alternatives, the OVN sequence has
been found to be superior in terms of temporal smoothness compared to all the variants [2]. Another variant is frequency-domain
velvet noise, in which the frequency bins are obtained using a similar scheme as used for obtaining the random impulse locations of
OVN [6, 7].
Several different reverberation algorithms utilizing velvet noise
have been proposed in the past [8, 9, 10, 11, 12]. Other applications include speech synthesis [13], where modified velvet noise
has been used to generate unvoiced speech sounds. An extrapolation method utilizing velvet noise has also been proposed [14, 15].
The method convolves velvet noise with a stationary audio signal
to create potentially endless sustain for the signal [14, 15]. Recently, a real-time implementation of the endless sustain technique
was presented [16]. Short velvet-noise sequences have been used
for efficient audio decorrelation [17, 18] as well as for humanizing
sampling synthesis of percussive sounds [19].
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2. BACKGROUND
2.1. White Ternary-Noise Sequences
Sparse ternary sequences can be defined as
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While traditional velvet noise is white [20], colored spectra
have been achieved via modifications in the sign and pulse-location
distributions [21, 13, 20]. Werner [21] discovered crushed velvet
noise, which has a highpass spectrum resembling that of low-shelf
filtered white noise. The highpass characteristic is achieved by
controlling the sign probability, i.e., the ratio of positive and negative impulses. At its extreme, a crushed-noise sequence consists
of only non-negative sample values, 0 and 1, resulting in sparse
binary noise. The density of crushed noise sequence controls the
cutoff frequency, and the sign probability controls the amount of
low-frequency attenuation [21, 20]. Similarly, other spectral characteristics are achievable by designing the gap distribution of a
crushed additive random noise (CARN) sequence [20]. Morise
[13] proposed another mechanism to obtain velvet noise with a
highpass spectrum, by making sure the sign distribution is exactly
balanced within each short segment of a longer sequence.
The previous colored velvet-noise sequences have shown
mostly highpass characteristics, whereas lowpass characteristics
offer more practical benefits in reverberation algorithms, which
typically include some form of time-dependent lowpass filtering.
The design of a sparse lowpass sequence was shown to be possible
in theory [20]. However, the example provided therein does not
warrant an efficient implementation. This paper proposes a practical algorithm for generating velvet noise with a lowpass spectrum,
which we call Dark Velvet Noise (DVN) as opposed to the previous spectrally bright, highpass sequences [21, 13]. By its specific
structure, DVN can be implemented efficiently with one multitap-delay line and a limited set of Recursive Running-Sum (RRS)
[22, 23] blocks. This makes DVN ideal for efficient generation of
late reverberation.
The rest of this paper is organized as follows. Section 2 gives
a background on ternary sparse sequences and provides one option
for creating such sequences with high-frequency attenuation. Section 3 introduces the novel DVN sequence, discusses its spectral
and temporal characteristics, and proposes an efficient implementation for time-domain convolution with DVN. Section 4 gives an
example of time-dependent DVN and its application to artificial
reverberation. Section 5 discusses the strengths and drawbacks of
DVN. Section 6 concludes the paper.
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where r(m) is a uniform random number between 0 and 1 and ⌊·⌉
denotes rounding to the closest integer.
Interestingly, all ternary sequences whose signs occur with
equal probability converge to have a flat power spectral density
(PSD) for an infinitely long sequence [20], no matter the generation process. Note that, for short sequences, deviations from the
white spectrum occur [19], as is typical for all random noises.
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(a) p+ = 0.5, α = 0

2.2. Crushed Additive Random Noise

1

One option to create colored sequences is to employ crushed velvet
noise, whose probability for the positive and negative signs s(m)
occurring is unequal. The probability to select a positive sign for
a location of a non-zero sample is denoted as p+ . Werner [21]
first observed that by modifying the sign probabilities of OVN, or
ARN with uniform updates, a highpass character can be achieved.
Morise independently used a similar principle to produce higpass
filtered velvet noise [13].
Meyer-Kahlen et al. [20] recently showed that different
choices of the index-update process (3), i.e., the ARN with an unequal sign probability, offer a much wider range of colored sequences. When the additive index update probability density function (PDF) and the sign probability are known, the PSD of the
resulting sequence can be written analytically as
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(b) p+ = 0.5, α = 0.9
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H(ω) =

(c) p+ = 1, α = 0.9


Q(ω) = 2ℜ

(2)

where E[·] is the expected value and denote pulse density ρ = Tfds
in pulses per second.
Different ternary sequences are created by generating the location of the non-zero pulses with different processes [2]. One
very general class of algorithms for determining the locations of
the peaks is additive random sampling [24], where a random variable is drawn to determine the gap size from one non-zero peak to
the next:
k(m) = k(m − 1) + ∆(m).
(3)
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where the parameter µα is the mean gap size of all gaps that are
larger than one. The overall mean gap size relates to the new parameters as Td = α + (1 − α)µα .
By computing (7), (6), and (5), the resulting PSDs of such
a sequence with different sign probabilities are shown in Fig. 2.
Lowpass characteristics with the steepest slopes are achieved when
setting the sign probability p+ to one (or equivalently to zero). In
this case, the sequence consists of randomly placed blocks of nonzero samples (see Fig. 1c).
Although the nice feature of colored-noise generation with
CARN is that many different colors can be achieved and the PSD
can be determined easily, it is not well suited for an efficient implementation. The main problem is that the size of the non-zero
regions is unbounded, and the length of the gaps are independent.
As is shown below, the former is inconvenient from a computational point of view, and the latter leads to a sequence that can
be perceived as less smooth than OVN. Therefore, we propose a
better way to produce lowpass velvet noise in the following.

A common choice for the distribution of updates has been the
uniform distribution [2], where the sequence is called ARN. An
example of an ARN sequence with uniform updates is shown in
Fig. 1a. All sequence generation processes in which the size of
consecutive gaps is independent, can be expressed as ARN.
The OVN, however, which will be used below, is a ternary
sparse sequence that cannot be generated through additive sampling. Instead, it is created by jittered sampling, where pulses are
randomly displaced from a regular grid, as in

2


P∆ (ω)
,
1 − P∆ (ω)

where P∆ is the discrete-time Fourier transform (DTFT) of the
additive update PDF p∆ , i.e., its characteristic function, and ℜ
denotes the real part of a complex number.
One option to create lowpass behavior is to “inflate” the uniform updates such that a proportion of pulses 0 ≤ α < 1 are
located next to the previous pulse so that there is no gap between
them (see Fig. 1b). The additive index update can be expressed as

1−α

for 2 ≤ k ≤ 2µα − 2,
 2µα −3
p∆ [k] = α
(7)
for k = 1,

0
otherwise,

where n denotes the time index in samples, m ∈ Z is the impulse
index, k(m) ∈ Z determines the pulse locations in ascending order, and s(m) = ±1 is the sign of the pulse, created from an
independent random process. Regardless of the process, we can
define the mean spacing between pulses as

k(m) = ⌊mTd + r(m)(Td − 1)⌉,

(5)

with

Figure 1: Crushed additive random noise with inflated uniform
updates (see α in (7)), biased sign probability p+ (see (5)), and
pulse density ρ = 800. Only the non-zero samples are shown.

Td = E[k(m) − k(m − 1)],


1
1 + Q(ω)(1 − 2p+ )2
Td

(4)
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Figure 2: PSD of CARN with lowpass behavior, generated using
inflated uniform updates, ρ = 800, α = 0.9, fs = 48 kHz.
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3. DARK VELVET NOISE
-30

This section, introduces a novel method for generating velvet noise
with a lowpass spectrum. The lowpass spectrum is achieved by
increasing the pulse width. We call this new type of sparse lowpass
noise Dark Velvet Noise. As opposed to CARN sequences with
lowpass behavior, DVN suits itself to an efficient implementation.
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(8)
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Pwmax
|H(ω)| =

ıω
i=wmin |Wi (e )|

wmax − wmin + 1

,

(12)

where |Wi (eıω )| is the magnitude spectrum of the rectangular
pulse with pulse width w = i. Note that the spectrum is independent of the grid size Td . Since the different pulse widths occur
at random times with equal probability for each pulse width, they
are uncorrelated, and thus the mean spectrum describes the overall
spectrum of the full sequence.
Fig. 4 shows the magnitude spectrum of five different DVNs
with varying pulse densities. The maximum pulse width is again
set equal to the grid size, i.e., wmax = Td , to avoid any overlapping pulses, and the set of pulse widths for each density is
w ∈ {1, 2, ..., wmax }. Lower density allows wider pulses to fit

(10)

(11)

Note that for pulse width w(m) ≡ 1 the DVN sequence in (11) is
equivalent to OVN.

2

8k

(9)

where r3 (m) is a uniform random number between 0 and 1. The
DVN sequence is then given as
for k(m) ≤ n < k(m) + w(m),
otherwise.

4k

The spectral shape of DVN is determined by the rectangular pulses
contained in the DVN sequence. Fig. 3a presents an example DVN
sequence. Only the beginning of the sequence is shown for better
visualization. Fig. 3b shows the third-octave-smoothed magnitude
spectrum of the sequence (blue) and the corresponding mean pulse
spectrum (red). The roll-off of the DVN spectrum is approximately
6 dB/octave, which resembles the roll-off of a first-order lowpass
filter.
As seen in Fig. 3b, the spectral shape of the DVN follows
closely the slope of the mean pulse spectrum. In the example
sequence, each pulse width w(m) is randomly drawn between
wmin = 1 and wmax = Td = 24. The corresponding mean pulse
spectrum is computed as the mean spectrum of rectangular pulses
in the same range. The mean pulse spectrum is given by

where r2 (m) is a uniform random number between 0 and 1. The
sign of each pulse is

(
s(m)
h(n) =
0

2k

3.2. Spectral Shape

where m = 0, 1, 2, ..., M − 1 is the pulse index, r1 (m) is a uniform random number between 0 and 1, and wmax and wmin are the
maximum and minimum pulse widths, respectively. The pulse location of DVN indicates the time index of the rising edge of each
pulse and is defined by

s(m) = 2 ⌊r3 (m)⌉ − 1,

1k

Figure 3: (a) Beginning of a 1-s-long DVN sequence (ρ = 2000),
(b) its third-octave smoothed magnitude spectrum, and the mean
magnitude spectrum of the rectangular pulses used in the sequence.

Although an OVN sequence can have only one unit impulse within
each grid segment, in a DVN sequence, we allow a single rectangular pulse of random length to occur in every grid segment. This
can be conceptualized as randomized pulse-width modulation. The
pulse width should be constrained between 1 and Td to avoid any
pulse exceeding the grid boundaries. The first eight pulses of a
DVN sequence are shown in Fig. 3a and the corresponding magnitude spectrum of the full 1-s-long sequence in Fig. 3b.
The pulse width of the mth pulse in a DVN sequence is defined
by

k(m) = ⌊mTd + r2 (m)(Td − w(m)⌉,

250 500
(b)

3.1. Generating DVN

w(m) = ⌊r1 (m)(wmax − wmin ) + wmin ⌉,

100
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Figure 4: DVN spectra with different pulse densities, ρ ∈
{4000, 2000, 1000, 500, 200} pulses per second.

1

0

-10

within the grid segments of the DVN, thus resulting in a lower
cutoff frequency, as seen in Fig. 4.
Fig. 5a shows the DVN spectrum with different maximum
pulse widths wmax . The maximum pulse width is varied from
the lightest blue w ∈ {1}, which corresponds to OVN, to 24,
i.e., w ∈ {1, 2, ..., 24}. The resulting spectral change is from
a white spectrum towards more and more lowpass filtered signal
as the maximum pulse width increases.
The effect of varying the minimum pulse width wmin on the
DVN spectrum is shown in Fig. 5b. The lightest color corresponds
to DVN with pulse widths w ∈ {1, 2, ..., 24} and the darkest with
a single pulse width w ∈ {24}. Larger minimum pulse widths introduce a steeper roll-off, but at the same time increase the ripple
in the DVN spectrum. Another problem arises with limited minimum pulse width, since the amount of jitter introduced in the pulse
location decreases as the minimum pulse width increases. This is
seen from (9); in the extreme case, setting w(m) = Td reduces it
to k(m) = ⌊mTd ⌉.
Overall, Fig. 5 shows that the extreme cases: maximum pulse
width close to the grid size and minimum pulse width close to 1
have a diminishing effect on the DVN spectrum. This suggests that
the set of pulse widths can be further pruned to find the optimal set
for a given application and desired spectral characteristic.
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(b)

Figure 5: (a) DVN spectra with varying maximum pulse width wmax
and (b) with varying minimum pulse width wmin .

Sound examples of DVN as well as filtered OVN are provided
online 1 , using the web audio player from [25]. The filtered OVN
sequences were generated using linear prediction (LP) of order
N = 10 on the DVN sequence. Filtering OVN with the inverse filter gives the OVN the same spectral characteristic as the DVN sequence. Filtered OVN sounds noticeably less smooth than a DVN
sequence having the same density ρ. Doubling the OVN density
ρ seems to result in similar smoothness. A formal listening test
should be conducted to confirm these observations and learn about
the perceptual characteristics of DVN.

3.3. Perceptual Smoothness

3.4. Implementation

OVN has been shown to sound smoother than Gaussian white
noise when the pulse density is over 2000 pulses/s [1, 2]. The
perceptual smoothness of OVN is due to its smooth auditory envelope [1]. Furthermore, Karjalainen and Järveläinen [1]showed that
lowpass-filtered OVN needs less density than white OVN to sound
smooth. Lowpass-filtered velvet noise (Fc = 1.5 kHz) with an
average pulse density of ρ = 600, was shown to sound smoother
than full-band Gaussian white noise [1]. As each grid segment of
DVN now contains a single rectangular pulse, resulting in a lowpass spectrum, the temporal smoothness of a DVN sequence may
be at least as good as the smoothness of an OVN sequence with
equal pulse density.
Perceptually, we cannot hear the steady DC level during each
rectangular pulse. Instead we only. hear the rising and falling
edges as the signal level abruptly changes from low to high and
vice versa. The effect can be easily demonstrated by listening to a
single rectangular pulse with long enough pulse width so that one
clearly hears two distinct clicks.

DVN consists of multiple rectangular pulses with varying width.
The convolution with each of the pulses can be implemented efficiently with an RRS filter [22, 23]. The block diagram of the
RRS filter is shown in Fig. 6. Each RRS filter requires only one
addition, one subtraction, and two multiplications, or four operations in total. In theory, the moving average computing can be
implemented with one addition, a delay line, and a subtraction.
However, in floating-point computing, using an RRS filter based
on the leaky integrator, as in Fig. 6, is safer. Otherwise, the hidden
pole at DC can cause numerical instability. In this work, we use a
conservative leakage factor ϵ = 2−12 ≈ 2.441 × 10−4 to avoid
the numerical instability.
Fig. 7a shows the impulse response (IR) of an RRS filter with
M = 95 for the perfectly rectangular RRS having ϵ = 0 and for
the leaky implementation with ϵ = 2−12 . The falling edge of both

2
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Figure 6: Block diagram of the RRS filter using a leaky integrator (on the right-hand side) and a feedforward comb filter (on the
left). When ϵ is very small, the impulse response of the RRS filter
resembles a rectangular pulse, that is M samples long.

RRS 3

x(n) ∗ h(n)

1

Figure 8: Example of a DVN convolution structure with three
shared RRS filters.

0.99
0.98

pulse locations of the DVN. The total length of the delay line L
determines the length of the corresponding DVN sequence. Each
z −Td block of the delay line has a single jittered output tap. The
±1 gain blocks randomize the sign s(m) of each pulse. Each of
the pulses is then randomly routed to one of the three RRS filters.
Finally, the convolution result between signal x(n) and a DVN
sequence h(n) is the sum of the RRS filter outputs. The total computational cost of the DVN convolution is still dependent on the
pulse density ρ and length L of the DVN sequence, which dictate
the total number of output taps in the delay line of Fig. 8.
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4. APPLICATION TO ARTIFICIAL REVERBERATION
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In this section, application of DVN as an artificial reverberator is discussed. A room impulse response (RIR) usually has
a frequency-dependent reverberation time (T 60), where the high
frequencies decay faster than the low frequencies. The frequencydependent decay is traditionally implemented with a loop filter in
structures with feedback loops [26] or with a sub-band structure
[27], where each sub-band is processed separately.
As explained in Sec. 3.2, the pulse widths present in the DVN
determine its spectral shape. When the maximum pulse width is
coupled to the grid size, decreasing the density reduces the bandwidth of the DVN, as seen in Fig. 4. This property lends itself particularly well to applications in artificial reverberation. Previously
the density of a velvet noise based RIR model has been shown to
be reduced along its length as the bandwidth also decreases without sacrificing temporal smoothness [1, 9].
Fig. 9a shows the spectrogram of an example IR of the DVN
reverberator. The parameter values of the maximum pulse width
and the pulse density are shown as functions of time in Figs. 9c
and 9d, respectively. The IR in Fig. 9a starts as a white spectrum
since the maximum pulse width starts at 1. As the maximum pulse
width is increased and the pulse density is decreased the spectrum
darkens towards the end of the response. The corresponding T 60
values were estimated from the DVN IR in octave bands, using
the decay fit net [28], and are shown in Fig. 9b. Fig. 10a shows
the example IR. Additionally, short 20 ms-long segments at the
beginning of the IR and at 1 s of the IR are shown in Fig. 10b and
Fig. 10c, respectively. Wider and fewer pulses are seen in the latter
segment (Fig. 10c), whereas the first segment contains (Fig. 10b)
a larger amount of narrower pulses.

16k

(b)

Figure 7: (a) RRS filter IR with M = 95 and (b) the corresponding
third-octave smoothed magnitude response.

IRs goes to zero, but the y-axis range is limited for better visualization of the difference. The leaky implementation results in a
slow exponential decay along the IR, which looks almost linear in
7a due to ϵ and M being relatively small. The corresponding magnitude responses are shown in Fig. 7b, where the deviation from
a perfect rectangular pulse clearly has a negligible effect on the
spectrum.
The DVN filtering structure needs as many RRS filters as there
are unique pulse widths w(m) present in the DVN sequence. For
instance, with the sampling frequency fs = 48 kHz and the pulse
density ρ = 2000, the corresponding grid size is Td = 24, which
is also the maximum pulse width. Thus, we need only up to 24
different RRS filters for a DVN convolution of any length. In this
example, the RRS filters require 4 × 24 = 96 floating-point operations (FLOPS) per output sample.
The block diagram of an example DVN convolution implementation is shown in Fig. 8. The block diagram shows only the
connections for a particular example sequence. The pulse width is
limited to a maximum of three for better visualization of the structure. The taps of the multi-tap delay line indicate the randomized
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Figure 10: (a) DVN reverb IR, (b) the first 20 ms of the IR, and (c)
the 20 ms-long segment of the IR starting at 1 s.

(d)

Table 1: Operation count per output sample and memory cost for
modeling a 2-s RIR at fs = 48 kHz.
Algorithm
Direct convolution
Partioned fast convolution
DVN convolution

Since changing the maximum pulse width and the density affect the energy of the sequence, one should apply normalization
prior to applying the designed envelope to the DVN reverb. In the
provided design example, the generated IR was normalized with
both the time-dependent maximum pulse width (Fig. 9c) and the
pulse-density (Fig. 9d) parameter values to ensure constant energy
throughout the sequence. In practice, the normalization can be
baked into the decay envelope as
se (m) =

1
e−αm s(m),
wmax (m)ρ(m)

DAFx

FLOPs
191,999
451
5383

Delay-line Memory
96,000
192,000
96,000

the total number of FLOPs is 5003 + 380 = 5383. For comparison, the corresponding costs for direct convolution as well as
the partioned fast convolution [29] method are shown in Table 1.
The DVN convolution is more efficient in terms of required memory, whereas the partitioned fast convolution is the more efficient
method in terms of FLOPs per output sample.

(13)

where α > 0 is the decay rate, wmax (m) and ρ(m) are the timedependent maximum pulse width and pulse density, respectively,
at the pulse locations k(m). Sound examples of the DVN reverb
are available in the companion web page of this paper 1.
Table 1 shows the number of arithmetic operations (in FLOPs)
per output sample and the required delay-line memory to compute
the DVN convolution of the example RIR model in Fig. 9. The
example IR has M = 2502, pulses resulting in 5003 FLOPs from
the decay envelope multipliers se (m) and additions of each output tap of the delay line. The remaining part of the computational
cost comes from the 95 RRS filters requiring 380 FLOPs. Thus,

’sVienna

(c)

2

Figure 9: (a) DVN reverb spectrogram, (b) the corresponding estimated T 60 values at octave bands, and (c) the maximum pulse
width wmax , and (d) pulse density ρ as functions of time. The T 60
values were estimated using the decay fit net [28].

2

1.005

5. DISCUSSION
In this section, the strengths and drawbacks of the proposed DVN
are discussed and compared to other alternative techniques, with
the main emphasis on the artificial reverberation application. The
CARN sequences discussed in Sec. 2 provided the theoretical
background for generating sparse noise with a lowpass spectrum.
Now that DVN is introduced as an alternative, the two options can
be compared. The lowpass characteristic of the shown CARN with
inflated uniform updates is clearly due to the same principle as the
lowpass behaviour of DVN: both have segments containing neigh-
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ABSTRACT

drawbacks, in particular there tends to be a trade-off between performance and computational complexity. In general, said trade-off
is relatively fixed for each approach, with some approaches being
much more suitable for fast-running but physically inaccurate simulations, while others are exclusively capable of highly accurate
simulations with long running times.
One of the more recent propositions is known as Scattering Delay Networks (SDNs) [7], which are derived from Digital
Waveguide Networks (DWNs) [8]. The goal of these systems is
to combine the high efficiency of Digital Waveguide Networks
(DWNs) [8] – which are very lightweight but not physically accurate – with the basic concepts of geometric models such as the
Image Method (IM) or Ray Tracing – which can reach high degrees of physical accuracy but are far more complex than DWNs,
and cannot be rendered in real-time. SDNs are designed to simulate 1st order reflections exactly, while higher order reflections
are approximated more and more coarsely. Djordjević et al. [9]
compared SDNs’ perceptual qualities and found that they perform
better than Feedback Delay Networks (FDNs) and two geometric methods (IM and Ray Tracing). With their low computational
requirements and good perceptual accuracy, SDNs have proven
advantageous for several applications, such as real-time binaural rendering [10, 11] and AR audio applications [12]. Several
works have also proposed extensions or adaptations of SDNs to
allow more flexibility with relation to the simulated room geometry [13, 14] or to provide more physically-accurate scattering [15].
The purpose of the present work is to propose a design framework
which would allow gradually increasing SDNs’ geometrical accuracy, paving the way towards more physically accurate extensions.
This was tackled by increasing the number of accurately modelled
reflections to include higher orders, and rendering the recursive
higher order reflections more accurately. Two different approaches
for this were designed and tested.
The paper is organised as follows. The fundamental concepts
of SDNs will be explained in Sec. 2, along with some recent advancements in the field. Sec. 3 will introduce the basic idea behind the introduction of more accurate reflections, the issues that
arise from it (incorrectly duplicated echoes, degenerating scattering matrices), and two possible ways of circumventing those issues. Finally, Sec. 4 will present the results of both objective measurements and subjective experiments conducted on the proposed
methods, and Sec. 5 will draw some conclusions on said results
and suggest possible directions for future work.

Computer simulations of room acoustics suffer from an efficiency
vs accuracy trade-off, with highly accurate wave-based models being highly computationally expensive, and delay-network-based
models lacking in physical accuracy. The Scattering Delay Network (SDN) is a highly efficient recursive structure that renders
first order reflections exactly while approximating higher order
ones. With the purpose of improving the accuracy of SDNs, in
this paper, several variations on SDNs are investigated, including
appropriate node placement for exact modeling of higher order reflections, redesigned scattering matrices for physically-motivated
scattering, and pruned network connections for reduced computational complexity. The results of these variations are compared
to state-of-the-art geometric acoustic models for different shoebox
room simulations. Objective measures (Normalized Echo Densities (NEDs) and Energy Decay Curves (EDCs)) showed a close
match between the proposed methods and the references. A formal
listening test was carried out to evaluate differences in perceived
naturalness of the synthesized Room Impulse Responses. Results
show that increasing SDNs’ order and adding directional scattering in a fully-connected network improves perceived naturalness,
and higher-order pruned networks give similar performance at a
much lower computational cost.
1. INTRODUCTION
Models that simulate the acoustical behaviour of environments
are employed in several fields, e.g. in the entertainment industry, where they can apply artificial reverberation to sound effects
to make them match a movie or video game’s scenery, in music productions to add depth and warmth, or in Virtual Reality
(VR) / Augmented Reality (AR) applications to increase immersion [1, 2]. Acoustic models are also employed by architects and
civil engineers to predict the acoustic responses of the designed
spaces and to ensure, for instance, a pleasing reverberation in listening spaces, intelligible speech in learning or public spaces, or
reduced noise levels in busy environments.
Starting with the Schroeder reverberator [3, 4], a wide variety of approaches for room acoustics simulation have been introduced over the past six decades [5, 6]. Currently, there are several prominent classes of such acoustic simulators, each rooted in
profoundly different concepts. Each approach has advantages and
Copyright: © 2022 Matteo Scerbo et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
provided the original author and source are credited.
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2. BACKGROUND
An SDN is composed of delay lines that connect the sound source
to the virtual microphone, and to walls via scattering nodes. The
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scattering nodes are all interconnected with delay lines and scattering matrices. There are attenuating filters at the end of delay
lines to model wall-absorption. The source and listener positions,
and room geometry can be adapted in real-time to simulate moving sources and listeners. The structure of the network comprises
a "source node" connected to every other node by uni-directional
outgoing delay lines, a "receiver node" connected to every other
node by uni-directional incoming delay lines, and a number of
"scattering nodes", which are connected to each other by bidirectional delay lines.
The fundamental operation sees the input signal being injected
into the network by the source node, and the output signal being
read at the receiver node. Each scattering node’s internal operation
consists of reading the signals from incoming delay lines, multiplying them by some scattering coefficients to obtain the outgoing
signals, and filtering those with the attenuation filters before writing them to the outgoing delay lines. With the sets of incoming
and outgoing signals being grouped into vectors, the scattering coefficients form a matrix, such that the matrix multiplication of the
incoming signal vector by the scattering matrix gives the outgoing signal vector. The scattering matrices are designed to be unitary [16], which means that the scattering operation itself does not
introduce or remove energy from the system [17]. Energy is only
introduced by the input signal, and only removed by the attenuation filters, which guarantees stability. The original SDN employs
the Digital Waveguide Mesh (DWM) scattering matrix, defined as
S=

2
1(N −1)×(N −1) − I,
N −1

(a) A 1st order SDN. Double lines
mark bi-directional connections.

Figure 1: Standard SDNs for a 2-D rectangular room. Blue source node, green - scattering nodes, orange - receiver node.

since the perceptual importance of reflections’ details diminishes
with their order [18].
Since their introduction, SDNs have been extended in a number of ways to improve their flexibility and accuracy. For example,
Pekçetin [13] adapted SDNs for non-shoebox room geometries,
by considering visibility and edge diffraction. Stevens et al. [15]
went further by considering outdoors and sparsely reflecting environments. Signals are scattered in a frequency dependent manner
by use of filters, the energy loss due to open spaces is modeled
by fully absorbent "sky-nodes", and multiple adaptations provide
accurate modeling of 2nd order reflections. The latter point was
achieved by adding scattering nodes in positions of 2nd order reflections. This concept will be expanded upon in the next section.
As mentioned earlier, unitary scattering matrices are important
for the energy stability of the system. Schlecht and Habets [19] introduced a method for creating unitary, direction-dependent scattering matrices based on the Bidirectional Reflectance Distribution
Function (BRDF) [20]. With these matrices, scattering between
nodes depends on the directions of incoming and outgoing lines,
specifically on the similarity between the outgoing direction and
the correct specular direction. The scattering coefficient between
the ith incoming node (represented by direction vector vi ) and the
j th outgoing node (represented by direction vector vj ) is given by

(1)

where N is the number of scattering nodes, 1 is the unit matrix,
and I is the identity matrix. Note that this is the same for every
scattering node, and the scattering coefficients do not depend in
any way on the relative directions of the incoming/outgoing signal
pairs, hence it is referred to as isotropic scattering. Other possible
choices for unitary scattering matrices will be explored in the next
sections.
Of particular note is the fact that the SDNs’ parameters are
based on physical characteristics of the environments one wants
to simulate. Each node corresponds to a position in space, and
the lengths of the delay lines are based on the sound propagation
time between those points. The source node and receiver node
are placed in the desired positions of the sound source and microphone respectively, while the scattering nodes are placed on the
points of 1st order reflections, found geometrically as in the IM.
Fig. 1 shows the placement of nodes in space, for the case of a
2-dimensional room1 . The gain that each scattering node applies
to the linear combination of its inputs is based on the absorbing
properties of the wall material.
Since both the delay and the attenuation correspond to those
1st order reflections, the SDN accurately models said reflections
perfectly, by propagating the signal along the delay lines from the
source to each scattering node and from each scattering node to
the microphone. The delay lines between scattering nodes, on the
other hand, introduce the recursion (feedback) necessary to model
higher order reflections. In many cases, such as the simple geometry of "shoebox" rooms, the propagation along these lines offers a
convincing approximation of 2nd order reflections (see Fig. 1b), a
coarse approximation of 3rd order reflections, and so on. This progressive approximation of higher order reflections is acceptable,

si,j =
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1
,
∠vr , vj + 0.1

(2)

where vi is the incoming direction, vj is the outgoing direction,
and vr = vi − 2(vi⊤ n̂)n̂ is the reflected direction at the wall
surface normal n̂. The matrices constructed in this way are then
converted to their closest sign-agnostic unitary form as explained
in [19].
3. PROPOSED HIGH-ORDER SDNS
The objective of this work is to increase the number of accurately
modelled reflections, in a way that allows flexible scaling of the
reflection order. With directional scattering in mind, for the following extensions it was chosen to add scattering nodes in the
positions of higher order reflection points, as shown in Fig. 2.

1 This and other figures are 2-D for illustrations purposes, while all presented results are for 3-D simulations.

2

(b) Approximation of a 2nd order
reflection: the dashed line shows
the correct (specular) path.
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tion is to model strictly specular reflections, only one echo should
be present at all – the one involving the single 1st order node. The
same duplication issue is present in higher order reflections. Take
for example the 2nd order reflection in Fig. 1b: the reflection as approximated by the 1st order scattering nodes is now present in addition to the one correctly modeled by 2nd order scattering nodes.

Figure 2: Three possible specular reflection paths, and scattering
nodes’ roles in the respective paths, in a 2-D rectangular room.
Green represents 1st order reflections, red 2nd , purple 3rd . Numbers on the nodes denote the order in which they are traversed to
model the specular reflections. Note that each reflection involves
a number of scattering nodes equal to its order.

Figure 3: 1st order reflections modeled by a cluster of scattering
nodes. The green circle denotes a 1st order nodes, while red circles
denote 2nd order nodes.

With this strategy, a reflection of order R will add R nodes; in
a generic
P room, the total number of scattering nodes N is then
N= R
r=1 r · Sr , where R is the maximum reflection order considered and Sr is the number of (visible, distinct) image sources of
order r. While Sr has the potential to grow exponentially with the
reflection order in generic rooms, it is known to grow cubically in
shoebox rooms [21].

Another issue emerges as a consequence of the scattering matrices being isotropic. As the number of connections at each scattering node increases, the isotropic scattering matrices used in the
standard SDNs converge to identity matrices (see Eq. 1). In practice, this means that when a signal reaches a scattering node over
an incoming delay line, most energy is reflected back in the incoming direction, with nearly no energy being transmitted to other
scattering nodes. As will be shown by test results in the next section, this matrix degeneration aggravates the abrupt early energy
decay which was already observed in SDNs [23] and leads to irregular echo density behaviour.

3.1. Naive approach
3.2. Directional matrix approach

Let us consider a case in which a standard SDN is extended by
simply adding scattering nodes in the positions of high-order reflections (see Fig. 2), and naively treating the new nodes in the
same manner as 1st order nodes in the standard SDN. The scattering nodes in this naive SDN will still present isotropic scattering
matrices, and will still be connected to every other node – source,
receiver, and all scattering nodes (except the ones laying on the
same wall, assuming locally-reactive wall surfaces [22]).
The total number of connections C between nodes is given by
C = N ·(N −1)+2N +1, since each of the N scattering nodes is
connected bi-directionally to the remaining N −1 scattering nodes
as well as uni-directionally to both the source and receiver nodes,
and the source and receiver nodes are connected uni-directionally
to each other. This equation ignores the fact that nodes on the same
wall are not connected. The actual number of connections will be
somewhat smaller, but still depends on N quadratically.
Apart from the apparent increase in complexity, taking this
approach introduces several issues. First of all, adding scattering
nodes to the network without any further precautions leads to duplicated reflections. For example, Fig. 3 shows some reflection
paths involving a cluster of 1st and 2nd order scattering nodes on
the same wall. Since the scattering operation performed by the
nodes is not directional, the resulting modeled reflections will all
be subject to the same attenuation, leading to a tight cluster of
identical-amplitude echoes. If the intention is to model directional
scattering, each echo should be attenuated differently; if the inten-
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One possible approach with relation to the limitations of the discussed naive SDN approach is to use direction-dependent scattering matrices such as those seen in Eq. 2. While this does not alleviate the increase in complexity, it does tackle the issues of repeating echoes and isotropic matrix degeneration. The duplicated
echoes are attenuated based on their direction: different reflections
will be subject to different attenuations based on their directions
of incidence, with most energy being directed towards the specular path. For the same reason, the backwards-reflecting behaviour
of the matrices approaching identity is prevented, the early energy
decay is improved, and the echo density behaviour regularized.
3.3. Connection-cutting approach
Computational complexity can be drastically reduced with little
perceptual loss by pruning connections between nodes. This is in
line with the rationale behind standard SDNs, which use a minimal
topology, where "minimal" signifies that the removal of any of the
nodes or paths would make the system unable to model a significant number of specular reflections. Connection cutting can furthermore be exploited to tackle the naive SDN’s issues, by removing paths that cause the discussed duplicated reflections, favouring strictly specular reflections. For example, the issue related to
duplicated direct reflections (see Fig. 3) can be overcome by cutting some of the source-to-node and node-to-receiver connections.
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Recall Fig. 2, and note how – when it comes to strictly specular reflections – the source and receiver nodes are not connected
to all scattering nodes. Specifically, only the subset of scattering
nodes which are encountered first on their respective paths are directly connected to the source, and only those encountered last to
the receiver. Employing such a connection arrangement for source
and receiver nodes removes the erroneous 1st order reflections that
involve higher order scattering nodes, but does not affect the duplication of higher order reflections, which is due to node-to-node
connections. This network structure will be referred to as reduced
SDN.
The same idea can, however, be extended to the extreme. Let
us start by considering the absolute minimum network structure
that is capable of simulating all specular reflections up to a certain
order, and no more – its behaviour would be that of an FIR filter.
The first step in building such a network is to make note of the order in which reflection points are encountered while moving from
the source to the receiver (recall again Fig. 2). This can be done
differently depending on the chosen method for computing reflection point positions. Like in the reduced SDN, only the subset
of scattering nodes which are encountered first on their respective
paths shall be directly connected to the source, and only those encountered last to the receiver. In addition, the nodes along the path
shall only be directly connected to their predecessor and successor,
uni-directionally. The solid lines in Fig. 4 show a network view of
such a system: note again that there is no recursion or feedback
present.

…

randomly. On top of that, the connections between scattering
nodes on each reflection path were also made to be bi-directional,
so that all scattering matrices were square and their diagonals always represented the returning attenuation for the incoming direction. Considering the above, plus the connections from the source
and toP
the receiver, the number of delay lines
PR in the network is
R
C =
r=1 6 · r · Sr . This
r=1 (2 + 2(r − 1) + 4r) · Sr =
grows linearly with the number of nodes, rather than quadratically,
leading to a substantial reduction of the computational complexity.
With this design, like in the reduced SDN, the duplicated 1st
order echoes are removed entirely; the vast majority of higher order duplicates are also removed because of the extensive pruning.
This strategy also prevents the scattering matrix from degenerating
to the identity matrix, since the matrices are restricted to relatively
small sizes by the limited number of connections at each node.
This network structure will be referred to as pruned SDN.
4. EVALUATION
The set of Room Impulse Responses (RIRs) to be compared using both objective and subjective tests was constructed as follows. Eight variations of SDNs were considered, with characteristics as listed in Tab. 1. The Standard and Identity SDNs
were included for reference, while the remaining six are the extensions proposed in the previous section. All SDN RIRs were
produced through a purpose-made Python implementation of the
structures. In addition to these SDNs, the experiments included
an Image Method simulation with PyRoomAcoustics [24] and a
Ray Tracing simulation using the state-of-the-art CATT-acoustic
model v9.1 [25]. Sweeping echoes were removed from the IM
case by adding a slight randomization (8 cm range) to the image
sources’ positions [26]. The CATT-acoustic simulation was run
using the closed room algorithm, and advanced air absorption settings. For each of the mentioned methods, three simulations were
conducted in different environments. All were windowless shoebox rooms, using the parameters reported in Tab. 2. In all cases,
both the wall absorption and the scattering were assumed to be
frequency-independent, while frequency-dependent air absorption
was modeled.

…
…

Figure 4: A network view of the minimal connection scheme. Scattering nodes are colored by order (Green - 1st order, red - 2nd order) and grouped by their place in the reflection sequence. Unbroken lines show minimum connections to model specular reflections,
dotted lines show a few possible added connections that would introduce recursion.

Table 1: Considered SDNs. "Reduced" refers to removing some
source-node and node-receiver connections as discussed at the
start of Sec. 3.3, preserving all node-node connections. "Pruned"
refers to removing node-node connections as detailed later in the
same section.
Descriptor
Standard SDN
Identity SDN
BRDF SDN, 2nd
BRDF SDN, 3rd
Reduced SDN, 2nd
Reduced SDN, 3rd
Pruned SDN, 2nd
Pruned SDN, 3rd

The number of connections
in such bare-bones network is
P
drastically reduced to C = R
r=1 (1+r)·Sr . This is due to the fact
that, for each specular reflection path, there is a connection from
the source node to the first scattering node, a connection from the
last scattering node to the receiver, and r − 1 connections between
the scattering nodes. Since this network is, by design, only capable of producing a finite number of reflections, some connections
must be added to introduce the recursive properties characteristic
of SDNs, as shown by the dotted lines in Fig. 4. For the sake of
testing the importance (or lack thereof) of the strategy for picking
these additional connections, for the experiments that will be presented in the next section the recursive connections were chosen
pseudo-randomly. More specifically, two bi-directional connections (meaning four delay lines) were added from every scattering node in the system to two scattering nodes chosen pseudo-
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Nodes’ order
1st
1st
st
1 , 2nd
1st , 2nd , 3rd
1st , 2nd
st
1 , 2nd , 3rd
1st , 2nd
1st , 2nd , 3rd

Connections
full
full
full
full
reduced
reduced
pruned
pruned

Matrices
isotropic
identity
BRDF
BRDF
isotropic
isotropic
isotropic
isotropic

4.1. Objective measures
Energy Decay Curves and Normalized Echo Densities were employed as objective measures of the proposed methods’ perfor-
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0

Table 2: Parameters used for the room simulations.

W
D
H
W
Source pos. D
H
W
Mic pos.
D
H
Wall absorption
Humidity
Temperature
Atm. pressure
Size

Small
3.3 m
5.3 m
4.3 m
1.5 m
1.5 m
1.5 m
3.7 m
3.7 m
2.7 m
0.2
70 %
25 °C
100 kPa

Medium
6.3 m
9.3 m
4.3 m
1.5 m
1.5 m
1.5 m
5.7 m
1.7 m
2.7 m
0.1
50 %
20 °C
100 kPa

Large
10.3 m
20.3 m
7.3 m
5.5 m
3.5 m
1.5 m
7.7 m
10.7 m
1.7 m
0.07
30 %
15 °C
100 kPa

Energy (dB)

Descriptor

0

20

10

40

0.02 0.03

60
0.0

0.2

0.4

0.6 0.8 1.0 1.2 1.4
Time (seconds)
Ray Tracing
Identity SDN
Image Method
Standard SDN
(a) References

0
Energy (dB)

mance. While both measures were evaluated in all rooms detailed
in Tab. 2, only the medium room case’s results are shown here. The
following remarks on early energy decay and erratic echo density
apply to all tests.
4.1.1. Energy Decay Curves
The EDC is defined as the total energy remaining in the RIR at
time t. In most commonly-occurring scenarios, the EDC decays
linearly2 – on a dB scale – and the moment it reaches −60 dB is
defined as the reverberation time, T60 . The T60 values achieved by
the different methods are presented in Tab. 3. In all rooms but the
largest, the IM seems to achieve longer reverberation times than
Ray Tracing, with different SDNs falling in between3 .

Standard SDN
BRDF SDN, 2nd order
BRDF SDN, 3rd order
Reduced SDN, 2nd order
Reduced SDN, 3rd order
Pruned SDN, 2nd order
Pruned SDN, 3rd order
Identity SDN
Image Method
Ray Tracing
Sabine estimate

DAFx

0.02 0.03

0.6 0.8 1.0 1.2 1.4
Time (seconds)
Ray Tracing
Reduced SDN, 2nd order
BRDF SDN, 2nd order
Pruned SDN, 2nd order

Large
5.29
5.43
5.55
5.68
5.81
5.37
5.61
5.91
5.13
3.31
3.69

0.2

0.4

0

0

20
10
40

0.02 0.03

60
0.0

2 Non-linear decay behaviours can be observed in environments such as
coupled volumes, see [14] for an SDN extension regarding such a case.
3 The employed IM algorithm modeled air absorption much more
coarsely than the other methods, retrieving attenuation values from a lookup table as opposed to computing them based on the given parameters.
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(b) 2nd order SDNs

SDNs, especially those that use isotropic scattering matrices,
tend to display an abrupt energy decay at the very start of the
RIR [23], as can be seen in Fig. 5a. The energy lost in this abrupt
decay increases if isotropic matrices are allowed to degenerate as
discussed in Sec. 3.1, which is apparent in the reduced SDN plots
in Figs. 5b and 5c. The same figures also show that both the BRDF
SDNs and pruned SDN methods are able to reduce this effect.

2

10

0.0

Energy (dB)

Method

20

60

Table 3: T60 values achieved by the compared methods.
T60 (seconds)
Small Medium
0.46
1.15
0.50
1.20
0.52
1.22
0.48
1.21
0.48
1.19
0.52
1.20
0.56
1.27
0.51
1.32
0.57
1.88
0.45
1.32
0.55
1.55

0

0.6 0.8 1.0 1.2 1.4
Time (seconds)
Ray Tracing
Reduced SDN, 3rd order
BRDF SDN, 3rd order
Pruned SDN, 3rd order

0.4

(c) 3rd order SDNs

Figure 5: Energy Decay Curves of the compared methods. An inset magnification of the early section highlights the abrupt early
decay of standard and reduced SDNs, and how BRDF and pruned
variants mitigate it. All plots pertain the medium-sized room detailed in Tab. 2.
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Normalized Echo Density

1.2

4.1.2. Normalized Echo Density

1.0

The Normalized Echo Density (NED) of a RIR is defined as the
ratio, in a given time window, between the number of samples lying more than a standard deviation away from the mean in the RIR
and that which is expected for Gaussian noise. This measure has
been found to be strongly correlated to the perception of texture in
RIRs [27]. In realistic scenarios, it is expected to rise steadily from
0 to 1, settling at the latter value; the earliest moment at which the
NED reaches a value of 0.9 is conventionally interpreted as the socalled mixing time. If the mixing time occurs too early, it is a sign
that the reverberator reached a state of diffuseness too quickly. If
the NED fails to reach a value of 1, the reverberator does not yield
sufficient echo density.
It has been shown [7] that using identity scattering matrices –
or permutations of the identity matrix – in an SDN leads to insufficient echo density. This behaviour can be seen in Fig. 6a, for the
identity SDN case.
Figs. 6b and 6c show the NEDs of the proposed methods with
2nd and 3rd order scattering nodes respectively. The BRDF SDNs
and pruned SDNs cases show comparable behaviours to that of
Ray Tracing – with only slightly different mixing times – suggesting good perceptual accuracy. On the other hand, the erratic behaviour of the reduced SDN cases indicates that merely removing
the duplicated 1st order reflections is not enough, and higher-order
duplicates (combined with the degenerate isotropic matrices) are
also influential on the echo density’s behaviour.

0.8
0.6
0.4
0.2
0.0

0.00

0.05

0.10
0.15
0.20
Time (seconds)
Ray Tracing
Identity SDN
Image Method
Standard SDN
(a) References

Normalized Echo Density

1.2
1.0
0.8
0.6
0.4
0.2
0.0

0.00

4.2. Perceptual tests

0.05

0.10
0.15
0.20
Time (seconds)
Ray Tracing
Reduced SDN, 2nd order
BRDF SDN, 2nd order
Pruned SDN, 2nd order

In order to evaluate and compare the finer perceptual qualities of
the considered methods, a subjective experiment was carried out.
4.2.1. Experiment setup

(b) 2nd order SDNs

Using a full factorial experiment design with the ten methods
listed at the start of this section, the three rooms from Tab. 2,
and three items of programme material – a gunshot, a music sample played on acoustic guitar, and a fragment of male speech –
resulted in a total of 90 stimuli4 . The experimental methodology was that of the Multiple Stimulus with Hidden Reference and
Anchor (MUSHRA) method, specified in the ITU-R BS.15343 recommendation [28]. Sennheiser HD600 headphones were
used for playback, and the stimuli were loudness-normalised to
−36 LUFS. During a familiarisation phase, participants were instructed to set the headphone volume to a comfortable level, which
was then kept constant. After the familiarization phase, which
allowed subjects to listen to the entire range of possible stimuli,
they were asked to rate how closely each sample corresponded to
the given reference – the Ray Tracing method. The Ray Tracing
method was chosen as reference as it is the state-of-the-art in geometric room acoustic models, and as previously stated the aim of
the present work is to build a bridge between SDNs and the more
accurate geometric methods. No low anchor was provided. Participants were instructed to give the maximum score to at least one
sample on each comparison page, being informed that each page
contained a hidden reference to be located. All of the 15 total participants were between 20 and 25 years of age and acquainted with
audio processing; 12 were male, 3 female, none of them reported

Normalized Echo Density

1.2
1.0
0.8
0.6
0.4
0.2
0.0

0.00

0.05

0.10
0.15
0.20
Time (seconds)
Ray Tracing
Reduced SDN, 3rd order
BRDF SDN, 3rd order
Pruned SDN, 3rd order
(c) 3rd order SDNs

Figure 6: Early section of the Normalized Echo Densities for the
compared methods. Note the Identity SDN’s low final value and
the Reduced SDNs’ erratic growth. All plots pertain the mediumsized room detailed in Tab. 2.

4 These stimuli, and the discussed RIRs, are available at the URL
github.com/SCReAM-Surrey/DAFx2022-RIRs-and-Stimuli
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any hearing impairments. Three participants failed to consistently
give at least one high rating on each page, and were removed from
the results. The remaining 12 participants followed the instructions
correctly, each of them successfully locating the hidden reference
within the tolerance defined by the MUSHRA standard (>85% of
pages) [28]. Subjects were asked to assess how close individual
stimuli were to the reference in terms of naturalness5 , which was
defined as "the degree to which the stimuli conform to your experience of a sound in a room" [9].

Table 4 shows the means and standard deviations of the scores
for the compared methods, for all rooms and programme material.
Figure 7 shows their box plot. All proposed extensions, except for
the reduced SDNs, achieved higher mean ratings than the standard
SDN. The reduced SDNs had lower ratings, with the 3rd order
case scoring even lower than the identity SDN. The IM scored
only marginally higher than the identity SDN, despite the absence
of sweeping echoes. It should be noted that the relatively poor
performance of IM may be due to the longer reverberation time
mentioned earlier in Sec. 4.1.1 for the medium sized room.

100

Table 5: Results of Mann-Whitney tests for several pairs of methods. The number of samples is 108 for all cases, meaning the
Mann-Whitney U statistic should be interpreted as U (108, 108).
z is its standardized value.

Score

80
60
40

Methods
Standard SDN
BRDF SDN 2nd order
Standard SDN
BRDF SDN 3rd order
BRDF SDN 2nd order
BRDF SDN 3rd order
BRDF SDN 2nd order
Pruned SDN 2nd order
BRDF SDN 3rd order
Pruned SDN 3rd order
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Figure 7: Box plot of the naturalness scores for the compared
methods, for all rooms and programme material. Medians shown
by ticks, 25-75% quartiles by boxes, maxima and minima by
whiskers. Outliers are present for Ray Tracing, these are cases
in which subjects failed to rate the hidden reference with the top
score.

The results of Shapiro-Wilk tests showed that the scores’ distributions were not normal, with significance values < 0.05 for all
considered methods. For this reason, non-parametric tests were
conducted. A Kruskal-Wallis H-test confirmed statistically significant difference between the different methods (H (9) = 338.9,
p < .001).
Table 4: Mean values and standard deviations for the naturalness
ratings of the compared methods. Means report the 95% confidence interval.
Mean (95% conf.)
58.06 ± 4.07
64.50 ± 4.26
68.56 ± 3.94
45.81 ± 5.37
30.17 ± 5.62
64.42 ± 4.82
62.25 ± 4.84
42.32 ± 6.38
46.43 ± 5.36
94.64 ± 3.04

Std. Dev.
23.059
22.917
21.625
28.354
28.313
26.561
26.107
32.262
27.805
18.461
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p

338.9

−2.226

0.026

4161.5

−3.638

< 0.001

5272.5

−1.219

0.223

5782.5

−0.108

0.914

4987.0

−1.841

0.066

5. CONCLUSIONS
This paper investigated several extensions of SDN with the intent
of improving its accuracy. Two higher-order extensions of SDNs
were introduced; one that models directional scattering (BRDF
SDN) and Page
one 1that greatly reduces computational costs (Pruned
SDN).
Objective and subjective measures indicated that (a) increasing the number of accurately modeled reflections brings a perceivable improvement in reverb naturalness; (b) the presented extensions raise the Standard SDN’s accuracy by alleviating its issues
with abrupt early energy decay; (c) the two presented extensions

5 Ratings of texture were also elicited, but results were highly correlated
with the naturalness attribute and are not presented for space reasons.

2

z

Mann-Whitney U-tests were conducted on some selected pairs
of methods to gauge the statistical significance between them. The
results of these tests are reported in Tab. 5.
Statistically significant differences are seen between the ratings of standard SDN and BRDF SDNs of both 2nd and 3rd order, confirming that increasing the number of accurate reflections
has an impact on the perceived sound. The two BRDF SDNs fail
to show a statistically significant difference between their ratings,
posing a doubt on the usefulness of increasing the order above the
2nd .
Very high similarity can be seen from the significance result
between the 2nd order pruned SDN and the 2nd order BRDF SDN,
suggesting that the two methods are perceptually comparable. This
is remarkable, considering that the latter presented approximately
6 times the number of connections with relation to the former –
and thus had much higher computational complexity. The 3rd order counterparts of the same two methods fail to show the same
similarity.

4.2.2. Experiment results

Method
Standard SDN
BRDF SDN, 2nd order
BRDF SDN, 3rd order
Reduced SDN, 2nd order
Reduced SDN, 3rd order
Pruned SDN, 2nd order
Pruned SDN, 3rd order
Identity SDN
Image Method
Ray Tracing
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were found to be perceptually comparable, despite one being much
more lightweight than the other.
Future work will look further into possible design choices
for directional scattering matrices (including frequency-dependent
scattering), connection pruning criteria, and possible combination
of the two methods.
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ABSTRACT

while maintaining low computational complexity. The topic of
multichannel reproduction is somewhat less prominent [13], especially in comparison to an extensive literature on spatial reverberation synthesis [14], particularly with feedback delay networks
[15, 16, 17].
In multichannel sound reproduction, cross-correlation between
the channels impacts the auditory image. For instance, the auditory image of well decorrelated signals is perceived as wider than
when the correlation is high [18, 19]. On one extreme, fully correlated monophonic signals are perceived as located inside of the
listener’s head. On the other, fully decorrelated ones might be
perceived as originating from completely separated sources [20].
Thus, decorrelation is a useful tool in many applications, including artificial reverberation, where all the channels are ideally fully
decorrelated [21, 22, 14]. Among various methods to lower the
similarity between spatially reproduced signals [23, 24], velvetnoise-based techniques assumed a prominent spot [18, 19]. In his
early publication on artificial reverberation, Schroeder proposes to
use a so-called resistance matrix to alternate the signs of combfilter outputs in an attempt to recreate properties of diffuse spatial
reverberation [25].
This paper proposes to extend the IVN in achieving multiple
mutually decorrelated signals. To minimize the additional computation, we refrain from using additional decorrelating filters, but
rely exclusively on a single recombination of the IVN output using
delay permutations and orthogonal mixing.
The paper is organized as follows. Section 2 describes the
synthesis of the IVN. In Section 3, we discuss the correlation of
IVN permutations and propose a way to further decrease it by orthogonal mixing. Section 4 presents the evaluation of the proposed
algorithm, and Section 5 concludes the paper.

The cross-correlation of multichannel reverberation generated using interleaved velvet noise is studied. The interleaved velvetnoise reverberator was proposed recently for synthesizing the late
reverb of an acoustic space. In addition to providing a computationally efficient structure and a perceptually smooth response, the
interleaving method allows combining its independent branch outputs in different permutations, which are all equally smooth and
flutter-free. For instance, a four-branch output can be combined
in 4! or 24 ways. Additionally, each branch output set is mixed
orthogonally, which increases the number of permutations from
M ! to M 2 !, since sign inversions are taken along. Using specific
matrices for this operation, which change the sign of velvet-noise
sequences, decreases the correlation of some of the combinations.
This paper shows that many selections of permutations offer a set
of well decorrelated output channels, which produce a diffuse and
colorless sound field, which is validated with spatial variation. The
results of this work can be applied in the design of computationally
efficient multichannel reverberators.
1. INTRODUCTION
Velvet noise is a sparse quasi-random noise that consists of pulses
assuming values −1 and 1, while zeros make up to 95% of all samples [1, 2]. Thus, convolution of an audio signal with velvet noise
is extremely cheap in terms of computational cost [3, 4, 5]. This
property, combined with the smooth perceptual quality of velvet
noise [2] makes it a suitable tool in audio processing and synthesis
[5, 6]. This paper focuses on the use of velvet noise in multichannel artificial reverberation and its properties regarding decorrelation.
One of the prominent applications of velvet noise is artificial reverberation. After the early reflections, reverberation begins
to resemble noise with a decaying envelope, which can be modeled with a pseudo-random signal [7, 8, 9]. This led to numerous
solutions employing velvet-noise artificial reverberation synthesis
[1, 10, 3, 11], with the most recent one utilizing interleaved velvet
noise (IVN) [12].
The majority of studies regarding velvet-noise reverberation
focuses on an accurate reproduction of room impulse responses

2. INTERLEAVED VELVET-NOISE REVERBERATOR
The main challenge of previous velvet-noise reverberation algorithms is caused by reusing a single velvet-noise sequence, which
leads to audible repetition in the produced sound, reminiscent of
flutter echo [12]. Attempts at overcoming this problem by using
time-variant randomization of impulses introduced yet another artifact in the synthesized reverb: warbling [1, 10, 13, 12].
The interleaved velvet-noise (IVN) technique [12] hides the
repetition by simultaneously using several extended velvet-noise
(EVN) sequences [2] in parallel. The pulse location kEVN in an
EVN is defined by

∗ This work was supported by the Nordic Sound and Music Computing
Network—NordicSMC, NordForsk project number 86892.
† Also at: Media Lab, Department of Art and Media, Aalto University,
FI-02150 Espoo, Finland
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kEVN (m) = round[mTbd + ∆r1 (m)(Tbd − 1)],

(1)

where m is the pulse counter, Tbd = M T d , where T d is the
grid size (average distance between consecutive pulses) and M is

DAFx.1

208

2 in22

DAFx

Proceedings of the 25th International Conference on Digital Audio Effects (DAFx20in22), Vienna, Austria, September 6-10,
2022 2022
Input
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G2(z)

G3(z)

G4(z)

EVN1

EVN2

EVN3

EVN4

A
z–Td

z–Td

z–Td

z–Td

z–Td

z–Td

Output 1
A, B, C, D, A...

B

C
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Output 2

D

1
,
1 − Hm (z) z −Cm Tbd
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EVN2

...

...

GM(z)

EVNM

In the present work, the properties of the IVN reverberator
are presented on an example comprised of four EVN sequences
(M = 4) having the lengths of 7760, 8080, 8240, and 8560 samples, which correspond to Tbd = 80 multiplied by prime numbers C1 = 97, C2 = 101, C3 = 103, and C4 = 107, respectively. These parameter values were found to be a good trade-off
between the perceptual qualities of the velvet noise and the computational cost of the reverberation synthesis [12]. At the sample
rate of fs = 44.1 kHz, these EVN sequence lengths correspond to
176 ms, 183 ms, 187 ms, and 194 ms.
3. CORRELATION OF IVN PERMUTATIONS
This section presents the analysis of the cross-correlation of different permutations of the IVN signals. In addition, orthogonal
mixing is proposed as a way to extend the possible permutations
and to reduce the cross-correlation between the IVN signals.

(2)

where Hm (z) is the attenuation filter and Cm Tbd is the delay-line
length in samples. The delay-line lengths of the feedback comb
filters are the same as the lengths of the EVN signals, where Cm
are prime numbers [12]. In Fig. 2, the blocks EVN1, ..., EVNM
symbolize the EVN sequences, and the final offsets by T d samples
are indicated with delay lines.

2

G2(z)

Figure 3: Basic multichannel IVN structure producing M ! different output channels by permuting and mixing the M branch signals.

the total number of EVN sequences in the signal, r1 (m) is a random number generator, drawing from a uniform distribution in the
range [0, 1], and ∆ ∈ [0, 1] limits the range of the pulse location,
and can be tied to M by ∆ = 1/M . For example, when M = 4,
and consequently, ∆ = 0.25, the pulse will appear only in the first
quarter of the grid, whilst the rest of the samples within one Tbd
are zeros. Further delaying each EVN sequence by T d creates an
interleaved signal with a target pulse density [12]. The IVN signal
composed of four EVN sequences is presented in Fig. 1.
IVN reverberation is made by convolving the attenuated and
delayed input signal with an EVN sequence which has the same
length as the delay line [12]. The output of each branch of the reverberator is offset by T d and summed, creating a dense impulse
response [12]. An example of such a structure is depicted in Fig. 2
(and also in Fig. 3), where G1 (z), ..., GM (z) represent feedback
comb filters, each consisting of a delay line and an attenuation filter to obtain the frequency-dependent decay. The transfer function
of Gm (z) for m = 1, ..., M is
Gm (z) =

EVN1

...

...

Figure 1: (Top) Single EVN sequence (A), when ∆ = 0.25. (Middle) Four EVN sequences summed to an IVN signal (ABCD). Each
EVN sequence is marked with a different shade of red. (Bottom)
The same four IVN sequences, reordered (DCBA). Vertical dotted lines symbolize the grid size T d , whereas Tbd is indicated with
dash-dotted vertical lines.

G1(z)

M ! outputs

Input

Permute
& mix

Figure 2: Example stereo IVN structure (M = 4) producing two
decorrelated output channels by delaying and combining the four
branch signals (A, B, C, and D) in opposite orders [12]. These are
only two of the 24 possible permutations.

3.1. Correlation of Basic Permutations
Multichannel IVN reverberation can be achieved by reusing the
same set of EVN sequences whilst changing their order in the output, thus preserving low-memory cost. This is shown in Fig. 2
for a stereo case, where the same four EVN sequences are offset
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Table 1: Permutations of four EVN sequences. Each sequence is represented with a capital letter A, B, C, or D, as in Fig. 1.
Permutation #
0
Offset in
samples

Td
2Td
3Td

1
A
B
C
D

2
A
B
D
C

3
A
C
B
D

4
A
C
D
B

5
A
D
B
C

6
A
D
C
B

7
B
A
C
D

8
B
A
D
C

9
B
C
A
D

10
B
C
D
A

11
B
D
A
C

by different amounts of samples for the two stereo channels. The
number of output channels produced with this simple operation is
equal to the total number of permutations of all sequences, M !.
The general multichannel case is illustrated in Fig. 3.
For the case of the IVN comprised of four sequences, all the
permutations and their respective offsets are listed in Table 1. Some
permutations share one or two sequences in the same place, i.e.,
the same sequences have equal offsets in both permutations, e.g.,
permutations #1 and #2 both start with the sequence A followed
by the sequence B offset by T d samples. On the other hand, some
permutations do not share any sequences, e.g., permutations #1
and #24 have all sequences in different orders.
In the following, we describe how the cross-correlation is affected between different permutations. The ith permutation is a
unique ordering σi (m) ∈ {1, . . . , M } for m = 1, . . . , M . The
output signal of the ith permutation is
yi (k) =

M
X

xm (k + σi (m)T d ),

(3)

yi (k) yj (k + n),

(4)

17
C
D
A
B

18
C
D
B
A

19
D
A
B
C

20
D
A
C
B

21
D
B
A
C

22
D
B
C
A

23
D
C
A
B

Ryi ,yj (mT d ) = M − dm
H (i, j).

24
D
C
B
A

(7)

As we are interested in the largest overlap, we define the maximum shifted Hamming distance, describing the maximal number
of shared EVN sequences when one of the permutations is shifted
dbH (i, j) = min dm
H (i, j),

(8)

m

where m = −M + 1, ..., 0, ..., M − 1.
To improve the readability of the results, all of the values are
normalized, so that the autocorrelation of analyzed signals is equal
to one at zero lag n = 0. Hence, the cross-correlation is scaled to
assume values from the range [−1, 1]:

by ,y (n) .
Ri,j = max R
i j
n

(9)

(11)

Eq. (10) established the relation between the values of cross- correlation and the Hamming distance between sequence orders. Thus,
by ,y is obtained with the lowest Hamming distance,
the highest R
i j
i.e., the shifted Hamming distance dbH (i, j)

k

where δ denotes the Kronecker delta. The possible values of
dH (i, j) according to Table 1 are: dH (i, j) = 4 if the sequence order in two permutations is different, dH (i, j) = 0 if the sequence
order is identical, and dH (i, j) = 3 or dH (i, j) = 2 for one and
two shared sequences, respectively.
In the case of the IVN permutations, however, the Hamming
distance is time-dependent. An example of this is permutation #4
in Table 1, ACDB. When compared to permutation #1, ABCD,
dH (1, 4) = 3. However, shifting ACDB by 1 position results in a
larger overlap, i.e., d1H (1, 4) = 2 for the shifted Hamming distance
X
dm
δσi (k),σj (k+m) .
(6)
H (i, j) =

Ri,j =

M − dbH (i, j)
.
M

(12)

The matrix R for M = 4 is displayed in Fig. 5. The diagonal
presents the normalized autocorrelation of IVN signals, which is
equal to one (black cells). The values of the remaining elements of
the matrix are tied to the dbH (i, j) values. The correlation of IVN
signals with dbH (i, j) = 2 oscillates around 0.5 (dark gray cells in
Fig. 5). For the pairs with dbH (i, j) = 3, the correlation is close to
0.25 (light gray cells in Fig. 5).

k

DAFx

16
C
B
D
A

m
by ,y (mT d ) = M − dH (i, j) .
(10)
R
i j
M
Two examples of the normalized cross-correlation of IVN permutations are presented in Fig. 4. In the top pane, the permutations
m
have a dm
H (i, j) = 2 at n = 0 and dH (i, j) = 3 at n = ±T d . In
m
the bottom pane, dH (i, j) = 3 at n = {−3 T d , −T d , T d , 3 T d },
and dm
H (i, j) = 4 at n = 0.
In the present work, the maximal values of normalized crosscorrelation are of interest, since they highlight the worst-case scenario of similarity between two signals. They can be stored in a
matrix R, defined as

where n is the time lag in samples. The correlation between two
outputs yi and yj depend on how different the permutations are,
i.e., the number of shared sequences.
To this end, we introduce the Hamming distance between two
permutations i and j
X
dH (i, j) =
δσi (k),σj (k) ,
(5)

’sVienna

15
C
B
A
D

Thus Eq. (9) is rewritten following similar logic as in [26]

k=1

2

14
C
A
D
B

Ryi ,yj (n)
by ,y (n) = q
R
.
i j
Ryi ,yi (0) Ryj ,yj (0)

where k denotes the time index, xm are the M EVN sequences,
and i = 1, 2, ..., M ! numbers the permutations.
The correlation of IVN permutations is best estimated with
measures that account for both the similarity of the two sets of
data and the relative displacement of that similarity in time (lag).
Therefore, in this study, the properties of IVN permutations are
assessed by cross-correlation
N
X

13
C
A
B
D

We know that the EVN sequences are fully decorrelated, i.e.,
Rxi ,xj (n) = δij for energy-normalized sequences, i.e., E[xi ] =
PN
2
k=1 |xi | = 1. Thus, the number of fully correlated sequences
between two permutations at lag n = mT d determines the cross
correlation, i.e.,

m=1

Ryi ,yj (n) =

12
B
D
C
A
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1

1

5
0.5

9

13
0.25

17

21
24

0

1

Figure 4: Normalized cross-correlation of IVN permutations with
(top) dbH (i, j) = 2 at n = 0 (e.g., ABCD and BACD) and (bottom) dbH (i, j) = 3 at n = {−3 T d , −T d , T d , 3 T d } (e.g., ABCD
and DCBA). The time lag n is relative to one of the signals, thus
negative values are possible.

5

9

13

17

21

24

Figure 5: Maximal cross-correlation for permutations of four IVN
sequences given in Table 1. The cross-correlation values are calculated using Eq. (11).

Knowing that
R = E[YYT ],

3.2. Subset of Decorrelated IVN Permutations

where E[·] is the expected value and Y contains signals y1 , ...yM ,
we can perform multiplication with orthogonal matrix A, which
has the property AAT = I and has the same size as Y. Thus

In many cases of spatial reproduction the number of channels is
lower than the number of possible IVN permutations. In such situations, the combinations that show the smallest similarity among
each other can be selected to achieve the best decorrelation.
The subset of K IVN signals with the lowest correlation within
a set of M ! permutations may be found by solving the thinnest Ksubgraph problem [19, 27]. In such an approach, the matrix R is
used as an adjacency matrix of a graph. However, for small values of M , such as in the four-branch case (M = 4), a brute-force
search entailing the examination of all possible combinations is
feasible as well. The estimator of the lowest correlation may be
either mean or median of the elements of R. When the mean is
used, the problem is formulated as
1 X
min
Ri,j ,
(13)
K i,j∈κ

R = E[YAAT YT ] = E[YYT ],


1
1
H4 = 
1
1

The ability of the IVN reverberator to produce a set of decorrelated signals can be extended by the means of orthogonal mixing.

DAFx

1
−1
1
−1

1
1
−1
−1


1
−1
.
−1
1

(16)

The Hadamard matrix changes the sign of two EVN sequences
in each combination. An example of a stereo IVN structure in
which two sequences are inverted according to the orthogonal mixing principle in shown in Fig. 7. The Hadamard matrix also offers
advantages of fast and cheap computation (change of sign does not
require multiplications, only a subtraction). However, such a matrix does not exist for every M , e.g., M = 5. In such cases, a
different type of orthogonal matrix is needed.
The permutations for the orthogonal mixing were selected
based on their mean cross-correlation, as described in Sec. 3.2.
The order of sequences resulting from the orthogonal mixing is
listed in Table 2. The matrix R for these permutations is displayed in Fig. 8. The light gray cells show the normalized crosscorrelation value around 0.25 (cf. Fig. 5), whereas the white cells
indicate the cross-correlation close to zero.

3.3. Orthogonal Mixing of IVN Signals

’sVienna

(15)

which proves that the cross-correlation of permutations does not
increase after such an operation.
Choosing an appropriate orthogonal matrix allows for a reduction of correlation of some permutations from the set. From
a set of M ! = 24 IVN combinations let us consider a subset of
K = 4, which are picked based on their mean normalized crosscorrelation, as described in Sec. 3.2. Here, we propose to perform orthogonal mixing using a Hadamard matrix, which for size
K = 4 is defined as

where κ ∈ {1, ..., M !} and |κ| = K.
The results of searching for the permutations with the lowest
correlation are shown in Fig. 6 for the mean and the median of the
elements in R and the number of channels K from two to twentyfour. Both estimators show approximately the same values up to
four channels. Between five and nine channels, the results obtained
with median are lower, as less than half of the IVN permutations
have a higher correlation. This changes for a ten-channel case and
is reflected by a dramatic jump in the median correlation.
The mean values in Fig. 6 show a steady increase in normalized correlation, as the mean is more susceptible to outliers than
median [28, 29, 26]. Since in this work we are interested in spotting the presence of highly correlated permutations, we choose
mean as a correlation estimator in the remainder of this paper.

2

(14)
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Table 2: Orthogonal mixing of four IVN permutations with the Hadamard matrix (cf. Table 1).
Permutation #
Offset in
samples

0
Td
2Td
3Td

1
A
B
C
D

2
A
−B
C
−D

3
A
B
−C
−D

4
A
−B
−C
D

5
B
D
A
C

6
B
−D
A
−C

7
B
D
−A
−C

8
B
−D
−A
C

Input

0.5

9
C
A
D
B

10
C
−A
D
−B

G1(z)

11
C
A
−D
−B

EVN1

12
C
−A
−D
B

13
D
C
B
A

A
z–Td

0.45

G2(z)

0.4

EVN2

0.3

G4(z)

EVN4

16
D
−C
−B
A

Output 1
A, B, C, D, A...

+
z–Td

C

+
–
z–Td

0.25

15
D
C
−B
−A

–
z–Td

EVN3

z–Td

B

0.35

G3(z)

14
D
−C
B
−A

D

z–Td
D, –C, –B, A, D…
Output 2

0.2
4

8

12

16

20

24

Figure 7: Orthogonally mixed version of the stereo IVN structure
of Fig. 2. Here, the signs of two sequences are inverted for the
second output, which further improves the decorrelation between
the output channels.

Figure 6: Minimal values of mean and median cross-correlation
for four-sequence IVN depending on the number of channels K
for reproduction.

orthogonally-mixed permutations. The assessment concerns the
example reverberation as described in the previous sections of this
paper.

The values of correlation for the permutations with
dbH (i, j) = 2, but the sign of two of them is negative, is visibly decreased compared to permutations for which dbH (i, j) = 3
but the sign is not flipped. For example, the normalized crosscorrelation value for permutations #1 and #2 from Table 2, ABCD
and A−BC−D, is close to zero, whereas for permutations #1 and
#13, ABCD and DCBA, it is 0.25. This is due to the fact that the
EVN sequences with opposite signs are anticorrelated, i.e., their
normalized cross-correlation is −1. Having two fully correlated
and two fully anticorrelated sequences cancels out the peak expected at n = 0, bringing the maximal cross-correlation value to
zero.
Two EVN sequences with the same pulse locations but opposite pulse signs will cancel each other if they arrive at the listening
position at the same time. This might happen e.g., when the listener is at the midpoint between loudspeakers. To avoid the cancellation, the orthogonally mixed IVN signals are offset by a small
number of samples. In this work, a random offset by up to 120
samples was found to be sufficient. The synthesized audio examples of multichannel IVN signals are available online1 .

4.1. Spatial Variance
An unwanted phenomenon in multichannel reproduction is called
the comb-filtering effect. It occurs when two versions of the signal
arrive at the receiver at different times, which is caused by different path lengths between the sound sources and the receiver. The
resulting changes in phase between the delayed versions of the signal cause cancellation of frequencies when the phase difference is
180◦ . The bigger the difference in path lengths, the longer the
delay and consequently, the lower the cancellation frequency [30].
A method to assess the amount of comb-filtering effect of a
multichannel setup is to compute its spatial variance (SV). The SV
is a measure of the magnitude-response variation for a frequency
range of interest and fixed audience area and is expressed in dB
[30, 31, 32, 33]. The SV is defined as
v
Np
fhi u
X
2
1 X u
t 1
Lp (p, f ) − Lp (f ) , (17)
SV =
Nf
Np − 1 p=1
f =flo

4. EVALUATION

where Nf is the number of frequency bins between flo and fhi ,
Np is the number of measurement points in the audience area,
Lp (p, f ) is the sound pressure level in dB and measurement point
p and frequency bin f , and Lp (f ) is the mean sound pressure level
in dB over all measurement points at frequency bin f . A SV of
0 dB indicates that there is no magnitude deviation between listening positions, while the higher the SV, the bigger the deviation.

This section presents the evaluation of the proposed algorithm
in terms of the spectral properties of the multichannel reverberation, as well as the computational cost of creating basic and
1 http://research.spa.aalto.fi/publications/
papers/dafx22-multichannel-ivn/

2

’sVienna

DAFx

DAFx.5

212

2 in22

DAFx

Proceedings of the 25th International Conference on Digital Audio Effects (DAFx20in22), Vienna, Austria, September 6-10,
2022 2022
1

1

4
0.5

7

10

0.25

13

16

0

1

4

7

10

13

16

Figure 8: Cross-correlation of four IVN sequences with the minimal mean correlation values (cf. Fig. 6) after the orthogonal
mixing with the Hadamard matrix. The permutation numbering
is based on Table 2. The light gray cells indicate the crosscorrelation of about 0.25, the same as the best cells in Fig. 5. The
white cells correspond to cases in which the correlation has been
further decreased by the orthogonal mixing.

Figure 9: Magnitude responses of (top) set of the same signals, (middle) 24 IVN permutations, and (bottom) 16 orthogonally
mixed IVN permutations. All the magnitude responses have been
1/12th-octave smoothed.
Table 3: Reduction of SV for 24 and 16 IVN permutations in comparison to the monophonic case.

In the present study, SV was calculated for two sets of multichannel IVN reverberators: one composed of the basic 24 permutations and the other consisting of 16 orthogonally mixed permutations. The Np = 50 measurement points over the audience area
were simulated by adding random delays to all but one signal in
each set. That way the relative delay in arrival of sound at the listening position was replicated. The delays were chosen so that the
distance between the receiver points was up to seven meters. For
the calculations, the magnitude spectra at listening positions were
smoothed in 1/12th-octave bands.
Figure 9 shows Lp (p, f ) and Lp (f ) over the whole frequency
spectrum for the three evaluated cases: monophonic one in the top
pane, 24 basic permutations in the middle pane, and 16 orthogonally mixed permutations in the bottom pane. Although some
comb-filtering occurs in all three examples, the peaks and notches
are visibly flatter going from the top to the bottom pane. The reduction is particularly visible between 100 Hz and 1 kHz. Gray
patches in all three panes of Fig. 9 show the areas within ±6 dB
from the Lp (f ). The permuted IVN reverberation stays within
these limits in a broader frequency range compared to the monophonic case, especially above around 600 Hz.
The SV was calculated over two frequency ranges: 20 Hz to
500 Hz, following the previous research that focused on SV in low
frequencies [30, 31, 32, 33], as well as for the whole frequency
range from 20 Hz to 20 kHz. The results of the calculations in Table 3 are presented as a percentage of the SV reduction in relation
to the monophonic case, where all delayed signals are the same.
The numbers in Table 3 show that both sets of IVN signals offer
12% lower SV than mono in the low-frequency range. The advantage of the permuted IVN is more significant in Table 3 for the full
audio spectrum (20 Hz to 20 kHz), where the reduction of the SV
is over 30% for the 24 basic permutations and over 40% for the 16
orthogonally-mixed permutations.
The SV of the proposed algorithm was compared with two

2
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Frequency Range
20–500 Hz
20–20k Hz

SV Reduction w.r.t. Mono
24 Permutations 16 Permutations
12%
12%
32%
43%

other methods to produce multichannel reverberation: using whitenoise signals and the approach introduced by Schroeder [25]. In
the former technique, different white-noise signal was fed to each
channel, creating a set of maximally decorrelated outputs with
minimal SV, treated here as a reference for the remaining methods.
The Schroeder reverberator was implemented utilizing four
parallel branches, each consisting of two all-pass filters (the same
ones for all branches) and one feedback comb filter. The output
of each branch was passed through a matrix containing 1’s and
−1’s that affected the sign of output signals accordingly. In result, 16 channels were created (see Appendix for the block diagram and cross-correlation considerations). The delay-line lengths
in the Schroeder reverberator were equal to the lengths of EVN sequences.
The SV of the white noise signals and Schroeder reverberator were calculated using the same setup as when calculated the
SV for the IVN reverberators. The results of the comparison are
presented in Table. 4. They show that all the analyzed signals display a high increase in the SV at low frequencies, with the IVN
with 24 permutations being the most advantageous. In the case
of broadband analysis, the rise in SV compared to white noise is
less dramatic, with the orthogonally-mixed IVN leading the race.
In both examples, the IVN reverberators outperform the Schroeder
approach.
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Table 4: Comparison of SV between IVN with 24 and 16 permutations and the Schroeder reverberator, using the set of white-noise
signals as a reference (100% SV). The best result in each row in
shown in bold.
Frequency
Range
20–500 Hz
20–20k Hz

White Noise
100%
100%

Spatial Variance
IVN 24 IVN 16
214%
223%
157%
136%
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Figure 10: Schroeder reverberator consists of two all-pass filters
(AP1 and AP2) and four parallel branches with a feedback comb
filter each (C1, C2, C3, C4). It is capable of producing 16 outputs
by passing the comb-filtered signals through a matrix of 1’s and
−1’s.
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Figure 11: Cross-correlation between channels of the Schroeder
reverberator. Compared to cross-correlation of IVN permutations
(cf. Figs. 5 and 8), the Schroeder system exhibits the biggest number of highly-correlated channels, represented here by the black
cells.

7. APPENDIX: CROSS-CORRELATION OF SCHROEDER
REVERBERATOR CHANNELS
The structure of the Schroeder reverberator, as described in the
original publication [25] and in Sec. 4.1, is presented in Fig. 10.
The all-pass filters are symbolized by the blocks denoted with AP1
and AP2, whereas comb filters are marked with blocks C1, C2, C3
and C4. The cross-correlation between the channels of the structure was calculated according to Eqs. (9) and (11). The values
stored in R for Schroeder’s system are displayed in Fig. 11.
Compared to both, basic and orthogonally-mixed IVN permutations, the channels of Schroeder’s algorithm show the biggest
number of highly-correlated channels. Figs. 5 and 8 display only
one diagonal of black cells, meaning that an IVN permutation is
well-correlated only with itself. On the other hand, there are two
such diagonals in Fig. 11, showing that individual channels exhibit
high similarity with at least one other channel. Additionally, channels #1 and #16 display high values of cross-correlation with the
majority of the remaining outputs.
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ABSTRACT

[4, 7], and some non-specific datasets [8] have been used to compensate for the hurdles of data collection. It is difficult, instead,
to find suitable audio data of a road scenario, collected with microphones mounted on cars moving in the traffic. Moreover, since
the research on microphone array architectures for automotive applications is still ongoing, a flexible approach to data generation,
that can easily adapt to new array geometries and sound scenes, is
of utmost importance to facilitate algorithm development. For this
purpose, simulators constitute a powerful tool for the generation of
large amounts of data during the design of new algorithms. Many
indoor acoustic simulators have been proposed in the literature [9],
but few are available that target outdoor applications. Moreover,
most of the existing tools are built for noise analysis more than
for the computation of simulated microphone signals [10, 11], and
therefore are rarely useful in our context.
For this reason, the motivation behind pyroadacoustics is to
provide researchers with a framework to simulate the propagation
of sound signals emitted by sources moving on a road. The software we present in this paper is available at [12] and is built on top
of the Object-Oriented Programming (OOP) features of Python,
that make its architecture open for future extensions to different
scenarios. In its first version, the proposed package targets the
simulation of a highway-driving scene, defined by:

In the development of algorithms for sound source detection, identification and localization, having the possibility to generate datasets in a flexible and fast way is of utmost importance. However,
most of the available acoustic simulators used for this purpose
target indoor applications, and their usefulness is limited when
it comes to outdoor environments such as that of a road, involving fast moving sources and long distances travelled by the sound
waves. In this paper we present an acoustic propagation simulator specifically designed for road scenarios. In particular, the proposed Python software package enables to simulate the observed
sound resulting from a source moving on an arbitrary trajectory
relative to the observer, exploiting variable length delay lines to
implement sound propagation and Doppler effect. An acoustic
model of the road reflection and air absorption properties has been
designed and implemented using digital FIR filters. The architecture of the proposed software is flexible and open to extensions,
allowing the package to kick-start the implementation of further
outdoor acoustic simulation scenarios.
1. INTRODUCTION
With the recent advent of (semi-)autonomous vehicles, companies and researchers are devoting an ever-growing effort to designing sensors and algorithms that target the perception and analysis
of the environment. In this context, acoustic signals have been
exploited in two main areas: first, microphone arrays have been
placed on Unmanned Aerial Vehicles (UAV) to be used for sound
source localization, identification and tracking [1, 2]. In particular,
acoustic signals have proven useful in search and rescue applications [3, 4], where hidden sound sources can not be detected by
sensors relying on visual clues. Second, microphone arrays are
being used on (semi-)autonomous cars to improve their safety or
enhance the ability of the driver to perceive the environment (e.g.
acoustic sensing could help hearing-impaired people to detect approaching vehicles) [5]. Audio signals are also useful for the early
detection of danger (e.g. car horns) and of emergency vehicles [6].
The ongoing and expanding development of algorithms for
outdoor sound source detection and localization motivates the need
of datasets to build and test new models. In particular, the algorithms exploiting deep learning techniques require a large amount
of training data, very specific to the application they target. Some
datasets for UAV applications have been proposed in the literature

• One omnidirectional sound source, moving on an arbitrary
trajectory with an arbitrary (variable) speed, and emitting a
sound signal specified by the user.
• A static array of omnidirectional microphones, with arbitrary geometry, used to record the signal produced by the
source.
• A stationary background noise of diffuse type, with an arbitrary SNR specified by the user.
• A set of environmental parameters that define the atmospheric conditions (i.e. the temperature T , pressure ps and
relative humidity hrel ).
• The acoustic properties of the road surface, depending on
its construction material. The material can be chosen from
a database of asphalt types, available in the software package, or defined from scratch by the user, and is characterized by a set of acoustic absorption coefficients at specific
frequencies.
A detailed description of all the available options and parameters
is provided in the package documentation [12]. In the current version of the simulator, the only reflecting surface considered is the
ground, thus the presence of further nearby objects or buildings is
neglected. This is a reasonable assumption for the modeling of a
non-urban road such as a highway. Furthermore, the effect of wind
is not taken into account. Note that, although the microphone array
is assumed to be static, the relative motion between the source and

Copyright: © 2022 Stefano Damiano et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
provided the original author and source are credited.
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certain time τ . Here, the position and velocity vectors are defined
in a three-dimensional Cartesian coordinate system. If the source
emits a sinusoidal signal of frequency f , the receiver will observe
a signal at a shifted frequency given by [13]

the array is simulated, thus the presence of moving microphones
can be faced by properly defining the trajectory of the source.
To design the proposed simulator, we exploited the delay line
element [13], widely used in the literature for the implementation
of both musical audio effects and Doppler simulators [14, 6]. Differently from [6], in pyroadacoustics both the direct sound and the
sound reflected from the road surface are modeled and simulated.
This enables to include in the simulations not only the Doppler
effect, but also the interference of the direct and reflected sound
waves. In order to achieve a realistic simulation of the reflection,
a model of the asphalt surface has been included. The effect of the
atmospheric absorption has also been implemented.
This paper aims to describe the design of the proposed acoustic
simulator, and is structured as follows. In Sec. 2 we introduce the
physics of the Doppler effect, the atmospheric acoustic absorption
and the reflection properties of the road surface. In Sec. 3 we review the implementation of the delay line element and describe its
use to model acoustic wave propagation. We thoroughly discuss
the design and implementation of the pyroadacoustics simulator
in Sec. 4, and show its capabilities in Sec. 5. Finally, in Sec. 6 we
draw conclusions and envision future extensions of the simulator.

fr = f

α

α0 = 8.686f

2

1.84 · 10
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T
T0

1/2


+

T
T0

(1)

∥2

,

(3)

where [17]

α0
,
(4)
10 log10 e
and α0 is the absorption coefficient, measured in dB/m, depending on frequency, humidity, temperature and pressure. From (3)
and (4) we can compute the dB-scale attenuation of the sound pressure caused by air absorption as
α=

La = 20 log10

p(r)
p0

= −10α∥r − r′ ∥2 log10 e = −α0 ∥r − r′ ∥2

(5)

In the ISO 9613-1 standard [17] a closed-form expression for the
absorption coefficient α0 is given, see Eq. (2) at the bottom of
the page. Here f is the frequency of the source signal, T is the
air temperature, T0 = 293.15 K, ps is the atmospheric pressure,
ps0 = 1 atm is the reference atmospheric pressure, fr,O is the
oxygen relaxation frequency


ps
0.02 + h
fr,O =
24.0 + 4.04 · 104 h
,
(6)
ps0
0.391 + h

In the analysis of moving sound sources having a velocity that is
not negligible relative to the speed of sound in the air, the Doppler
effect impacts how the radiated signal is received at some measurement position. For the sake of simplicity, without loss of generality, let us consider a static microphone located at position r and a
source moving with constant velocity v, located at position r′ at a

ps
ps0

′

p(r) = p0 e− 2 ∥r−r

2.1. The Doppler Effect



,

In this section we give an overview of the absorption properties
of the atmosphere. The formulae presented here have been widely
discussed in the literature and can be found (with minor variations)
in multiple references, e.g. [17, 18]. Nonetheless, in order to keep
this paper self-contained, in the following we present the expressions needed for the implementation discussed in Sec. 4.2.
As sound propagates through the air, part of its energy is converted to heat and thus dissipated. The most significant energy
losses are caused by the viscosity of air, the heat conduction and
the molecular relaxation of nitrogen and oxygen [19, 13]. This effect is known in the literature as air absorption, and is significant
at high frequencies and long distances between the sound source
and the receiver [15]. If we consider a plane wave having pressure
p0 at the position r′ of a sound source, the pressure received by a
microphone at position r is given by [15]

• The Doppler effect, relevant in road scenarios including
sound sources that move at relatively high speed.
• The air absorption, significant when sound waves travel
large distances.
• The road reflection, being the main component of the scattered sound field in a highway scenario.

−11

r−r′
⟩
∥r−r′ ∥2

2.2. The Sound Absorption Properties of Air

The propagation of sound waves outdoors has been widely studied in the literature and shows peculiar characteristics, determined
by both the intrinsic non-stationarity and inhomogeneity of the
atmosphere, and the complexity of the acoustic scene, involving
background noise, dynamic sound sources and the presence of
scattering objects. In this scenario, the main acoustic phenomena
discussed in the literature include the spreading of sound waves,
the atmospheric absorption, the scattering of acoustic waves at
the surface of the ground and objects located in the scene, the
effect of wind on sound propagation, the temperature and pressure variations, causing variations in the speed of sound and refraction [15, 16]. Moreover, the Doppler effect, often negligible
in indoor scenarios, must be considered in the presence of moving
sources. In this section we will discuss the acoustic phenomena
implemented in pyroadacoustics, namely:

"

c − ⟨v,

where c denotes the speed of sound in air, ⟨·, ·⟩ is the inner product
(here chosen to be the dot product in R3 ) and ∥·∥2 is the vector ℓ2 norm. Thus, the Doppler effect will cause the received frequency
to be higher than the emitted one when the source is moving towards the receiver, and lower when it is moving away from it.

2. MODELING ROAD ACOUSTICS

2

c

and fr,N is the nitrogen relaxation frequency
 − 1 

2
−1/3
ps
T
−1]
fr,N =
9 + 280he−4.17[(T /T0 )
. (7)
ps0 T0
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x[n]

In (6) and (7) h denotes the molar concentration of water vapor,
h = hrel

psat
,
ps

xD [n]

z −M

Figure 1: M -sample delay line.

(8)

1

···

2

N

where hrel is the relative humidity expressed as a percentage [18],
rptr



psat = ps0 · 10

−6.8346



T01
T

1.261

,

(9)

Figure 2: M -sample delay line as circular buffer, with read-pointer
rptr and write-pointer wptr. The pointers move in the direction
indicated by the increment arrow.
3. THE DELAY LINE
The delay line is an elementary processing unit whose function is
to introduce a time delay between its input and its output (Fig. 1).
Given a discrete-time input signal x[n], the signal at the output of
the delay line can be written as

2.3. The Road Reflection
In an outdoor environment where only scattering from the ground
surface is considered, the sound field captured by a receiver can be
described as the sum of two components: the direct sound, propagating along a straight line between the source and the microphone, and the sound reflected by the ground surface. The direct
and the reflected waves combine to produce areas where constructive or destructive interference can be observed, depending on the
relative positions of the source and the receiver and on the frequency components of the signal [15]. When a sound wave hits
the ground, and only specular reflection is assumed, the angle of
reflection is equal to the angle of incidence ϑ on the ground surface
itself. The reflection properties of the surface are characterized by
the reflection coefficient [20]
Z(ϑ) cos ϑ − Z0
,
Z(ϑ) cos ϑ + Z0

xD [n] = x[n − M ] .

(10)

3.1. Simulation of Acoustic Propagation Using Delay Lines
Delay lines produce pure time delays, that can be used to model
acoustic waves propagating in a certain direction, with a fixed
wave shape. In this scenario, x[n] represents the signal generated
by a sound source located at position r′ , and y[n] corresponds to
the signal received at position r. The delay M is computed as
M=

’sVienna
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∥r − r′ ∥2
fs ,
c

(13)

where fs denotes the sampling frequency, used to convert the propagation delay in seconds to the digital delay in number of samples.
Since in practice M can take non-integer values, interpolated delay
line reads are needed to deal with fractional delays (see Sec. 3.2).
Note that when the positions of the read and the write-pointers are
controlled by a physical model of sound propagation, the two are
always separated by a minimum and maximum delay interval, that
can be predicted if the trajectory of the source is known. Thus, the
read-pointer never surpasses the write-pointer.
In a realistic scenario, the acoustic wave attenuates as it propagates, and some dispersion due to its interaction with the environment can be present (e.g. the air absorption). These phenomena can be implemented using digital filters cascaded to the delay line. In the most general case, when both sound attenuation
and frequency-dependent air absorption are considered, the sound
propagation can be modeled using the block scheme in Fig. 3.
The delay line discussed in Sec. 3 enables to simulate multiple
receivers by using multiple read-pointers. The read-pointers can

(11)

For locally reacting surfaces, Z can be computed from the values
of αm (0) and R(0) using equations (10), with ϑ = 0, and (11). Its
value can then be used in (10) to compute the reflection coefficient
R(ϑ) for any incidence angle ϑ of the sound waves [23]. Note
that, for ease of notation, the frequency dependency of the road
reflection properties has not been explicitly indicated throughout
this section, yet this dependency will be taken into account in the
implementation in Sec. 4.3.

2

(12)

If the parameter M changes over time, the resulting unit is called a
variable length delay line, and can be used to model and simulate
moving acoustic sources [13]. A software implementation of the
delay line, proposed in [13], is based on the use of a circular buffer
of length N (see Fig. 2). The input signal is written in the buffer
sample by sample, at the position of a write-pointer. This position
is increased by one at every time step. The output signal is read
sample by sample at the position of a read-pointer, delayed by M
samples with respect to the write-pointer. The delay M (i.e. the
distance between the read and the write-pointer) is allowed to vary
over time, as long as the condition M ≤ N is met.

where Z(ϑ) is the impedance of the ground surface, while Z0 is
the characteristic impedance of air. If the interaction between the
air and the ground is independent of the angle of incidence of the
impinging sound waves, the ground surface is said to be locally reactive, and its impedance Z does not depend on ϑ. In this case, the
angular dependency of the reflection coefficient is fully expressed
by the cosine terms in (10). This assumption, despite being an
approximation, is widely adopted in environmental noise analysis
and outdoor acoustics [15, 21].
The acoustic properties of a construction material are usually
described by its absorption coefficient αm (ϑ), that denotes the
fraction of the incident sound energy that is not reflected from a
surface made of that material [20]. This parameter depends mainly
on the porosity and the thickness of the surface layer, and is generally measured for normal incident waves (i.e. when ϑ = 0) using
the Kundt’s tube [22]. Its value is related to the reflection coefficient (10) by the formula [20]
αm (0) = 1 − |R(0)|2 .

wptr

M

and T01 = 273.16 K.
Thus, using equations (2)-(9) we are able to compute the absorption coefficient at any frequency f , for arbitrary atmospheric
conditions characterized by a set of parameters {T, ps , hrel }.

R(ϑ) =

increment


+4.6151
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(z)

x[n]

y[n]

move independently, and the output signals can follow separate filtering paths to simulate different propagation losses [14]. This can
be exploited to model reflections (or acoustic echoes) from nearby
objects such as the ground surface.

In a road scenario, moving sound sources play a fundamental role.
To simulate their behavior, the delay M must vary smoothly to
adapt to the varying position of the sound source. Since M can
take non-integer values, interpolated delay line reads are necessary. For this purpose, various fractional delay interpolators have
been proposed in the literature [24], and their effect on variable delay lines has been discussed in [13]. We now present three different
interpolators that we implemented in pyroadacoustics, namely the
linear, all-pass and windowed-sinc interpolator.
Let us consider a delay line with fractional delay M = Mint +
∆, with Mint = ⌊M ⌋ being its integer part and ∆, s.t. 0 ≤ ∆ < 1,
its fractional part. The output signal of the M -samples delay line
can be computed using a Mint -samples delay element followed by
an interpolator block, as shown in Fig. 4.
A linear interpolator computes the delayed output sample as
a weighted sum of the two neighboring samples available on the
delay line, i.e. [13]

The delay line described in Sec. 3 is the fundamental building
block of pyroadacoustics and is used to simulate the acoustic propagation and the Doppler effect. In addition to these features, we
included an accurate model of the acoustic reflection properties of
the road surface, and of the sound absorption properties of the atmosphere. In this section we discuss the overall architecture of
pyroadacoustics, and the implementation details of the air absorption and asphalt reflection properties introduced in Sec. 2.
4.1. Simulator Architecture

(14)

As stated in Sec. 1, pyroadacoustics targets the simulation of sound
propagation on a non-urban road. We model this scenario as a single reflecting surface (i.e. the road surface), above which a sound
source is moving with a certain velocity along an arbitrary trajectory, as sketched in Fig. 7. The sound produced by a (moving)
source S reaches a receiver M by travelling along two different
paths. The direct sound travels the distance d1 from S to M, and
suffers losses due to air absorption depending on d1 as modeled by
Eq. (3). The reflected sound travels from S to the reflection point
on the road surface, Q, being affected by air absorption depending on the distance d2 . The position of Q is found by the law of
specular reflection, as discussed in Sec. 2.3. The reflected sound
wave, then, travels the distance d3 to finally reach the microphone
M, and is again affected by air absorption losses depending on d3 .
In order to simulate this environment, we defined the simulator
architecture represented in Fig. 6. The propagation delays are implemented using two delay line blocks. The first delay line has two
read-pointers: the first one is used to model the delay corresponding to the path from S to M, and the second one the delay occurring
in the propagation from S to Q. Note that the delay line has only
one write-pointer, that feeds in the signal emitted by the sound
source. The second delay line has one read-pointer, corresponding
to the delay related to the propagation from Q to M. Each read
operation on the two delay lines is performed using an interpolator
(see Sec. 3.2), whose type can be set by the user. Along each path
depicted in Fig. 7 a FIR filter implements the air absorption (its
design will be discussed in Sec. 4.2), and a gain element implements the attenuation due to spreading, proportional to the inverse
of the travelled distance [20]. The road reflection is implemented
using the FIR filter Hrefl , discussed in Sec. 4.3. Note that since the

(15)

where the factor a is computed as
1−∆
.
1+∆

(16)

This interpolator can be implemented using the same number of
operations as the linear interpolator, but is not affected by its artifacts, as discussed in [25] and shown in Fig. 5.
To further improve the accuracy of the interpolation, at the cost
of a higher computational complexity, a windowed-sinc interpolator can be used. Its design, described in [24], is based on the least
squares filter design method, and its impulse response is given by
(
W (n − ∆) sinc (n − ∆) − N2w ≤ n ≤ N2w
,
hint [n] =
0
otherwise
(17)
where W is a window function of length Nw + 1 (with Nw even).
To show the effect of different interpolators on a variable delay line we set up a simple simulation: a sound source emitting,
in the free-field, a sinusoid with f = 3000 Hz and fixed amplitude, is moving at speed v = 5 m/s towards a static microphone.
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xD [n]

4. ROAD ACOUSTICS SIMULATION

where xM [n] = x[n − Mint ]. This procedure involves one multiplication and two additions. Notwithstanding the low computational complexity, this method produces amplitude distortion and
aliasing for high frequency signals [25], as shown in Fig. 5.
A first efficient alternative is the first-order all-pass interpolation, defined by the difference equation [13]

a=

Hint (z)

We choose the sampling frequency fs = 8000 Hz and simulate
the propagation delay with a variable delay line as described in
Sec. 3.1. No losses are considered in this simulation. Fig. 5 shows
the DFT magnitude spectrum of the received signal obtained with
the three different interpolators. While in Fig. 5a the aliasing produced by the linear interpolation is clearly visible, its impact is
strongly reduced when we use the all-pass interpolator (Fig. 5b)
and disappears when a windowed-sinc interpolator, implemented
with a Hanning window of 31 samples, is adopted (Fig. 5c). An
analysis of the impact of the three different interpolators on the
simulator processing time is reported in Tab. 1.

3.2. Fractional Delays and Interpolated Delay Line Reads

xD [n] = a · (xM [n] − xD [n − 1]) + xM [n − 1] ,

xM [n]

Figure 4: Interpolated delay line: the fractional delay M = Mint +
∆, with Mint = ⌊M ⌋, 0 ≤ ∆ < 1, is implemented with a delay
line of Mint samples followed by an interpolator.

Figure 3: Acoustic traveling wave simulator: delay line models
propagation, followed by air absorption filter and attenuation.

xD [n] = xM [n] + ∆ · (xM [n − 1] − xM [n]) ,

z −Mint
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Figure 5: Comparison between fractional delay interpolation methods applied to a moving source emitting a sinusoidal signal. (a) linear
interpolation; (b) first order all-pass interpolation; (c) windowed-sinc interpolation, Nw = 30.
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Figure 6: Pyroadacoustics block scheme.
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Figure 7: Geometry of implemented multipath propagation: the
microphone M receives the direct signal emitted by the source S,
propagating via d1 , and the reflected sound, via d2 and d3 .
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air absorption and asphalt reflection filters are time-varying, they
cannot be commuted and merged to reduce the number of blocks.
To make the simulator more flexible, the user can choose which
filters to be included or excluded from the simulation.

Figure 8: Amplitude response of air absorption FIR filters computed at different distances. Atmospheric parameters: T = 20 °C,
ps = 1 atm, hrel = 50%, fs = 16 kHz. H(ω) is computed at a
set of K = 20 equally spaced frequencies in [0, fs /2].

4.2. Air Absorption Implementation

make it causal and linear-phase, obtaining the expression

The air absorption filter design is performed in two steps. First, after setting the sampling frequency fs to be used in the simulations,
let us consider a set of K angular frequencies ωk = 2πfk /fs such
that ωk ∈ [0, π]. Given the atmospheric parameters {T, ps , hrel }
of the simulation scene, we can compute the air absorption coefficient α0,k at each ωk using equations (2) to (9). Then, at every
simulation instant, we can compute the relative attenuation due to
atmospheric absorption at the instantaneous distances d1 , d2 , d3 ,
for each ωk , by means of Eq. (5). By converting the result to linear
scale, we obtain a set of values that represent the amplitude response |H(ωk )| of a FIR filter, with a low-pass behavior as shown
in Fig. 8.
The second step is the FIR filter design from its amplitude response. For this purpose, an effective technique is the weighted
least squares method [26], that we implemented following [27].
Given the values of the amplitude response |H(ωk )| at the angular frequencies ωk , we want to retrieve the impulse response of
the corresponding L + 1 taps filter. To this end, we first design
the filter impulse response to be centered around the origin (i.e.
zero-phase, |H(ωk )| ≡ H(ωk )), enforcing even symmetry in the
impulse response, and then shift it to the right by L/2 samples to

2
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H(ωk ) = h0 + 2

L/2
X

hn cos (ωk n) ,

(18)

n=1

with k = 0, 1, . . . , K − 1. Eq. (18) can be written in matrix form
as
 
H(ω0 )
1
 H(ω1 )  1

 
 =  ..

..
 .

.
H(ωK−1 )
1
|
{z
} |


2 cos (ω0 )
2 cos (ω1 )
..
.
2 cos (ωK−1 )

···
···



2 cos [ω0 (L/2)]
h0
 h1 
2 cos [ω1 (L/2)] 


  ..  .
..
 . 
.
hL/2
· · · 2 cos [ωK−1 (L/2)]
{z
} | {z }
A

d

(19)

h

The filter coefficients, stored in the vector h, can be retrieved as
ĥ = arg min∥Ah − d∥22 .

(20)

h

This optimization problem has the well known solution
ĥ =
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Extrapolated Asphalt Absorption Coefficients

Absorption Coefficients of Different Asphalt Mixtures
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Figure 10: Extrapolated asphalt absorption coefficients. A second
order polynomial extrapolation is performed after a logarithmic
transformation. The known coefficients are the average absorption
coefficients of Fig. 9, then extrapolated to f ∈ [0, 8 kHz].

Figure 9: Normal incidence absorption coefficients of different asphalt mixtures [22], with corresponding average values.
−1 T
where A† = AT A
A is the Moore-Penrose pseudo-inverse
of matrix A. Since from Eq. (19) we can see that A does not depend on distance, A† can be pre-computed, so that only the product of A† and d (that, instead, does depend on distance) needs
to be computed at every simulation instant. This makes the implementation of the least squares method more computationally
efficient compared to standard implementations, in which the matrix A is recomputed at every time step. Since three different air
absorption filters must be computed at each simulation instant (see
Fig. 6), this approach significantly reduces the total execution time.

in the desired frequency range have been retrieved, and under the
assumption of a locally reactive asphalt surface, we can exploit
equations (10)-(11) to compute the values of the asphalt reflection
coefficients, as described in Sec. 2.3.
With the described approach, for each ϑ we are able to obtain
a set of reflection coefficients R(ϑ) computed at some specific frequencies ωi . These coefficients can be interpreted as the amplitude
response of a FIR filter, that can be designed once again using the
weighted least squares method. Note that from (11) we can see that
with this procedure only the magnitude of the reflection coefficient
is preserved. Therefore, the described filter design only considers
the magnitude response, while discarding the phase. Since the angle of incidence of the sound wave on the road surface ϑ depends
on the relative position of the source and the microphone array,
the procedure has to be performed at each simulation instant. In
order to speed up the simulation, however, we can avoid this by
pre-computing the impulse response of the filters corresponding to
a particular grid of incident angles, e.g. all the integer values of
ϑ in the range [−89, 89]◦ . Then, at each time step, the angle of
incidence of the sound wave on the asphalt surface is computed
and rounded to the nearest integer, and the corresponding filter is
selected from the table.
The detailed models of asphalt reflection and air absorption
we implemented in pyroadacoustics guarantee an improved simulation accuracy over similar simulators. The proposed package,
in particular, allows the user to observe and analyze how the atmospheric conditions and the properties of the road surface affect
the sound propagation. In the next section we will present some
simulation results to show the possibilities offered by this software
package.

4.3. Asphalt Reflection Implementation
The implementation of the asphalt reflection is based on a similar
filter design procedure. In the literature, the values of the normal incidence absorption coefficients for several asphalt types are
available in tables [22, 28]. However, these coefficients are usually given for frequencies ranging from 0 to 2 kHz: therefore, an
extrapolation procedure is needed in order to simulate wideband
signals. In pyroadacoustics we included a database of coefficients
of the different asphalt mixtures studied in [22], whose absorption
properties are plotted in Fig. 9. In order to extrapolate the coefficients to higher frequencies, we perform a 2nd order polynomial
curve fitting in the logarithmic domain. Let us consider the coefficients αm,k , computed in [22] for a set of K frequencies fm,k , and
another set of I frequencies fm,i ∈ [0, fs /2] at which we want to
compute the extrapolated coefficients α̂m,i . Then, the extrapolation is performed in three steps:
1. Compute α̃m,k = log αm,k and f˜m,k = log fm,k .
2. Retrieve the log scale extrapolated coefficients α̃m,i at log
frequencies f˜m,i = log fm,i , by performing a 2nd order
polynomial curve fitting on α̃m,k and f˜m,k .
3. Compute the linear scale coefficients α̂m,i = eα̃m,i .

5. PERFORMANCE AND RESULTS

The advantage of this approach over linear interpolation (adopted,
e.g., in [9]) is that in the log domain the lower frequencies have a
higher resolution, and thus the estimated coefficients in the known
range have a better fit to the available data. Moreover, the logarithmic transformation smooths out steep variations in the coefficients:
this improves the results when the extrapolation is performed over
averaged data. Note that the extrapolation can be performed on
any set of coefficients, either chosen from the database provided
in the package or defined by the user. In Fig. 10 we plot the result
of the extrapolation of the averaged coefficients shown in Fig. 9.
It can be seen that by fitting a 2nd order polynomial and carrying
out the extrapolation in the logarithmic domain, the peak between
0.5 kHz and 1 kHz is preserved. Once the absorption coefficients
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To show the capabilities of pyroadacoustics, we run some simulations in the following scenario. First, we set the atmospheric
parameters T = 20 °C, ps = 1 atm, hrel = 50% and the sampling frequency fs = 8 kHz. Then, we consider a single microphone at position [0, 0, 1] m and a sound source moving along a
straight line, from position [3, 20, 1] m to position [3, −20, 1] m,
with constant speed v = 5 m/s. In this scenario, we perform several simulations using different source signals. In order to improve
the visualization of the differences between the results, no background noise is introduced. However, since the background noise
supported by the simulator is stationary, its introduction would not
affect the analyzed phenomena. The audio files related to the sim-
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Figure 11: Waveform and spectrogram of simulated signals as received by the microphone: (a)-(b): sinusoidal signal, without asphalt
reflection and air absorption; (c)-(d): sinusoidal signal, with asphalt reflection and air absorption; (e)-(f): white noise signal, with asphalt
reflection and air absorption; (g)-(h): emergency vehicle siren signal, with asphalt reflection and air absorption.
Table 1: Time in seconds required to simulate 1 sec of audio produced by a source moving at a constant speed, and captured by
a single microphone, for different signal paths and interpolation
methods. The sampling frequency is fs = 8 kHz.

ulations discussed in this section are available at [12].
To show the impact of the Doppler effect on the simulated
sound, we first choose a sinusoidal source signal with f = 2 kHz,
and we simulate only the direct path. Fig. 11a-11b contain the
waveform of the received signal and the corresponding spectrogram, computed using a 256 samples Tukey window with shape
parameter 0.25, an overlap of 32 samples and Fourier transform
length NFFT = 256. Here, the Doppler shift is clearly visible.
We then repeat the simulation, this time simulating also the
reflected path in the same scenario. The results are reported in
Fig. 11c-11d. As the reflected sound is received by the microphone, it combines with the direct component and interference
patterns emerge. The interference produces an effect known as
comb filtering [13]: due to this phenomenon the spectrum of the
received signal contains notches and peaks at different frequencies, that are related to the delay between the direct and the reflected sound. Since this delay depends on the relative distance
between the source and the receiver, the position of peaks and
notches varies throughout the simulation. This effect can be better
visualized by assigning a white noise signal to the source, in the
same previously defined scenario, as shown in Fig. 11e-11f. The
presence of the variable asphalt reflection and air absorption filters
affects the behavior of the comb filtering: the direct and reflected
components, in fact, are not exact replicas. Instead, each of them
is a differently filtered instance of the signal emitted by the source.
Note that an analysis of the time-varying position of the notches
of the comb filter can provide information about the relative position of the source and the receiver, and their relative velocity.
Therefore, it is important to include in the simulation an accurate
model of the road reflection and air absorption to enable the use
of simulated data in the design of algorithms that exploit the spectral content of microphone signals in order to perform, e.g., sound
source localization, identification and tracking.
The plots in Fig. 11g-11h show the output of the simulation
when the source signal is a siren sound. A freely available audio
sample of a high-low siren has been collected in an online repository for the purpose of running this demo.
Finally, in Tab. 1 we report the time required by the proposed
software to simulate 1 sec of audio, when different signal paths and
interpolators are used in the simulation. The simulations are per-
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Simulated Signal Path
Direct Path without Air Absorption
Direct Path with Air Absorption
Direct + Reflected Paths without Air Absorption
Direct + Reflected Paths with Air Absorption

Interpolation Method
Linear Allpass Sinc
0.12
0.19
0.18
0.35

0.12
0.19
0.17
0.34

0.23
0.29
0.33
0.50

formed using a 8 core Apple M1 CPU, and a 16 GB memory. The
linear and allpass interpolators have a similar complexity, while
using the sinc filter requires a longer execution time.
6. CONCLUSIONS
In this paper we presented pyroadacoustics, a Python package for
the simulation of sound propagation on a road, resembling a highway environment. The software enables to simulate the sound produced by a moving sound source and received by a stationary microphone array. Both the direct sound and the sound reflected by
the road surface are considered. The proposed implementation allows to simulate the Doppler effect, and is provided with an extensive model of the sound interaction with the road surface and
with the atmosphere. Demos of the simulation capabilities have
been provided, that show the impact of the Doppler effect and of
the interference between the direct and the reflected sound waves
on the simulated microphone signal. The road environment can
be defined in a flexible way, allowing the user to simulate the full
sound field, or just the direct component, and to choose whether to
include the air absorption in the simulation. This allows to balance
the trade-off between physical accuracy and computational complexity depending on the specific requirements of each simulation.
The current version of pyroadacoustics does not support wind
noise and further reflections from nearby objects. However, the
open architecture based on the OOP-features of Python allows to
easily extend the simulator to implement these features, which we
foresee as future work. Also, multiple sound sources and moving
background noise sources could be included in the simulator.
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ABSTRACT

tones with white noise, which provided novel drum timbres [1].
These drum machines became a staple in a variety of music genres
including Hip Hop, House and Techno. More recently, with the
development of music-making software such as Kick21 , SubLab2
and the default drum synthesizers available in Digital Audio Workstations, digital drum sound creation became common practice for
music makers of all backgrounds, enabling advanced digital signal
processing techniques to be applied to drum sound design.
Recent advances in Deep Learning introduced novel methodologies for synthesising data. Instead of relying on experts for designing systems to generate specific kinds of data, these methodologies are data-driven: the algorithms learn how to represent the
distribution of data on which they are trained. Architectures such
as Autoregressive Networks [2, 3, 4], Variational Autoencoders
(VAEs) [5], and Generative Adversarial Networks (GANs) [6]
have all been proven to generate high-quality results in a variety
of domains, from images of human faces to musical audio. Besides achieving the best synthesis quality in several domains, recent work has shown that GANs can even capture high-level semantic concepts [7] in the latent space dimensions driving the networks. Nevertheless, determining the correct latent space feature
to manipulate to achieve a specific variation in the data space can
be cumbersome – especially when dealing with high-dimensional
latent spaces. To overcome this issue, new techniques have been
proposed to find directions in the latent space that correspond to
semantic concepts, either in a supervised [8] or unsupervised manner [9].
Recently, research into percussive sound creation using generative deep learning models has been receiving increased attention.
Both DrumGAN [10] and Adversarial Synthesis of Drum Sounds
(ASDS) [11, 12] employed the GAN training paradigm for this
task. Each proposed its own methodology for controlling the synthesis, conditioning on timbral features, and the drum class respectively. However, neither of these studies evaluated user preference
between their respective approaches to controlling the generation
process.
The main goal of our research is to evaluate 3 different
methodologies for navigating the latent space of a GAN trained to
generate drum sounds. To this end, we adapted StyleGANv2 [13]

The process of creating drum sounds has seen significant evolution
in the past decades. The development of analogue drum synthesizers, such as the TR-808, and modern sound design tools in Digital
Audio Workstations led to a variety of drum timbres that defined
entire musical genres. Recently, drum synthesis research has been
revived with a new focus on training generative neural networks
to create drum sounds. Different interfaces have previously been
proposed to control the generative process, from low-level latent
space navigation to high-level semantic feature parameterisation,
but no comprehensive analysis has been presented to evaluate how
each approach relates to the creative process. We aim to evaluate
how different interfaces support creative control over drum generation by conducting a user study based on the Creative Support
Index. We experiment with both a supervised method that decodes
semantic latent space directions and an unsupervised Closed-Form
Factorization approach from computer vision literature to parameterise the generation process and demonstrate that the latter is the
preferred means to control a drum synthesizer based on the StyleGAN2 network architecture.
1. INTRODUCTION
Sound synthesis techniques for percussion sounds have evolved
significantly throughout the last decades, with many techniques
being associated with and even defining entire Electronic Music
genres. In early times, timbral characteristics of percussion were
obtained by modifying the acoustic properties of the instruments
themselves – for instance, the use of different shell configurations
or materials for constructing drums, or different shapes and alloys
for cymbals. Analogue synthesis paved the way for creating and
designing percussive sounds electronically. Drum machines such
as the Roland TR-808 generated sounds by combining synthesised
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to accommodate the dimensionality of the time-frequency representation of musical audio and trained the network on a private dataset of drum sounds. Both a supervised [8] and unsupervised [9] method were applied to the trained network to find
perceptually salient directions in the latent space. Finally, a user
study based on the Creativity Support Index [14] was employed to
compare these two latent navigation approaches against a simplistic approach to latent space vector manipulation.

between the input values in the control signal and the resulting
analysis of the output was lower than that achieved by the WaveU-Net approach.
Despite the significant research effort in this area, no studies
have yet compared the various approaches made to controlling the
synthesis process itself. In this work, we compare an unsupervised approach – where synthesis control is determined based on
the learned weights of the network itself, against a supervised approach – where features determined from data generated by the
trained network are used to infer synthesis control. Since existing
pre-trained GAN networks rely on private data and are trained with
conditioning features, we train a new StyleGAN2-based model for
this study.

2. GENERATIVE MODELS FOR DRUM SOUND
SYNTHESIS
The earliest work on drum sound synthesis using Deep Learning is
the Neural Drum Machine [15]. It coupled a Conditional Wasserstein Auto Encoder [16] trained on the magnitude component of
the spectrogram of percussive sounds together with a Multi-Head
Convolutional Neural Network for reconstructing the audio from
the spectral representation. Principal Component Analysis (PCA)
was used on the low-dimensional representation learned by the autoencoder to select the 3 most influential of the 64 embedding dimensions. These were provided to the user as a control interface.
However, these user-controllable parameters are abstract and were
not shown to be perceptually or semantically meaningful to the
goal of parameterising the generation process. The data used for
training this network was a proprietary dataset of drum sounds,
which could not be shared, making the work non-reproducible. In
Neurodrum [17], a feed-forward neural network using a Wave-UNet architecture [18] was conditioned on the AudioCommons timbral characteristics3 to synthesize drum sounds. These features
were identified from the 7 most relevant search queries used in
Freesound[19] and were calculated by combining existing highlevel features. Some of these features are brightness, boominess
and sharpness. The conditioning features allowed for reliable and
intuitive control of the sound generation process for music makers
while taking advantage of the fast generation characteristic of the
Wave-U-Net. The main shortcoming of this approach was the audio quality of the generated data – which was far from the quality
found in professional drum samples. A different control methodology for generating drums was presented in CRASH [20]. In
this work, diffusion models and a conditional U-NET are used to
enable interpolation on the noise of the latent space to produce
sounds “in between” drum classes.
Two approaches based on GANs have been recently proposed:
DrumGAN [10] and ASDS [11]. In ASDS, the authors trained a
conditional Wasserstein GAN that learns to generate waveforms
of drum sounds in high-resolution (44.1kHz). A label of the desired drum sound was used as a conditioning signal (for example
‘kick’, ‘snare’, or ‘cymbal’), and generation control was based on
the corresponding 3-dimensional embedding space learned by the
network. Despite the network’s high-resolution output, some audio artefacts were still present in the generated audio. DrumGAN,
on the other end, employed the same conditioning scheme as Neurodrum – high-level timbral features, but on a Progressive Growing GAN [21]. This network was trained on the spectrograms and
was able to generate both the real and the imaginary components
of this representation. This permitted the use of the Inverse Short
Term Fourier Transform to return output spectrogram data to the
audio domain. The resulting sounds were of very high quality, despite the use of a 16kHz sampling rate. However, the coherence

3. STYLEGAN2
As its name implies, StyleGAN2 is a flavour of GAN – a neural
network architecture that exploits adversarially training independent generator (G) and discriminator (D) networks. The input to
the former are one-dimensional vectors z from a latent space Z an i.i.d. Gaussian probability distribution, while the latter is input
with one-, or multi-dimensional, vectors of data x from the data
space X, which represents all real data instances. The generator is
tasked with learning a mapping between pz (z), and pdata (x), the
probability distribution of all training data samples. The discriminator is a classifier that ideally scores real data examples (training
data) with a score of D(X) = 1, and generated data examples
with a score of D(G(Z)) = 0. Thus, the discriminator wishes
to maximize the probability of assigning the correct label to both
training data and generated data. For training data, it is trained to
maximise the expected value over all instances in X:
EX∼pdata [logD(X)]

Likewise for generated data, the discriminator is trained to maximise the expected value over all generated fake instances G(Z):
EZ∼pz [log(1 − D(G(Z))]
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while the generator works to minimize Equation 2. Adversarial
training amounts to a two-player minimax game between the generator and discriminator networks:
min max V (D, G) := EX∼pdata [log D(X)] +
G

D

(3)

EZ∼pz [log(1 − D(G(Z))]
StyleGAN2 is part of a lineage of generative models developed by the NVIDIA research team. Initially motivated by stabilising the training process for GANs, Karras et al. proposed ProGAN
– a new model architecture and corresponding training procedure
that ‘progressivly’ trained layers of a deep convolutional GAN
against different downsampled resolutions of its training data [21].
StyleGAN radically revised the deep convolutional GAN architecture, by redefining the functional relationship between latent
space vectors and the generator network. [22]: (i) As a means to
disentangle possible non-linear subspaces within the normally distributed latent space z ∈ Z, a learned intermediate latent space,
or style space, w ∈ W , was introduced. Connected to the latent space by a non-linear mapping, f : Z → W , the style space
doesn’t have to support sampling according to any fixed distribution; (ii) Instead of feeding the latent vector directly to the generator network like in ProGAN, StyleGAN fed the generator with

3 github.com/AudioCommons/timbral_models
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a fixed seed and applied the style vectors in w across each layer
of the generator through an affine transformation. This effectively
applied the affine-transformed style to each level of resolution in
the network, influencing coarse features at lower resolution layers,
and fine-grained features at higher resolution layers.
Improving on ProGAN’s unsatisfactory performance in generating stochastic image features (hair, background foliage, pores,
etc.), StyleGAN further introduced noise to each resolution layer
of the generator, scaled by a learned weight. While the network
generated state-of-the-art images, artefacts from the training procedure – notably shift-invariance, were left as open questions for
future work.
StyleGAN2 introduces several improvements on the original
StyleGAN architecture [13]. To address ‘blob’-like artefacts that
were common in generated StyleGAN images, StyleGAN2 replaces inter-layer normalisation (Adaptive Instance Normalisation
(AdaIN), which independently normalises both the mean and variance between adjacent convolution layers) with what Karras et al.
refer to as weight demodulation. In general, the goal of inter-layer
normalisation is to remove the statistics of the applied style vector,
w, from the output feature map. However, by normalising both
the mean and variance between layers, information discovered by
the network about the magnitudes of the features relative to each
other is potentially destroyed – which is speculated as a culprit for
the ‘blob’-like artefacts. Weight demodulation is proposed as a
‘weaker’ means to normalise than AdaIN (and respectively Pixelwise normalisation in ProGAN), since it is based on statistical assumptions of the signal passing through the layer rather than the
actual contents of the feature map – which thus preserves relative
magnitude information between layers.
Furthermore, the StyleGAN2 network is no longer trained progressively: it was shown that with a large enough training dataset,
the gradient updates applied to the network during training are
roughly in line with how ProGAN trains – ie. early training
focuses on lower resolution layers, and progressively fine-tunes
higher resolution layers; and without the risk of shift-invariant image generation.
The many innovations of StyleGAN2 led us to believe that
it would be a well-suited architecture to synthesize drum sounds.
Notably, given the many different drum classes present in our
dataset, the disentangled nature of the network architecture’s style
space presents the potential for latent conditioning suitable for coherent interpolation between drum classes. Furthermore, the trainable stochastic noise components fed to each network layer are
well suited for the task of generating the noise components common to drum sounds – from kick drum transients to sustained hihats and cymbals.

of GANs. While conditioning can be used as a control for the
generation process, we want to create a fair comparison between
approaches. We therefore focus on approaches that do not require
constraining the network during training and can be applied directly to a pre-trained model. Our goal is to find latent directions n ∈ Rd , with some interpretable meaning, which allow the
modification of a sound G(z) with latent code z to a new sound
G(z ′ ) = G(z + αn) where α represents the amount of modification.
Unsupervised methods rely on applying dimensionality reduction to the trained latent space to find the directions n that correspond to the most significant change in the output. Early experiments [23] relied on generating data from points in the latent space
and posterior application of PCA to discover the directions. In this
work, we use SeFa [9], a closed-form factorization method that
does not require sampling and can learn directions directly from
the weights of the trained model. The paper shows that given any
latent code z, and the weight matrix A, the edit operation G(z ′ )
can be achieved by adding the term αAn on the projected code.
Therefore, A contains all information related to the output variation. The basis for finding the latent directions in SeFa is to solve
the optimization problem:
n = arg max ||An||22

where ||.||2 denotes the l2 norm. The solutions for this problem
are shown to be the eigenvectors of AT A with the largest eigenvalues. This method showed remarkable performance when applied
to the pre-trained StyleGAN [22] model for generating faces, being able to identify the directions corresponding to pose, presence
of glasses, gender and amount of smiling, in a more disentangled
manner than PCA.
Supervised methods for discovering latent space directions require an annotation procedure on synthesised data to train classifiers in the latent space. In InterfaceGAN [8], it is assumed
that, for binary characteristics, there is a hyperplane in the latent space which separates positive and negative examples. To
find the hyperplane, a large amount of data needs to be generated from the trained network to be later classified using classification algorithms. The authors experimented with classifiers for
the pose, smile, age, gender and eyeglasses to get positive and
negative labels for the generated data and used Support Vector Machines (SVMs) to then find the dividing latent space hyperplane for
each characteristic. The direction n that encodes a characteristic to
modify is therefore a normal vector of the discovered hyperplane,
which passes by, z, the latent code we want to modify. It is also
shown that the larger the magnitude of the modification α is, the
more affected the sample is according to the encoded direction –
despite n being found through a binary classification hyperplane.
This algorithm also has shown remarkable performance when editing faces in terms of pose, smile and age.

4. CONTROLLING THE GENERATION
To allow a degree of control over the synthesis process in generative models, several approaches have been proposed. Previous research on percussive sound generation used conditioning features
which, based on an external conditional signal c, force the model
to learn the conditional probability p(x|c). The chosen conditioning signal c can vary in terms of how much information it contains,
from low information signals like class labels (e.g. kick, snare or
cymbal), to very rich conditioning signals like the envelope of the
drum sound.
In this paper we compare supervised and unsupervised approaches for finding latent directions in the learned latent space
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5. METHODOLOGY
5.1. Dataset
The network was trained on the entire corpus of one-shot drum
samples included with Native Instrument Maschine Expansion releases. Table 1 shows the distribution of sample counts for each
drum class in the dataset. These samples were all created by the
Native Instruments sound design department throughout the last
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Figure 1: StylGAN2 Generator (left) and Discriminator (right) architectures.

decade. As a result, there is an inherent consistency across the
dataset in terms of quality, onset locations, and pre-normalised
sample volumes.
Drum Class
Claps
Cymbal
HiHat
Mallet Drum
Percussion
Snare
Tom
Total

Count
1547
1270
4645
5
3365
3332
1017
20630

Drum Class
Combo
Hand Drum
Kick
Metallic
Shaker
Tambourine
Wooden

is doubled every layer. (iii) The network was adapted to handle
only 2 channels, instead of the 1 or 3 channels commonly used
for image generation. We use 5 synthesis blocks in the generator
comprising a Modulated Convolutional and an Upsampling layer.
On the discriminator 5 blocks comprising of a Convolutional and a
Downsample layer are used. An overview of the complete network
is presented in Figure 1.
The network was trained on a virtual Google Cloud Platform
machine, using PyTorch’s GPU library Distributed Data Parallel to train across 4 NVIDIA Tesla T4 GPUs. The latent space
and style space dimensions were both set to 512, and the learning
rate was set to 2e−3. A batch size of 8 examples was used. Although the stated GAN training objective is to arrive at an equilibrium point, where the discriminator outputs similar scores for real
and generated data, in practice, the quality of data output from the
network is typically maximised before the equilibrium is reached.
A Frechet Audio Distance analysis was used to determine which
training epoch corresponds to the highest quality and most diverse
audio output [24]. Epoch 243, which corresponds to the network
being exposed to 5,012,000 spectrograms, generated a minimum
FAD score of 2.689. The code used to train and create the model,
as well as audio examples for the reader to assess the audio quality
are available on the accompanying website.4

Count
91
99
4025
73
1122
3
36

Table 1: Distribution of drum classes in the training dataset.

5.2. Data Pre-processing
As our network was trained on a two-dimensional spectrogram
representation of our audio data sampled at 16kHz, data preprocessing was implemented as follows. (i) Audio samples were
resampled to 16kHz and zero-padded to 16k samples, representing
one second of audio data. (ii) A logarithmic ‘fade-out’ was added
to the last 30% of each audio vector. (iii) Audio vectors were normalised to a floating-point range of [-1.0, 1.0]. (iv) Audio vectors
were converted to complex spectrograms, using the following parameters: hop size of 512 samples, window size of 2048 samples,
and an FFT size of 2048 samples. (v) Complex valued spectrogram reshaped into a 2 channel feature map of real and imaginary
components per channel. (vi) Finally, the DC component of the 2
channel spectrogram representation was removed.

5.4. User Interface
We want to evaluate how our drum generation model can help
foster creativity when assisting music makers in creating drum
sounds. To this end, we created a graphical user interface that
allows generating random sounds, navigating the Z latent space,
and also modifying sounds according to the directions learned by
the SeFa and InterfaceGAN algorithms. The interface can be seen
in Figures 2 and 3.
The first panel on the left of the user interface in Figure 2 represents the Z latent space. This is the first interface we evaluate.
The user can set the value for each of the 512 dimensions by either
drawing the vector with the computer mouse, or randomly seeding each latent dimension, and generate the corresponding audio
output.

5.3. Model and Training
The default implementation of StyleGAN2 provided by NVIDIA
was used, with some adaptations made to it to work with spectrograms of shape 1024×32: (i) The network was modified to handle
rectangular shapes instead of only square data. (ii) The resolution
of the smaller feature map in the generator was set to 64×2, which
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Feature
Val. Acc.
Test Acc.

Boominess
100%
70.9%

Brightness
99.2%
67.6%

Depth
99.2%
72.7%

Hardness
97.5%
72.0%

Roughness
100%
52.3%

Sharpness
100%
66.5%

Warmth
100%
81.8%

Table 2: SVM accuracy when separating positive and negative examples in InterfaceGAN.

Z-Space Seed

SEFA Directions

Z-Space Seed

Interface Directions

0: 0.1

Hardness: 0.1

1: - 0.5

Depth: - 0.5

2: 0.0

Brightness: 0.0

3: 0.4

Roughness: 0.4

4: - 0.2

Warmth: - 0.2

5: - 0.8

Sharpness: - 0.8

6: 0.7

Boominess: 0.7

Generate Random Seed

Generate Random Seed

Generate Drum Sample

Generate Drum Sample

Save Drum Sample to Disk

Save Drum Sample to Disk

Figure 2: Graphical User Interface with SeFa directions.

Figure 3: Graphical User Interface with InterfaceGAN directions.

The second interface and control methodology we want to
evaluate are the 7 most significant directions returned by the unsupervised SeFa algorithm when applied to our trained model. The
choice of 7 as the number of directions was to have the same number of control parameters as the timbral features used for InterfaceGAN. Similarly to the best-performing approach in the original
SeFa paper [9], we use the latent semantic factorization algorithm
on the W space. These parameters are exposed as 7 horizontal
faders, as shown in Figure 2, and are labelled and displayed in
decreasing order of importance.
The last interface to evaluate is the supervised directions produced by InterfaceGAN, shown in Figure 3. InterfaceGAN requires the generation of examples from the trained network, as
well as posterior manual or automatic annotation. To this end,
we generate 10000 percussion sounds from our network and annotate them with the descriptors computed from AudioCommons
timbral models [25]. This set of 7 descriptors were obtained from
analysing recurrent query terms related to timbral characteristics
used for searching Freesound [19]. These features are hardness,
depth, brightness, roughness, boominess, warmth and sharpness,
and are calculated through regression models implemented in the
AudioCommmons Extractor5 . These exact descriptors have been
previously used as conditioning features for controlling drum synthesis in previous work [17, 10].
To obtain the desired directions in InterfaceGAN, we use the
latent embeddings in the W space, as these show higher classification accuracy in the SVM training stage [26]. For the SVM training, we used 280 training examples, 120 for validation, and the

test set comprised the remaining 9600 samples. With this amount
of data, the supervised algorithm was able to achieve a separation
boundary which was able to separate negative and positive elements with decent accuracy as shown in Table 2. The parameters
for the training, validation and test split were the ones used in the
original InterfaceGAN article [26]. The high validation accuracy,
accompanied with lower values for test accuracy might indicate
that this split might not be the best, as there are a lot of test examples and the training data is fairly limited.
We provide examples of manipulating each of the 7 features
from SeFa and InterfaceGAN in the accompanying website4 .
5.5. Evaluation
Ultimately, evaluating user control over the generation of drum
sounds focuses on the extent to which a user can express creativity. While designing a user study for evaluating the different
approaches to parameterising the StyleGAN2-based drum synthesiser, we determined that the Creative Support Index (CSI) is the
most relevant tool. The CSI is a psychometric survey designed to
evaluate the extent to which a ‘creative support system’ can assist
a user engaged in creative work – in this case synthesising drums.
The CSI measures six dimensions of creativity support: Exploration, Expressiveness, Immersion, Enjoyment, Results Worth Effort, and Collaboration. It allows researchers to evaluate how
well a tool supports creative work overall and can pinpoint weaknesses in the various dimensions listed above. Table 3 provides an
overview of example statements with which the test subjects are
asked to rate from ‘Highly Agree’ (10) to ‘Highly Disagree’ (0),
while they evaluate each of the three approaches to parameterisa-

5 https://github.com/AudioCommons/
ac-audio-extractor
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Dimension
Exploration
Immersion
Results Worth Effort

Statement Example
"It was easy for me to explore many different ideas, options, designs, or outcomes, using this system or tool."
"My attention was fully tuned to the activity, and I forgot about the system or tool that I was using."
"What I was able to produce was worth the effort I had to exert to produce it."
Table 3: CSI example statements for 3 creativity support dimensions.

tion explored in the study: directly manipulating Z-Space, SeFA
latent directions, and InterfaceGAN latent directions.
As a final step in the evaluation, test subjects are asked to complete a ‘paired-dimension comparison’, which assesses how each
subject values (or weights) each of the dimensions of creativity
support already evaluated in the rating scale section. With these
weights, the CSI score is determined by:

By interacting with the SeFa latent directions, it was reported
that they were clearly related to specific concepts in the data space.
While the first two parameters controlled the drum class and the
amount of noise content respectively, the following controls controlled finer characteristics such as the decay time, depth, and
boominess. The last controls labelled 5 and 6 did not impart
any consistent variation in sounds generated across different latent
samples.
Furthermore, participants reported an interesting user experience while interacting with the SeFa controls: If they wished
to create kick drums, they could simply tweak the SeFA sliders
(likely the first two sliders influencing drum class characteristics)
to produce a kick sample for the currently chosen latent vector
in the Z-Space. Then, subsequent randomly seeded latent vectors
generated kick drums with different timbral characteristics. The
same was found for hi-hats, toms, and snares, but less easily for
other percussion types. This is likely attributed to the former having the highest representation in the training dataset.

CSIscore =
(CollaborationRating × CollaborationWeigh +
EnjoymentRating × EnjoymentWeight +
ExplorationRating × ExplorationWeight +
ExpressivenessRating × ExpressivenessWeight +
ImmersionRating × ImmersionWeight +
ResultsWorthEffortRating ×
ResultsWorthEffortWeight) / 3.0

On the other hand, a few participants characterised some InterfaceGAN parameters as redundant and not orthogonal to each
other. Some participants reported issues regarding a lack of consistency from one seed to the next and not understanding the semantic
concepts behind the parameters. Although having labelled directions could be desired for some experienced participants, testers
valued the potential for exploring new timbres using SeFa without the need for music production knowledge – for example, the
terminology employed by the InterfaceGAN UI.

6. RESULTS AND DISCUSSION
The evaluation was completed by 14 participants with various degrees of music production knowledge, from no music experience
to professional music producer.
The results for the CSI evaluation are presented in Table 4.
SeFa was the preferred interface by the participants, followed by
the Z-space and the InterfaceGAN. SeFa has a clear preference
with a margin of 4.14 in relation to the second best performing
method. The results for InterfaceGAN and Z-Space are fairly similar, with a difference between the two of just 0.67. The low
preference for InterfaceGAN could also be due to the low testscore obtained when finding the directions. However, when exploring this parameter space, the directions seemed to correspond
to the desired attributes. Generally, participants reported having
fun and were positively surprised by the ease of generating percussion sounds with each of the three techniques. Participants also
commented on having enjoyed the exploratory process.
Z-Space
62.85 ± 11.91

SeFa
66.99 ± 11.38

In Table 5, we present the accumulated participant weights resulting from the ‘paired-dimension comparison’ in the CSI study.

CSI Weight
Collaboration
Enjoyment
Exploration
Expressiveness
Immersion
Results Worth Effort

InterfaceGAN
62.18 ± 11.40

Table 5: CSI weights for each dimension.

Table 4: CSI scores for the 3 latent space navigation schemes under test.

From these results, it can be seen that the participants mentioned Exploration, Expressiveness and Results Worth Effort as
the most important dimensions of creativity support for generating drum sounds. The high importance for Exploration could be
the reason as to why SeFa scores highly in the CSI scale, as this
system allows a controllable but serendipitous exploration of the
latent space. Enjoyment and Immersion were still important but
not as significant as the previously mentioned ones. Collaboration
was the least significant dimension with a weight of almost 0.

Given the limited number of participants and their diverse
backgrounds, the CSI scores unfortunately bear large confidence
intervals and, therefore, these results cannot be said to be statistically significant. However, the trend towards favoring Sefa parameterisation in this exploratory study was further echoed in anecdotes from participants during the debrief.
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0.64
2.43
3.64
3.36
2.00
3.21
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7. CONCLUSIONS

[8] Yujun Shen, Jinjin Gu, Xiaoou Tang, and Bolei Zhou, “Interpreting the latent space of GANs for semantic face editing,”
in CVPR, 2020.

In this work, we evaluated three methodologies for designing and
editing drum sounds using Generative Adversarial Networks. To
this end, a StyleGAN2 network was adapted to work with audio
data and trained on a large private collection of drum sounds. We
adapted two methodologies that showed promising results in controlling the generation of images – SeFa and InterfaceGAN – to our
use case. We compared these approaches against the unconstrained
navigation of the latent space of the network through a user test
based on the Creativity Support Index. Our user study found that
the unsupervised approach SeFa performed better for creative engagement with the StyleGAN2 network and we described the advantages and disadvantages of each interface.
Avenues for future work include the research and development
of characteristics and classifiers better suited for the task of drum
synthesis, to further improve the supervised approach InterfaceGAN. Redoing the experiment in a more specific scenario (e.g.
replicating a drum sound or exploring drum sounds to fit a composition) could lead to a more confident result. Furthermore, creative
possibilities of the StyleGAN2 network such as style mixing and
adjusting magnitudes of noise at each resolution layer of the network could be included in the latent direction analyses explored in
this paper, to further enrich the quality of the resulting parameterisation.

[9] Yujun Shen and Bolei Zhou, “Closed-form factorization of
latent semantics in gans,” in IEEE Conference on Computer
Vision and Pattern Recognition, CVPR 2021, virtual, June
19-25, 2021. 2021, pp. 1532–1540, Computer Vision Foundation / IEEE.
[10] Javier Nistal, S Lattner, and G Richard, “DrumGAN: Synthesis of drum sounds with timbral feature conditioning using generative adversarial networks,” in Proc. of the 21st
International Society for Music Information Retrieval Conference, 2020.
[11] Jake Drysdale, Maciej Tomczak, and Jason Hockman, “Adversarial synthesis of drum sounds,” in Proceedings of the
International Conference on Digital Audio Effects (DAFx),
2020.
[12] Jake Drysdale, Maciej Tomczak, and Jason Hockman,
“Style-based drum synthesis with GAN inversion,” in Extended Abstracts for the Late-Breaking Demo Sessions of the
22nd International Society for Music Information Retrieval
(ISMIR) Conference., 2021.
[13] Tero Karras, Samuli Laine, Miika Aittala, Janne Hellsten,
Jaakko Lehtinen, and Timo Aila, “Analyzing and improving
the image quality of StyleGAN,” in 2020 IEEE/CVF Conference on Computer Vision and Pattern Recognition, CVPR
2020, Seattle, WA, USA, June 13-19, 2020. 2020, pp. 8107–
8116, Computer Vision Foundation / IEEE.

8. REFERENCES
[1] Zainab Hasnain, “How the Roland TR-808 revolutionized
music,” Apr 2017.
[2] Aäron van den Oord, Sander Dieleman, Heiga Zen, Karen
Simonyan, Oriol Vinyals, Alex Graves, Nal Kalchbrenner,
Andrew W. Senior, and Koray Kavukcuoglu, “WaveNet: A
generative model for raw audio,” in The 9th ISCA Speech
Synthesis Workshop, Sunnyvale, CA, USA, 13-15 September
2016, 2016, p. 125.
[3] Jesse Engel, Cinjon Resnick, Adam Roberts, Sander Dieleman, Mohammad Norouzi, Douglas Eck, and Karen Simonyan, “Neural audio synthesis of musical notes with
wavenet autoencoders,” in Proceedings of the 34th International Conference on Machine Learning, ICML 2017, Sydney, NSW, Australia, 6-11 August 2017, 2017, pp. 1068–
1077.
[4] Soroush Mehri, Kundan Kumar, Ishaan Gulrajani, Rithesh
Kumar, Shubham Jain, Jose Sotelo, Aaron C. Courville, and
Yoshua Bengio, “SampleRNN: An unconditional end-to-end
neural audio generation model,” in Proc. of the 5th International Conference on Learning Representations, 2017.
[5] Diederik P. Kingma and Max Welling, “Auto-encoding variational bayes,” in 2nd International Conference on Learning
Representations, ICLR 2014, Banff, AB, Canada, April 1416, 2014, Conference Track Proceedings, 2014.
[6] Ian Goodfellow, Jean Pouget-Abadie, Mehdi Mirza, Bing
Xu, David Warde-Farley, Sherjil Ozair, Aaron Courville, and
Yoshua Bengio, “Generative adversarial nets,” in Advances
in neural information processing systems, 2014, pp. 2672–
2680.
[7] Ceyuan Yang, Yujun Shen, and Bolei Zhou, “Semantic hierarchy emerges in deep generative representations for scene
synthesis,” International Journal of Computer Vision, 2020.

2

’sVienna

DAFx

[14] Erin Cherry and Celine Latulipe, “Quantifying the creativity support of digital tools through the creativity support index,” ACM Trans. Comput.-Hum. Interact., vol. 21, no. 4,
jun 2014.
[15] Cyran Aouameur, Philippe Esling, and Gaëtan Hadjeres,
“Neural Drum Machine : An interactive system for real-time
synthesis,” 2019.
[16] Ilya O. Tolstikhin, Olivier Bousquet, Sylvain Gelly, and
Bernhard Schölkopf, “Wasserstein auto-encoders,” in 6th International Conference on Learning Representations, ICLR
2018, Vancouver, BC, Canada, April 30 - May 3, 2018, Conference Track Proceedings, 2018.
[17] António Ramires, Pritish Chandna, Xavier Favory, Emilia
Gómez, and Xavier Serra, “Neural percussive synthesis parameterised by high-level timbral features,” in Proc. of the
45th IEEE International Conference on Acoustics, Speech
and Signal Processing. IEEE, 2020, pp. 786–790.
[18] Daniel Stoller, Sebastian Ewert, and Simon Dixon, “WaveU-Net: A multi-scale neural network for end-to-end audio
source separation,” in Proceedings of the 19th International
Society for Music Information Retrieval Conference, ISMIR
2018, Paris, France, September 23-27, 2018, 2018, pp. 334–
340.
[19] Frederic Font, Gerard Roma, and Xavier Serra, “Freesound
technical demo,” in ACM International Conference on Multimedia (MM’13), Barcelona, Spain, 2013, ACM, pp. 411–
412, ACM.
[20] Simon Rouard and Gaëtan Hadjeres, “CRASH: raw audio score-based generative modeling for controllable highresolution drum sound synthesis,” in Proceedings of the 22nd

DAFx.7

230

2 in22

DAFx

Proceedings of the 25th International Conference on Digital Audio Effects (DAFx20in22), Vienna, Austria, September 6-10,
2022 2022

International Society for Music Information Retrieval Conference, ISMIR 2021, Online, November 7-12, 2021, Jin Ha
Lee, Alexander Lerch, Zhiyao Duan, Juhan Nam, Preeti
Rao, Peter van Kranenburg, and Ajay Srinivasamurthy, Eds.,
2021, pp. 579–585.
[21] Tero Karras, Timo Aila, Samuli Laine, and Jaakko Lehtinen,
“Progressive growing of GANs for improved quality, stability, and variation,” in 6th International Conference on Learning Representations, ICLR 2018, Vancouver, BC, Canada,
April 30 - May 3, 2018, Conference Track Proceedings. 2018,
OpenReview.net.
[22] Tero Karras, Samuli Laine, and Timo Aila, “A style-based
generator architecture for generative adversarial networks,”
in IEEE Conference on Computer Vision and Pattern Recognition, CVPR 2019, Long Beach, CA, USA, June 16-20,
2019. 2019, pp. 4401–4410, Computer Vision Foundation /
IEEE.
[23] Erik Härkönen, Aaron Hertzmann, Jaakko Lehtinen, and Sylvain Paris, “GANSpace: Discovering interpretable GAN
controls,” in Advances in Neural Information Processing
Systems 33: Annual Conference on Neural Information Processing Systems 2020, NeurIPS 2020, December 6-12, 2020,
virtual, Hugo Larochelle, Marc’Aurelio Ranzato, Raia Hadsell, Maria-Florina Balcan, and Hsuan-Tien Lin, Eds., 2020.
[24] Kevin Kilgour, Mauricio Zuluaga, Dominik Roblek, and
Matthew Sharifi, “Fréchet audio distance: A reference-free
metric for evaluating music enhancement algorithms,” in
Interspeech 2019, 20th Annual Conference of the International Speech Communication Association, Graz, Austria,
15-19 September 2019, Gernot Kubin and Zdravko Kacic,
Eds. 2019, pp. 2350–2354, ISCA.
[25] Andy Pearce, Tim Brookes, and Russell Mason, “Timbral
attributes for sound effect library searching,” in Audio Engineering Society Conference: 2017 AES International Conference on Semantic Audio, Jun 2017.
[26] Yujun Shen, Ceyuan Yang, Xiaoou Tang, and Bolei Zhou,
“Interfacegan: Interpreting the disentangled face representation learned by GANs,” TPAMI, 2020.

2

’sVienna

DAFx

DAFx.8

231

2 in22

DAFx

Proceedings of the 25th International Conference on Digital Audio Effects (DAFx20in22), Vienna, Austria, September 6-10,
2022 2022

DIFFERENTIABLE PIANO MODEL FOR MIDI-TO-AUDIO PERFORMANCE SYNTHESIS
Lenny Renault, Rémi Mignot and Axel Roebel
UMR 9912
STMS, IRCAM, Sorbonne Université, CNRS, Ministère de la Culture
Paris, France
renault@ircam.fr | mignot@ircam.fr | roebel@ircam.fr

ABSTRACT
Recent neural-based synthesis models have achieved impressive
results for musical instrument sound generation. In particular, the
Differentiable Digital Signal Processing (DDSP) framework enables the usage of spectral modeling analysis and synthesis techniques in fully differentiable architectures. Yet currently, it has
only been used for modeling monophonic instruments. Leveraging the interpretability and modularity of this framework, the
present work introduces a polyphonic differentiable model for piano sound synthesis, conditioned on Musical Instrument Digital
Interface (MIDI) inputs. The model architecture is motivated by
high-level acoustic modeling knowledge of the instrument which,
in tandem with the sound structure priors inherent to the DDSP
components, makes for a lightweight, interpretable and realistic
sounding piano model. The proposed model has been evaluated
in a listening test, demonstrating improved sound quality compared to a benchmark neural-based piano model, with significantly
less parameters and even with reduced training data. The same
listening test indicates that physical-modeling-based models still
achieve better quality, but the differentiability of our lightened approach encourages its usage in other musical tasks dealing with
polyphonic audio and symbolic data.
1. INTRODUCTION
The development of synthesizers and digital instruments has been
prevalent in the evolution of music composition and production.
Indeed, synthesizers led composers, musicians and sound designers to explore new sounds beyond those offered by acoustic instruments. Concurrently, the improvements made in instrument modeling have allowed for democratizing the usage of acoustic instruments to other musicians, by leveraging their sound in restricted
contexts and with simpler controls. As such, instrument models
need to be controllable to be usable in music creation workflows,
while still being realistic by reproducing subtleties in the modeled
instrument sounds.
Over the last several years, neural-based generative models
have encountered success in producing convincing audio signals
thanks to their expressiveness and the release of associated datasets.
For monophonic and percussive sound synthesis, such models include autoregressive models [1], recurrent models [2], (variational)
auto-encoders [3, 4], distillation model [5, 6] and Generative Adversarial Network (GAN) [7, 8, 9]. The more recently introduced
DDSP method [10] modernized the spectral modeling paradigm
Copyright: © 2022 Lenny Renault et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
provided the original author and source are credited.
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[11] by implementing traditional synthesizers and digital signal
processing operations as differentiable layers controlled by a Deep
Neural Network (DNN). Those components are designed to exhibit characteristic properties of audio signals, such as periodicity
and harmonicity. As these strong biases on the sound structure
are introduced, the amount of training data and model parameters can be significantly reduced and the synthesis process is more
interpretable. In the light of such results, other synthesizers and
signal processing methods have been added to the set of DDSP
components and were used in end-to-end neural models, such as
wavetables [12], waveshapers [13] and infinite impulse response
filters [14]. For better integration within music creation frameworks, there has been several improvements [15, 16, 17] to make
the method compatible with the MIDI protocol. Polyphonic mixtures of audio signals can also be synthesized by combining multiple monophonic DDSP-based models [18, 19].
For the moment, all these previous methods have only been
applied for monophonic instrument sound synthesis. While DDSP
does not prevent its application for the polyphonic case, to the
best of the authors’ knowledge, no extension has been made to
the DDSP components for handling simultaneous pitches on a single instrument. The piano, in particular, has been one of the most
popular instruments through the history of western music, notably
because of its versatility as a polyphonic instrument with a wide
tessitura and dynamic range. The controls for playing it remain
fairly simple despite its complexity, which inspired researchers for
modeling it with different simulation systems for decades before
the advent of deep generative models.
The contribution of this work if twofold. First, we propose
an extension of a MIDI-compatible DDSP model to handle polyphonic input. Secondly, exploiting the modularity of the DDSP
components, we conceive a model architecture that is motivated
by high-level modeling knowledge, including several sub-models
dealing with specificities of the piano sound, such as partials inharmonicity and beating. Trained on a publicly available dataset, the
proposed approach of a fully differentiable piano synthesizer has
been evaluated in a subjective evaluation. The results demonstrate
that with significantly less parameters, and even with less training
data, the proposed model achieves significantly better subjective
evaluation than a state of the art neural-based model.
This paper is organized as followed. In section 2, different
methods for piano sound synthesis are reviewed. The proposed
model is then presented in section 3, while its training procedure is
explained in section 4. Finally, model evaluation and comparison
with other piano synthesis models are made in section 5. As a
complement of this paper, audio samples and the source-code are
provided online 1 .
1 https://github.com/lrenault/ddsp-piano
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2. METHODS FOR PIANO SYNTHESIS

The following sections detail the sub-modules composing the
full model architecture, which is illustrated in Figure 1.

Piano sound synthesis can be achieved using different methods,
with varying complexity, needs for data and overall quality.
The most common approach in the industry, which is also the
most straightforward, is the concatenative synthesis, or samplingbased synthesis [20]. High-fidelity recordings of isolated notes are
played back upon triggers from the MIDI input. The notes can be
recorded at different velocities to cover the amplitude range, which
can require significant memory storage, depending on the chosen
resolution. While single notes can be perceived as realistic, mutual interactions between simultaneous notes (such a sympathetic
resonances) cannot be reproduced with this approach and the user
has very limited control over the piano model.
On the contrary, physical-modeling-based systems rely on explicitly modeling the sound generation and propagation processes
in the physical instrument. These systems can achieve realistic, interpretable and controllable sound synthesis, but they require extensive modeling and precise measurements of physical components [21]. For practical usages, such approaches can be efficiently
implemented with digital waveguides [22] or modal synthesis [23].
Signal-based methods can model the instrument by analysis
and synthesis of audio examples with hand-crafted models. Underlying models include additive synthesis [24] and source-filter
models [25]. These lightweight approaches are controllable and
flexible as they can be directly applied to other instruments, but
they often lack realism in the synthesis because of insufficient representation of physical details of the instrument or too simplistic
controls.
Finally, data-driven neural-based systems train black-box models to synthesize audio from a large annotated dataset. Most of
these models adapt successful text-to-speech techniques to the task
of MIDI-to-audio synthesis for piano. The first works for this category of systems synthesize audio directly from the MIDI data
using an auto-regressive WaveNet [1]. Others works make use
of an acoustic model followed by a vocoder model to synthesize
audio while usually predicting Mel-spectrograms as the intermediate audio representation [26, 27, 28]. The authors from [29]
achieved better quality by predicting MIDI-filter-bank-based spectra instead: this time-frequency representation is a variant of the
Mel-spectrogram where the filters for computing it from the ShortTerm Fourier Transform (STFT) are centered around the MIDI
note frequencies instead of the Mel frequencies. While differentiable, these neural-based systems require a significant amount of
annotated recordings [1] and they do not explicitly model instrument properties. Controls on these systems are limited to the conditioning inputs provided during the model training.

3. PROPOSED APPROACH
The proposed synthesis model is a harmonic-plus-noise synthesizer [11] in a polyphonic context. It separately generates the inharmonic and noisy components y additive and y noise of up to P
simultaneous notes. The synthesized audio ŷ is produced by summing all monophonic signals and by applying the estimated effect
IRi of the recording environment i:

ŷ(t) = (IRi ∗

P
X

(ypadditive + ypnoise ))[t].
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The model is conditioned by all the controls a pianist has over its
instrument, being the sequence of played notes, the pedals action
and the recording environment.
By taking inspiration from the monophonic conditioning of
DDSP [10, 17] and the polyphonic piano roll representation for
piano synthesis and transcription [26, 30], we encode the played
notes as a multi-channel sequence of active pitches and onset velocities X(t):
X(t) = {xpitch
(t), xvel
p
p (t)}p≤P .

(2)

For a monophonic channel p, the active pitch component
xpitch
(t) indicates the pitch (in the MIDI scale) of the note curp
rently being active, taking the sustain pedal effect into consideration. A pitch of 0 implies that no note is played at time t. The
force at which the note was played is given only at onset time in the
onset velocity component xvel
p (t). The information for each note
is contained within the same channel p in order for the model to
more easily capture the monophonic string vibration. This encoding of the performance allows to disentangle sustained notes from
repeated notes within an active sustain pedal, as in [26], while reducing the sparsity of regular piano rolls [31].
The una corda, sostenuto and sustain pedal signals are extracted from the MIDI 64, 66 and 67 Control Change (CC) channels at the same frame rate as the conditioning signal X(t), and
stacked into the pedals signal xped (t).
Finally, the piano model, the room reverberation and the microphones choice and placement are all entangled independently
of the piano performance: each recording environment is provided
as a one-hot encoding i ∈ [1, I], for I different recording environments in the dataset.
3.2. Global model
One piano model can differ from another one because of its size
and its tuning, which changes its inharmoncity profile over the tessitura [32] and its global detuning. We thus use an embedding
layer, the Z-Encoder, to compute an embedding vector z i , an inharmonicity modifier bi and an instrument specific detuning δfi
for each recording environment i.
Also, during a performance, the pedals activity and the interaction between simultaneous notes can change the timbre of an
individual note [21]. This effect is modeled by a C-dimensional
context signal c(t), which will be applied to all monophonic channels to influence the computation of the synthesizer controls. This
context signal is computed by the context network F, built upon a
Recurrent Neural Network (RNN), from the piano embedding z i ,
the pedal signals xped (t) and the conditioning signal X(t):
c(t) = F{X(τ ), xped (τ ), z i }τ ≤t .

(3)

3.3. Monophonic string model
When a piano key is released, the damper mechanism is used to
attenuate the string in order to stop it from vibrating. However, the
total energy absorption is not instantaneous with this system, and
higher notes do not even have dampers [21]. Therefore, the piano

(1)

p=1

2

3.1. Inputs
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Figure 1: Full architecture of the proposed piano sound synthesizer. The blue boxes represent the trained modules for the control of the
synthesis. The synthesis modules from DDSP are represented by yellow boxes (Additive, Filtered Noise, and Reverberation). Finally, the
Multi-Resolution Spectral Loss compares the input target signal (bottom left) and the output synthesized sound (bottom right).

string still vibrates for a certain amount of time after the note offset. Taking inspiration from the release parameter of digital synthesizers, a Note Release module is used to generate an extended
pitch signal x̃pitch (t) by prolonging the active pitch component of
the conditioning signal xpitch (t) by a learned duration Trelease .
Note that the extended pitch conditioning signal x̃pitch (t) does
not replace the original pitch conditioning xpitch (t) as we would
lose the note offset information.
Furthermore, the stiffness of piano strings induces the partials
of a piano note to not be pure harmonics of the fundamental frequency. Such characteristic is implemented with an explicit inharmonicity model over the piano tessitura, taken from [32]: the inharmoncity factor along the p-th channel Bp (t) is computed from
the extended pitch x̃pitch
(t) and the instrument specific modifier
p
bi :
Bp (t) = exp (αT x̃pitch
(t) + βT )
p
+ exp (αB x̃pitch
(t) + βB + γB bi ),
p

Finally, the spectral envelopes of notes and their evolution is
predicted by the monophonic network G. It is implemented as
a causal RNN that computes the remaining synthesizers controls
from the extended pitch x̃pitch (t), the conditioning vector X(t)
and the context vector c(t). As it is applied along each channel
p ≤ P , this recurrent network learns a monophonic string model
to predict the notes amplitude a(t), the energy distribution h(t)
for K partials and noise filter magnitudes η(t) :
ap (t), hp (t), η p (t) = G{Xp (τ ), x̃pitch
(τ ), c(τ )}τ ≤t .
p
3.4. Differentiable Synthesizers
The differentiable synthesizer layers convert the network controls
into audio signals, in the spectral modeling paradigm [11]. Synthesizer controls are upsampled from frame rate to sample rate, with
linear interpolation as in [10].
For a monophonic channel p ≤ P , the additive synthesizer
generates the (quasi-)harmonic audio component ypadditive (t) of
the piano notes. It sums multiple sinusoids at frequencies com(t), inharmonicity Bp (t) and
puted from the extended pitch x̃pitch
p
detuning δfp (t) controls, and with amplitudes provided by the
global amplitude ap (t) and harmonic distribution hp (t):

(4)

with {αT , βT } (resp. {αB , βB }) the parameters of the linear
asymptote in the treble (resp. bass) range. Treble asymptotes are
the same for all pianos, according to [33], so bi should only influence the bass asymptote, weighted by the parameter γB .
Another specificity of the piano sound is the duplication of
higher strings to even out the loudness and the duration of notes
across the whole tessitura. As the duplicated strings are slightly
detuned from one another, partials beating can be perceived [34].
For nstrings sub-strings per note, a detuning factor δf of the fundamental frequency is computed by the detuner sub-model, by summing the global instrument-specific detuning δfi with estimated
detunings of the sub-strings by a time-distributed linear layer gδ :
δf p (t) = tanh(gδ (x̃pitch
(t)) + tanh(δfi ).
p

ypadditive (t) =
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ap (t)
nstrings

nstrings K
X X
n=1

hp,k (t) sin(Φp,n,k (t)), (7)

k=1

where Φp,n,k (t) is the instantaneous phase of the k-th partial given
by:
t
X
Φp,n,k (t) = 2π
fp,n,k (τ ).
(8)

(5)

τ =0

The inharmonic frequencies {fp,n,k (t)}k≤K are computed as
in [32] from the fundamental frequency fp,n,0 (t) and the inhar-

The tanh activation function scales the detuning of each contribution to the semi-tone range, as in [17].

2

(6)
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Model
TTS-baseline
- Tacotron-2
- NSF
Default
- Sub-models
- Reverb

monicity coefficient Bp (t):
fp,n,k (t) = kfp,n,0 (t)

p
1 + Bp (t)k2 ,

(9)

with the fundamental frequency fp,n,0 deduced from the detuned
pitch x̃pitch
+ δfn with the MIDI note-to-frequency conversion
p
formula:
1

pitch

fp,n,0 (t) = 440 × 2 12 (x̃p

(t)+δfn (t)−69)

.

(10)

Table 1: Approximate number of trainable parameters for evaluated neural-based models and their sub-models.

The subtractive synthesizer generates the residual noises that
happen during a performance, mainly the hammer and key noise
upon note onsets, the pedal noises and even the recording background noise. As in [10], a white noise N (t) is filtered in the
frequency domain with the noise filter magnitudes η(t) computed
by the model:
ypnoise (t) = DFT−1 (η p (t)N (t))

variant exhibits the best quality according to their experiments.
It is also trained on the MAESTRO dataset and it consists of
a modified Tacotron-2 model [35] predicting MIDI-filter-bankbased spectra from active piano rolls. This time-frequency representation is then converted to audio with a simplified Neural
Source Filter (NSF) model [36] with white noise as source.

(11)

The room acoustics of the piano recordings is modeled by a
differentiable convolutional reverberation. An impulse response
IRi is learned for each recording environment i and it is applied to
the sum of audio signals from the bank of additive and subtractive
synthesizers (equation 1).

4.3. Model implementation details
Our proposed system is implemented with a polyphonic capacity
of P = 16. The Z-Encoder outputs an embedding zi of size 16 for
each recording environment. The context network F is composed
of a time-distributed dense layer of size 32 with leaky ReLU activation, followed by a causal Gated Recurrent Unit (GRU) layer
of hidden size 64 and with layer normalization, then by a timedistributed linear layer outputting a context signal of size 32.
The Note Release module is initialized to extend the pitch conditioning signal by Trelease = 1s. The inharmonic model is ini0
= −0.0847,
tialized with the parameters estimated in [32]: αB
0
0
0
βB = −5.82, αT = 0.0926 and βT = −13.64. We generate
nstrings = 2 string signals per note, but their detuning are initialized to zero in the linear model gδ of the detuner. The modelspecific inharmonicity and detuning modifiers of the Z-encoder are
also set first to zero, to learn a generic piano model during early
training.
The monophonic model G input is processed by a 128-unit
time-distributed dense layer with leaky ReLU activation, then by a
192-unit GRU layer and another dense layer of size 192 with leaky
ReLU activation. Layer normalization is then applied before computing the note amplitude, K = 96 harmonic amplitudes and 64
noise filter coefficients with a linear layer.
Finally, the different reverb impulse responses are 1.5 seconds
long at 16kHz (24k parameters for each recording environment),
with the same random initialization as in [13] and the inference
decay function from [17].
The total number of training parameters in this default configuration is given in Table 1, against TTS, the neural-based benchmark from Section 4.2.

4. EXPERIMENTAL SETUP
4.1. Dataset
The proposed model is trained and evaluated with performances
from the MAESTRO v3.0.0 dataset [1]. This dataset contains almost 200 hours of professional piano performances spanning over
I = 10 editions of the International Piano-e-competition. Pianists
performed on Yamaha Disklaviers where MIDI data were recorded
and aligned with the audio recordings. The ground-truth audio performances are downsampled to 16kHz and downmixed to mono,
while the conditioning and pedals signals are extracted from the
MIDI data with a frame rate of 250.
The model is trained with 3-second long segments, with a 50%
overlap between two consecutive segments. Segments containing
more simultaneous notes than the model polyphonic capacity P
are removed from the training set.
4.2. Baseline systems
Our system is compared with other synthesis methods briefly presented in section 2. All samples synthesized with the following
systems are also downsampled to 16kHz and converted to mono.
The open-source software Fluidsynth 2 is used as a
sampling-based baseline system. The audio is synthesized by
concatenating note recordings from the YDP Grand Piano 3
soundfont accordingly to the MIDI data.
As for the physical-modeling-based reference system, we
chose the commercial software Pianoteq 74 , which relies on
modal synthesis [23]. Samples are generated using the default preset NY Steinway D Classical.
Finally, the Text-to-Speech (TTS)-inspired model from [29] is
selected for the neural synthesis baseline. The taco3-mfb-noi

4.4. Training
As with many recent neural-based audio synthesis methods [10,
13, 29], the model is trained to minimize the spectral difference between the target audio y and the synthesized audio ŷ with a multiresolution spectral loss. The component Lm of the spectral loss
with resolution m compares the two audio signals by summing the
L1 differences between both their spectrogram magnitudes and log

2 https://www.fluidsynth.org/
3 https://freepats.zenvoid.org/Piano/

acoustic-grand-piano.html
4 https://www.modartt.com/pianoteq
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4.5. Ablation study

spectrograms, as in [10]:
Lm (y, ŷ) =

The relevance of our system sub-modules are evaluated by training and evaluating alternate versions of our approach. All following systems are trained with the procedure exposed previously in
Section 4.4.
The Deep Inharmonicity variant replaces the explicit inharmonicity model from [32] by a DNN. As the deep inharmonicity
model should ideally reproduce the equation 4, we use a MultiLayer Perceptron (MLP) with sinusoidal activations as in [13].
The model takes the extended pitch conditioning and the modelspecific inharmonicity modifier through 3 dense layers with sinusoidal activation and a hidden size of 8, then through a linear layer
with ReLU activation for obtaining the note inharmonicity factor.
The final output is scaled in order to keep the inharmoncity factor
within a realistic range B ∈ [0, 0.02].
The Reduced-context variant imitates sample-based synthesis
by removing the conditioning input from the context vector computation. Since the synthesizer controls are computed on all monophonic channels independently, a monophonic note control would
not have information on which other notes are also played, thus
preventing mutual interaction between notes.
The No Fine-tuning variant is the default system without applying the fine-tuned values of the inharmonicity model and the
detuner. This variant is an approximation of a model trained only
with the first training phase of Section 4.4.
The DDSP components exploits sound structure priors that enables model training with low amount of data. Subsequently, we
test the quality of our system on a simpler task but with reduced
data by only modeling a single piano model. The 2009-only system is trained by only keeping training and validation data from
the year 2009 in the MAESTRO dataset, which amount for about
20 hours.

∥|STFTm (y)| − |STFTm (ŷ)|∥1
(12)
+ ∥ log |STFTm (y)| − log |STFTm (ŷ)|∥1 ,

with ∥.∥1 the L1 norm and STFTm the short-time Fourier transform with FFT size m ∈ {2048, 1024, 512, 256, 128, 64}.
In preliminary experiments, it has been observed that the reverb module tried to model the notes sustain and release behaviors,
which resulted in abnormal reverberations and unrealistic unreverbed signals. As these behaviors should be learned by the monophonic model G instead, a L1 regularization loss LL1 is applied on
the impulse response parameters.
Furthermore, the correct placement of partials in frequency is
decisive for training stability, especially during early training. As
partial frequencies in our system are deduced from explicit submodules, we propose a two-phase training procedure for separately
optimizing the pure DNN components and the explicit sub-models.
During the first training phase, weights responsible for computing the partials frequencies are frozen to their initial values
from Section 4.3, as they should be close to their optimal values:
concerned weights are those from the detuner, the inharmonicity
model and the model-specific detuning and inharmonicity modifiers of the Z-encoder. The other modules can then learn the notes
spectral envelopes, residual noises and the reverb without displacing the note partials. The Adam algorithm [37] is used to optimize
the model parameters, with a learning rate of 10−3 and a batch size
of 6, with regard to the first loss function L1 :
L1 =

X

Lm (y, ŷ) + λIR LL1 (IRi ),

(13)

m

with λIR the balancing weight for the reverb regularization loss
with regard to the spectral loss, here set to 0.01.
During the second training phase, the trainability of the model
weights are reversed compared to the first training phase. In such
manner, the system should match the learned partials frequency
and beating to each piano specifically. For training stability purpose, a L1 regularization loss is applied on the inharmonicity
model parameters deviation from their initial values. During this
second training phase, the loss L2 can be expressed as:
L2 =

X

Lm (y, ŷ) + λB

m

X

|θ − θ0 |,

5. EVALUATION
The default configuration of our approach presented in Sections 3
and 4.3 is compared against its ablated variants from Section 4.5
and the other synthesis methods from Section 4.2.
5.1. Reconstruction quality
A first indicator of a model capacity to correctly reproduce its target data is the spectral loss value on unseen samples during training. The values of the spectral loss, as defined in Section 4.4, on
the test recordings in the MAESTRO dataset are given in Table 2
for all evaluated systems.

(14)

θ∈{αB ,βB ,αT ,βT }

with λB = 0.1 the weight on the inharmonicity model regularization loss with regard to the spectral loss. The weights of the
detuner, inharmonicity model and Z-Encoder model-specific modifiers are fine-tuned by Adam with a learning rate of 10−5 and a
batching size of 3.
The whole system can be optimized and fine-tuned by successively alternating between these two training phases. For our experiments, the system is trained with the first step for 2 full epochs
on the training data until note partials are correctly generated by
the additive synthesizer. It is then fine-tuned for 1 full epoch on
the training data with the second training step. Finally, the first
training step is applied again for further fine-tuning until the minimal validation loss value is reached. The full model training takes
about 340k steps.
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Model
Deep-Inharmonicity
Reduced-context
No Fine-Tuning
2009-only
Default

Spectral Loss
MAESTRO-all MAESTRO-2009
5.89 (0.77)
5.93 (0.84)
5.49 (0.73)
5.53 (0.66)
5.48 (0.78)
5.69 (0.83)
5.61 (0.73)
5.48 (0.76)
5.69 (0.83)

Table 2: Systems evaluation on the MAESTRO test set and the
2009 year test subset only. Measured by mean value of spectral
loss difference with the original recordings (with standard deviation in parenthesis). Low loss value indicates better reconstruction
quality.
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For all variants, the loss values are higher on the 2009 subset than on the whole MAESTRO test set, which implies that this
recording environment was one of the hardest to model. The system trained solely with data from the year 2009 obtains the same
reconstruction quality as the default configuration on the 2009 subset. Therefore, if one wants to profile a single piano model, training on the full MAESTRO dataset is not necessary and smaller
aligned datasets could be used instead [38].
The Deep Inharmonicity variant has higher loss values on both
test sets than other variants relying on the explicit inharmonicity
model from [32]: this explicit model proves to be beneficial for
the system as it allows it to reproduce the spectral envelopes more
faithfully with the additive synthesizer.
No statistical difference can be observed on the full test set
by reducing the context. Reverb and the piano model embedding
are enough to condition the global timbre in this classical repertoire. Hence, because of its reduced complexity, the Reducedcontext variant converges faster than the default configuration and
can achieve better reconstruction quality for the same number of
training epochs, which can explain its better performances on the
2009 subset. Mutual interaction between notes (sympathetic resonances) is more exploited in contemporary music for instance:
using such examples may help the system learning this specificity.
The approach also performs similarly without applying the
fine-tuned inharmonicity and detuning parameters. Either the second training phase from Section 4.4 could not successfully finetune these parameters to their optimal values, or their initial values
were already sufficient for allowing the whole system to converge.
In conclusion, one can train the proposed approach with a single piano model, with reduced context and by only applying the
first training phase from Section 4.4, but keeping the explicit inharmonicity model is crucial for faster training while getting similar reconstruction quality.

Figure 2: MOS per system with 95% confidence intervals. Better
sounding models have higher mean ratings. Scores are separated
between non-pianists and people with notions of piano playing.

All variants of our approach, including the model trained on
a single piano, were preferred over the neural-based TTS benchmark. Even though the TTS baseline is more versatile for audio
synthesis, as it was designed for speech synthesis, our approach
is better suited for the task of piano sound synthesis: it achieves
better sound quality with significantly less training parameters, as
shown in Table 1.
The physical-modeling-based method has the best overall
quality, even slightly better than the real recordings, as in [29].
The varying noise and recording quality in the real samples can be
perceived as annoying compared to the clean synthesis offered by
the Pianoteq software. As the quality of the training data is the
upper bound limit, cleaner recordings can help the system achieving better synthesis quality. However, there is still improvements
to be made on the system for actually reproducing the quality of
the target data. As it stands, compared to the sampling-based system, the quality of our DDSP-based piano synthesizer is on par,
according to the piano players, and slightly lower for the other listeners.
It is worth noticing that piano players are less convinced by
the Fluidsynth concatenative synthesizer than non-piano players:
they are more sensitive to an unrealistic feature in this synthesis
approach, which can be the lack of interaction between notes, the
constant use of the same samples for repeating notes or the lack of
samples for correctly covering the velocity range.

5.2. Listening test
We conducted a listening test for gathering Mean Opinion Score
(MOS) for all systems under evaluation. 11 performances were
kept from the test data, covering all recording environments and
with a diversity of composers, registers and note densities. The
first 9 seconds of the performances were synthesized with all systems, which, with the real recordings, gives 99 audio samples to
evaluate. Listeners were asked to rate their overall quality with a
scale from 1 (very annoying) to 5 (real recording). In each trial,
2 samples from each of the 8 systems and 2 real recordings were
randomly presented to the listener for rating. We gathered 52 participants that are musicians or audio professionals: 14 among them
have notions of piano playing and 29 have been playing the instrument for several years. The results are reported in Figure 2.
The results from the previous reconstruction quality evaluation
can be confirmed as the proposed system is rated similarly to its
ablated versions, with the exception of the Deep Inharmonicity
model having lower scores. Hence the quality improvement by
using the explicit inharmonicity model is confirmed perceptually.
For the tested samples, the natural beating between simultaneous
notes in harmony may be sufficient for achieving realistic partials
beating, and the mutual notes interaction is eventually negligible
in front of the direct notes sound. Since single piano modeling is
possible with our approach, it would be interesting to investigate
the minimum amount of training data needed while preserving the
perceived quality.
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6. CONCLUSIONS
This work presents an extension of the DDSP approaches to polyphonic instruments by designing a differentiable piano synthesizer
motivated by high-level modeling knowledge. The approach relies, in particular, on an explicit model to account for the inharmonicity of the notes partials, which helps reproducing the spectral envelope of piano notes. In subjective evaluation, our model,
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with significantly less parameters, obtains better synthesis quality
than a state-of-the-art neural-based model. Its quality also does
not decrease for the task of single piano modeling, which makes
it usable for tasks with lower amount of training data. However,
the proposed two-phase training does not improve the model performances compared to a simple training while fixing the explicit
sub-models. Future works will investigate different approaches for
training the explicit sub-models within this deep generative model.
The proposed approach does not outperform sampling-based
and physical-modeling-based approaches, and quality can be improved by further integration of acoustic modeling knowledge for
example. Still, thanks to its interpretability and its differentiability, our lightweight system can find its usage in other polyphonic music-related tasks, such as source separation [19] and
self-supervised multi-pitch transcription [39].

[8]

[9]

[10]

7. ACKNOWLEDGMENTS
[11]

This work was supported by European Union´s Horizon 2020 research and innovation programme under grant number 951911 AI4Media. We would like to thank Erica Cooper, among the authors from [29], for kindly sharing their test samples for our listening test. Part of this work was performed using HPC resources
from GENCI-IDRIS (Grant 2022-AD011013202).

[12]

8. REFERENCES
[13]

[1] Curtis Hawthorne, Andriy Stasyuk, Adam Roberts, Ian Simon, Cheng-Zhi Anna Huang, Sander Dieleman, Erich
Elsen, Jesse Engel, and Douglas Eck, “Enabling factorized
piano music modeling and generation with the MAESTRO
dataset,” in Proc. of the International Conference on Learning Representations (ICLR), 2019.

[14]

[2] Alexandre Défossez, Neil Zeghidour, Nicolas Usunier, Léon
Bottou, and Francis Bach, “Sing: Symbol-to-instrument neural generator,” Advances in Neural Information Processing
Systems, vol. 31, 2018.

[15]

[3] Jesse Engel, Cinjon Resnick, Adam Roberts, Sander Dieleman, Mohammad Norouzi, Douglas Eck, and Karen Simonyan, “Neural audio synthesis of musical notes with
wavenet autoencoders,” in Proc. of the International Conference on Machine Learning (ICML). PMLR, 2017, pp. 1068–
1077.

[16]

[17]

[4] Philippe Esling, Axel Chemla-Romeu-Santos, and Adrien
Bitton, “Bridging audio analysis, perception and synthesis
with perceptually-regularized variational timbre spaces.,” in
Proc. of the International Society for Music Information Retrieval (ISMIR), 2018, pp. 175–181.
[18]

[5] Zhifeng Kong, Wei Ping, Jiaji Huang, Kexin Zhao, and
Bryan Catanzaro, “Diffwave: A versatile diffusion model for
audio synthesis,” in Proc. of the International Conference on
Learning Representations (ICLR), 2021.
[6] Jinglin Liu, Chengxi Li, Yi Ren, Feiyang Chen, Peng Liu,
and Zhou Zhao, “Diffsinger: Singing voice synthesis via
shallow diffusion mechanism,” Association for the Advancement of Artificial Intelligence (AAAI), 2022.

[19]

[7] Jesse Engel, Kumar Krishna Agrawal, Shuo Chen, Ishaan
Gulrajani, Chris Donahue, and Adam Roberts, “Gansynth:

2

’sVienna

DAFx

DAFx.7

238

Adversarial neural audio synthesis,” in Proc. of the International Conference on Learning Representations (ICLR),
2019.
Javier Nistal, Stefan Lattner, and Gael Richard, “DrumGAN:
Synthesis of drum sounds with timbral feature conditioning
using generative adversarial networks,” in Proc. of the International Society for Music Information Retrieval (ISMIR),
2020.
Antoine Lavault, Axel Roebel, and Matthieu Voiry, “StyleWaveGAN: Style-based synthesis of drum sounds with extensive controls using generative adversarial networks.,” in
Proc. of the 19th Sound and Music Computing (SMC) Conference, 2022, to appear, arXiv preprint arXiv:2204.00907.
Jesse Engel, Lamtharn Hantrakul, Chenjie Gu, and Adam
Roberts, “DDSP: Differentiable digital signal processing,”
in Proc. of the International Conference on Learning Representations (ICLR), 2020.
Xavier Serra and Julius Smith, “Spectral modeling synthesis:
A sound analysis/synthesis system based on a deterministic
plus stochastic decomposition,” Computer Music Journal,
vol. 14, no. 4, pp. 12–24, 1990.
Siyuan Shan, Lamtharn Hantrakul, Jitong Chen, Matt Avent,
and David Trevelyan, “Differentiable wavetable synthesis,”
Proc. of the IEEE International Conference on Acoustics,
Speech and Signal Processing (ICASSP), 2022, to appear,
arxiv preprint arxiv:2111.10003.
Ben Hayes, Charalampos Saitis, and György Fazekas, “Neural waveshaping synthesis,” in Proc. of the International Society for Music Information Retrieval Conference (ISMIR),
2021.
Boris Kuznetsov, Julian D Parker, and Fabián Esqueda, “Differentiable IIR filters for machine learning applications,” in
Proc. of the International Conference of Digital Audio Effects (eDAFx-20), 2020, pp. 297–303.
Rodrigo Castellon, Chris Donahue, and Percy Liang, “Towards realistic MIDI instrument synthesizers,” NeurIPS
Workshop on Machine Learning for Creativity and Design,
2020.
Nicolas Jonason, Bob Sturm, and Carl Thomé, “The controlsynthesis approach for making expressive and controllable
neural music synthesizers,” in AI Music Creativity Conference, 2020.
Yusong Wu, Ethan Manilow, Yi Deng, Rigel Jacob Swavely,
Kyle Kastner, Tim Cooijmans, Aaron Courville, Anna
Huang, and Jesse Engel, “MIDI-DDSP: Hierarchical modeling of music for detailed control,” in Proc. of the International Conference on Learning Representations (ICLR),
2022, to appear, arXiv preprint arXiv:2112.09312.
Masaya Kawamura, Tomohiko Nakamura, Daichi Kitamura,
Hiroshi Saruwatari, Yu Takahashi, and Kazunobu Kondo,
“Differentiable digital signal processing mixture model for
synthesis parameter extraction from mixture of harmonic
sounds,” Proc. of the IEEE International Conference on
Acoustics, Speech and Signal Processing (ICASSP), 2022, to
appear, arXiv preprint arXiv:2202.00200.
Kilian Schulze-Forster, Clement SJ Doire, Gaël Richard, and
Roland Badeau, “Unsupervised audio source separation using differentiable parametric source models,” arXiv preprint
arXiv:2201.09592, 2022.

2 in22

DAFx

Proceedings of the 25th International Conference on Digital Audio Effects (DAFx20in22), Vienna, Austria, September 6-10,
2022 2022

[20] Diemo Schwarz, “Concatenative sound synthesis: The early
years,” Journal of New Music Research, vol. 35, no. 1, pp.
3–22, 2006.

[33] Robert W. Young, “Inharmonicity of plain wire piano
strings,” The Journal of the Acoustical Society of America,
vol. 24, no. 3, pp. 267–273, 1952.

[21] Juliette Chabassier, Modélisation et simulation numérique
d’un piano par modèles physiques, Theses, Ecole Polytechnique X, Mar. 2012, Thèse sous la codirection de Antoine
Chaigne, Unité de Mécanique, ENSTA ParisTech.

[34] Gabriel Weinreich, “Coupled piano strings,” The Journal of
the Acoustical Society of America, vol. 62, no. 6, pp. 1474–
1484, 1977.
[35] Jonathan Shen, Ruoming Pang, Ron J. Weiss, Mike Schuster,
Navdeep Jaitly, Zongheng Yang, Zhifeng Chen, Yu Zhang,
Yuxuan Wang, Rj Skerrv-Ryan, Rif A. Saurous, Yannis
Agiomvrgiannakis, and Yonghui Wu, “Natural tts synthesis
by conditioning wavenet on mel spectrogram predictions,”
in Proc. of the IEEE International Conference on Acoustics,
Speech and Signal Processing (ICASSP), 2018, pp. 4779–
4783.

[22] Jukka Rauhala, Mikael Laurson, Vesa Välimäki, HeidiMaria Lehtonen, and Vesa Norilo, “A parametric piano synthesizer,” Computer Music Journal, vol. 32, no. 4, pp. 17–30,
2008.
[23] Balazs Bank and Juliette Chabassier, “Model-based digital
pianos: From physics to sound synthesis,” IEEE Signal Processing Magazine, vol. 36, no. 1, pp. 103–114, 2019.

[36] Xin Wang, Shinji Takaki, and Junichi Yamagishi, “Neural
source-filter-based waveform model for statistical parametric
speech synthesis,” in Proc. of the IEEE International Conference on Acoustics, Speech and Signal Processing (ICASSP),
2019, pp. 5916–5920.

[24] Julius O. Smith and Xavier Serra, “PARSHL: An analysis/synthesis program for non-harmonic sounds based on
a sinusoidal representation,” in Proc. of the International
Computer Music Conference (ICMC). International Computer Music Conference, 1987.

[37] Diederik P. Kingma and Jimmy Ba, “Adam: A method for
stochastic optimization,” in Proc. of the International Conference for Learning Representations (ICLR), 2015.

[25] Henrik Hahn and Axel Röbel, “Extended Source-Filter
Model for Harmonic Instruments for Expressive Control of
Sound Synthesis and Transformation,” in Proc. of the International Conference on Digital Audio Effects (DAFx),
Maynooth, Ireland, Sept. 2013, p. 1.

[38] Valentin Emiya, Nancy Bertin, Bertrand David, and Roland
Badeau, “MAPS - A piano database for multipitch estimation and automatic transcription of music,” Research report,
INRIA, July 2010.

[26] Jong Wook Kim, Rachel Bittner, Aparna Kumar, and
Juan Pablo Bello, “Neural music synthesis for flexible timbre control,” in Proc. of the IEEE International Conference
on Acoustics, Speech and Signal Processing (ICASSP), 2019,
pp. 176–180.

[39] Jesse Engel, Rigel Swavely, Lamtharn Hanoi Hantrakul,
Adam Roberts, and Curtis Hawthorne, “Self-supervised
pitch detection by inverse audio synthesis,” ICML Workshop
on Self-supervision in Audio and Speech, 2020.

[27] Hao-Wen Dong, Cong Zhou, Taylor Berg-Kirkpatrick,
and Julian McAuley, “Deep performer: Score-to-audio
music performance synthesis,” Proc. of the IEEE International Conference on Acoustics, Speech and Signal
Processing (ICASSP), 2022, to appear, arXiv preprint
arXiv:2202.06034.
[28] Yin-Jyun Luo Hao Hao Tan and Dorien Herremans, “Generative modelling for controllable audio synthesis of expressive
piano performance,” in ICML Workshop on Machine Learning for Media Discovery Workshop (ML4MD), 2020.
[29] Erica Cooper, Xin Wang, and Junichi Yamagishi, “Text-toSpeech Synthesis Techniques for MIDI-to-Audio Synthesis,”
in Proc. of the 11th ISCA Speech Synthesis Workshop (SSW
11), 2021, pp. 130–135.
[30] Curtis Hawthorne, Erich Elsen, Jialin Song, Adam Roberts,
Ian Simon, Colin Raffel, Jesse Engel, Sageev Oore, and Douglas Eck, “Onsets and frames: Dual-objective piano transcription,” in Proc. of the International Society for Music
Information Retrieval Conference (ISMIR), 2018.
[31] Sageev Oore, Ian Simon, Sander Dieleman, Douglas Eck,
and Karen Simonyan, “This time with feeling: Learning expressive musical performance,” Neural Computing and Applications, vol. 32, no. 4, pp. 955–967, 2020.
[32] François Rigaud, Bertrand David, and Laurent Daudet, “A
parametric model of piano tuning,” in Proc. of the International Conference on Digital Audio Effects (DAFx), September 2011, pp. 394–399.

2

’sVienna

DAFx

DAFx.8

239

2 in22

DAFx

Proceedings of the 25th International Conference on Digital Audio Effects (DAFx20in22), Vienna, Austria, September 6-10,
2022 2022
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ABSTRACT
This paper introduces a novel data-driven strategy for synthesizing
gramophone noise audio textures. A diffusion probabilistic model
is applied to generate highly realistic quasiperiodic noises. The
proposed model is designed to generate samples of length equal
to one disk revolution, but a method to generate plausible periodic variations between revolutions is also proposed. A guided
approach is also applied as a conditioning method, where an audio
signal generated with manually-tuned signal processing is refined
via reverse diffusion to improve realism. The method has been
evaluated in a subjective listening test, in which the participants
were often unable to recognize the synthesized signals from the
real ones. The synthetic noises produced with the best proposed
unconditional method are statistically indistinguishable from real
noise recordings. This work shows the potential of diffusion models for highly realistic audio synthesis tasks.
1. INTRODUCTION
The quality of audio recording has improved greatly over the last
century. Far away are those old gramophone recordings that our
ancestors used to listen to. During the gramophone era, recorded
music sounded highly distorted, bandlimited, and, before anything
else, notoriously noisy. Although the sound quality of gramophone
recordings is very poor compared to modern standards, there is a
certain interest in emulating these characteristic sounds of the past.
Gramophone recordings comprise a rich amount of heterogeneous
noises that are appealing for creative uses. The idea of processing
modern audio files to appear aged by imitating historical disturbances is named in the literature as digital audio antiquing [1].
This paper focuses on the particular task of imitating all kinds of
additive noise that appear in gramophone recordings.
A simple way of applying realistic gramophone noises to a
piece of music is to directly use noise extracts from real recordings. The idea would consist of extracting a noise sample, looping
it, and directly adding it to the music signal. However, this method
would require a time-consuming search to find the desired noise
characteristics, in addition to having access to a collection of digitized gramophone recordings. Moreover, if the extracted noise
sample is not long enough, the looping effect could also be perceived by a listener. As a consequence, there is a need for more
practical and versatile methods to generate such sounds.
The research on audio antiquing started in Aalto Acoustics
Lab almost 20 years ago, when a science museum had interest in
Copyright: © 2022 Eloi Moliner et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
provided the original author and source are credited.
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it. The original idea was to show how music listening had changed
over 100 years by applying simulated degradations of music media
to the same music piece. This previous study [1] consisted of using
digital signal processing techniques to model the degradations in
historical recordings, including the most relevant additive noises
in gramophones, such as hisses, clicks, and thumps. Although this
method is accurate in simulating some of the degradations, it is
unsuccessful in synthesizing realistic clicks and scratches1 . Another closely related work is the freely available plugin iZotope
Vinyl [2], which simulates the degradations of LP recordings, but
the underlying details of the method are not publicly available.
However, these previous approaches do not account for the
wide and complex distribution of different noises that may appear
in gramophone recordings. This is why a data-driven generative
model may be advantageous. Generative models learn to produce
new data instances by capturing the data distribution. Diffusion
probabilistic models [3], often referred to as diffusion models,
are a new class of generative models, some examples of recent
applications include producing high-quality images [4], speech
[5, 6], drum sounds [7], or symbolic music [8]. Here, we adopt
these methods to generate realistic gramophone noises with a datadriven approach.
The rest of this paper is organised as follows. Sec. 2 introduces
the characteristics of the gramophone noises that we are interested
in synthesizing. Sec. 3 introduces diffusion models. In Sec. 4,
we describe the presented methods. Sec. 5 shows our evaluation
results and, finally, Sec. 6 concludes.
2. GRAMOPHONE NOISES
Gramophone recordings contain a composite of noises produced
by many different sources. This section summarizes the main characteristics of these noises and some methods used to model them.
2.1. Hiss
Hiss is the term used to refer to background noise. In gramophone
recordings, hisses are often very noticeable and may come from a
mixture of different sources, such as electrical circuit noise, irregularities in the storage medium, or ambient noise from the recording environment [9]. Hisses are present throughout the duration
of the recording and hence are referred to as global degradations
[1]. However, they cannot be considered stationary because the
sources that produce them are usually time-varying. A particular
example is the “swishing” effect related to periodic patterns that
often appear when, for instance, one part of the disk is damaged
more than the other parts.
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Every single gramophone recording ends up containing a
unique hiss sound, due to the wide variety of stochastic sources
that produce them. While it is possible to model one particular
kind of hiss using manually-tuned classical signal processing [1],
it is not possible in practice to capture the wide distribution of hiss
noises with this approach.

ming” sound caused by high-voltage electricity at the alternating current frequency of 50 Hz or 60 Hz. This interference signal normally contains higher harmonics that are easily perceptible. Another characteristic example are the rumble noises of lowfrequency content caused by vibrations of the turntable.

3. DIFFUSION MODELS

2.2. Clicks
Clicks are one of the most recognizable degradations in old recordings. They are localized impulsive disturbances mainly caused by
dust particles or small scratches on the media surface. Typically,
individual clicks have a short duration, and their durations range
from less than 20 µs to 4 ms [10]. The amplitude of the clicks can
also vary greatly within the same recorded extract [9]. In gramophone recordings, the rate of click occurrence is remarkably dense,
about 2,000 clicks per second. In these cases, only the strongest
clicks can be heard as individual elements. The largest remaining
clicks are perceived as a cumulus of click bursts, often named as
“crackle”.
In audio restoration, clicks are often modeled as additive disturbances [9, 11]. With some prior knowledge on the statistics of
clicks—e.g., duration, amplitude, and frequency of occurrence—it
is possible to synthesize them using random numbers [1]. However, using this methodology, the synthesized clicks appear to be
static, but in reality their timbre is constantly changing.

Diffusion models are a new class of generative models comprised
of a forward diffusion process and a reverse diffusion process [3].
During the forward diffusion, the data is progressively transformed
to a tractable prior distribution, usually a standard Gaussian. The
reverse diffusion process is parameterized with a neural network
and has the goal of reversing the diffusion process by iteratively
denoising the diffused data. Once the model has been trained, the
reverse diffusion process defines a mapping between the chosen
prior distribution and the training data. In this section, we summarize the details using the notation from [13].
3.1. Forward diffusion process
We start by defining a diffusion process {zτ }1τ =0 , indexed by a
continuous variable τ ∈ [0, 1]2 . The goal of the diffusion process
is to progressively transform data samples x ∼ pdata to a tractable
prior distribution z1 ∼ pprior . The distribution of the latent variables zτ conditioned on x, for any diffusion step τ , is given by:

2.3. Low-frequency pulses

q(zτ |x) = N (ατ x, στ2 I),

Low-frequency pulses, often called “thumps”, are a recognizable
type of degradation associated with severely damaged old recordings [12]. They are produced by strong discontinuities in the media, such as deep scratches or when two broken parts of the disk
are fixed with glue. This degradation can generally be described
by a short and strong discontinuity followed by a low-frequency
tail [12]. The initial discontinuity occurs when the stylus passes
through the physical discontinuity. It usually lasts less than 2 ms
and behaves as high-variance noise added to the original signal.
The tail consists of damped oscillations of decaying frequency
caused by the impulse response of the arm, normally lasting longer
than 50 ms.
Following Esquef et al. [12], the tail part of a thump can be
modeled in the time domain as:


π
fn
stail (n) = Atail e−n/fs τe sin 2πn
−
,
(1)
fs
4

where ατ is a mean coefficient and στ2 is the noise variance, which
are both continuous positive functions in the range [0, 1]. We focus
only on the variance-preserving diffusion
√ [14, 3], where the two
functions are directly related as ατ = 1 − στ2 . In this particular
case, α1 ≈ 0, and σ1 ≈ 1 when τ = 1. Thus, the prior distribution pprior converges to a standard normal N (0, I). We emphasize
the notion that zτ gets increasingly noisy as we go forward in the
diffusion step τ . The noise variance στ2 usually has a fixed predefined schedule, which is required to be smooth and monotonically
increasing. In particular, we apply the schedule:
στ = (1 − cos(πτ )) /2,

where fmax and fmin are the maximum and minimum oscillation
frequencies and τf is another time constant that describes the
frequency-decay rate. The tail parameters may vary depending on
the severity of the scratch.

(5)

ατ |s = ατ /αs ,

(6)

στ2|s = στ2 − ατ2 |s σs2 .

(7)

and

Apart from the aforementioned disturbances, there are other elements that make gramophone noises more diverse and interesting. Some digitized recordings present the characteristic “hum-

DAFx


q(zτ |zs ) = N ατ |s zs , στ2|s I ,
where

2.4. Other noises

’sVienna

(4)

which is the same as in [7], and shares similarities with the one
proposed in [15].
In practice, the diffusion process is discretised in a finite number of diffusion steps T that behave as a Markov chain [3]. As
defined in [13], given s = τ − T1 and 0 < s < τ < 1, the
conditional forward distribution q(zτ |zs ) is given by:

where fs is the sampling frequency, Atail is the tail amplitude, τe is
a time constant associated with the envelope decay and the variation in the oscillation frequency fn can be modeled in the following way:
fn = (fmax − fmin )e−n/fs τf + fmin ,
(2)

2

(3)

After specifying the forward diffusion process, we are now ready
to define the reversed version of it in the following section.
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Gramophone noise

Algorithm 1 Training
repeat
Sample x ∼ pdata , ϵ ∼ N (0, I) and τ ∼ U ([0, 1])
zτ ← ατ x + στ ϵ
Take gradient step on ∇θ ∥ϵ − ϵ̂θ (zτ , στ )∥2
until convergence
Algorithm 2 Unconditional sampling
Require: T (num. steps)
Sample z1 ∼ N (0, I)
for i = T − 1, . . . , 0 do
s ← Ti , τ ← i+1
T
zs ← f (τ, s)zτ − g(τ, s)ϵ̂θ (zτ , στ )
if s > 0 then
Sample ϵ ∼ N (0, I)
zs ← zs + h(τ, s)ϵ
end if
end for

Figure 1: Example of a reverse diffusion process discretized in
T = 4 steps.

3.2. Reverse diffusion process
Given Eq. (3) and Eq. (5), applying the Bayes rule, it can be proven
that, for any 0 < s < τ < 1, the reverse conditional distribution
q(zs |zτ , x) is also Gaussian and can be defined as:
!
αs στ2|s στ2|s σs2
ατ |s σs2
q(zs |zτ , x) = N
z
+
x,
I
. (8)
t
στ2
στ2
στ2

diffusion process in T steps and iterate over Eq. (9), which can be
applied as:

However, since the input data x is not known during inference, the
reverse conditional distribution is modeled as follows:
pθ (zs |zτ ) = q(zs |zτ , x = x̂θ (zτ , στ ))

zs = f (τ, s)zτ − g(τ, s)ϵ̂θ (zτ , στ ) + h(τ, s)ϵ,

(9)

where ϵ ∼ N (0, I) is Gaussian noise and the functions f (τ, s),
g(τ, s) and h(τ, s) are, respectively, defined as

where x̂θ (zτ , στ ) is the output of a denoising model. As it is
commonly used [3, 4, 13], we apply a change of variables to utilize
a noise estimation model instead by:
x̂θ (zτ , στ ) = (zτ − στ ϵ̂θ (zτ , στ ))/ατ ,

f (τ, s) =

(10)

στ2|s σs2
.
(15)
στ2
The number of discretization steps T is a hyperparameter that defines a trade-off between inference quality and computational complexity of the inference. A graphical example of a reverse diffusion process is represented in Fig. 1 The practical implementation
of the sampling algorithm is also summarized in Alg. 2.

(11)

4. METHODS
4.1. Diffusion model for gramophone noise synthesis
We apply the diffusion model presented in Sec. 3 for the task
of synthesizing gramophone recording noise. To do so, we use
the Gramophone Recording Noise Dataset, a collection of onlynoise excerpts extracted from real gramophone recordings, which
was previously used to train a denoising model [17]. Considering
the periodic structure that gramophone recording noises present,
we opt for defining the length of the time frames as the revolution period. Given that gramophone records were played at
about 78 revolutions per minute, the frame length is defined as
L = 60/78 ≈ 0.77 s. Thus, at each training iteration, we extract
random chunks of length L from the dataset.
We noticed that diffusion models are very sensitive to energy
differences in the data. A model trained with a wide variability of
energy levels tends to produce samples at random volumes, which
is not often a desired property in audio synthesis. To correct for
this, we normalize the training noise segments by their root-meansquared value. However, we decided to use the median instead of

L = Ex∼pdata ,ϵ∼N (0,I),τ ∼U ([0,1]) [λ(τ )∥ϵ − ϵ̂θ (zτ , στ )∥2 ], (12)
where λ(τ ) is a positive weighting function. We use a constant
weighting λ(τ ) = 1, as proven to be effective in [3] and [16].
Following [6], the neural network is conditioned on the noise level
στ , instead of directly on the diffusion step τ . This implementation choice allows for flexibility during sampling, as the number
of discretization steps T and the noise variance schedule can then
be modified without the need of retraining the model. The training
procedure utilised in this work is also summarized in Alg. 1.
Once the training has converged, it is possible to reverse the
forward diffusion process and obtain samples from the training
data distribution x ∼ pdata by starting from the prior z1 ∼ pprior ,
which in our case is Gaussian noise. To do so, we discretize the
2 We use the index variable τ instead of t to avoid confusion with the
time variable in audio signals.
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(14)

h(τ, s) =

and the neural network ϵ̂θ (xτ , στ ) is optimized to estimate the
added noise ϵ ∼ N (0, I). Since, given the input data x, we can
easily produce the latent variable zτ at any diffusion step τ using
Eq. (11), the training can be conveniently performed at random
uniformly-sampled diffusion steps. The learning objective can be
defined as a weighted L2 loss:

2

ατ |s σs2
σ2
1
, g(τ, s) = τ −
,
ατ |s
ατ |s
στ

and

where ϵ̂θ (xτ , στ ) is the output of a deep neural network.
During training, the noisy signal zτ is generated from the
training data x ∼ pdata following Eq. (3) as:
zτ = ατ x + στ ϵ,

(13)
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noise level

noisy input

noise estimation

RFF encoding
MLP

Conv. 5x1

Conv. 3x1

We use the Adam optimizer with a learning rate equal to
2 · 10−4 . The weights are smoothed with exponential moving average at a rate of 0.999. We train the diffusion model using Alg.
1 for a total of 750k iterations using a batch size of 16. The training took 48 h to complete using a single NVIDIA A100 GPU in
Triton, Aalto University’s computing cluster.

2
Conv. block

FiLM
Conv. block

2

4.2. Guided synthesis

2
Conv. block

FiLM
Conv. block

Once the model described in Sec. 4.1 has been trained, we can use
Alg. 2 to unconditionally sample noise frames z0 . As demonstrated in Sec. 5, these generated samples can be highly realistic
and have a wide range of variability. However, one could argue
that such an unconditional synthesis model would provide no practical advantage against using real noise samples directly. In this
section, we propose a method for conditioning the reverse diffusion process, which can be used for synthesizing realistic noises
with a certain degree of control over their characteristics, allowing
plausible variations.
In a recent work on guided image synthesis [22], Meng et
al. show how the reverse diffusion process can be used to refine
a signal x(g) referred to as the “guide”. In our particular case, the
guide is thought to be an audio segment of length L, i.e., one disk
revolution, which serves as a draft for the noise texture z0 we are
interested to generate. We can synthesize x(g) using known parameterizable digital signal processing techniques [1], as detailed in
Sec. 4.3 which offer high interpretability but often lack realism.
The general idea is to start the reverse diffusion process from
an intermediate truncation step τ0 ∈ [0, 1], and the starting point
is the perturbed guide:

2

4
FiLM
Conv. block

Conv. block

Attention block

4

4
FiLM
Conv. block
Attention block

Conv. block
4

8
FiLM
Conv. block
Attention block

Conv. block
8

Figure 2: Diagram of the noise estimation neural network
ϵ̂θ (zτ , στ ), inspired by [7]. The term “RFF encoding” refers
to the noise level embedding based on Random Fourier Features
[19], “MLP” is a multi-layer perceptron, “Conv. block” is a stack
of dilated convolutions, and “Attention block” refers to a multihead self-attention layer [21].

zτ(g)
∼ N (ατ0 x(g) , στ20 I).
0

As we do for the unconditional sampling, starting from an inter(g)
mediate diffusion step zτ0 , we can iterate over Eq. (9) until we
(g)
obtain z0 , which would ideally be closer to the training data distribution. In summary, using guided sampling, we have defined a
mapping between a simplistically synthesized noise texture x(g) to
(g)
a refined version of it z0 with similar characteristics, but more
realistic sounding. The guided sampling procedure is also summarized in Alg. 3 and illustrated graphically in Fig. 3.
(g)
We remark that our goal is to generate realistic samples z0
(g)
that, at the same time, are faithful to the original guide x . As
analyzed in [22], the truncation step τ0 plays a critical role, as its
chosen value directly relates to a trade-off between realism and
faithfulness. As can be seen in Fig. 4, selecting a value of τ0
closer to 0 would generate a result very close to the guide, but
would not produce such a realistic output as an example sampled
unconditionally. We must tolerate deviations from the guide to obtain realistic results. However, as τ0 gets closer to 1, the deviation
increases to a point where the conditioning is useless.
In Fig. 5, we analyze the variations from the guide in the generated samples when using different values of τ0 . For Fig. 5a,
we computed the temporal envelope of the guide represented in
Fig. 4 (left) using the root-mean-square procedure and a window
of 25 ms. We then calculated the pairwise differences between
the guide envelope and the time envelope of 40 refined samples.
We show the standard deviations of the differences in the time envelope for four values of τ0 . Fig. 5b was produced in a similar
manner by comparing the Bark-smoothed spectral magnitudes between the guide and the refined samples. It can be observed that

the standard mean to avoid the local disturbances, such as strong
clicks or thumps, from affecting the energy estimation, given that
the median is less influenced by outliers than the mean. The audio
samples are normalized by:
x̄ = p

G
x,
b2χ + median(x2 )

(16)

where median(·) is the median operator, bχ = 1.4826 is a constant that relates the median with the mean assuming a Gaussian
distribution [18], and G = −10 dB is the applied constant gain.
For the neural network for noise prediction ϵθ (zτ , στ ), we
use a similar architecture as Rouard and Hadjeres [7], which consists of a U-Net in the time domain represented in Fig. 2. The
noise level στ is encoded using random Fourier features [19] and a
multi-layer perceptron, whose output is applied as a conditioning
signal using FiLM layers [20]. Different to [7], we add multihead self-attention layers [21] after the third, fourth, and fifth
blocks. This architectural choice yields a global receptive field to
the model and helps to capture slowly-varying textures within the
revolution period. Circular padding is used in the convolutional
layers as an inductive bias to fit the periodicity of the data. We refer to [7] and the source code3 for more details on the architecture.
3 https://github.com/eloimoliner/gramophone_noise_synth
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Forward Diffussion

Guide

Rev. 1
Reverse Diffussion

Rev. 2
Rev. N

Figure 3: Diagram of the guided synthesis method. The guided synthesis starts with a manually-designed reference signal (guide) that is
iteratively refined via reverse diffusion, starting from a truncation step τ0 , to generate a more realistic output. The reverse diffusion process
is bifurcated at an intermediate step τp to output a set of revolutions, which are correlated to the guide but present notable variations.
guide

Figure 4: Waveform and spectrogram representations of single period (0.77 s) of gramophone noise produced using different values of τ0 .

Algorithm 3 Guided sampling

4.3. Pre-synthesis of the guides

Require: T (num. steps), τ0 (truncation step), xg (guide)
Sample ϵ ∼ N (0, I)
(g)
zτ0 ← ατ0 xg + στ0 ϵ
for i = τ0 T − 1, . . . , 0 do
s ← Ti , τ ← i+1
T
(g)
(g)
(g)
zs ← f (τ, s)zτ − g(τ, s)ϵ̂θ (zτ , στ )
if s > 0 then
Sample ϵ ∼ N (0, I)
(g)
(g)
zs ← zs + h(τ, s)ϵ
end if
end for
return z0

The concept of guide signals presented in the previous section consists of a draft of the noise produced in a single revolution of a
gramophone disk. The guide does not have to be realistic a priori,
as it is meant to be refined by the diffusion model. In our experiments, we generate the guides by incorporating prior knowledge
on the noise characteristics, applying the findings from [1].
Different timbres of hisses can be generated by filtering white
noise with a parametric equalizer. The background noise can be
filtered uniformly or have variations within a revolution to enforce
a more dynamic result. To simulate deep scratches, we incorporate
low-frequency pulses using the model from Eq. (1). In addition,
we can incorporate rumble sounds by adding extra low-pass filtered noise. A limitation of this approach is that the generation of
softer clicks and crackle is often uncontrollable, due to their usually low energy. Thus, we rely on the diffusion model to synthesize these sounds in an unconditional manner, but assuming that
the result will depend on the other characteristics of the guide.
Fig. 8 shows several representative examples using different types
of guide.

the variations intensify as we increase τ0 . The prominent peak in
Fig. 5a at about 0.17 s shows how the thump present in the guide
is often suppressed when τ0 ≥ 0.5. We also notice a slight bias
in the time envelope for larger values of τ0 , which is related to the
effect of clicks and other localized disturbances on the envelope
estimation, since more of them are generated when τ0 is higher.
Note that these visualizations were made for one guide in particular; the deviations may vary differently depending on the chosen
guide.
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4.4. Generating variations between revolutions
As mentioned above, gramophone noises are known to have a
periodic structure defined by the revolution period, but they often present some noticeable variations between subsequent revo-
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(a) Variations in the temporal envelope for different values of τ0 .

(a) Variations in the temporal envelope for different values of τp .

(b) Variations in the spectral envelope for different values of τ0 .

(b) Variations in the spectral envelope for different values of τp .

Figure 5: Analysis of the effect of the truncation step τ0 on the
variations between a guide and a set of refined samples generated
using guided synthesis. The standard deviations of the differences
between (a) the temporal envelopes and (b) the Bark-smoothed
spectral envelopes are plotted with different colors representing
different values of τ0 .

Figure 6: Analysis of the effect of the bifurcation step τp on the
variations between the generated samples representing different
disk revolutions. The standard deviations of the pairwise differences between (a) the temporal envelopes and (b) the Barksmoothed spectral envelopes are plotted with different colors representing different values of τp .

lutions. With the methodology described above, we can synthesize realistic noise texture frames with a certain degree of control.
However, the method does not take into account the variations between revolutions. In practice, repeating the same generated frame
over and over would produce the desired periodic pattern, but the
lack of inter-frame variations would make it sound unrealistic to
a listener. On the other hand, combining several frames generated independently of each other would solve the inter-frame variation problem, but the low correlation between them would make
us miss the characteristic periodic textures of gramophone disks.
Our solution is based on making use of the stochasticity of
the sampling algorithm to generate separate outputs corresponding to N different revolutions. This is achieved by bifurcating the
reverse diffusion process at a diffusion step τp . When we reach
τ = τp during sampling, we can generate N different instances of
the previous step s = τp − T1 by applying:
zs,n = f (τ, s)zτp − g(τ, s)ϵ̂θ (zτ , στ ) + h(τ, s)ϵ,

ent periodic structure. Similarly to τ0 , the bifurcation step τp also
plays a critical role in the realism of the results. The higher τp
is, the more variations will appear between the generated periods.
In Fig. 6, we analyze the variations in the temporal and spectral
envelopes for different values of τp . For both cases, we analyze
a single unconditional example, but the sampling algorithm is bifurcated at different diffusion steps τp , obtaining 40 different revolutions. The analysis is carried out by computing the pairwise
differences between all the combinations of the 40 output samples. The standard deviations of the pairwise differences are represented in Fig. 6. As expected, the deviations become wider as
we increase τp . We notice that the variations around the temporal
envelope follow a uniform pattern, whereas the variations in the
spectral envelope are frequency-dependent. We empirically chose
the value of τp = 0.33, as it often yielded some noticeable variations between revolutions, but the resulting noise periods shared
some characteristic similarities.

(18)

for each n of the N desired revolutions. Since the noise ϵ is purely
stochastic, each of the new instances zs,n will be slightly different
from each other. Then, we can continue the reverse diffusion process for each zs,n independently, following Alg. 2 until we obtain
the final results z0,n . This idea is also illustrated in Fig. 3.
The set of generated noise revolutions can then be recombined
in random order by concatenating them to produce endless sounds.
Due to the natural noisiness of these sounds, it is not necessary to
account for phase mismatches between consecutive revolutions, as
they are not usually perceived. Note that, if it was necessary, this
problem could be relieved by applying a small amount of overlap.
As previously stated, our aim is to generate sounds that contain enough variations to seem realistic but still maintain a coher-
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5. SUBJECTIVE EVALUATION
As represented in Fig. 7, the trained diffusion model is capable of
unconditionally synthesizing a diverse range of noises with characteristics similar to those of real gramophone recordings. Several
results of the use of guided synthesis are also represented in Fig. 8,
showing how the generated samples maintain the main characteristics of the guide while generating new and more complex textures.
In this section, we investigate whether the generated noise sounds
realistic or not.
The synthesis of gramophone recording noise is a very particular task, and as far as we are aware, there is no reliable objective
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Real examples

Unconditional synthesis

Table 1: Results of the listening test. Methods that the listeners
could not perceive as artificial are highlighted.

Frequency (Hz)

20k
2k
200
20k
2k
200
20k
2k
200
20k
2k
200
20k
2k
200
0s

0.77s 1.54s 2.31s

0s

Guided synthesis

Frequency (Hz)

Guides

0.77s 1.54s 2.31s

0s

0.77s 1.54s 2.31s

Figure 8: Log-spectrogram representations of different guides and
their respective guided synthesis results using T = 150, τ0 = 0.5
and τp = 0.33.

metric to evaluate the realism of such methods. As a consequence,
we opt to evaluate the realism of the generated noise textures with
a subjective listening experiment. The experiment was designed
as an AB listening test where the test participants were presented
with pairs of noise segments. One of the noises was always a real
gramophone extract, and the other was synthesized. For each of
the pages, the listeners had to judge or guess which noise segment
was the real one. Before taking the test, the participants completed
a training session in which the correct answers were revealed and
they could learn to distinguish the characteristics of real gramophone recordings.
The test was divided in two consecutive sessions containing
the same pairs of examples but in a different random order. In
each session, we included eight examples from six different conditions which were paired with a random real example. The first
test condition was included as a baseline containing examples of
digital audio antiquing techniques to generate gramophone noise
using traditional signal processing methods [1], as explained in
Sec. 2. We included two unconditional synthesis conditions with a
different number of steps (T =25 and T =150) and three guided syn-
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Prob. of success

p-value

Digital Audio Antiquing [1]
Unconditional (T =25)
Unconditional (T =150)
Guided (T =150, τ0 =0.33)
Guided (T =150, τ0 =0.5)
Guided (T =150, τ0 =0.66)

84.2% ± 2.7%
57.3% ± 3.7%
52.2% ± 3.7%
85.9% ± 2.7%
70.2% ± 3.4%
60.6% ± 3.6%

<1e-3
0.029
0.298
<1e-3
<1e-3
0.002

Random guessing

50% ± 3.7%

0.77s 1.54s 2.31s

Figure 7: Log-spectrogram representations of a set of real gramophone noise examples and a set of unconditionally synthesized
noises using T = 150 diffusion steps. The length of the synthesized examples correspond to 4 disk revolutions of L = 0.77 s;
different revolutions are generated by bifurcating the reverse diffusion process at the diffusion step τp = 0.33.

20k
2k
200
20k
2k
200
20k
2k
200
20k
2k
200
0s

Synthesis method

thesis conditions with T =150 and different values of the truncation
step (τ0 =0.33, τ0 =0.5 and τ0 =0.66). For the guided synthesis examples, we used the same eight guides for every τ0 value, which
were generated as a sum of filtered noise and synthetic thumps,
modeled as detailed in Sec. 4.3. All the examples are publicly
available on the companion web page4 . An extra condition containing static white noise was included four times per session as a
control item to detect unreliable participants.
All in all, the test included 104 signals for each test subject.
The test was carried out in an isolated listening booth and took,
on average, 30 min to complete. Altogether, 12 volunteers participated in the experiment, although one had to be discarded as they
did not identify all the control items. All participants had normal
hearing and had previous experience with formal listening tests.
In Table 1, we report the mean and standard deviations of the
probability of success, estimated with a Beta distribution. With
probability of success, we refer to the probability of an individual
to identify the real gramophone noise when it is compared with a
synthesized one. Thus, the lower the probability, the more realistic the synthetic noises are expected to be. For comparison, we
include in Table 1 the probability of success when an individual
uses a random guessing strategy (e.g. flipping a coin). Note that
the reported standard deviations depend on the sample size per
condition. We conduct binomial tests to evaluate whether the test
answers for each condition are different from random guessing.
The resulting p-values are also reported in Table 1.
The results show how the unconditional examples were practically indistinguishable from the real ones, especially when T =
150. These results contrast with the participants’ performance
with the Digital Audio Antiquing examples, as they were able to
distinguish them in the majority of the cases. As can be seen, the
decrease in the number of diffusion steps does not cause a strong
decline in unconditional synthesis performance, indicating that using a large number of steps might not be a critical factor for this
specific task. As expected, for the guided synthesis examples, the
probability of success increases as τ0 decreases. In these cases,
the test subjects managed to perform better than random guessing,
although they were fooled in a significant number of trials. The
participants were able to leave comments in the test pages, sharing the strategies they utilized. Some participants focused on the
periodicity of the examples, judging too periodic examples to be
unreal. Others paid special attention to localizing any kind of music residuals or spotting aliasing artifacts. However, at the end of
the experiment, all participants reported that the test was difficult
and admitted that they were unsure of their decisions in most cases.
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6. CONCLUSIONS

[7] S. Rouard and G. Hadjeres, “Crash: Raw audio score-based
generative modeling for controllable high-resolution drum
sound synthesis,” in Proc. ISMIR, Nov. 2021.

This paper presented a new method to generate realistic gramophone noises. The proposed method is based on a diffusion probabilistic model that generates samples of gramophone noise by progressively denoising Gaussian noise. As demonstrated in a subjective evaluation, the diffusion model is capable of synthesizing
highly realistic noises in an unconditional manner.
A method to guide the diffusion model and gain control over
the synthesized sound was also proposed. However, we notice that
this conditioning approach is still not easy to control and often
cannot yield highly realistic results, unless the faithfulness to the
guide is sacrificed. We leave the study of different conditioning
methods for future work.
A known limitation of diffusion models is the high computational cost that they present during the inference stage. As a
consequence, the presented method is not suitable to work in realtime. The reduction of the computational cost of diffusion models
is an active field of research. Recent advances, such as progressive
distillation [23], could help improve the speed, while being orthogonal to most of the methods presented in this work. Meanwhile,
we envision the proposed model being used as a non-real-time effect, with which a few revolutions of gramophone noise could be
synthesized and stored in memory. Then, the synthesized noise
revolutions could be recombined in random order to generate an
“endless” background audio track.
Apart from the gramophone noise synthesis task studied in this
paper, applying light modifications, the presented model has potential to be applied to the synthesis of other audio textures [24].
We have experimented applying the presented model to synthesize
“rain” and “applause” sounds. Audio examples of synthetic texture sounds are available in the companion web page.
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ABSTRACT
In this paper, we propose a new processor capable of directly changing the microdynamics of an audio signal primarily via a single
dedicated user-facing parameter. The novelty of our processor is
that it has built into it a measure of relative level, a short-term
signal strength measurement which is robust to changes in signal macrodynamics. Consequent dynamic range processing is signal level-independent in its nature, and attempts to directly alter
its observed relative level measurements. The inclusion of such
a meter within our proposed processor also gives rise to a natural solution to the dynamics matching problem, where we attempt
to transfer the microdynamic characteristics of one audio recording to another by means of estimating appropriate settings for the
processor. We suggest a means of providing a reasonable initial
guess for processor settings, followed by an efficient iterative algorithm to refine upon our estimates. Additionally, we implement
the processor as a differentiable recurrent layer and show its effectiveness when wrapped around a gradient descent optimizer within
a deep learning framework. Moreover, we illustrate that the proposed processor has more favorable gradient characteristics relative to a conventional dynamic range compressor. Throughout, we
consider extensions of the processor, matching algorithm, and differentiable implementation for the multiband case.
1. INTRODUCTION
The concept of dynamic range in a musical recording refers to its
variation of loudness over time. Dynamic range can be divided into
macrodynamics and microdynamics [1]. Macrodynamics refers
to the variation of the loudness over a relatively long time scale,
such as between the chorus and verse in a song. Variations over
a shorter time scale — for example, the variation in loudness between notes in the same musical phrase, or between the attack and
sustain sections of the same note — are known as microdynamics. We generally perceive macrodynamics and microdynamics
differently. Recordings with extremely high levels of macrodynamics will prompt listeners to turn down the volume of loud passages and/or turn up the volume of soft passages in order to maintain a consistent listening level. Meanwhile, recordings with high
levels of microdynamics are sometimes described as “punchy” or
“snappy” [2], whereas passages with low levels of microdynamics
may be considered to be more “sustained,” and this phenomenon
is generally agnostic to a signal’s macrodynamics.
Copyright: © 2022 Shahan Nercessian et al. This is an open-access article distributed under the terms of the Creative Commons Attribution 4.0 International License, which permits unrestricted use, distribution, adaptation, and reproduction in
any medium, provided the original author and source are credited.
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Throughout the various stages of the recording and production
process, the microdynamics of a signal can be adjusted through
the use of audio processors. Many such dynamic range adjustment processors are in use, including for example, the transient
shaper. However, arguably the most popular one is the dynamic
range compressor, which is commonly used to to reduce the dynamic range of a recording (alongside its complementary processor, the dynamic range expander, which can increase dynamic
range) [3]. Despite its ubiquitious utilization, the standard compressor/expander paradigm leaves a lot to be desired. Its parameterization is fairly unintuitive, with complex interactions between
parameters. Its processing is signal-level dependent, and therefore,
the exact behavior of any given setting cannot be intuited until it
is placed in the context of the signal it is applying processing to.
Moreover, its operation can be affected by the macrodynamics over
the course of a piece of music, so that different musical passages
undergo different amounts of dynamic range adjustment in the absence of any parameter automation.
In addition to dynamics processing, there has been significant research aimed at objectively characterizing and measuring
the amount of microdynamics contained in an audio signal, motivated by a desire to provide actionable metering information to
music creators and recording engineers alike [2, 4, 5, 6]. The
most primitive of these measures include the well-known crest
factor [7], while more perceptually relevant metrics include the
Loudness Dynamic Range (LDR) measure [2]. With the advent
of intelligent audio systems that leverage computer-aided decision
making [8, 9]), matching a specific sonic quality of source material to that of a reference is an increasingly prevalent trend [10].
This has proved to be more tractable for matching overall level (by
means of level-matching [5]) or tone (by means equalizer matching [11, 12, 13]), and poses more challenges for non-linear effects
such as dynamics processing [14, 15, 16], distortion [17, 18], etc.
It seems only natural that such measures of microdynamics would
prove useful for creating relevant objectives for matching the microdynamics between source and reference signals, especially if
said measures were ingrained into the dynamic range adjusting
processors themselves.
In this paper, we propose a new dynamic range processor that
can directly alter signal microdynamics, primarily by a single manipulation parameter. Built into our processor, and crucial to its
formulation, is a robust measure of signal strength which we directly attempt to alter during processing. We also offer a natural
extension of the processor to the multiband case, in which case, the
processor contains not only independent processing controls, but
also independent meters for each sub-band on which it operates.
The formulation of such a processor naturally provides a solution
to the task of dynamics matching, in which case we are interested
in transferring the microdynamic characteristics of a reference sig-
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Figure 1: (a) Notional short- and long-term amplitude envelopes over the course of a musical arrangement and (b) corresponding relative
level, where horizontal lines for 0, log L95 and σx represent along [n], the LDR, and the standard deviation of log L[n], respectively.

nal to some source material via the automatic selection of processor parameters. To this end, we offer a solution to the problem
by means of an iterative algorithm. We also implement our proposed processor as a differentiable recurrent layer, and highlight
the ability of such a layer to be wrapped around gradient descent
optimizers whilst exhibiting fruitful gradient characteristics.
The remainder of this paper is organized as follows: In Section 2, we provide a brief overview of relevant measures of microdynamics and the conventional dynamic range compressor. In
Section 3, we describe the proposed dynamic range adjusting processor. Section 4 describes an iterative solution to the dynamics
matching problem using the proposed processor, while Section 5
involves the differentiable realizations of dynamic range processors with illustrative experiments therein. Lastly, Section 6 draws
conclusions and alludes to future work.
2. BACKGROUND INFORMATION
2.1. Objective measures of microdynamics
While many objective measures of microdynamics have been proposed, a measure called LDR correlated best with perceived microdynamics in a perceptual test by Skovenborg [2]. Here, we
highlight some of the key steps to its computation. Given a sampled input signal x[n], the LDR begins by defining the ratio between a short-term amplitude envelope ashort [n] and a long-term
amplitude envelope along [n] as
L[n] =

ashort [n]
frms (x[n]2 ; τshort )
=
along [n]
frms (x[n]2 ; τlong )

(1)

We will continue to refer to ratios of this form as “relative level”
measurements of a signal x[n]. The function frms (x[n]2 ; τ ) implements the running root mean square (RMS) computation
a2rms [n]

2

α)a2rms [n

= αx[n] + (1 −
− 1]
(2)
where the smoothing parameter α for a given time constant τ is
generically defined as
α = 1 − exp[−1/(τ fs )]
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and fs is the audio sampling rate. The LDR uses a “fast” integration time τshort on the order of 50 ms, along with a “slow”
integration time τlong on the order of 3 seconds.
The purpose of this relative level metric is to measure changes
in signal strength in such a way that it can compensate for the
overall level of a particular musical passage, as is notionally illustrated in Figure 1. In this contrived example, the overall signal level (as captured by along [n]) changes from one section of
a musical arrangement to another, which can have the effect of
distorting a measure of microdynamics defined purely in terms of
ashort [n]. Meanwhile, the relative level can capture the ways in
which ashort [n] varies about along [n]. Finally, the LDR quantifies
microdynamics as the high percentile (typically 95th percentile) or
maximum value of all observed relative levels (in decibels) over an
analysis window. Note that throughout this paper we will use the
notion of the log scale and decibels interchangeably for notational
convenience, as they are equivalent to each other up to a scaling
factor. Accordingly, we denote the LDR as log L95 , as annotated
in Figure 1b.
LDR is conceptually similar to an earlier Dynamic Spread
(DS) measure proposed in [5], in that both involve calculating
statistics on a time-varying measure of loudness. Specifically, DS
considers the standard deviation and/or mean absolute deviation of
its loudness measure instead of the order statistic used by the LDR.
An important distinction is that LDR introduces the notion of the
long-term level calculation which is absent from the DS measure.
The long-term envelope represents signal macrodynamics, thus dividing by this slow envelope causes the LDR to measure only the
microdynamics of the recording. In contrast, DS includes information about the microdynamics, but it is “contaminated” by the
effect of signal macrodynamics.
2.2. Dynamic range compressor
We briefly describe the dynamic range compressor, noting that the
dynamic range expander is defined in a similar but complementary
way [3]. This leads us to colloquially conflate the two processors,
referring to them as simply “the compressor.” The compressor is
parameterized by its threshold T , ratio r, and time-smoothing con-
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stants for attack and release (τatt and τrel , respectively). First, a
logarithmic signal level log ashort [n] is extracted using an analogous running RMS detector as in equation (2) with relatively
fast integration time (hence the connection to and the reuse of the
ashort [n] term). Then, the processor calculates an initial, "raw"
gain curve graw [n] via

3. PROPOSED DYNAMIC RANGE PROCESSOR
Motivated by the LDR, the proposed dynamic range adjusting processor begins by defining a more generalized measure of relative
level than in equation (1). This generalization is necessary considering that the resulting level meter will now also form the basis
for a microdynamics processor. The resulting measure effectively
allows us to utilize the useful properties of the ratio-based relative level definition in equation (1), while borrowing the notion of
separate attack and release ballistics from the compressor in equations (5) and (6). Accordingly, we define relative level for our
processor as

(

exp [1/r (T − log ashort [n])] if ashort [n] > T
1
otherwise
(4)
The gain curve graw [n] is subjected to time-varying smoothing of
the form
graw [n] =

g[n] = αshort [n]graw [n] + (1 − αshort [n])g[n − 1]

L[n] =

(5)

where
(
1 − exp[−1/(τatt fs )], if graw [n] > g[n − 1]
αshort [n] =
1 − exp[−1/(τrel fs )], otherwise
(6)
yielding the smoothed gain trace g[n]. The output signal is computed as y[n] = c · g[n] · x[n], where the additional “make-up”
gain parameter c accommodates for the fact that applying compression/expansion to an input signal tends to decrease/increase
the overall signal level. The smoothed gain trace can be shifted
backwards in time to better anticipate transients (a concept known
as lookahead). However, we will limit our attention to causal applications throughout the course of this paper.
When its parameters are set correctly, the dynamics range compressor indeed reduces the dynamic range of a signal. However,
from a usability perspective, the dynamics range compressor has a
number of deficiencies.
1. While the processor as a whole affects the microdynamics
of a signal, there is no single parameter that directly affects the microdynamics of the output signal - instead, the
parameters interact in a complex way to reduce the microdynamics. For example, lowering the threshold T will have
a more dramatic effect on the dynamic range if the ratio
parameter r is higher. In this way the compressor fails to
provide direct control over the microdynamics of the signal.

ashort [n] = αshort [n]|x[n]|p +(1−αshort [n])ashort [n−1] (8)

1 − exp[−1/(τ↑ fs )], if |x[n]|p > ashort [n − 1]
1 − exp[−1/(τ↓ fs )], otherwise
(9)
The separate attack and release controls allow us to define the
rise and fall behaviors of the processor in potentially asymmetrical ways. Figure 2 illustrates the different rise and fall behaviors
exhibited when computing ashort [n] with different attack and release times on a 125 ms long rectangular pulse.
Meanwhile, the long-term amplitude envelope along [n] in equation (7) tracks slower changes in the signal envelope. Again, this
envelope normalizes the short-term amplitude envelope, which is
particularly crucial as we desire our processor to be input-level
independent in its behavior. Thus, the relative level metric effectively measures short-term signal energy “in light of” its long-term
energy. The ballistics of the long-term window function flong is
parameterized by a scale parameter s > 1, which ultimately determines a single long-term time constant τlong = s · max(τ↑ , τ↓ ).
This conveniently mandates that the long-term window time constant be strictly greater than those used by the short-term window.
Accordingly, the long-term window function implements the filtering operation

αshort [n] =

In the next section, we propose a processor for microdynamics that
provides direct control, has no dead-zones, and is not affected by
level or the underlying macrodynamics of the signal.

DAFx

where p is a constant defining the order of the amplitude envelope (common values include 1 or 2, and we keep to p = 2 in
this work). The short- and long-term window functions, fshort
and flong , respectively, are parameterized by user-facing ballistic
controls which will be discussed shortly. Ultimately, the proposed
processor takes the measured relative levels, as defined by the ballistic controls, and attempts to directly alter them in order to adjust
the dynamic range of the input signal. This definition of signal
strength will prove critical to ensuring that the behavior of its processing is independent to input level.
The short-term amplitude envelope ashort [n] in equation (7)
is used to measure more rapid changes in the input signal. Unlike
existing measures of microdynamics, the short-term window function fshort used here is parameterized by separate time constants
for attack and release, τ↑ and τ↓ , respectively, in a similar manner as in the compressor. It implements the time-varying filtering
operation

(

3. Finally, the processor is level-dependent in the sense that
applying a static gain to the input signal may cause the processor to have a different effect on the dynamic range. For
example, the static gain may cause the input signal to fall
entirely beneath the threshold. The processor is additionally sensitive to the macro-dynamics of the input signal.
There may not be a single value for the threshold T that
will have the desired effect for both the verse and chorus
sections of a song if each section has a different average
level.

’sVienna

(7)

where

2. Additionally, the compressor has a dead-zone: if the threshold T exceeds the highest level the signal achieves, the processor will have no effect and will always apply unity gain.
Changing any parameter other than the threshold in this situation will not have an effect on the output audio.

2

ashort [n]
fshort (|x[n]|p ; τ↑ , τ↓ )
=
along [n]
flong (|x[n]|p ; s, τ↑ , τ↓ )

along [n] = αlong |x[n]|p + (1 − αlong )along [n − 1]

(10)

with smoothing parameter αlong = 1 − exp[−1/(τlong fs )].
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Figure 2: Short-term amplitude envelopes computed with various
attack and release times (with no lookahead).

Figure 3: Processing of an impulse-like signal as a function of m
using the proposed processor.

The processor attempts to directly alter the observed relative
levels of the input signal. We consider manipulations of the form

controls {τ↑,k , τ↓,k } at each sub-band k, alongside a single longterm scale control s, leading to sub-band specific long-term window time constants τlong,k = s·max(τ↑,k , τ↓,k ). Accordingly, we
define relative level measures at each sub-band Lk [n], each with
their own ballistics, and altered measures L′k [n] determined per
their independent sub-band manipulation controls. These, in turn,
naturally give rise to sub-band specific gain traces gk [n]. The output sub-band is given by yk [n] = ck · gk [n]P
· xk [n], and sub-bands
are summed to form the output y[n] =
k yk [n]. In a musical context, we can imagine the multiband processor to not only
allow for independent processing of potentially different musical
elements occupying different ranges of the spectrum, but also to
deliver more transparent processing considering that each band is
now equipped with its own relative level meter. We refer readers to
our demo site at https://sites.google.com/izotope.com/dafx20in22audio-demo/home.

log L′ [n] = m log L[n]

(11)

where m is a controllable parameter and L′ is the altered relative
level. This linear change on a decibel scale is similar to a typical
compressor or expander transfer curve, except that we are not using any threshold. The normalization feature of our relative levels
metric on which we apply this processing to allows us to use such
a simple processing model. A gain term is then computed on a
per-sample basis, given by
 ′ 1/p
L [n]
g[n] =
L[n]
= L[n](m−1)/p

(12)

The output signal is given by y[n] = c · g[n] · x[n], where again,
c is a user-facing make-up gain control. Void of any learningbased approach, we have empirically found that c can be “inversely
linked” to m to provide some notion of automatic level-matching
to the input signal.
With m > 1, the processor accentuates microdynamics, working as an expander, whereas with 0 ≤ m < 1, microdynamics
are neutralized and the processor works as a compressor. Accordingly, we consider m to function as an “amount” control for the
processor, allowing us to dial in the nature of the dynamic range
adjustment with a single amount control parameter. Moreover,
processing reverts to an identity operation by setting parameters
m = c = 1. This is illustrated in Figure 3, where we apply the
proposed processing on a pulse-like signal with various settings
for m. Note that in general, unlike a transient shaper, the processor
adjusts the dynamic range of signals without the need to explicitly
detect and independently treat transient and sustained signal components. Lastly, the use of the log representation in equation (11)
will become more clear when we consider the dynamics matching
paradigm in the following section.
The extension of the processor to the multiband case is relatively straightforward, and is motivated by similar extensions of
microdynamics measures for multiband analysis and consequent
perceptual evaluations [4]. Given a K-band filter bank, the kth
crossover extracts a signal sub-band xk [n] from x[n]. The userfacing parametric controls for the processor considered here are
the manipulation controls {mk , ck } and the short-term ballistic
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4. DYNAMICS MATCHING PARADIGM
Given source and target signals x[n] and z[n], respectively, we
extend the processor formulation in order to provide a solution to
the dynamics matching problem. In this case, we are interested in
automatically setting the parameters of the proposed processor so
that the microdynamic characteristics of z are transferred to y, the
processed version of x. Once again, we begin with the single-band
formulation and extend it to the multiband case thereafter. To this
end, we assume that the ballistic controls τ↑ , τ↓ , and s are set a
priori to some notionally reasonable values (we consider means of
relaxing this constraint in the following section). The matching
task then involves inference of the m and c parameters.
4.1. Matching criteria
We consider the task of dynamics matching to be one of finding
processor parameters whose resulting processed signal y[n] has
the same dynamic range as that of the target z[n], as measured by
an objective microdynamics measure. As such, we must first define the measure of microdynamics that we will use for our matching criteria. In this work, we opt to use the standard deviation of
the logarithm of the relative level log L[n] as a measure of microdynamics (as indicated by σx in Figure 1b). Compared to the
LDR, we note that, under a zero-mean Gaussian assumption, order statistics and standard deviations are effectively equivalent to
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10

Algorithm 1 Dynamics matching algorithm (single-band case)

Kick Drum
Hip Hop
80's New Wave

(−1)

σy
← σx
m(−1) ← 1
i←0
(n−1)
while |σy
− σz | ≥ ϵ do
if i = 0 then
(n−1)
m(i) ← σz /σy
else

 

(i−1)
(i−2)
u ← m(i−1) ) − m(i−2) ) / σy
− σy


(i−1)
m(i) ← m(i−1) + u · σz − σy
end if
(i)
y (i) [n] ←
q D(x[n]; m , 1) ▷ Process with current amount

σy

8
6
4
2
0
0.0

0.5

1.0

1.5

2.0

m

2.5

3.0

3.5

4.0

Figure 4: Output dynamic range σy as a function of processing
parameter m computed for various musical input signals.

(i)

σy ← V ar(log Ly(i) )
▷ Analyze processed result
i←i+1
end while
m ←q
m(i)
P 2
P
(n) [n])2
c←
n x [n]/
n (y
y[n] ← D(x[n]; m, c)
▷ Dynamics-matched audio

each other up to a scaling factor. Compared to the DS measure, a
key distinction is that we consider not the standard deviations of
the short-term amplitude envelope, but rather that of the relative
level. We compute standard deviations in an online fashion using
Welford’s algorithm [19], accommodating learning to take place
in either offline or streaming contexts. We informally note that we
have also successfully utilized an LDR-like microdynamics measurement (i.e. log L95 or similar maximum statistic) for dynamics
matching using this very same algorithm. However, we feel that
the use of the standard deviation makes for a clearer presentation of
the method, considering Gaussian assumptions for microdynamics
distribution that we will make in the following subsection.

highlighted in Algorithm 1. The resulting method shares some elements to that in [5], with the important distinctions that we are applying the approach to a processor that is better aligned to its (more
perceptually relevant) microdynamics measure used as a matching
criteria, thus making the nature of our iteration slightly different
(and actually more straightforward). We begin by analyzing the
microdynamics σx and σz of x[n] and z[n], respectively. Our initial guess for the amount parameter is effectively m(0) ← σz /σx .
We denote the processing of x[n] using our proposed processor
with pre-determined ballistics and variable manipulation parameters as y[n] = D(x[n]; m, c). If we allow ourselves to generate
the processed signal y (0) [n] = D(x[n]; m(0) , 1), and to reana(0)
lyze the dynamic range σy of its result y (0) [n], we can derive an
estimate of ∂σy /∂m|m=m(0) , considering that we already know
σx and that it corresponds to the “zeroed-state” of our processor
with m = 1. The resulting slope can be used to suggest a ∆m by
which we should perturb our current estimate m(0) , effectively applying a linear extrapolation considering we desire to produce an
output y[n] having microdynamics σy = σz . We can iterate this
scheme until we achieve the desired target microdynamics (within
some small tolerance ϵ). Additional constraints can be trivially
added in order to limit the number of iterations and/or constrain
the range of values that m can take on. Upon inferring a suitable
value for m, we measure the RMS of the processed output from
the final iteration, and derive a make-up gain amount c such that
we match the RMS of x. We process the signal one final time
y[n] = D(x[n]; m, c) (with inferred values of m and c), which in
this case, is more readily implemented by simply scaling the final
iteration’s output by the newly inferred value for c. Note that this
scaling does not impact the microdynamics measure of the output.
We exemplify the effectiveness of this approach with a simple
illustrative example. Specifically, we consider a short musical passage as our input signal x[n], and set the ballistic parameters for
our processor/meter to τ↑ = 1 ms, τ↓ = 10 ms, and s = 10. We
create two synthetic target signals z by rendering the input using
amounts mopt = 2.0 (causing expansion) and mopt = 0.25 (causing compression). Note that in general, the algorithm makes no assumptions about the nature of the source and target signals (i.e. the

4.2. Matching algorithm
We begin by assuming that the logarithms of source and target relative levels are normally distributed with log Lx [n] ∼ N (0, σx2 )
and log Lz [n] ∼ N (0, σz2 ), respectively. The zero-mean assumption used here is reasonable when we consider that short-term amplitude envelopes, though momentarily higher or lower than the
long-term envelope, tend to deviate around the long-term envelope, and thus, the logarithm of their ratio can be assumed to center
around 0. Under the Gaussian assumption, the transformation of
random variables described by equation (11) would seemingly result in processed output relative levels log Ly [n] ∼ N (0, m2 ·σx2 ).
Our goal then becomes to match the distribution of log Ly [n] to
that of log Lz [n], which amounts to matching their standard deviations (conveniently matching our definition of microdynamics).
This would appear to be possible by setting m = σz /σx (in fact,
this was the impetus for developing the proposed processor in the
first place). It is evident, however, that when we reanalyze a processed result y[n] that is generated with this setting, this does not
exactly hold true in practice. This is to be expected when we consider that both the input signal relative level and the processor output gains are updated at each sample, and that the output gain is not
expressed explicitly in terms of the input sample x, but rather in
terms of its time-filtered versions. The intuition gained here is still
useful, and forms the initial conditions for the dynamics matching
routine. Moreover, we note that the resulting output signal microdynamics as a function of m is indeed monotonically increasing,
and often appears to be somewhat linear. This is illustrated in Figure 4, where we plot observed standard deviations σy as a function
of m over a few different input signals.
The behavior illustrated in Figure 4 suggests an efficient search
algorithm for m based on an “empirical gradient” technique, as
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be constructed exactly in a differentiable framework using recurrent layers [23, 24, 11, 25]. The differentiable extension of such a
processor to the multiband case involves several instantiations of
the differentiable single-band processor, alongside an implementation of a differentiable crossover network, for which we can use
a standard infinite impulse response (IIR) design of Butterworth
filters and leverage an efficient implementation for training using
the frequency domain sampling method we proposed in [25].
Accordingly, we implement the proposed dynamic range processor, as well as the conventional dynamic range compressor per
its definition in Section 2 and [3], as recurrent layers, and use
them to create gradient descent optimizers for a matching task. For
demonstrative purposes, we simply exemplify the ability to solve
the inverse problem of backing out the parameters which were used
to process a known input signal. We compare the mean squared error (MSE) between target and inferred waveforms, from which the
resulting processing parameters for each respective processor are
readily available (and are in fact the only trainable parameters of
our "model"). We found that the use of an absolute value activation function was sufficient for enforcing non-negativity of time
constants and relevant dynamic range adjusting controls (ratios,
amounts, etc.). We use the activation function s ← (1+10−6 )+|s|
to enforce τlong,k to be strictly larger than τ↑,k and τ↓,k ∀ k.
We run similar experiments for the differentiable realizations
of both the proposed processor and the conventional dynamic range
compressor, operating on the same input signal x[n]. We process
x[n] with both processors, using the same numerical values for
its attack and release parameters (10 ms and 50 ms, respectively),
as well as the same value of 2 for the compressor ratio r and direct amount control m, acknowledging that these parameters result in different output signal behaviors between processors. We
do this to acknowledge and verify that the results of optimization
are not obscured by considerations around numerical parameter
values/ranges between the two processors. Additionally, the standard compressor output was generated using a threshold T of -30
dB, whereas the proposed processor output was generated using
s = 10, amounting to a long-term integration time τlong of 0.5
seconds. Lastly, make-up gains c are set to unity for both processors, such that no static gain is applied to either signal. The
resulting processed outputs serve as the target signals z for each
respective processor. We aim to minimize the MSE between the inferred signal y and the target signal z for each processor, whereby
y could match z when the underlying processing parameters effectively correspond those used to generate z. Training uses the
Adam optimizer for 500 steps with a 10−2 learning rate.
The results of our optimizations are illustrated in Figures 6
and 7. The plots in Figures 6a and 7a show that the outputs of
the differentiable realizations of the processors match their nondifferentiable counterparts. Moreover, the optimization routine,
when beginning from random initializations of processing parameters, can be successful for both processors, with optimized solutions matching their intended targets. We also consider running
the optimization routines, initializing them from each processor’s
bypassed state/“zeroed-state.” This involves setting compressor
threshold T and ratio r and proposed processor amount m to unity.
The optimization results for this case are shown in Figures 6b and
7b. While the proposed processor has no problems with this initialization, the compressor optimization fails entirely. This signals
that the gradient of the compressor has dead-zones which, as one
would imagine, could complicate its use in various optimization
tasks. This is verified by Figure 8, which computes the change
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Figure 5: Illustrative example of the iterative dynamics matching
algorithm.
target signal need not be a rendering of the source signal using our
processor). However, this form of target generation gives us access
to its underlying ground truth processing parameters. We run our
optimization for 5 iterations on each pair of source and target signals, as illustrated in Figure 5. After just a few iterations, we are
able to match the microdynamics of both signals, with the inferred
amount parameters converging to their respective ground truth values. We observe how the mean absolute difference between processed and target microdynamics approaches zero. Lastly, we note
that when matching dissimilar clips to one another, the observed
microdynamics will be a function of not only the applied dynamic
range processing, but also of performance aspects of the respective recordings. Accordingly, it is possible that these factors get
conflated when carrying out the matching algorithm.
Extending the matching algorithm to the multiband case is
again straightforward. We found that so long as crossover filters
are made steep enough, the core algorithm for determining mk can
be run independently on each sub-band k. We also considered a
“simultaneous update” strategy, in which case we consider the vector of sub-band amount controls m ∈ RK and update its elements
jointly. This is effective, but requires the additional computations
of combining/filtering into sub-bands at each iteration. Upon determining mk for each sub-band, we process the signal with the
inferred amount controls and unity make-up gain. We compare the
RMS values of input and processed sub-bands, and use this to appropriately set ck . Level-matching each sub-band via the setting of
ck performs a crude version of equalizer matching, which ensures
that the resulting multiband processing does not color the signal.
5. DIFFERENTIABLE IMPLEMENTATION
The matching approach outlined in the previous section describes
a sound means of determining appropriate processor settings given
fixed ballistic conditions known a priori. In order to expand upon
this to additionally infer ballistic control parameters, we would
need to leverage and/or bootstrap black-box optimization methods (such as the Nelder-Mead [20, 16] or particle swarm optimization algorithms [21, 22]) around the current approach, or construct differentiable versions of dynamic range processors as layers in a deep learning framework, which readily allow gradient
flow through them during backpropogation. We consider implementations of the latter, noting the increasingly well-known fact
that most any processor which can be expressed as a for-loop of
differentiable operations over present inputs and stored states can
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[10] A. Sarroff and R. Michaels, “Blind arbitrary reverb matching,” in Proc. Digital Audio Effects (DAFx2020), Vienna,
Austria, Sept. 2020, pp. 24–30.

in the signal caused by perturbing select parameters from their bypassed state. Indeed, so long as the threshold T is not set below the
maximum level of the input x[n] (−20 dB in this case), the output
of the compressor does not change, while the proposed processor
has a healthy derivative when deviating the value of m from 1.

[11] S. Nercessian, “Neural parametric equalizer matching using differentiable biquads,” in Proc. Digital Audio Effects
(DAFx2020), Vienna, Austria, Sept. 2020, pp. 265–272.

6. CONCLUSIONS

[12] S.I. Mimilakis, N.J. Bryan, and P. Smaragdis, “One-shot
parametric audio production style transfer with application to
frequency equalization,” in Proc. IEEE Int. Conf. on Acoustics, Speech and Sig. Proc. (ICASSP), 2020, pp. 256–260.

We proposed a new method for intuitively adjusting the microdynamics of an audio recording. Key to its effectiveness is the
inclusion of a relative level measure, whose values we attempt to
directly alter during processing. The dynamic range of a signal can
be easily increased/decreased primarily via a single amount control. The formulation of the processor is linked to a corresponding
microdynamics measure, and we described an iterative dynamics
matching algorithm based on this measure. We implemented the
processor as a differentiable recurrent layer, and illustrated how
it had better implications for gradient flow relative to a similarly
constructed compressor. Future work involves developing more efficient differentiable implementations of the processor, noting that
the backpropogation of recurrent layers at audio rate can lead to
computational bottlenecks. We are also interested in constructing
custom objective functions for dynamics matching within a deep
learning framework, extending the deep learning-based optimizer
to compare microdynamics of dissimilar signals.

[13] P. Bhattacharya, P. Nowak, and U. Zölzer, “Optimization of cascaded parametric peak and shelving filter with
backpropagation algorithm,” in Proc. Digital Audio Effects
(DAFx2020), Vienna, Austria, Sept. 2020, pp. 101–108.
[14] D. Sheng and G. Fazekas, “Automatic control of the dynamic
range compressor using a regression model and a reference
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[15] D. Giannoulis, M. Massberg, and J.D. Reiss, “Parameter
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Figure 6: Optimization of a differentiable compressor using (a) random initialization and (b) initialization from its “zeroed-state.”
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ABSTRACT
Recent advancements in deep learning have shown great potential for audio applications, improving the accuracy of previous solutions for tasks such as music transcription, beat detection, and
real-time audio processing. In addition, the availability of increasingly powerful embedded computers has led many deep learning
framework developers to devise software optimized to run pretrained models in resource-constrained contexts. As a result, the
use of deep learning on embedded devices and audio plugins has
become more widespread. However, confusion has been rising
around deep learning inference engines, regarding which of these
can run in real-time and which are less resource-hungry. In this
paper, we present a comparison of four available deep learning inference engines for real-time audio classification on the CPU of an
embedded single-board computer: TensorFlow Lite, TorchScript,
ONNX Runtime, and RTNeural. Results show that all inference
engines can execute neural network models in real-time with appropriate code practices, but execution time varies between engines and models. Most importantly, we found that most of the
less-specialized engines offer great flexibility and can be used effectively for real-time audio classification, with slightly better results than a real-time-specific approach. In contrast, more specialized solutions can offer a lightweight and minimalist alternative
where less flexibility is needed.
1. INTRODUCTION
In recent years, deep learning has become increasingly ubiquitous
in various areas of data processing and analysis, including audio
and music processing. Some of the sound-related tasks where deep
learning has been successfully applied include music tagging [1],
beat-detection [2], onset detection [3], instrument classification
[4], and, more recently, real-time audio processing [5]. Most of the
research in this area has focused on offline learning, where deep
learning almost completely replaced traditional machine learning
by achieving better accuracy and lower error rates. In contrast,
real-time use of deep learning has been explored less. This is due
to the added complexity of tight real-time execution-time deadlines, and the fact that neural networks typically take more time to
execute than most conventional machine learning counterparts.
Moreover, recent years have seen a growing interest towards
deploying deep learning algorithms to real-world applications through embedded computers. This holds for the field of real-time audio, which fostered the development of many embedded platforms
Copyright: © 2022 Domenico Stefani et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
provided the original author and source are credited.
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for audio, such as the Elk Audio Operating System (Elk Audio OS)
[6], Bela [7], or Prynth [8].
However, the requirements of deep learning and conventional
frameworks can particularly stress the limited computational resources of even the most recent embedded devices, which is the
reason why we have seen an increase in offer in deep learning
inference engines (IEs) for embedded devices and single-board
computers. In deep learning, the terms “inference engine”, “inferencing library” or “runtime” are used to refer to tools (i.e., code
libraries) that can execute pre-trained neural networks.
These IEs include solutions from popular deep learning frameworks, such as TensorFlow, PyTorch, and ONNX. Despite the
availability of these tools, it is unclear whether they can safely
execute neural network models in real-time audio contexts, where
it is crucial to avoid any operation that might slow down or even
block the processing of the audio signal. The confusion around
these tools led developers to code their specialized approaches to
deep learning inference for real-time audio (e.g., RTNeural [9],
and [5]). However, specialized approaches tend to be very limited
in flexibility, while popular deep learning IEs can, during execution, load a very wide range of neural network models. In addition,
it is not clear whether the same exact model can be executed more
quickly with an IE than another.
In this paper we present a comparison of four deep learning
IEs for real-time audio classification on an embedded CPU, i.e.,
TensorFlow Lite (From TensorFlow, Google), TorchScript (from
Torch/PyTorch, Facebook’s AI Research lab), the ONNX Runtime (from ONNX, Microsoft) and RTNeural [9]. We compare
the aforementioned tools in terms of their adherence to real-timesafe programming rules1 [10]), execution time with multiple neural networks, consumption of computation and memory resources,
ease of use, and quality of documentation. We focus on the execution of models on the CPU, which is often the only possibility
on off-the-shelf embedded devices because of the general lack of
GPUs. The comparison of even more specialized approaches, such
as the use of TPUs, DPUs, and FPGAs, is outside of the scope of
this study. Every IEs was executed and compared on a Raspberry
PI 4 single-board computer paired with Elk Audio OS, which is an
open-source and state-of-the-art real-time OS for low-latency embedded audio processing. The Rasberry PI has been widely used
in deep learning and it is a platform supported by many inference
engine developers, while Elk Audio OS enables high quality and
low-latency audio processing thanks to its real-time capabilities.
The models used for this comparison were designed to classify
eight expressive guitar techniques, where the model output repre1 http://www.rossbencina.com/code/real-time-audio-programming101-time-waits-for-nothing
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sents a prediction of the technique used for each note, in the form
of the distribution of probability over all the classes. The code
relative to this project was made available in an online repository2 .
The remainder of this paper is organized as follows. Section 2
presents studies that are related to the use of deep learning for
audio tasks and embedded computing platforms for audio. The
deep learning IEs, metrics, and models involved in the comparison
are described in Section 3. Section 4 discusses the results of the
comparison. Finally, we draw our conclusions in Section 5.

also in terms of other metrics, such as how many neural operators
are supported, the use of computing resources, memory, general
ease of use, and quality of documentation.
Rtneural was successfully used for the implementation of an
embedded guitar effect3 which was successfully deployed on a
Raspberry PI running Elk Audio OS [6].
Along with the increase in real-time deep learning approaches
for audio classification and processing, there has been a growing
number of embedded devices for audio processing. Meneses et
al. [13] presented a clear comparison of three open-source embedded audio platforms: Prynth [8], the Bela framework [7], and
a custom processing unit. According to the authors, all the solutions presented different characteristics with no clear winner. More
recently, the Elk Audio OS [6] was presented as an open-source
real-time operating system for embedded hardware. Similarly to
Bela, Elk Audio OS uses the Xenomai Cobalt real-time kernel to
handle low latency audio processing, but it is not limited to a single hardware platform and it offers high definition audio inputs
and outputs. Vignati et al. [14] compared the performance of the
Xenomai Cobalt kernel with that of the more common Preempt RT
kernel patch, showing a better overall performance of the former
on heavy processing applications.
More recently, Vandendriessche et al. [15] explored the possibilities for hardware acceleration of deep learning inference for
audio. This can be achieved with Tensor Processing Units (TPUs),
Field Programmable Gate Arrays (FPGAs), and similar hardware.
However, these are highly specialized solutions that might not be
commonly available across different platforms or infeasible for
more practical reasons, such as cost or hard real-time requirements. While we will investigate on these technologies in the future, this paper focuses on CPU inference, which is always possible on both embedded implementations and desktop audio plugins.
In a similar fashion, weight quantization and other modelspecific optimizations can help reducing the burden on limited
computing devices. A good overview on the limitation of some
mobile and embedded devices is presented by Lane et al. [16],
who also propose a sparse coding approach that can reduce the
use of computation resources. The authors reported on the results
obtained on the tasks of speaker recognition acoustic environment
classification, which show a significant reduction in mode size.
However, these are approximations that reduce the accuracy of
deep learning models to an extent that depends on many parameters, including the structure of the target neural network. For this
reason, model-specific optimizations are outside the scope of this
comparison.
3. METHODOLOGY
This section describes the details of our comparison, which include the deep learning IEs chosen, the benchmark task, the neural
networks tested, and the metrics of interest.
This study is meant to compare different deep learning IEs for
inference on embedded CPUs. Therefore, the acceleration capabilities of some IEs (e.g., with GPUs and Tensor Processing Units)
will not be considered. Moreover, while it is possible to trade
model accuracy for quicker execution times with weight quantization, model-specific optimizations are outside of the scope of
this comparison

2. RELATED WORK
Recent years have seen an increase in the interest for deep learning for audio classification and processing tasks. Neural networks
have been applied successfully in contexts like onset detection,
such as in the work of Eyben et al. [11], where the authors presented a bidirectional Long short-term memory (LSTM) network
that was able to surpass previous state-of-the-art scores. A similar
neural network was applied to the problems of beat detection and
tracking [2], achieving state-of-the-art results. Similarly, Gómez
et al. presented a successful approach to instrument classification
that uses a convolutional neural network [4]. The authors managed
to improve the accuracy of their method through the use of a preprocessing step based on source separation, and a transfer learning
approach. However, most of the deep neural networks proposed in
research for audio tasks focus on offline inference and are generally unfit for real-time usage, as they can either result in computationally expensive operations (e.g., in [4]) or require non-causal
information (e.g., the bidirectional network of [11]).
An interesting approach is described by Sigtia et al. in [12],
where a neural network was used for polyphonic transcription of
piano performances: while the main solution presented was rather
computationally complex, the authors proposed the use of an optimized search algorithm for real-time contexts. Moreover, Bock
et al. [3] presented a new version of their offline onset detection
model, designed to operate in real-time contexts. More recently,
Wright et al. [5] presented an end-to-end neural approach to audio
processing, with which authors managed to emulate several distortion pedals and guitar amplifiers. The real-time implementation
presented uses the Eigen library and was executed on a desktop
computer. This is a very specialized approach that can be help
produce very optimized code, but it completely lacks the flexibility of popular deep learning IEs.
These IEs, which include TensorFlow Lite, TorchScript, and
ONNX Runtime, can easily load almost any neural network model
during execution, without recompiling any code. However, as
mentioned in Section 1, there is a general confusion around the
compatibility of these IEs with real-time audio applications, which
require that the code does not contain any non-real-time-safe operation that can slow down the processing of the audio signal.
For this reason, Chowdhury [9] developed RTNeural, which is
a “neural inferencing library” (i.e., deep learning IE) designed to
be used for real-time audio applications and similar deep learning
tasks that must meet hard time deadlines. The library supports a
limited but meaningful range of deep learning operations, and the
author stated the intention of implementing more neural network
layers. The author compared the performance of the library against
the PyTorch C++ API (i.e., TorchScript), but today there is a wider
range of available IEs. Moreover, while computation time is crucial for real-time applications, it is fair to compare different IEs

3.1. Inference Engines
The comparison will comprise the following deep learning IEs:

2 https://github.com/domenicostefani/deep-classf-runtime-wrappers
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1. TFlite 2.4.14 : TensorFlow Lite is the solution offered alongside with TensorFlow (Google) to execute inference of neural network models on embedded devices. The system comprises a converter to produce “.tflite” files starting from models created and trained in TensorFlow, and an Interpreter,
which can load TFlite models and run inference.
2. TorchScript 1.10.05 : TorchScript is the way offered by PyTorch developers to convert models that were trained on a
Python environment, to code that can be executed on an environment with no Python dependency.
3. ONNX Runtime 1.76 : ONNX Runtime is the inference
engine provided by Microsoft for ONNX Neural network
models. It promises to enable great speedups for both training and inference of neural networks, thanks to its optimization and acceleration features.

activation value represents the predicted technique. As a consequence, the neural network models compared are all examples of
Feed-Forward Neural Networks (FFNNs) with no recursions. The
applications of such a classifier impose a computation deadline of
20 ms [17] from the moment that an onset is produced. This is
due to the fact that the classification result has to be used to produce new sounds that feel simultaneous with the input sound to
the human hearing system, which generally can hardly distinguish
complex tones that are separated by less than 30 ms [18]. The
more strict deadline of 20ms allows for complex synthesis algorithms that can use the classification result. When compared to
tasks with hard real-time constraints such as audio processing, this
classification task has a soft real-time deadline which allows us
to execute it on a high-priority thread that is separate to the hard
real-time processing of the input/output audio signal.
3.3. Models

4. RTNeural7 : RTNeural [9] is a custom IE, which was developed specifically for audio processing in hard real-time
contexts. Contrary to the aforementioned IEs, RTNeural
supports only a limited range of neural layers (e.g., MaxPooling and Batch Normalization layers are not supported).
However, RTNeural seems a compact and easy-to-use library that could be a strong competitor to the more popular alternatives in some audio processing contexts. Ultimately, we includes RTNeural because the main reason for
its development was the confusion around light inference
IEs that we are trying to address. RTNeural offers both a
dynamic model loading mode (as other IEs) and a compiletime mode. The latter is supposed to reduce the execution
time for small networks, according to the documentation of
the library.

The models chosen for our comparison are the following:
• Model A: the first model is a FFNN composed of four dense
hidden layers with 800 neurons each, an input layer with
180 neurons, and a final layer with 8 outputs. Batch normalization was used between each hidden layer with a positive impact on model accuracy. The model comprises a
total of 2,083,208 parameters. On the target task, Model A
scored an average accuracy of 95.3% across 8 expressive
techniques and 5-fold cross-validation.
• Model B: Model B is a smaller version of Model A, with six
hidden layers of 350 neurons each, an input layer with 173
neurons, and 8 model outputs, resulting in a total of 677,958
model parameters. The lack of Batch Normalization results in a lower accuracy (92.0%). Model B was included
to test the performance of the RTNeural framework, which
does not support the Batch Normalization layers used in
Model A.

3.2. Task
Here we compare the performance of four different IEs (see
Sec. 3.1) with a series of neural network models for real-time
classification of expressive guitar playing techniques, where the
model output is the distribution of probability over eight techniques. For this task, the neural network is the last block of an
execution pipeline that includes an onset detector and a set of feature extractors (see Figure 1).

Trigger

Feature
Extractors

DNN
Classifier

Audio Signal

Expressive Technique

Onset
Detector

• Model C: The last model is a drastically smaller version of
Model A, with one dense hidden layer with 350 neurons,
173 inputs and 8 outputs, resulting in a total of 63,708 parameters. The accuracy of Model C is lower than Model A
and B at just 91.2% for this specific task. Model C was chosen because Model A and B were found to be too large to
be executed in the real-time execution thread8 , so only soft
real-time constraints can be guaranteed with those models.
While this is allowed by our specific task, we offer a comparison that includes the capabilities of each IE to execute
models in the real-time thread, which would be required
by any model that performs signal processing. The small
size of Model C ensures that execution will take less than
the time budget between audio interrupts. Model C is used
to verify whether the IEs compared here can run without
breaking real-time processing constraints (e.g., not allocating dynamic memory or waiting for lower priority tasks and
mutexes).

Figure 1: Expressive guitar technique Classification pipeline.
When a note onset is detected, the extractors compute a series of timbral features (e.g., MFCC, BFCC) that are fed to the
classifier. As a consequence, each model takes as input a onedimensional vector of features extracted from the first few milliseconds of each note in the audio signal. We focused on 8 categories of expressive guitar techniques, therefore, each classification model has 8 output neurons, where the one with the highest

Every model was defined and trained in TensorFlow with the
Keras Sequential API and subsequently converted to the formats
needed by each IE. The conversion process is described in Section 4.5.3.

4 https://github.com/tensorflow/tensorflow/releases/v2.4.1
5 https://github.com/pytorch/pytorch/releases/tag/v1.10.0

8 The audio plugin created for this task was executed at the rather fast
pace of 64 samples at a sample rate of 48 kHz (i.e., 1.33 ms in between
audio interrupts) for low-latency audio input and onset detection.

6 github.com/microsoft/onnxruntime/releases/v1.7.0
7 https://github.com/jatinchowdhury18/RTNeural
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from many parameters of our classification pipeline, but it lacks
to include delays that might be present when deploying the complete pipeline. For this reason, execution time was also measured
in the deployed audio classification plugin. In the case of Model
A and B, which were executed on a high priority thread separate
from the real-time execution, the measurement includes the time
needed to schedule the inference and delays due to the real-time
audio processing running the foreground.
Additionally, average CPU and RAM usage was measured
during the execution of the audio classification plugin thanks to
the process status command (ps) of Linux and the Xenomai kernel. Moreover, since every Model needed to be converted to a
specific format for each IE, we measured the size of the different model-file sizes, which can be relevant with limited storage on
some embedded computers.
Metrics 1, 2, and 3 were measured on a Raspberry PI 4 singleboard computer (4 GB RAM model). The Raspberry PI board runs
the Elk Audio OS (v0.9.0), based on the the Xenomai Cobalt Kernel9 . Standalone computation times were averaged across 17,604
executions for each combination of model and IE. “Deployment”
execution times were averaged across 768 executions, triggered
on the classification plugin that was deployed on the target embedded system. The 768 executions were triggered from as many
guitar notes in a 26-minutes audio signal that was streamed to the
embedded board in real-time for each combination of model and
compatible IE. This process was a lengthy operation, hence the
reduced number of executions. Additionally, we considered the
following four measures that depend only on the different deep
learning IEs and not on the models.
Library footprint (library object size): since memory storage can be a constraint on embedded devices, we measured the
total size in MiB of the shared or static library objects that are
required by each IE. Each library was compiled for the Linux
AArch64 architecture (ARM64).
Supported operations: We compiled a list of the most common and more widely used neural layer types and assigned to each
IE a score that reflects the fraction of operations supported. In
Deep Learning, it is important that as many of the most used operations are supported by IEs, so that a wider range of operations
can be used during training. The list of main layers is composed by
Dense, Gated Recurrent Unit, LSTM, 1D and 2D Convolution, 1D
and 2D MaxPooling, and Batch Normalization layers, while the
list of activation types includes: TanH, Sigmoid, Softmax, ReLU,
Leaky ReLU, and PReLU activations.
Ease of use: Albeit difficult to quantify, we wanted to include
a metric that describes the ease of use of each IE, which includes
how easy it was to convert a pre-trained model for each target format, and use the APIs to load a model, read its properties, and
execute inference. Two of the authors that worked on the implementation assigned a score from one to ten for each category and
the measures were averaged to obtain a final score.
Quality of documentation: the quantity and quality of documentation regarding each deep learning IE. Similarly to ease of
use, two of the authors assigned a score from one to ten to each IE,
and the two were averaged.

Figure 2: Neural network models used for the comparison.
Table 1: Compatible combinations of models and IEs compared
in our analysis. The dynamic-model-load mode (R.load) and the
compile-time-definition mode (C.def) of RTNeural are tested separately. Only Model C is tested by running the IEs in the real-time
thread (for the reasons described in Sec. 3.2 and Sec. 3.3), while
the remaining are loaded on a separate high priority thread.
TFlite

TorchScript

ONNX
Runtime

RTNeural
[R.load]
[C.def]

MA

✓

✓

✓

✗

✗

MB

✓

✓

✓

✓

✓

MC

✓(RT thread)

✓(RT thread)

✓(RT thread)

✓(RT thread)

✓(RT thread)

3.4. Metrics
Each IE is compared in terms of the following metrics:
1. Real-time safety;
2. Model Execution time;
3. Usage of computation resources (CPU and RAM);
4. Model footprint (file size);
5. Library footprint (library object size);
6. Supported operations;
7. Ease of use;
8. Quality of documentation.
First, we are interested in whether each IE can or cannot execute
inference safely on a real-time thread, which refers to the absence
of code operations that take an “unbounded” amount of time to
complete. Because of the Xenomai hard real-time kernel used by
Elk Audio OS, any forbidden operation and system call generates
a mode switch, giving back control to the Linux kernel. Mode
switches are logged by the system, helping to identify non-safe
operations in the real-time thread. For this reason, with Model C
each IE is executed in the real-time thread.
Furthermore, we are interested in which IE is quicker at executing the same models, which is of great importance in a realtime context as it limits the minimum latency achievable by the
system. Execution time was first measured in an isolated context,
by running each IE from the Linux shell, outside of the classification pipeline. This serves as a reliable measure that is independent
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4. RESULTS AND DISCUSSION
This section presents the results of the comparison between the
deep learning IEs mentioned in Section 3.1, according to the metrics described in Section 3.4.
9 https://xenomai.org/
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4.1. Real-time safety

maximum of 6.59% classifications where the results arrive one interrupt later than the average (i.e., 1.33 ms) and 0.37% that arrive
two interrupts late (i.e., 2.67 ms). The consistency of these delays shows that they are caused by synchronization issues between
the real-time execution and the classification thread, and they have
little to do with the deep learning IEs themselves. In the near future we will investigate how to enforce a higher priority for the
classification thread, and reduce signaling and synchronization issues through a new mechanism introduced in a recent version of
Elk Audio OS (i.e., RTConditionVariable10 ).

The real-time safety capabilities of deep learning runtimes were
tested by executing the inference of Model C in the real-time
thread while monitoring the status of the Xenomai Cobalt real-time
kernel. Interestingly, all the IEs compared here were able to execute multiple inference operations without generating a number of
mode-switches that increases at run-time. However, both TorchScript and ONNX Runtime did generate a single mode switch
each, on the very first execution of the model.
In the case of TorchScript, the non-safe operation is the allocation of a std::vector<c10::IValue> item which happens
consistently at the first call of the forward function. The solution
was to execute a single inference operation on the first execution
of the real-time audio processing method. This “priming” operation causes an early allocation of memory in the classifier, where
delays that are due to non-safe operations can be acceptable, so
that non-real-time-safe operations will not be executed when the
first actual classification needs to be made. The same solution applied to ONNX Runtime, where the call to Ort::Run() caused
memory allocation on its very first call.

4.3. Computational resources
The usage of CPU and RAM was monitored during the execution
of the audio classification plugin thanks to the process status command (ps) of Linux and the utilities of the Xenomai kernel. All
the usage metrics were averaged across 25 minutes and 50 seconds
tests, where 768 inference operations were executed. This results
in an average of an inference operation every 2 seconds. The results for each test are presented in Table 2.
Table 2: Usage of CPU and RAM for each combination of model
and compatible IE. “Avg.CPU” indicates the CPU usage of the
main Linux system (only non-real-time tasks), while “Avg. CpuX”
reports the usage of the CPU by real-time tasks in the Xenomai
kernel. Average CPU and memory are measured with the ps command. The percentage measures are relative to the embedded system described in Section 3.4.

4.2. Execution time
Model execution time proved to be different between the various
deep learning IEs used, despite the models used being equal. As
mentioned in Section 3.4, model execution time was measured
both in an isolated context and in an audio plugin running on the
real-time Elk Audio OS. Both groups of measures are shown in
Figure 3.
The results show that, while most of the IEs offer rather comparable performance in terms of execution time (especially with
smaller models), TorchScript is consistently slower than the alternatives. Aside from TorchScript, the two alternatives among the
popular IEs (i.e., TFlite and ONNX Runtime) averaged comparable times with Model B, while TFlite slightly prevailed on the
smaller Model B and ONNX Runtime worked better with the bigger Model A. The difference for Model A was reduced when running the deployment tests, which indicates that ONNX Runtime
could be performing better optimizations on larger numbers of operations.
Finally, the less popular RTNeural showed average execution
times that are slightly longer than TFlite and ONNX Runtime,
but still very comparable as opposed to the performance of TorchScript. Moreover, RTNeural was tested with both the model loading modalities that it offers: run-time dynamic model parsing and
compile-time model definition. Interestingly, the two modalities
showed a virtually identical performance in all the tests, while we
expected quicker inference with the compile-time model definition, based on the documentation of RTNeural. This can be attributed to the size of the models that we used, which is generally
greater than that of the models RTNeural was designed for. It has
also to be noted that RTNeural was used with the Eigen backend,
which was suggested by the developer for larger networks, but it
also supports the use of either xsimd or the C++ STL, which could
produce different results.
As expected, the standard deviation of the execution time is
negligible for all the standalone execution tests and the execution
of Model C in the real-time thread of the deployment application.
On the contrary, the worst-case scenario for the execution of Model
A and B on the deployment applications is represented by a few
cases where the results of the classification reach the real-time
thread one or two audio interrupts late. These cases represent a
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Model

Inference
Engine

MA

TFlite
TorchScript
ONNX Runtime
TFlite
TorchScript
ONNX Runtime
RTNeural(R.time)
RTNeural(C.time)
TFlite
TorchScript
ONNX Runtime
RTNeural(R.time)
RTNeural(C.time)

MB

MC

Avg. Cpu

Avg. CpuX

Avg. RAM

8.3 %
9.0 %
10.7 %
8.0 %
8.6 %
9.6 %
8.4 %
8.6 %
6.1 %
5.3 %
5.1 %
5.2 %
5.1 %

6.1 %
5.8 %
6.1 %
5.9 %
5.9 %
5.9 %
5.8 %
5.8 %
6.2 %
5.8 %
5.8 %
5.8 %
5.8 %

5.1 %
8.7 %
6.4 %
5.0 %
8.6 %
5.8 %
5.7 %
5.6 %
4.7 %
7.6 %
5.2 %
4.7 %
4.7 %

The results indicate that such a low frequency of classification
operation generates a low average use of computational resources.
However, the difference in resource usage between different IEs
and models could scale to higher frequency tasks, such as audio
processing. In particular, TorchScript consistently scores the highest memory consumption percentage, which is coherent with the
inference time results (see Sec. 4.2). Moreover, for both Model A
and B, ONNX Runtime shows higher CPU usage, on the standard
Linux kernel, than the alternatives. All the IEs present a higher
usage of CPU from operations running in the non-hard-real-time
domain for both Model A and B, which is to be expected since inference for these two models is executed on a non-real-time thread.
On the contrary, CPU usage for all the IEs on Model C is higher
on the Xenomai Kernel operations, since Model B is executed in
the audio processing thread.
Overall, the average use of CPU is demonstrated to not be
an interesting metric for low-rate audio classification, while the
execution time measured in the previous section presents a better
overall image of processing performances. Finally, the increase of
10 https://github.com/elk-audio/twine
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Average standalone execution time

Average "deployment" execution time on final application
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Figure 3: Mean and standard deviation of model execution time in microseconds, for each combination of model and compatible IE. The
image on the left shows the measures performed in an isolated context, while that on the right includes the “deployment” execution time
(see Sec. 3.4).
RAM consumption from Model C to B and A shows to be minimal,
despite the drastically different model sizes. This is mainly due to
the rather large amount of ram available with the last iteration of
the Raspberry PI single-board computer (i.e., 4 GB), which is a
testament to the technological advancement of modern embedded
computers.
4.4. Model footprint

are independent of the use of either Model A, B, or C. The resulting scores are presented in Table 3 and Figure 5 and will be
discussed in the next sections.
Table 3: Model-independent metric results. All the scores are expressed on a scale from one to ten, with ten being the most desirable score. The Library size score is inversely proportional to
the actual size, with ten being the smallest library (RTNeural) and
zero being the largest (TorchScript).

When converting the original Keras models to the formats accepted by the various IEs, we noticed some differences in the final
file sizes, which might be critical on target devices with little memory, such as less recent Raspberry PI boards. TFlite, TorchScript,
and ONNX Runtime use compressed model formats that result in
very similar file sizes. On the contrary, RTNeural uses the JSON
format, which is a human-readable storage format for neural networks, which results in a significantly large file for each model.
The results are shown in Figure 4.

ModelA
ModelB
ModelC

29.35

10

15
20
Size (MiB)

25

9.25
0
8.98
10

10
10
10
5.7

9.75
7.75
7
6.5

9.5
4.5
8
3.5

30

Additionally, a test conversion of only the supported operations of Model A (i.e., no batch normalization) results in a final
model file with a size of 94.9 MiB. Nevertheless, since RTNeural
is an open-source project, any developer could integrate serialization and deserialization primitives to obtain lightweight models.

The last four measures are Library size, Supported operations,
Ease of use, and Quality of documentation (see Sec. 3.4). These

’sVienna

Inference Engine

Library

TFlite

libtensorflow-lite.a

TorchScript

libtorch_cpu.so
libc10.so

ONNX Runtime

libonnxruntime.so

RTNeural

libRTNeural.a

Size (MiB)

Total (MiB)

8.8

8.8

116.8
0.5

117.3

12.0

12.0

0.026

0.026

From Figure 6 we can see that the rather compact size of the
TorchScript models is undercut by its large code library. Furthermore, even if the size of the RTNeural library is so low to even be
practically invisible in the plot, its large uncompressed JSON models are a significant disadvantage. Additionally, a virtual projection
of the size of Model A (which is currently unsupported) would be

4.5. Additional model-independent metrics

DAFx

Quality
of doc.

Table 4: Size of the C++ library objects for each IE. The version
of each IE is specified in Section 3.1.

2.74

Figure 4: Size of Model A, B and C when converted for each IE.

2

Ease
of use

Library size refers to the total size of the C++ libraries of each
IE. The resulting sizes are presented in Table 4, which shows
that TorchScript has a considerably large code library, TFlite and
ONNX Runtime are similar in size, and RTNeural is several orders
of magnitude smaller than both. However, these measures must be
considered along with the size of the models presented previously.

TFLite
TorchScript
OnnxRuntime
RTNeural

2.59
2.60
2.59

5
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Operations
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TorchScript
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Runtime
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7.97
7.95

0

Library size
(score)

4.5.1. Library Size
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0.24
0.25
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and Batch Normalization.
However, despite supporting over 50% of the most common
operations, the code library of RTNeural is over 300 times smaller
than that of TFlite and over 450 times smaller than ONNX Runtime. Along with the execution-time results, which are comparable
with the most popular alternatives, this shows a great deal of care
towards simplicity and code bloat avoidance.
4.5.3. Ease of Use
Ease of use was rated by two of the authors, according to the
perceived complexity of converting a neural model and using the
APIs of each IE to load the model, obtain its proprieties (e.g., input
and output sizes) and execute the inference. It is to be noted that
the scores assigned to the ease of model-conversion are dependent
on the fact that the starting point was a regular Keras/TensorFlow
model.
The conversion to a TensorFlow Lite model is straightforward
since the developers provide a Python tool (i.e., TFLiteConverter)
that allows the user to convert a SavedModel, a Keras model, and
concrete functions. On the other hand, generating a TorchScript
model from a TensorFlow model requires a custom implementation of a TensorFlow-PyTorch converter. Fortunately, the two
frameworks represent the most basic layers in a relatively similar way, allowing for a simple conversion of the data types of one
library to the other. Once a PyTorch model is obtained, the JIT
API provides two ways to generate a TorchScript model: tracing
and scripting. Tracing is performed when the computational graph
is inferred by recording the operations executed on a sample input, while scripting creates the TorchScript model by analyzing
the source code, therefore being a better choice for more complex
models (e.g., including conditional statements). In a similar fashion, PyTorch allows users to perform tracing to generate an ONNX
model, which is a very simple process. Finally, RTNeural provides
a Python script to export the weights of a TensorFlow Model to a
JSON file, but it required refining to discard layers that are not
needed for inference (i.e., dropout layers).
The utility developed to convert TensorFlow models for each
IE is available in the project’s repository11 , along with wrappers
for each IE, which expose the same API to allow for easy IE interchangeability.

Figure 5: Graphical representation of the model independent
scores for each IE. The four spokes on each graph graph represent respectively the score assigned to the size of the IE library,
the number of supported operations, the perceived ease of use and
the quality of documentation.
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117.57
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Figure 6: Combined sizes of models and C++ code libraries for
each compatible combination. The lighter-color part of each bar
shows the size of each code library, while the remaining part indicates the size of the model.

4.5.4. Quality of documentation
The quality of documentation comprises the clarity and quantity of guides, tutorials, and formal API documentation. TFlite
showed the best documentation, composed of very user-friendly
guides and thorough API documentation. ONNX Runtime was
the second-best in the category: the API documentation is complete and detailed, and there is a good number of examples, but it
lacks the number of tutorials offered with TensorFlow Lite. TorchScript was instead very different: the technical documentation is
very scarce for a project of such entity, and we had to rely on a few
incomplete guides. Finally, RTNeural has a very compact amount
of information on how to use the IE, which is to be expected by
a project of its size. Generally, the use of RTNeural was intuitive,
which reflects on the scores assigned in the previous section.

north of 94 MiB, making the total size closer to the rather large
TorchScript than the other alternatives. However, implementing
new serialization and deserialization functions for RTNeural (see
Sec. 4.4) would greatly reduce the total footprint because at the
current state it depends almost entirely on the model size.
4.5.2. Supported Operations
The amount of supported operations is presented as the percentage of operations available in each IE from a list of the most common types of neural layers and activations (see Sec. 3.4). According to their documentation, the more advanced TFlite, TorchScript,
and ONNX Runtime cover 100% of the operations listed. RTNeural is instead more limited, as it only supports network layers that
are Dense, Gated Recurrent Units, LSTM cells, 1D Convolutions,
and the following activations: TanH, Sigmoid, Softmax, and ReLU.
RTNeural totals a coverage of 57% of the most common neural
network operations. Among the operations missing in RTNeural
at the moment, the most crucial are 2D convolutions, MaxPooling
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4.6. Key Takeaways
Each IE proved to be safe for real-time inference, with the appropriate code practices. Moreover, In terms of model execution
speed, TFlite, ONNX Runtime and RTNeural proved to be the
11 https://github.com/domenicostefani/deep-classf-runtime-wrappers
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Separation, and Transfer Learning,” in Proc. 19th Int. Society
for Music Information Retrieval Conference, (ISMIR), 2018,
pp. 577–584.

quickest, with mostly comparable results, while TorchScript was
considerably slower. Interestingly, we found that the compiletime definition mode of RTNeural does not offer any significant
speedup with the models tested.
The average CPU and memory Usage was a less insightful
metrics for a rather low-frequency task, but the results helped to
confirm the difference in resource consumption between neural
network models. Moreover, except for RTNeural, all the IEs use
a compressed format for neural networks, which results in model
files that are considerably smaller than the human-readable representation used by RTNeural. However TorchScript has a significantly larger code library than all the alternatives.
All the popular IEs analyzed support a wide range of neural
layers and activation functions. In contrast, RTNeural lacks crucial
types of neural layers like Batch Normalization, MaxPooling, and
2D Convolutions. However, despite supporting 57% of the most
common neural operators, the code library of RTNeural is several
orders of magnitude smaller than the competition. Finally, TFlite
and ONNX Runtime were deemed to be the easiest to use and have
the most detailed documentation.

[5] A. Wright, E.-P. Damskägg, L. Juvela, and V. Välimäki,
“Real-time guitar amplifier emulation with deep learning,”
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5. CONCLUSIONS
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In this paper, we presented a comparison of four inference engines
for real-time audio classification on embedded CPU. Our aim was
to shed some light on optimized inference engines for deep learning inference and their properties in relation to real-time audio
classification. In our study, we employed models for real-time
classification of expressive guitar techniques. We found that many
popular deep learning inference engines can be used effectively for
real-time audio classification, without needing to resort to more
limited and specialized solutions, such as RTNeural. In contrast,
more specialized solutions can be lightweight and minimalist alternatives where less flexibility is needed. While we focused on embedded computers and audio classification, most results are likely
to translate or scale to audio plugins for desktop computers, and
audio processing. The limitations of this study are in the choice
of restricting the comparison to Feed-Forward Neural Networks
and only four deep learning inference engines. Besides exploring
more inference engines, future work should also investigate performance differences with a wider range of deep learning models,
such as recurrent and convolutional neural networks. Other possibilities would be to extend this comparison to slower CPUs and to
test with quantized neural network models.
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ABSTRACT
Many electronic music (EM) genres are composed through the
activation of short audio recordings of instruments designed for
seamless repetition—or loops. In this work, loops of key structural groups such as bass, percussive or melodic elements are labelled by the role they occupy in a piece of music through the task
of automatic instrumentation role classification (AIRC). Such labels assist EM producers in the identification of compatible loops
in large unstructured audio databases. While human annotation is
often laborious, automatic classification allows for fast and scalable generation of these labels. We experiment with several deeplearning architectures and propose a data augmentation method for
improving multi-label representation to balance classes within the
Freesound Loop Dataset. To improve the classification accuracy
of the architectures, we also evaluate different pooling operations.
Results indicate that in combination with the data augmentation
and pooling strategies, the proposed system achieves state-of-theart performance for AIRC. Additionally, we demonstrate how our
proposed AIRC method is useful for analysing the structure of EM
compositions through loop activation transcription.
1. INTRODUCTION
Affordable music production technologies (e.g., digital audio workstations) for incorporating and manipulating samples have democratised the EM creation process, allowing users with varying levels
of musical knowledge to experiment in the creation of EM. A large
majority of popular music is composed in this manner, inheriting
some characteristics of EM, such as the use of samples, sequencedriven composition and a fixed tempo throughout the piece.
For sampled content, EM producers often rely on well-known
sample libraries (e.g., Splice), which consist primarily of individual sounds and loops—short audio recordings (one, two or four
bars in length) of instruments designed for seamless repetition [1].
Loops may be created by sequencing individual sounds or sampling a short musical phrase from a solo or polyphonic instrumental recording. These loops serve as the material from which music
makers can generate EM compositions through various editing and
∗
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Figure 1: A simplified EM composition structure, built with five
loop layers. Log-scaled STFT power spectrogram (top) and corresponding role activations: Chords (C), Melody (M), Sound Fx (F),
Bass (B), and Percussion (P) at 4-bar intervals (bottom).

combinatory processes (e.g., layering, splicing, rearranging). Figure 1 depicts a simplified representation of the EM creation process involving the layering and repeated activation of loops with
different roles.
In this paper, we propose a system for automatic instrumentation role classification (AIRC) to label a loop by its specific function within a EM composition (e.g., drums, chords, melody, bass,
sound Fx). System performance is measured through evaluation
with state-of-the-art audio classification models and a data augmentation procedure that utilises common production techniques
used in commercial music recordings. By estimating instrumentation roles for fixed-length segments of an EM composition, it is
possible to retrieve an informative map of musical structure.
1.1. Related Work
In recent years, there has been an increased focus on research related to audio loops within the field of music information retrieval.
There are several methods that exist for automated loop retrieval
[2, 3, 4, 5, 6], and loop creation [7, 8, 9].
In addition, there are two recent methods proposed for loop activation transcription, a task that involves estimating the locations
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in which loops occur throughout a piece of music. López-Serrano
et al. [10] proposed a method for decomposing loop-based EM using non-negative matrix factorization deconvolution (NMFD) [11]
to estimate spectral templates and rhythmic activations from magnitude spectrograms. Following this work, Smith et al. [12] propose an alternative method to discovering loop activations of EM
using non-negative tensor factorization (NTF) [13]. While nonnegative matrix factorization approaches allow for separation of
mixed audio into the constituent loops of a music composition,
they rely on non-varying repetitions of loops and do not optimise
independence between learned loop representations.
As an alternative to the aforementioned approaches, which
seek to identify the instrument within a loop and its associated activation, music auto-tagging is a multi-label classification task that
may be used to denote presence of an attribute or instrument. Previous approaches have applied standard Convolutional Neural Networks (CNNs) to this task [14, 15], while recent work has focused
on the application of musical knowledge for pitch and loudness
invariance through musically-motivated filter shapes [16]. Won et
al. [17] achieved state-of-the-art accuracy for auto-tagging by using data-driven Harmonic filters, a harmonically-stacked trainable
representation to preserve time-frequency locality in convolution
layers.
AIRC is a music auto-tagging task that estimates the presence of active instrumentation role groups (e.g., percussion, bass,
melody, chords, sound Fx) within audio recordings. Research in
AIRC has been facilitated by the development of the Freesound
Loop Dataset (FSLD), a large public collection of loops and corresponding instrumentation role annotations from Freesound.1 Ching
et al. [18] benchmark AIRC performance of neural network and
non-neural network models on the non-sequenced loops of FSLD,
and achieve the current state-of-the-art performance using a Harmonic CNN [17].
1.2. Motivation
As EM production (i.e., creation, selection, manipulation) is
guided heavily by aesthetic preferences, producers often select
sounds based on their function within loops. With a wide range
of traditional and synthesized timbres from which to select, instruments are often utilised outside traditional roles. We thus follow the AIRC problem formalisation as represented in Ching et al.
[18], which associates instrumental roles with short loops. We expand on this approach by applying AIRC to full EM compositions,
in which multiple instrumentation roles (e.g., percussion, melody,
bass playing together) are often active. [18] observed that accuracy
and bias were reduced by the overuse of single labels, due to limited coverage of multi-label annotations in the FSLD. To mitigate
this imbalance, we introduce a novel data augmentation technique
to balance classes and experiment with several deep-learning architectures and pooling operations, resulting in a state-of-the-art
AIRC system.
We then demonstrate the usefulness of AIRC in EM structural
analysis by comparing our system with previous approaches for
loop activation estimation. Additionally, the proposed AIRC system is shown to derive key structural information from full-length
EM compositions in the form of instrumentation role activation
maps, which would be of use in tasks such automatic DJing [19],
mashups [20], and loop creation [4]. Finally, we show that the system is capable of identifying percussion only passages and then
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2. METHODOLOGY
In this study, several CNN architectures are evaluated to identify
the best system for AIRC. Each architecture utilises different configurations of front-end filter shapes to learn a representation from
spectrograms and pooling operations that derive the final predictions by summarising the information learned by the network.
As the data employed in AIRC contains different types of musical audio, from tonal melodies to noise-like sound Fx, this motivates the experimentation of architectures aimed at different sound
classification tasks. Three front-end filter shapes are used: general
domain square filters, vertical filters [16] tailored towards classifying the timbre of melodic instruments, and previous state-of-theart for AIRC—harmonic band-passfilters which capture harmonic
characteristics.
To improve the AIRC predictions, two methods for summarizing the information learned in the final convolutional layers of a
CNN are investigated. The standard approach to is to use global
max-pooling (GMP); however, this infers strict assumptions about
the label characteristics of the data. In the closely related field
of sound event detection, auto-pooling has been proposed to automatically learn the best suited operation by interpolating between
max-, mean-, or min-pooling during training. We implement both
GMP and auto-pooling and compare their performance for the task
of AIRC.
2.1. Implementation
Audio is input into the networks as a spectrogram representation, from which features are extracted through convolutional layers. Output predictions return values between [0., 1.] depicting the
presence of active instrumentation roles.
For each network, the input layer is a four-dimensional tensor
t ∈ Rb×w×h×c , with batch size b, number of frames w, number of
frequency bins h, and channels c. Following [16], each model uses
L2-norm regularization of filter weights to encourage loudness invariance with the exception to the harmonic CNN-based models,
which use a weight decay of 1e–4 [17].
2.1.1. Vertical filter network
The vertical filter network (VF-CNN) is based on the multi-layer
architecture in [16] for musical instrument recognition. Figure 2
provides an overview of the VF-CNN configuration. The input spectrogram is set to be of size 500 × 128 to accommodate for longer
observations of audio loops (see Section 2.2). The front-end utilizes several vertical convolution filter sizes (black rectangles in
Figure 2) to efficiently model timbral characteristics present in the
spectrogram. Custom filter sizes are used to capture both wide
(e.g., bass, chords) and shallow spectral shapes (e.g, percussion).

1 https://freesound.org/

2

compare it against the previous state-of-the-art for breakbeat identification. For reproducibility, we provide open-source code for the
proposed data augmentation method and AIRC system.
The remainder of this paper is structured as follows: Section 2,
presents the proposed method for AIRC and loop activation transcription. Evaluation methodology and the datasets used in this
study are detailed in Section 3 and the results and discussion are
provided Section 4. Conclusions and suggestions for future work
are presented in Section 5.
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Frequency

Figure 2: Block diagram showing the configuration of the vertical filter network with auto-pooling.

Auto-pool is a trainable pooling operator capable of adapting to data characteristics by interpolating between min-, max-, or
average-pooling [23]. For the configurations that use auto-pooling,
the final convolutional layer uses as kernel size (4,1). This is followed by batch normalisation and a time-distributed dense layer
with a sigmoid activation function and r output nodes, where r is
equal to the number of classes. The output of the time-distributed
dense layer is fed to the auto-pooling operation, which produces
the final predictions.
For configurations that use GMP, the final convolutional layer
is summarised with global max-pooling and then fed to a fullyconnected output layer consisting of r output nodes, sigmoid activation functions and a 50% dropout.

The numbers and sizes of filters used in the front-end are as follows: 128 filters of sizes 5 × 1 and 80 × 1; 64 filters of sizes 5 × 3
and 80 × 3; and 32 filters of sizes 5 × 5 and 80 × 5.
All convolutions in the front-end use same padding, and maxpooling is applied to obtain a 16 × 16 summary of each feature
map. This is followed by two 2-D convolutional layers with batch
normalisation [21] and exponential linear unit (ELU) [22] activation functions. The first 2-D convolutional layer is followed by
strided (2, 2) max-pooling. After the final 2-D convolutional layer,
we experiment with two pooling operations to summarise the information learned by previous layers prior to predictions (see Subsection 2.1.4).
2.1.2. Square filter network

2.1.5. Loss function

The square filter network (SF-CNN) contains four 2-D convolutional layers with 128 small-rectangular filters of size 3 × 3 and
same padding. After each convolutional layer, batch normalization is applied with an ELU [22] activation function. Each convolutional layer is followed by strided (2, 2) max-pooling, with
the exception of the final convolutional layer, which also uses one
of the two summarization pooling operations described in Section
2.1.4.

The loss function used for updating the parameters of each model
is binary cross-entropy (BCE). BCE can be calculated as:
BCE = −

N
1X
yi · log( p(y i )) + (1 − yi ) · log (1 − p(y i )), (1)
N i=1

where N represents the number of examples in the training set and
p(yi ) s the predicted probability of the ith example.

2.1.3. Harmonic CNN

2.2. Network Training

In [18], AIRC was approached using a CNN with a data-driven
harmonic filter-based front-end (H-CNN) [17]. We re-implement
this architecture and use it as a baseline to test our proposed models. The input t is passed through a set of triangular band-pass
filters to obtain a tensor representing it as six harmonics. Harmonic structure is captured by treating the harmonics as channels
and processed by a 2-D CNN. The CNN consists of seven convolution layers and a fully connected layer. All but the final convolutional layer is followed by 2 × 2 max-pooling, batch normalization
and a ReLU activation function. Global max-pooling is applied to
the final convolutional layer. The output layer is a 5-way fullyconnected layer with, a sigmoid activation function and a 50 %
dropout.

Input audio is pre-processed through resampling and conversion
to a spectrogram representation. Audio loops are resampled to
16kHz and the short-time Fourier transform (STFT) of each loop
is calculated using a window size of 512 samples and a hop size
of 256 samples. For the H-CNN, magnitudes of STFT are provided
as input to the model. For the SF-CNN and VF-CNN, the inputs are
log-scaled Mel spectrograms with 128 Mel-frequency bands.
All models are trained using the Adam optimiser [24] with a
learning rate 1e–4, where each iteration takes a mini-batch of 8
examples. All weights are initialized using He’s constant [25] to
promote equalized learning. Early stopping was used to complete
the training once the model performance ceases to improve over
15 epochs. The epoch that achieves the best accuracy on the validation set is used for testing.

2.1.4. Summarization Pooling
2.3. Loop Activation Transcription

We consider two pooling operations for summarizing the information learned in the final convolutional layers: auto-pooling and
standard global max-pooling.
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Loop activation transcription involves predicting the loop activations of instrumentation roles as they occur over time. Taking ad-
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vantage of the grid-based structure and consequently fixed tempo
of loop-based EM, we are able to use the proposed AIRC system
to analyse the loop structure of a given composition. The AIRC
system enforces separation between roles by design and does not
rely on loops being an exact repetition of themselves, thus making
it robust to variation such as automation and resequencing.
Instrumental role predictions for full EM compositions are obtained by passing an audio file into the AIRC system in 4-bar
segments and assessing output activations. By segmenting a fulllength EM composition into 4-bar loops, on which we then perform AIRC, instrumentation role activations may be derived for
each loop, resulting in a form of EM transcription.

are time-stretched to 120 beats per minute (BPM). Longer loops
are cropped to a length of 4 bars (i.e., 8 secs), while loops shorter
than 4 bars are cropped to either 1 or 2 bars and repeated to a length
of 4 bars. We separate loops which have multiple instrumentation
roles from those which only have one, and randomly select 70%
of each for training and 30% for validation and testing. From the
latter split, 60% are used for testing and 40% for validation.
Besides using the previously described training set of the
FSLD, we applied a data augmentation procedure to handle the
main imbalance issues on the dataset. These are 1) the lesser presence of loops with more than one instrumentation role (i.e., multilabel) compared to the ones with just one role (i.e., single-label)
and; 2) the number of loops for each instrumentation role class,
shown in Table 2.
The data augmentation procedure utilises common production
techniques that are used in commercial music recordings including
key matching, tempo matching and the use of audio Fx such as
distortion, reverb and chorus.

3. EVALUATION
The AIRC model presented in Section 2 is assessed through two
evaluations to determine: 1) AIRC performance using the various
configurations and augmented version of the FSLD, and 2) performance for loop activation transcription.

Percussion
Bass
Chords

3.1. Automatic Instrumentation Role Classification
3.1.1. Evaluation Methodology
The architectures (i.e., VF-CNN, SF-CNN, and H-CNN) and pooling strategies (i.e., auto-pooling and GMP) presented in Section
2 are evaluated in order to determine the optimal configuration
for AIRC. Following [18, 26], we use two sets of performance
measurements: Area under receiver operating characteristic curve
(ROC-AUC) and area under precision-recall curve (PR-AUC). The
metrics were calculated on the test set for each of the models under
evaluation.
In [18], the authors also calculate the F1 score; however, we
omit this evaluation metric as it depends on a decision threshold
applied to the per-class output scores; whereas, ROC-AUC and
PR-AUC measure model performance globally, integrating all possible thresholds.

Fx
Melody
Vocal

24.80
21.31
2.29

Percussion
Bass
Chords

Table 1: Distribution (%) of instrumentation roles in FSLD.
In order to adapt this dataset to our task, we apply modifications to the data. We first remove all vocal loops as they do not provide sufficient training and testing material. All remaining loops
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To balance the number of loops per class, we use an augmentation methodology similar to the one proposed in Ramires et al.
[29]. The loops are processed through several effects, including
delay, bitcrusher, chorus, flanger, reverb, tube saturation and pitchshifting, resulting in 1000 loops for each of the r classes under
observation (r = 5), totalling 5000 loops.
We create multi-role data by overlapping loops from each augmented single label class such that all single and combined classes
contain the same number of loops. We start by calculating the
possible combinations kr , where k is the number of instrumentation roles in the combination (2 ≤ k ≤ 5). To balance the
dataset in both the number of loops per instrumentation role and
in k, the number of augmented loops (5000) is divided by kr to
obtain the number of loops required for each combination (e.g.,
for k=2, 5000/ kr = 500 for each combination of roles). The
final loops are then created by harmonically combining the single
instrumental role loops. We combine only loops with compatible
modes (e.g., Major with Major), and pitch shift the selected loops
to their average key.
Discarding the original multi-label loops of the training set,
this process results in a total of 25000 loops that can can used
for training. In order to evaluate the effect of this augmentation
procedure (Aug), we compare the accuracy of the models trained
with those trained with the original dataset (FSLD) on the same
test and validation data.

To train and evaluate the different models we use the Freesound
Loop Dataset (FSLD) [27], comprising of various loops uploaded
to Freesound [28] under Creative Commons licensing. Of the various annotations present within the FSLD, we use tempo, key and
loop instrumentation roles. The most important of which is the
instrumentation role—a multi-label annotation for which the possible roles are: percussion, bass, chords, melody, sound Fx and
vocals.
The original FSLD contains 2936 loops, of which 1531 have
only one instrumentation role and 1405 have more than one. As
can be seen from the class distribution in Table 1, the classes in
this dataset are heavily imbalanced.
54.95
19.10
11.90

Fx
Melody

Table 2: Distribution of the loops with only one instrumentation
role in FSLD.

3.1.2. Augmented Freesound Loop Dataset

Percussion
Bass
Chords

929
92
102

27.59
20.33
10.77

Fx
Melody

23.17
18.15

Table 3: Distribution (%) of instrumentation roles in the test set.
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Model
H-CNN
H-CNN
VF-CNN
VF-CNN
VF-CNN
SF-CNN
SF-CNN
SF-CNN
VF-CNN
SF-CNN

Dataset
Aug
Pure
Aug
Pure
Aug
Aug
Aug
Pure
Pure
Pure

Pooling
GMP
GMP
GMP
Auto
Auto
Auto
GMP
GMP
GMP
Auto

Param.
3619986
3619986
1098869
1102394
1102394
313674
445701
445701
1098869
313674

PR-AUC
59.18
61.83
65.60
66.98
67.47
68.15
68.40
68.74
70.62
71.28

ROC-AUC
77.34
80.39
80.99
82.52
81.40
82.19
81.59
83.83
85.72
85.12

Bass
40.30
53.65
47.11
57.59
46.18
55.12
62.21
58.72
53.83
57.76

Fx
57.05
42.21
64.92
66.43
67.10
68.30
59.80
63.11
71.73
59.18

Perc.
94.60
94.10
97.62
95.75
97.05
98.03
95.93
95.97
97.84
95.98

Chords
47.92
60.30
63.11
50.37
56.13
58.81
62.39
64.74
64.90
73.20

Melody
56.01
58.89
55.22
64.77
70.89
60.49
61.68
61.14
64.78
70.30

Table 4: AIRC performance (%) and model size for each configuration, where bold indicates highest scores.

3.2. Loop Activation Transcription

Following the AIRC procedure, compositions are timestretched from their annotated tempo to 120BPM and divided into
4-bar loops, which are provided as input to the AIRC systems.

3.2.1. Evaluation Methodology
To investigate the capacity of the AIRC system for transcribing
loop activations in EM compositions, we compare all the AIRC
configurations (Section 2). The best performing configurations are
then compared with the results of the previous approach to loop
activation transcription by Smith et al. [12].
As in [30, 12], we evaluate the loop activation predictions
against a ground truth in terms of accuracy. As accuracy expects
a binarised transcription, we use a repeated k-fold cross validation
together with a grid search to identify the best threshold for binarising the predictions of each role. In order to investigate the
generalization of the proposed models, we use 2-fold cross validation repeated 10 times, where one fold is used as a validation
set to identify thresholds and the other is reserved for computing
accuracy against the ground truth. Thresholds for each class are
identified by performing a grid search over a range between 0.01
and 1 with a step size of 0.01, then selecting the thresholds which
provide highest accuracy on the validation set.
In [12], approaches which require the downbeat tracking are
considered guided. As our proposed approach requires BPM annotations for time-stretching, we only compare our models with
the guided algorithms.

4. RESULTS & DISCUSSION
4.1. Automatic Instrumentation Role Classification
The models are evaluated using use the marco-average (MA) of
the PR-AUC and of the ROC-AUC as a global metric. For individual instrumentation roles, we only show the PR-AUC. Due to the
imbalance of the FSLD, which also affects the test set (Table 3),
MA is used to provide an average accuracy over each class.
Table 4 presents the results of our AIRC experiment for the
models discussed in Section 2, in which each model is presented
in ascending order of their average PR-AUC. The ROC-AUC performance measure is consistently higher than PR-AUC; however,
this metric can lead to over-optimistic scores when the dataset is
unbalanced [31].
The best performing models w.r.t PR-AUC, are the SF-CNN
with auto-pooling (71.28%) followed by the VF-CNN with GMP
(70.61%). Both models surpass the current state-of-the-art, H-CNN
trained on FSLD (61.82%) by a substantial margin. The SF-CNN
mostly performs better than its VF-CNN counterpart. Vertical filters have been demonstrated to produce comparatively better results with tonal musical audio [32]; however, the results of our
evaluations suggest that square filters generalise better to the nonstandard types of audio associated with EM.
The overall best performing model in terms of PR-AUC is the
SF-CNN with auto-pooling trained on the Pure dataset. However,
by closely inspecting the results achieved for individual instrumentation roles, it can be seen that it surpasses by almost 10% the
PR-AUC achieved by other models in the Chords class, while not
achieving such a high result in Bass, Fx and Percussion.
The highest performing instrumentation role for all models is
Percussion, which was expected due to this role having the largest
number of examples in the FSLD dataset. The roles that generally perform worst are Bass and Chords, which have the smallest
number of examples in the FSLD. The performance of Bass has
a considerable increase when using a combination of the SF-CNN
with GMP and augmented data. Additionally, Chords performs
significantly better when using the SF-CNN and auto-pooling configuration trained with the Pure dataset.
The best three performing models in terms of PR-AUC are
trained on the Pure dataset, followed by the Augmented one. However, it can be seen that the Bass, Percussion and Melody roles tend

3.2.2. Dataset
We apply our proposed models to the dataset used in [30, 12]. The
dataset consists of simplified EM compositions built by generating
templates similar to the ones in Figure 1 with 4-bar loops. We refer
to this as the Artificial dataset for the reason that the the loops are
repeated without variation, which would usually be achieved in
professional music through DAW techniques, such as automation
and resequencing.
The automatic arrangement method provided in [12] is used
to build 21 music compositions with seven genres and three
templates–composed, factorial and shuffled factorial. For the composed template, loops are introduced and removed in an iterative
manner. The factorial template contains all possible combinations
of loops, arranged iteratively. The shuffled factorial template contains the same loop combinations, with shuffled ordering. Factorial and shuffled factorial datasets are useful for seeing how the
models perform on all of the loop combination possibilities for the
Artificial dataset, whereas composed layout is more representative
of typical EM compositions in regards to the way that loops are
iteratively introduced and removed throughout the composition.
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to benefit from training with the Augmented dataset. As the configurations perform better for different classes, it is possible to use
a combination of the models for classifying individual instrumentation roles. This combination would lead to an average PR-AUC
of 75,213%, substantially surpassing each model.

ditional shortcoming of the NTF and NMFD approaches is that
the algorithms depend on loop roles not co-occurring throughout
the composition. The proposed AIRC approach enforces independence between the different roles, thus making it more suitable for
transcribing loop activations of real-world EM compositions, in
which loops often vary through automation and resequencing.

4.2. Loop Activation Transcription
Table 5 presents the loop activation transcription results using the
AIRC configurations (Section 2) to transcribe the compositions in
the Artifical dataset. Each model is presented in ascending order of
their mean classification accuracy over the instrumentation roles.
Additionally, Table 5 provides the classification accuracy for each
individual role (Bass, Drums, Fx and Melody).
Model
H-CNN
H-CNN
VF-CNN
VF-CNN
SF-CNN
SF-CNN
VF-CNN
VF-CNN
SF-CNN
SF-CNN

Data
Pure
Aug
Pure
Pure
Pure
Pure
Aug
Aug
Aug
Aug

Pooling
GMP
GMP
Auto
GMP
Auto
GMP
Auto
GMP
GMP
Auto

Mean
75.1
79.5
80.2
80.9
81.0
81.8
82.5
84.7
86.2
86.9

Bass
71.8
53.1
63.7
69.0
66.9
69.2
74.2
71.7
71.7
68.3

Drums
96.1
95.8
98.6
99.3
97.3
100.0
99.7
100.0
100.0
100.0

Fx Melody
55.6 76.7
81.6 87.6
63.1 95.3
65.8 89.4
71.6 88.4
63.4 94.6
79.7 76.6
75.7 91.4
79.6 93.2
85.7 93.4

Figure 3: Loop activation transcription accuracy scores.

Table 5: Loop activation transcription accuracy (%) results for
AIRC configurations, where bold indicates highest scores.

4.3. Real-world Scenario
Our approach to loop activation transcription with AIRC can be
applied to full-length, professionally produced EM, which has not
been explored in previous literature.
An instrumentation role activation map (IRAM) of the EM
composition Joyspark (2020) by Om Unit2 using the proposed
method for loop-based EM structure analysis (Section 3.2) is presented in Figure 4. For visualisation and comparison, we show a
log-scaled STFT power spectrum of the EM composition above
the IRAM. The IRAM allows us to visualise activations for each
role over the duration of the EM composition, where each square
is a measurement of four bars. Furthermore, we can see how each
role develops throughout the EM composition. For example, the
melody role activations progressively increase between bars 1–41,
which corresponds with a synthesizer arpeggio that is gradually
introduced by automating the cut-off frequency of a low-pass filter. Additionally, the chord role activations increase between bars
1–49 in correlation with the chords in this section that gradually
increase in volume. Activations for the percussion role also correlate well with the composition as can be seen between bars 49–81
and 97–129—the only sections that contain percussion. Finally,
the key structural sections of the composition are easily identifiable. For example, the introduction to the composition (bars 1–49)
begins relatively sparse in the composition and IRAM; whereas,
bars 49–81 and 97–129 are quite clearly the core of the piece—
that is, the most energetic sections of the composition typically
established by the drop [33].
Additionally, the transcription enabled by our system could
help EM producers identify sections of music that contain specific
roles. For example, this would be useful for finding breakbeats
(i.e., percussion-only passages) in digital music recordings [3].

The overall best performing model uses the SF-CNN with
auto-pooling configuration trained using the augmented dataset
(86.9%) followed by the SF-CNN with GMP (86.2%). For this
task, models trained with the augmented dataset generally appear
to outperform those trained with Pure dataset, which could be due
to the fact that the augmentation process ensures there is a balanced distribution of all possible role combinations and it is common in the compositions for several roles to be active in a single loop. Drums are classified most accurately for all model configurations with four models achieving 100% accuracy. This is
expected as percussion has the largest number of samples in the
FSLD dataset, and is usually the most prominent element in EM
compositions. In some cases, the VF-CNN configuration seems to
improve performance of Melody and Bass roles, which could suggest that the classification of roles containing melodic instruments
benefit from using vertical filters at the front end of the system.
Figure 3 presents loop activation transcription results for the
three template variations using our two best performing AIRC configurations (i.e., SF-CNN-AUTO and SF-CNN-GMP) compared with
the NTF [12] and NMFD [10] methods previously proposed for
this task.
On a glance, we can see our architectures out perform the previous methods in regards to accuracy for the composed layout,
with SF-CNN-GMP (red) achieving the highest score. NTF (blue)
achieves the best performance for the factorial layouts closely followed by our SF-CNN-AUTO architecture. Furthermore, the AIRC
system has a considerably faster runtime than NTF (∼30 secs per
composition) and NMFD (∼10 mins per composition). Predictions for a full EM composition are calculated in under a second
using AIRC, which could be beneficial when analysing large collections of music in DJ software. As mentioned in [12], an ad-
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Figure 4: Estimated loop activation structure of Joyspark (2020) by Om Unit using our proposed model. Log-scaled STFT power spectrogram of the EM composition (top) and estimated templates corresponding to the loop activations showing predictions for each class:
Chords (C), Melody (M), Sound Fx (F), Bass (B), and Percussion (P) at 4-bar intervals (bottom).
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ABSTRACT

with a Recurrent Neural Network (RNN) [7]. Different combination of CNN, RNN, and Fully-Connected (FC) layers have been
studied by Choi et al. [6]. The popular Open-Unmix and the more
recent X-UMX models are based on a combination of RNN and FC
[8, 14].
While the increasing model complexity has led to noticeable
increases in the quality of the system outputs, it has also led to an
increased need for computational resources particularly during training. Researchers often cannot easily meet the GPU and memory
requirements for training or inference with modern source separation systems. This resulted in a parallel research direction aiming
at improving a source separation model by adding additional information during training, inference, or both [15, 16, 17, 18], which is
a contrasting approach compared to increasing model complexity.
However, one drawback of these methods is that they need
additional ground truth annotations for training or sometimes even
during inference. The available datasets for music source separation —most prominently the MUSDB18 dataset [19]— do not
provide these additional annotations. While generating pseudoannotations with other machine learning models can be one solution, their usefulness depends on the correctness of the model.
Furthermore, the computation time will increase with more added
features.
In this work, we propose to leverage a feature representation
learned from large-scale datasets as additional information. This
feature representation includes more generalized features than single task-specific models. To this end, we leverage the well-known
VGGish features [20]. The VGGish model is a very deep model
trained on a very large audio dataset and provides a condensed
feature representation of the input audio file. We investigate three
methods to incorporate VGGish features into a state-of-the-art
(SOTA) music source separation model, including two latent space
regularization methods. In summary, this study explores:

The integration of additional side information to improve music
source separation has been investigated numerous times, e.g., by
adding features to the input or by adding learning targets in a
multi-task learning scenario. These approaches, however, require
additional annotations such as musical scores, instrument labels, etc.
in training and possibly during inference. The available datasets
for source separation do not usually provide these additional annotations. In this work, we explore transfer learning strategies to
incorporate VGGish features with a state-of-the-art source separation model; VGGish features are known to be a very condensed
representation of audio content and have been successfully used
in many music information retrieval tasks. We introduce three approaches to incorporate the features, including two latent space
regularization methods and one naive concatenation method. Our
preliminary results show that our proposed approaches could improve some evaluation metrics for music source separation. In this
work, we also include a discussion of our proposed approaches,
such as the pros and cons of each approach, and the potential extension/improvement.
1. INTRODUCTION
Music source separation has been an intensively studied problem
due to its numerous applications. By isolating the sound of individual instruments from a mixture of instruments, source separation
systems have been used, e.g., for audio-remixing [1], instrumentwise equalization [2], accompaniment generation for Karaoke systems [3], or singer identification [4].
A typical music source separation pipeline often includes input
representation (e.g., waveform and extracted features), the machine
learning model (e.g., neural network and loss function), and the
post-processing algorithm (e.g., Wiener filtering). Although there
has been some work on the input representation to improve source
separation systems, e.g., investigating waveforms [5] or complex
spectrograms [6] instead of the common magnitude spectrograms,
most research in recent years has focused on improving source
separation models through new, more powerful model architectures [6, 7, 8]. One successful architecture is the U-net [9] that
has been adopted and utilized for many source separation studies
[5, 10, 11, 12, 13]. While the original U-net is based on a Convolutional Neural Network (CNN) and skip connections, an advanced
U-net architecture proposed by Takahashi et al. combines the CNN

• leveraging the information contained by mid-level features
trained on a different task to improve music source separation without the need of additional ground truth annotations,
and
• restricting the use of such additional features to the training
in order to preserve computational resources during inference.
In the following sections, we first review existing approaches
on using VGGish features for music information retrieval (MIR)
tasks and incorporating additional features in music source separation. Section 3 provides a detailed overview of the methods we
propose for our feature-informed source separation system. Section 4 presents the evaluation results for both, a state-of-the-art

Copyright: © 2022 Yun-Ning Hung et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
provided the original author and source are credited.
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(SOTA) system and our proposed system. The same section also
presents a detailed analysis of the latent space after regularization.

instrument they separate and use the trained models as priors for the
separation system based on non-negative matrix factorization [43].
Source separation systems can also be informed by incorporating
visual features, leveraging the cross-modal information of the video
for the separation [44, 45, 46].
As an alternative to adding additional information to the input
of a source separation system, this information can also be utilized
during the training to improve the internal representation and help
the model to generalize better. Hung et al. proposed to combine
the training of a frame-level instrument classifier and a source
separation system in a multi-task setup and then leverage the instrument predictions during inference for post-processing the result
[16]. Manilow et al. were able to improve source separation with a
deep clustering model using both separation and transcription as a
training tasks [17] and Jansson et al. explored a variety of methods
to learn singing voice separation and fundamental frequency (F0)
estimation at the same time [18].

2. RELATED WORK
This section discusses two related research directions that inspired
our proposed approach. First, we introduce transfer learning methods that leverage representations from models pre-trained on larger
datasets to help downstream tasks. Then, the literature on adding
additional information that supports a target task is briefly surveyed.
2.1. VGGish features
Traditional hand-crafted features have nowadays been replaced by
feature representations learned automatically from the training data.
These learned representations can also be used in other tasks in various domains. The pre-trained features from the BERT model [21],
for example, have been successfully used in multiple natural language processing tasks such as question answering and language
inference. In the image domain, large-scale pre-trained models
such as AlexNet [22] and VGG-16 [23] have achieved competitive
results in image classification and assist in many visual feature
extraction tasks [24]. There exist several pre-trained models in the
audio domain, such as L3 -Net [25], VGGish [20] and SoundNet
[26], which leverage both audio and visual information provided
by video to train an audio feature extraction network.
VGGish features, particularly, have been successfully used in
numerous MIR tasks. These tasks include weakly-supervised instrument recognition [27], cross-modal representation learning [28, 29],
music auto-tagging [30], music emotion recognition [31], and music genre classification [32, 33, 34]. The VGGish model was pretrained on a larger dataset (i.e., YouTube-8M [35]) than most other
audio feature extractors; this potentially gives this representation
higher discriminative power.
The apparent popularity of VGGish features combined with
the variety of the tasks they have successfully used this input representation implies that these features are able to capture many
task-agnostic properties of audio files suitable for a large variety of
music-related tasks. Consequently, we choose the VGGish model
to extract the feature representation for our experiment.

3. PROPOSED METHOD
In this work, we investigate three transfer learning approaches
to improve a SOTA source separation model via VGGish features.
The first approach directly integrates the VGGish information while
the second and third approach perform transfer learning indirectly
through the regularization of the embedding space based on the
VGGish information. Our proposed methods can be categorized as
transfer learning since the additional features — which are extracted
from a model pre-trained on a larger dataset — provide direct or
indirect knowledge transfer. Figure 1 shows a high-level overview
of the proposed training pipeline, indicating the use of VGGish
features (purple) to modify the latent vector (red).
Our approaches show some similarity to feature-based knowledge distillation methods used in teacher-student learning [47],
where the pre-trained representations are used to regularize the
embedding space during training. VGGish features might contain
information that is useful for separation but not adequately represented in the unregularized latent space. Projecting the latent
vectors into the VGGish feature space can help transfer the knowledge from VGGish feature space into latent vectors. Moreover,
VGGish features have strong discriminative power. Forcing the
latent vectors to be close to VGGish features can lead to more
separable latent space representations, and prevent the model from
confusing distinct instruments.

2.2. Additional features for music source separation
Leveraging additional side information to improve music source
separation systems has been proposed in multiple forms. The two
most common methods are (i) to add the additional information
directly to the input and (ii) to utilize the additional information
gained in a multi-task setup.
Taking advantage of the close relation of the music instrument
classification task and music source separation, several studies have
shown that instrument activity labels as an additional input to a
source separation system can improve results. Slizovskaia et al.
investigated several methods to add instrument labels to the Unet model [36] and Swaminathan added voice activity labels to
improve singing voice separation quality [37]. Instrument activity
labels can also be used as a condition to control the output sources
by using one model instead of multiple models for each source
[15, 38, 39]. In addition to instrument labels, the instrumentation
and pitch information provided by musical scores has also been
used to guide the learning process and improve separation results
[40, 41, 42]. Carabias-Orti et al. learn a timbre model for each
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3.1. Source separation model
We adopt the X-UMX model as the baseline model [14] since this
model achieves very good results on the MUSDB18 dataset and
has open-sourced code 1 . The model is based on the Open-Unmix
(UMX) architecture [8]. Instead of training one separate model
for each instrument, X-UMX uses a bridging network architecture,
connecting the paths to cross each source’s network by adding two
average operators to the original UMX model. The result shows
0.4 dB improvement for the average Source-to-Distortion Ratio
(SDR) compared to the baseline UMX architecture [8]. As indicated in Figure 1, the model uses four separate encoders consisting
of fully-connected layers and bi-directional recurrent layers to compute the latent vectors l ∈ RB×Tl where B denotes the number
of feature bins for the latent vector for each instrument while Tl
1 https://github.com/sony/ai-research-code/tree/master/x-umx
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Figure 1: Overview of the X-UMX structure and our proposed training pipeline for the two proposed regularization methods. x̂ denotes the
estimated target spectrograms; x denotes the ground truth spectrograms; l denotes the latent vectors; v denotes the VGGish features; Lmse
and Lreg denote the Mean Square Error and Regularization loss respectively. FC denotes fully-connected layers. The dotted line represents
the feature extraction process by VGGish.

denotes the number of the latent vectors across time. The decoders
comprise of fully-connected layers to decode the target spectrogram
masks from the latent vectors.

Linear

3.2. Input representation and features
Following the setup of the X-UMX model, the input of the source
separation model is the magnitude spectrogram x ∈ RTs ×F , where
Ts represents the duration of the spectrogram while F represents
number of frequency bins. The short time Fourier transform is computed with a hop length and block length of 1024 and 4096 samples,
respectively.
The additional VGGish features are extracted by the pre-trained
VGGish model [20] as 128 -dimensional vector with 0.96 s time
resolution (no overlap). The features are PCA transformed (with
whitening) and quantized to 8-bits.
One obstacle encountered when incorporating the VGGish
features is the difference in time resolution. The VGGish model is
originally trained for clip-level tagging so the features have a low
time resolution (approx. 1 s). Our source separation model needs
frame-wise prediction, and therefore has a much higher resolution
(approx. 0.02 s). We address this issue by simply repeating the
features n times with n representing the number of time frames in
0.96 s. This approach is based on the assumption that one frame of
VGGish features contains information for the entire n latent vector
frames and that a slight mis-alignment in time will have a negligible
effect on the results.

Figure 2: The proposed Concat method to concatenate VGGish
features with latent vectors.

the VGGish features (of the mixture audio) and the latent vector
along feature dimension B, as shown in Figure 2. It should be
noted that this approach requires VGGish feature extraction during
inference time. The original VGGish model has 72M parameters.
Although the VGGish features can be extracted prior to training and
thus have only minimal impact on the training time, this approach
has the potential to slow down the inference time. Since in practice
there is no access to the ground truth for the separated tracks during
inference, the VGGish features we use in this method for both
training and testing are extracted from the mixture audio. This
method is referred as Concat in the remainder of this paper.

3.3.2. Method 2: Contrastive Regularization
The second method aims to regularize the latent space with the
additional VGGish features. To do so, we utilize the VGGish
features extracted from the separate ground truth tracks (e.g., bass
latent vectors from the model should be close to VGGish features
extracted from the bass track) and add an extra loss term Lcon−reg
based on cosine similarity to force the latent vectors to be close to

3.3. Transfer Learning Approaches
3.3.1. Method 1: Concatenation
The first proposed method aims to provide additional information
encoded by VGGish directly to the decoder. We simply concatenate

2

’sVienna

DAFx

3

274

2 in22

DAFx

Proceedings of the 25th International Conference on Digital Audio Effects (DAFx20in22), Vienna, Austria, September 6-10, 2022

the absolute distance, we use distance between the corresponding
VGGish features to decide the distance of the latent vectors. Since
optimizing the model to predict latent vectors matching the distance of VGGish features is not easy, we use the VGGish distance
(Dvgg ) as a margin so that the latent vectors will have a distance
(Dlatent ) where Dlatent ≤ Dvgg . Distances smaller than Dvgg are
also acceptable, since these encourage the latent vectors of two
separate instruments to be more separable. This method is referred
as Dis-Reg in the remainder of this paper.
Figure 3: The proposed Con-Reg method to regularize latent vectors
through VGGish features.

VGGish features:
(
1 − cos(f (l), v)
if y = 1
Lcon−reg =
max(cos(f (l), v) − α, 0) if y = −1,

3.4. Training Setup
The Adam optimizer [48] is used with a 1e-4 learning rate and 1e-5
weight decay to optimize the model. Early stopping is applied if the
validation loss does not decrease for 25 epochs and the learning rate
decrease by a factor of 0.3 if the validation loss does not decrease for
10 epochs. The applied data augmentation (e.g., channel swapping
and volume adjustment) is identical to the one described in [8].
Each input sample has a length of 6 s and is picked by randomly
selecting a starting time in the audio. The standard Mean Square
Error (MSE) loss and regularization loss (for Con-Reg & Con-Dis)
are combined with:

(1)

with y = 1 when the latent vector li and the VGGish features vi
both correspond to the same instrument i (e.g., bass latent vector
and bass VGGish features) and y = −1 in the case that li and vj
represent two different instruments i ̸= j. The hyperparameter
α is the margin of distance (set to α = 0.2 after hyperparameter
search). A 1D CNN with 1 kernel size (f ) is applied to transform
the latent vector dimensionality to 128 to match the VGGish feature
dimensionality, allowing us to compute the cosine distance between
l and v. This method is referred as Con-Reg in the remainder of
this paper.

Ltotal = Lmse + λLreg ,

where Lreg is either Lcon−reg or Ldis−reg . The weight of the regularization loss λ is set after hyperparameter search to λcon−reg =
1e−6 and λdis−reg = 1, respectively. Since Lcon−reg has a ‘strong’
margin between the latent vector and VGGish features, we found
that setting the loss small to gradually influence the model during
training can lead to better performance. Note that the multi-domain
loss in the X-UMX model is ignored in this study even if it led to
an improvement of 0.2 dB [14] for the sake of computational speed.

3.3.3. Method 3: Distance-based Regularization
Similar to method Con-Reg, the latent space is regularized with
an additional loss. In this case, however, the additional loss term
Ldis−reg aims at forcing the distances between pairs of latent vectors to be similar to the distances between two corresponding VGGish features:

Ldis−reg = max Dlatent (f (li ), f (lj )) − Dvgg (vi , vj ), 0 , (2)

4. EXPERIMENTS
We train and evaluate the proposed methods on the MUSDB18
dataset [19] and use the ‘train,’ ‘evaluation,’ and ‘test’ split defined
in the original dataset. MUSDB18 has a total of 150 full-track
songs of different styles. All signals are stereophonic and encoded
at 44.1kHz. Each song in the dataset is comprised of four tracks,
‘Vocals,’ ‘Bass,’ ‘Drums,’ and ‘Other.’ The X-UMX model without
any regularization is our baseline for comparison. The same training strategy described above is also used to re-train X-UMX. The
Museval toolbox is used to calculate evaluation metrics: Signalto-Distortion Ratio (SDR), Signal-to-Interference Ratio (SIR), and
Signal-to-Artifact Ratio (SAR) [49]. These three metrics are commonly used to evaluate the separation quality, the amount of other
sources, and the amount of unwanted artifacts in an estimated
source. Increasing values indicate better performance.

where Dlatent represents the cosine distance between two latent
vectors and Dvgg represents the distance of two VGGish feature
vectors from two different instruments i and j where i ̸= j. This
method is similar to the scenario in Con-Reg if y = −1 in Equation (1). Instead of choosing a fixed value α as the margin, the
distance of VGGish feature pairs serve as a ‘soft’ margin which indicates the lower bound of the distance of two latent vectors. Since
the cosine distance is evaluated on two distinct instruments, the
latent vectors should be more separated from each other, indicating
that Dlatent should be smaller than Dvgg
The loss design is based on the observation that the latent vectors from the same instrument category might not always be close to
the same category. For example, ‘Electrical Bass’ and ‘Double Bass’
in ‘Bass’ category might have slightly different features. The same
as ‘Female Vocals’ and ‘Male Vocals’ in the ‘Vocals’ categories.
Since the VGGish model is pre-trained on the dataset that contains
more detailed instrument labels2 , the distance of VGGish features
might be able to capture the similarity of each instrument frame.
As a result, instead of using the category labels y to determine
2 The ontology of the labels is shown in this
https://research.google.com/audioset/ontology/index.html
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4.1. Music Source Separation
The results of the source separation experiments per instrument are
given in Figure 4. We can observe that, compared to the baseline XUMX model, our proposed methods show a tendency of suppressing
unwanted artifacts and increasing the SAR scores on all instruments.
The result supports our assumption that VGGish features contain
additional information potentially helpful for separation. Utilizing
VGGish features seems to help stabilizing the model and reducing
artifacts.
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X-UMX [15]
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Figure 4: SDR, SIR and SAR scores for X-UMX and our proposed methods across four instruments.

By using the proposed methods, SIR scores improve slightly
for ‘Vocals’, ‘Drums,’ and ‘Bass.’ This result suggests that the
discriminative power of the VGGish features can benefit separation
and decrease the interference of non-targeted sources. As our proposed methods aim to make the latent space more discriminative by
either adding additional VGGish features or forcing different instruments’ latent vector to be apart from each other, the interference
from other instruments decreases. The soft margin employed in
Dis-Reg generally leads to a higher SIR score than the hard margin
in Con-Reg. The SIR score of ‘Other,’ however, decreases after
regularization. We speculate that this is due to the non-homogeneity
of the ’Other’ category as it includes a variety of instruments with
large distance variations in the embedding space. For example, if
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To measure the discriminative power of the latent vectors after the
proposed latent space modification, we compute the latent vectors
from the test set for our four models: X-UMX, Concat, Con-Reg,
and Dis-Reg. Each audio input has a Tl × C latent features for C
represents the dimension of latent vectors after modification. Since
all the tracks have same length, the total number of frames across
classes is equally distributed. For Con-Reg and Dis-Reg, C is equal
to 128 . C is equal to (B+128) for Concat and C is equal to B for
X-UMX. We perform K-means algorithm on all the latent vectors
across all audio inputs for clustering. The latent vectors from the

0
Drums

-10
-10

Bass

4.2. Latent Space Classification

Vocals Drums Bass Other
5

Drums

‘Other’ contains low pitched instruments such as Tuba, then the
distance might be closer to ‘Bass’ instead of ‘Violin,’ another instrument in ‘Other.’ As a result, the distance regularization might
actually impede the training and thus lead to the observed poor SIR
score. This result also suggests the possibility of improving source
separation systems by replacing the ‘Other’ category with a set of
specific “clean” instruments.
Comparing con-Reg and Dis-Reg, we can observe that Dis-Reg
generally outperforms Con-Reg. The distance-based regularization
appears to help the model maintain a structure targeted at source
separation while adding relevant information. The SDR score stays
mostly constant for most of the instruments except for ‘Drums,’
where we can observe improvement when using regularization
methods. The general lack of improvement in SDR scores could
potentially be related to much lower time resolution of VGGish
features.
To summarize, while the Concat method performs better than
Dis-Reg and Con-Reg on most of the metrics, it needs to incorporate
the VGGish model during inference, which increases computation
time and required memory. In contrast, Dis-Reg and Con-Reg,
although they do not achieve the same improvement as Concat
on some of the metrics, still show improvement over X-UMX for
SIR and SAR and do not require the additional features during
inference.

-20
-20

Other

-25
-25

(d) Dis-Reg

Figure 5: Confusion matrix of latent vector classification.
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(a) VGGish features

(b) X-UMX

(d) Con-Reg

(c) Concat

(e) Dis-Reg

Figure 6: The t-SNE visualization of the VGGish features as well as the latent vectors of the baseline X-UMX model and the proposed
methods from an audio sample in test set. ‘Blue’: vocals, ‘Red’: drums, ‘Green’: bass, ‘Yellow’: other.

same instruments should be in the same cluster.
The confusion matrix of the proposed models are shown in
Figure 5. The matrix is processed through log function for better
visualization. ‘Vocals’ has the best performance for X-UMX latent
vectors, while ‘Other’ tends to be confused with other instruments.
The confusion is eased by using latent vectors from proposed methods. Surprisingly, when using Concat and Con-Reg, ‘Drums’ tends
to get confused with other instruments and ‘Bass’ tends to to get
confused when using Dis-Reg. The consistent confusion of a specific instrument might be caused by the silence or low volume
frames. K-means algorithm directly assigns the closest instrument
to those frames.

are difficult to cluster into one of the four groups. Moreover, we can
observe that Concat and Dis-Reg achieve slightly better clustering
results than X-UMX and Con-Reg. The result is aligned with our
separation result in Figure 4, where Dis-Reg and Concat tend to
outperform Con-Reg.
5. CONCLUSION
In this work, we propose three methods to incorporate VGGish features into a SOTA music source separation system. The first method
simply concatenates features with the latent vectors, while the other
two methods regularize the latent space through an additional loss
function during training. Our proposed methods show the potential
of reducing the artifacts and the interference created by the model
and improving the SAR and SIR scores on ‘Vocals,’ ‘Drums,’ and
‘Bass’. Latent space visualization confirms that the latent space has
slightly better discriminative properties after regularization.
However, further experimentation is required to verify our
approaches in different settings. For example, we plan to include
other features into our proposed training strategies, such as the L3Net embedding features [25]. Other model architectures, feature
resolutions, and instrument categories, as well as the application to
other audio-related tasks will also be studied in the future.

4.3. Latent Space Visualization
We randomly choose a sample from the test set and visualize a
t-SNE projection [50] of the extracted latent vectors from the VGGish features, the baseline X-UMX model, Concat, Dis-Reg, and
Con-Reg. The results are shown in Figure 6. We can observe
from Figure 6b that — although the latent vectors are clearly clustered — several small clusters can be found to be far from their
corresponding main cluster (top-left yellow and bottom-right red).
This implies that model might confuse one instrument with another in these cases. When using regularization in Figure 6d and
Figure 6e, the clusters tend to be more tightly packed and the spurious small clusters decrease in both number and size. Directly
concatenating the VGGish features with latent vectors yields the
most separable latent space, as shown in Figure 6c. As with classification, we observe that some of the clusters separated from the
main clusters are from low volume audio frames or silence. Since
they contain minimal instrument information, their latent vectors
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ABSTRACT
Joint time–frequency scattering (JTFS) is a convolutional operator
in the time–frequency domain which extracts spectrotemporal modulations at various rates and scales. It offers an idealized model
of spectrotemporal receptive fields (STRF) in the primary auditory
cortex, and thus may serve as a biological plausible surrogate for
human perceptual judgments at the scale of isolated audio events.
Yet, prior implementations of JTFS and STRF have remained outside of the standard toolkit of perceptual similarity measures and
evaluation methods for audio generation. We trace this issue down
to three limitations: differentiability, speed, and flexibility. In this
paper, we present an implementation of time–frequency scattering in Python. Unlike prior implementations, ours accommodates
NumPy, PyTorch, and TensorFlow as backends and is thus portable
on both CPU and GPU. We demonstrate the usefulness of JTFS via
three applications: unsupervised manifold learning of spectrotemporal modulations, supervised classification of musical instruments,
and texture resynthesis of bioacoustic sounds.
1. INTRODUCTION
Human listening plays a central role in the development and evaluation of digital audio effects (DAFx) [1]. Yet, listening tests are
costly and time-consuming as they typically rely on expert participants. For this reason, recent publications have proposed to
mimic the behavioral response of the average listener by means of a
computational surrogate [2, 3]. In particular, experimental findings
in auditory neurophysiology suggest that our primary cortex responds selectively to spectrotemporal modulations at various rates
and scales [4]. Each of these responses may be simulated by an
idealized model known as spectrotemporal receptive field (STRF).
Hence, the space of STRF coefficients appears as a natural candidate for comparing two sounds out of context; and indeed, studies
in music psychology have confirmed that Euclidean distances in
STRF space approximate timbre dissimilarity judgments between
isolated musical notes [5].
However, despite its potential for developing perceptually informed audio synthesis, the STRF has received limited adoption
within the DAFx community as well as music information retrieval
(MIR) and machine learning for signal processing (MLSP). Indeed,

2

’sVienna

DAFx

Center for Digital Music
Queen Mary University of London, UK
f.lastname@qmul.ac.uk

we notice three shortcomings in the NSL Auditory–Cortical Toolbox [6], which we consider to be the reference implementation of
STRF 1 . First, it lacks scalability: the code is written in MATLAB,
does not accommodate parallel computing, and is not portable onto
GPU hardware. Second, it lacks flexibility: the toolbox assumes
that the audio input has a sample rate of 16 kHz and subsamples
all subbands in the constant-Q filterbank to 125 Hz, even though
the critical sample rate should depend on center frequency so as to
minimize memory usage while avoiding aliasing artifacts. Thirdly,
it lacks differentiability: although the authors do provide a modified
Griffin-Lim algorithm for reconstructing an audio signal from its
STRF coefficients, MATLAB’s NSL and related toolboxes do not
perform reverse-mode automatic differentiation, unlike PyTorch
or TensorFlow. The same three issues are found again in the toolbox “strf-like-model” of [3], which is a Python port of the NSL
Auditory–Cortical Toolbox using NumPy as its backend 2 .
In this paper, we present a Python implementation of “Joint
Time-Frequency Scattering” (JTFS) [7], that is, a fast and numerically accurate discretization of STRF. While there have been implementations of JTFS in MATLAB since 20143 4 , ours is the first to
support GPU computing and automatic differentiation. To accomplish this, we have extended Kymatio5 , a library for wavelet-based
processing in Python released in 2019 [8], with code that now constitutes a permanent branch called dafx2022-jtfs6 , in WaveSpin, a
library currently under development. We show the potential of the
implementation to different research topics with three examples:
unsupervised manifold learning of spectrotemporal modulations,
supervised classification of musical instruments, and texture resynthesis of bioacoustic sounds. Beyond the demonstrated use cases,
differentiable implementations of scattering have potential to enable parametric scattering filterbanks [9] and audio synthesis loss
functions. Our supervised classifier is the first instance of “hybrid
representation learning” [10] which interfaces JTFS with a 2-D
deep convolutional network (convnet). Furthermore, we outline
an activation function for scattering-based neural networks, under
the name of mean-based logarithm (µ–log). We demonstrate stateof-the-art musical instrument classification results in the setting
of limited annotated training data. For the sake of reproducibility,
we provide open-source code, with experiments reproduced in a
repository named JTFS-GPU7 , alongside supplementary material8 .
1 http://nsl.isr.umd.edu/downloads.html
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Figure 1: Scalograms (top) and scale–rate visualizations (bottom) from the joint time–frequency scattering transforms of exemplary audio
signals: (a) amplitude-modulated chirp signal; (b) downward glissando musical instrument playing technique; (c) and (d) are the sounds of
two types of birds, the laughing gull and the Northern goshawk. Each scale–rate visualization shows the response of a second-order 2-D
wavelet ψ of temporal rate α, frequential scale β and orientation θ = ±1 when convolved with the scalogram X. See Section 2 for details
on joint time–frequency scattering.

by a 2-D lowpass filter ΦT,F (t, λ). Following [7], we define the
joint time–frequency scattering of X(t, λ) as:

2. TIME–FREQUENCY SCATTERING
Proposed in [7], the joint time–frequency scattering (JTFS) transform captures the spectrotemporal modulations of a signal at various rates and scales. This is achieved by decomposing the signal
with joint wavelet convolutions, nonlinearities, and pooling operations.
Let ψ(t) and ψ(λ) denote the basis function (“mother wavelet”)
for the decomposition along the time, t, and the log-frequency axis,
λ, respectively. Both wavelets are complex analytic, of which the
Fourier transform is null for negative frequencies, i.e. ψ̂(ω) = 0
for ω < 0. Our implementation uses the Morlet wavelet, i.e.
a complex sinusoid modulated by a Gaussian envelope, due to
its quasi-optimality in terms of Heisenberg time–frequency uncertainty. ψλ (t) is the temporal wavelet filterbank dilated from
ψ(t). Convolving a waveform x(t) with each wavelet in ψλ (t)
and applying pointwise complex modulus yields the scalogram
X(t, λ) = x ∗ ψλ (t), which is a two-dimensional (2-D) time–
frequency image, as shown by the examples in Fig. 1 (top).
To extract the spectrotemporal modulations of an STRF centered at (t, λ), we decompose the scalogram with a joint time–
frequency wavelet Ψα,β,θ (t, λ). α and β are the temporal rate and
frequential scale, respectively. θ = ±1 is the orientation of the
STRF, with θ = −1 denoting a positive slope while θ = +1 a
negative one. ψα (t) and ψβ (λ) are the temporal and the frequential wavelet filterbank dilated from their mother wavelets, ψ(t) and
ψ(λ), respectively:
ψα (t)
ψβ,θ (λ)

=
=

2α ψ(2α t)
β

β

2 ψ(θ2 λ).

and
(1)

The joint time–frequency wavelet Ψα,β,θ (t, λ) is the outer product
between the temporal wavelet ψα (t) and the frequential wavelet
ψβ,θ (λ):
Ψα,β,θ (t, λ) = ψα (t)ψβ,θ (λ).
(2)
We then convolve the scalogram with the 2-D joint wavelet
filterbank Ψα,β,θ (t, λ), apply a complex modulus, and average it
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SJTFS
x(t, λ, α, β, θ) =
2


t,λ
t,λ
X ∗ Ψα,β,θ ∗ ΦT,F (t, λ). (3)

t,λ

The symbol ∗ denotes a 2-D convolution over both the time variable t and the log-frequency variable λ. Hence, for each location
around (t, λ) in the time–frequency domain, we obtain a 3-D tensor
indexed by (α, β, θ), capturing spectrotemporal modulation information. SJTFS
x in Eq. (3) has invariance properties to time-shifts,
2
time-warps, and frequency transpositions, for a receptive field restricted by the time scale T and frequency interval F . In certain
cases, we may omit frequential averaging in order to preserve equivariance to frequency transposition. This results in a variant of Eq.
(3):
 t,λ

t
SJTFS
x(t, λ, α, β, θ) = X ∗ Ψα,β,θ ∗ ΦT (t, λ). (4)
2
Fig. 1 shows the scalogram (top) and the scale–rate visualizations of JTFS (bottom) for four audio examples. (a) is a synthesized
amplitude-modulated chirp signal of constant chirp rate, see Section
3.2 for details. (b) is a glissando playing technique performed on
the Chinese bamboo flute (dizi); (c) and (d) are the vocalisations of
two species of birds: the laughing gull and the Northern goshawk
(Accipiter gentilis). The first two examples are isolated events with
upward and downward frequency change, respectively, while the remaining two are real-world acoustic events with temporal variations
in chirp rate and directionality.
In Fig. 1, we visualize JTFS coefficients before averaging,
i.e. |X ∗ Ψα,β,θ |, with one scale–rate combination for each of
the audio examples. All visualizations cover the complete time t
and log-frequency λ axes, and both directions of θ. For instance,
Fig. 1 (a) bottom displays the JTFS obtained by convolving X(t, λ)
with Ψ9,5,−1 and Ψ9,5,1 respectively, taking complex modulus and
lowpass filtering. 9 and 5 denote the temporal rate and frequential
scale indices, respectively. The scale–rate visualizations of (b),
(c), and (d) are obtained in the same way. As can be seen in
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the first two isolated examples (a) and (b), the direction of the
spectrotemporal patterns are clearly captured: the JTFS energy
concentrates on θ = −1 for upward frequency changes in (a), while
for the downward frequency variations in (b), θ = +1 dominates
the spectrotemporal modulations. The main directions of frequency
modulations of each isolated event in examples (c) and (d) are also
captured. We explore these two examples further in Section 5 in a
task of audio texture resynthesis via JTFS coefficients.

chirp rates γ = 0.5 and γ = 4 octaves per second and equal
bandwidth 2 octaves9 .

3. SIMILARITY RETRIEVAL
3.1. Motivation
In this section, we compare the abilities of audio representations to
serve as a similarity measure between audio signals with real-world
factors of variability. We design a sound synthesizer to generate
a dataset of amplitude modulated chirp (AM/FM) signals, that is
controlled by three parameters: carrier frequency (fc , in Hz), amplitude modulation frequency (fm , in Hz) and chirp rate (γ, in
octaves/second). Such amplitude and frequency modulations are
typically found within musical instrument playing techniques [11].
We visualize similarity of the synthesized signals on a manifold
embedding and assess recovery of the synthesizer parameters under
several audio representations: Mel-frequency cepstral coefficients
(MFCCs), time scattering (Scattering1D), time–frequency scattering (JTFS), spectrotemporal receptive fields (STRFs) and OpenL3
embeddings. MFCCs result from computing a log-mel spectrogram
(logmelspec) followed by a discrete cosine transform (DCT). The
cortically-inspired spectrotemporal receptive field (STRF) transformation serves as a representation of spectrotemporal modulations
[3]. OpenL3 embedding is a deep feature representation that results
from training L3-Net for audiovisual correspondence [12].
3.2. Synthetic Dataset of Modulated Chirps
We define a generator g of exponential “chirps” with three factors of
variability: a carrier frequency fc , an amplitude modulation (AM)
frequency fm , and a frequency modulation (FM) rate γ. Denoting
by θ the triplet (fc , fm , γ), we have for every θ:

gθ : t 7−→ ϕw (γt) sin(2πfm t) sin


2πfc γt
2
,
γ log 2

(5)

where ϕw is a Gaussian window of characteristic width equal to
w. The AM/FM signal gθ has an instantaneous frequency of fc 2γt
and an essential duration of w/γ. Thus, it covers a bandwidth w,
independently from θ. We set w = 2 octaves in the following.
We highlight a physical correspondence of the synthesizer
parameters to the wavelet variables in Section 2. fc corresponds to
the log-frequency λ of first-order scattering wavelets. Amplitude
modulation frequency fm can be adequately described by secondorder temporal wavelet rate α. The chirp rate γ accounts for a
relationship between frequential wavelets of scale β and rate α, i.e.
β= α
.
γ
We apply Eq. (5) for 16 values of fc , fm , and γ, arranged in
a geometric progression; hence yielding a dataset of 163 = 4096
audio signals in total. We vary fc between 512 Hz to 1024 Hz;
fm , between and 4 Hz to 32 Hz; and γ, between 0.5 and 4 octaves/second respectively. Fig. 2 illustrates the constant-Q transform of two chirp signals of 512 Hz fundamental frequency, with
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Figure 2: constant-Q transform of two AM/FM signals with chirp
rate γ = 0.5 (left) and γ = 4 (right) octaves/second, respectively.
Both cases have a carrier frequency fc of 512 Hz, a modulation
frequency fm of 3 Hz, and a bandwidth equal to two octaves.

3.3. Manifold Learning and Visualization
To visualize similarity relationships between the AM/FM signals,
we apply the Isomap algorithm for unsupervised dimensionality
reduction [13]. Isomap assembles a geodesic distance matrix by
using neighborhood relationships from high-dimensional Euclidean
distances. We first compute the MFCCs, Scattering1D and JTFS
coefficients, STRFs and OpenL3 embeddings over the dataset of
AM/FM signals. Under the Isomap algorithm, we consider each
representation separately. To compute the nearest neighbor graph,
we consider the 40 nearest neighbors for each transformed data
point. We select three components for the manifold visualization.
The audio dataset described in Section 3.2 characterizes three independent degrees of freedom, therefore we postulate that Isomap will
reveal whether the coordinates of an audio representation reflect
similarities within the AM/FM signals. Musical instrument playing
techniques are a class of signals that vary significantly in amplitude
and frequency modulation content. A recent publication showed
that distances on the K-nearest-neighbor graph of JTFS reflected
human similarity judgements between playing techniques [2].
We compute time–frequency scattering coefficients by means
of our newly introduced implementation. We transform each of
the 4096 signals synthesized via Eq. (5), setting J = 14 octaves,
Q = 8 filters per octave and T = 1000 ms. We omit frequential averaging to preserve equivariance to pitch transposition (see Eq. (4)).
We set J = 14 to enable analysis of slower modulations via the temporal filterbank, with center frequencies reaching approximately 0.1
Hz. We also compute time scattering (Scattering1D) coefficients
using Kymatio [8], setting Q = 1 and J = 14 with global temporal averaging. Time scattering does not capture spectrotemporal
patterns beyond a log-frequency interval 1/Qf , where Qf is the
quality factor (ratio of center frequency to bandwidth). Hence, by
setting Q = 1, which results in Qf = 2.5, we guarantee that the
scalogram contains at least one amplitude modulation cycle, given
a modulation frequency of at least 4 Hz and a chirp rate of at most
4 octaves per second.
Fig. 3(b) and (c) show three-dimensional (3-D) visualizations
of the Isomap embeddings for time scattering (Q = 1) and time–
frequency scattering (Q = 8), respectively. In the case of both
transformations and the application of Isomap manifold learning,
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the dataset of AM/FM signals is represented as a 3-D mesh where
the principal components align independently with fc , fm and γ.
Both transformations with their respective hyperparameters are
capable of disentangling and linearizing fundamental frequency,
tremolo rate and chirp rate, which describe spectrotemporal modulation patterns. Fig. 3(c) visualizes the embedding for time scattering
when Q = 8. In this case, we observe that time scattering lies
on a 2-D manifold that adequately describes fc and γ, yet fails
to account for similarity in fm due to the aforementioned reasons.
Despite time scattering successfully disentangling the 3 factors of
variability when Q = 1 (Fig. 3(b)), other applications may demand
a a greater quality factor in order to better localize in frequency.
As a comparison, we also compute Isomap embedding for the
dataset’s MFCCs (Fig. 3(a)), STRFs (Fig. 3(e)), and OpenL3
embeddings (Fig. 3(f)). We compute MFCCs using librosa V0.8
default parameters, yielding 20 coefficients [14]. STRFs are computed by means of the ‘strf-toolkit‘ [3] using the default parameters
and setting the input duration to 4 seconds. OpenL3 embeddings
are extracted using the music model of the publicly available Python
package10 , resulting in 6144 coefficients after globally averaging in
time.
We observe that in the case of MFCCs, the Isomap embedding
forms a curved 2-D manifold, whereas our dataset contains three
factors of variability. Only the fundamental frequency fc clearly
aligns with one of the Cartesian coordinates. Meanwhile, similarities between amplitude modulation rates fm and chirp rates γ are
not represented faithfully. Therefore, neighboring points on the
graph may have very dissimilar values of fm and γ. This is also the
case for STRFs and OpenL3, where proximity relationships in the
Isomap embeddings do not reflect similarity in tremolo rate fm . In
our experiment, the STRF fails to retrieve similarity in amplitude
modulation rates. To determine the cause of this outcome demands
a more thorough investigation as this behavior is contrary to its
theoretical specification. Fundamental frequency and chirp rate are
disentangled onto independent components, yet high chirp rates are
densely clustered for all carrier frequencies.

(a)

(b)

(c)

(d)

(e)

3.4. Regression from Nearest Neighbors
As a quantitative supplement to the visualizations from the previous
section, we assess regression of the synthesizer’s three parameters
θ = (fc , fm , γ) with K-nearest neighbors regression algorithm
(K-NN). K-NN parameter regression relies on Euclidean distances
between examples in their feature representations. Therefore, its
regression error sheds light on the degree of topological alignment
between feature space and parameter space. Such an alignment is
essential in common audio recognition tasks, as the parameters are
physical correspondents of audio similarity.
For each example, we start from an empty set of neighbors
N0 = ∅. Then at each iteration, we select its closest neighbor by
computing its pairwise Euclidean distance with all other examples.
We stop after K iterations, resulting in a set of K nearest neighbors.
(
Nk+1 (θi ) = Nk (θi ) ∪

(f)
Figure 3: Isomap embeddings of a synthetic dataset of amplitude
modulated sinusoidal chirps (see Section 3.2) represented by: (a)
MFCCs, (b) time scattering (Q = 1) and (c) (Q = 8), (d) time–
frequency scattering, (e) STRFs and (f) OpenL3 embeddings. The
configurations for these features are outlined in Section 3.3. The
embedding is fully unsupervised, using acoustic features alone. The
colour range of the markers indicates an increasing value from blue
to red via white, corresponding to the signals’ carrier frequency fc
(left), tremolo rate fm (center) and chirp rate γ (right).

)
arg min ∥Sg(θj ) − Sg(θi )∥2

(6)
θei /θi , where:

θj ̸∈Nk (θi )

1
θei =
K

We compute an estimate of the parameter θei as the average of its
values at the K nearest neighbors. We define the error ratio as
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θj .

(7)

θj ∈NK (θi )

We use the same K = 40 nearest neighbor graph computed by the
Isomap algorithm in the previous section. We regress each exam-

10 https://openl3.readthedocs.io
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ple’s parameters for each of the audio representations and plot their
error ratios in Fig. 4. All feature representations are capable of regressing carrier frequency fc with error ratios close to 1. However,
larger performance discrepancies can be observed in modulation
frequency and chirp rate. Aligned with our observations in Section
3.3, time scattering and JTFS excel at linearizing modulation frequency in the Euclidean space, with error ratios within range of
0.75 to 1.5. Meanwhile, all features except MFCCs extract chirp
rate within error ratios between 0.75 to 1.25.

instrument recognition has previously been benchmarked with convolutional networks in [17] and joint time–frequency scattering in
[7]. Every example in the dataset consists of a fixed 216 discretetime samples at a sampling rate of 44.1 kHz, corresponding to
approximately 3 seconds of audio. Each clip includes the presence
of one musical instrument from a highly imbalanced taxonomy of
8 classes: tenor saxophone, trumpet, flute, clarinet, female singer,
distorted electric guitar, violin and piano, of 123, 149, 155, 251,
318, 404, 2040 and 2401 training samples, respectively. The training, validation and test subsets consist of a total of 5841, 3494 and
12236 samples, respectively.
4.2. Convolutional Network Feature Design

Figure 4: Error ratios that result from K-nearest neighbors (K-NN)
regression of the AM/FM signal dataset’s (Section 3.2) three parameters: carrier frequency (fc ), tremolo modulation frequency (fm )
and chirp rate (γ). We performed K-NN regression via the nearest
neighbor graphs (K = 40) that result from MFCCs, time scattering
coefficients, time–frequency scattering coefficients, OpenL3 embeddings and STRFs. We refer the reader to Section 3 for details
on the feature extraction hyperparameters.

We parametrize time–frequency scattering such that it yields a 3-D
output that is 44 × 32 along log-frequency and time. To achieve
this, we set J = 13 octaves for the first and second order temporal
wavelet filterbanks. We set Q = 16 filters per octave at first order
and Q2 = 1 at second order. We perform frequential averaging
with the lowpass filter ϕF over a quarter of an octave with F = 4.
We set the support of the temporal lowpass filter ϕT to T = 211 ,
which is applied to an input of N = 216 discrete time samples. The
frequential wavelet filterbank has its own set of parameters. Qf r
and Jf r control the number of wavelets per octave and number of
octaves and maximal scattering scale, respectively. We set Qf r = 1
and Jf r = 6.

4. TIME–FREQUENCY SCATTERING 2-D:
CONVOLUTIONAL CLASSIFIER
Recent publications have demonstrated time–frequency scattering
as a state-of-the-art feature extractor for music classification tasks,
including detection of the type of instruments played [7] and detection of playing techniques [15] on solo performances. This is
achieved by learning a shallow linear layer over time–frequency
scattering coefficients. Time–frequency scattering is yet to be explored as a frontend feature extractor to a deep convolutional neural
network (convnet) classifier. Exploiting the 3-D structure of time–
frequency scattering (λ2 = (α, β, θ), λ, t), where the response
of joint second-order wavelet filters across time and frequency
compose the channels, may enhance contrast in spectrotemporal
variations across the time–frequency image. In this section, we
seek to compare audio representations as a frontend to a convnet in
a task of supervised classification of musical instrument solos.
Eq. (8) describes the output of the first layer of 2-D convolution
between the time–frequency scattering image Sx around (λ2 , λ, t)
and kernel w, where the multiindex variable λ2 represents the tuple
(α, β, θ).
Y (λ3 , λ, t)

X

Sx(λ2 , λ + δ − 1, t + τ − 1)w(λ3 , δ, τ ) (8)

λ2 ,δ,τ

4.1. Dataset
We perform supervised classification of isolated musical instruments from the Medley-solos-DB dataset [16]. The task of musical
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Figure 5: 2-D convnet architecture with a 3-D time–frequency
scattering input tensor. The multiindex variable λ2 = (α, β, θ)
represents the response of a second-order scattering wavelet at
temporal rate α, frequential scale β and spin θ. The 2-D convnet
is an EfficientNetB0 architecture with a classification head over 8
classes (see Section 4 for details).
Our implementation supports outputs in various number of
dimensions. In the case of 2-D output, the variables correspond
to scattering path and time, and first-order and second-order coefficients are concatenated. In contrast, under the “out_3D” mode,
we return 2-D and 3-D tensors, for first-order and second-order
tensors respectively. Since ϕF is not applied to first-order coefficients, we learn a convolution filter on the first order output and
average pool across log-frequency. We set the convolution filter’s
kernel size to (16, 1), whose support covers an octave. We apply
average pooling to the convolution layer’s output, with a kernel size
of (4, 1) corresponding to the same support of ϕF of a quarter of
an octave. We concatenate the output of this layer with the 3-D
second-order coefficients, resulting in a tensor of size (195, 45, 32)
whose indices correspond to log-frequency and log-quefrency unrolled, log-frequency and time. We apply a 2-D batch normalization
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Conv
Batch Norm, ReLU
Max Pool
Conv
Batch Norm
SqueezeExcite, ReLU
Conv
Batch Norm
SqueezeExcite, ReLU
Global Average Pool
Linear, ReLU, Dropout 0.5
Linear, Softmax

channels
195
195
390
390
390
780
780
780

kernel size
(7, 7)
(2, 2)
(5, 5)

(3, 3)

64
8

Table 1: Table outlining the 2-D convnet architecture that process
the time–frequency scattering tensor. The channels column indicates the number of channels or hidden units output after a layer.

layer to this tensor, which serves as the input into a 2-D convnet.
Table 1 outlines our 2-D convnet that accepts the pre-processed
time–frequency scattering tensor as input. We use a squeeze-andexcitation layers [18] with a reduction factor of 16.
4.3. Adaptive Logarithmic Compression
Prior to input to the convnet, we apply a transformation to each
time–frequency scattering path, that seeks to match a decibel-like
perception of loudness. The transformation in Eq. (10), µ–log,
consists of mean-based renormalization and a pointwise logarithm.
We compute µ across the training set. When ε is a non-learnable
constant, we refer to this transformation as µ–log. Previous publications have shown that for music sounds, µ–log transforms each
λ2 such that its histogram of magnitudes is closer to Gaussian [19].
We set ε to the same predefined constant 0.1 per path, which was
chosen based on our observations of the skewness of the magnitude
histograms. To standardize the input features to the convnet backend, we compute the mean and standard deviation per λ2 across all
e in the training set.
Sx
µ(λ2 ) =

N ZZ
1 X
Sxn (λ2 , λ, t) dt dλ
N n=1


Sx(λ2 , λ, t) 
e
Sx(λ
2 , λ, t) = log 1 +
εµ(λ2 )

(9)

(10)

4.4. Baselines
As a performance comparison to our time–frequency scattering
hybrid convnet, we train a 2-D convnet on top of the Constant-Q
Transform (CQT) and a 1-D convnet on top of time scattering.
We compute the CQT using nnAudio [20] with a hop size of
256 samples, 96 frequency bins, 12 octaves and a minimum centre
frequency of 32.7 Hz, and subsequently convert the amplitudes to
the decibel scale. We standardize the CQT per bin using the means
and standard deviations from the training set. We perform average
pooling over frequency and time with a kernel of size (3, 8), yielding
a (32, 32) time–frequency image for input into a 2-D convnet. To
perform the classification, we use the same 2-D convnet that is
outlined in Table 1, however the successive convolution blocks
have 64, 128 and 256 channels respectively, the third convolution
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layer uses max pooling and all max pooling is performed with a
kernel size of 2.
Additionally, we extract time scattering (Scattering1D) coefficients. Time scattering is computed similarly by applying only
a 1-D temporal wavelet filterbank to the first-order scalogram. To
match the setting of JTFS, we set Q = 16 filters per octave, J = 13
octaves and a temporal lowpass filter support of T = 211 . We
concatenate first and second order coefficients, yielding a 1423dimensional vector for each of the 32 time frames. Note that we
do not average the time scattering coefficients along first-order
log-frequency λ. We also apply the pathwise transformation µ–
log across time scattering paths. Time scattering is structured as
a vector of scattering paths for each time frame (p, t) where the
path multiindex p encompasses both scattering orders. Hence, the
integral in Eq. (9) is over the time variable alone. As the convnet classifier, we implement the same convnet as for CQT and
JTFS, but with 1-D convolution, batch normalization and pooling
operations.
4.5. Training Setup
We train the JTFS based models for 30 epochs and CQT and Scattering1D models for 20 epochs. We use an epoch size of 8192 and
batch size of 32, by means of the AdamW optimizer with an initial
learning rate of 10−3 and weight decay coefficient of 0.1. To set
the learning rate of each parameter in the network, we use a cosine
annealing schedule with a minimum learning rate of 10−11 , and
apply warmup by starting at schedule’s lowest point. In order to
compensate for class imbalance in the Medley-solos-DB dataset,
we use a weighted cross entropy (WCE) loss as per Eq. (11), where
N = {N1 , ..., N8 } is the set of training example supports per class.
WCE = −

(11)

4.6. Results
In Table 2, we report the classwise and macro-averaged accuracy on
the test set. For each run, we use an early stopping procedure that
checkpoints the model at each epoch. We select the best checkpoint
out the final ten epochs that achieves the higher validation accuracy.
We report the mean test set accuracy over three randomly seeded
runs.
Time–frequency scattering has previously seen performance of
78% accuracy on the Medley-Solos-DB dataset when used with a
shallow linear classifier [7]. Earlier spiral convolutional network
architectures achieved a highest average accuracy of 74% [17]. Our
results show that the addition of a 2-D convnet backend exceeds
the performance of a shallow linear classifier.
JTFS exceeds the average accuracy of CQT and Scattering1D
by roughly 23 and 7 percentage points respectively, while attaining the highest accuracy across the majority of musical instrument
classes. We found that the unsupervised logarithmic transformation, µ–log, and careful selection of its tunable parameter c were
essential factors for improving performance.
JTFS achieves state-of-the-art musical instrument classification
performance in the regime of limited annotated data. As a reference, we compute accuracy metrics on the test set using a YAMNet
classifier that was pretrained on the very large AudioSet dataset.
This achieves 93% accuracy with no additional trained layers. Yet
we emphasise a distinction between these tasks; one is trained in
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CQT
Scattering1D
JTFS

tenor sax.
5.7
± 3.8
54.8
± 9.8
71.5
± 5.9

trumpet
80.9
± 3.5
70.9
± 9.7
77.8
± 8.7

flute
40.2
± 5.3
43.9
± 8.9
57.0
± 4.3

clarinet
85.3
± 5.1
60.1
± 7.9
59.5
± 1.3

female singer
84.4
± 0.7
93.7
± 2.4
96.3
± 0.7

dist. guitar
87.8
± 1.8
96.1
± 1.1
96.4
± 0.0

violin
64.2
± 12.8
74.1
± 4.3
93.0
± 5.6

piano
98.5
± 1.4
98.7
± 0.2
99.8
± 0.1

avg
68.4
± 1.8
74.0
± 2.4
81.4
± 0.6

Table 2: Test set classwise and macro average accuracy for 2-D convnet architectures trained for musical instrument classification on
Medley-solos-DB. Classes are in ascending order (left to right) of number of training set examples. We report the results of CQT, time
scattering and time–frequency scattering frontends for a convnet classifier. See Section 4 for details.

the regime of limited annotated data, while the other has access
to millions of annotated examples. The newly introduced implementation has enabled a previously unexplored interaction with
learned 2-dimensional deep convolutional networks for supervised
classification. We expect this to enable further research interfacing
JTFS and convnets for audio analysis and synthesis.

spacing along frequency axis and the amplitude modulation trend in
each frequency bands. Meanwhile, both lose the precise temporal
location of discrete bird call events because of temporal averaging.
However, a clear distinction between them can be observed in terms
of the frequency band alignment in time. Unlike time scattering,
JTFS manages to recover synchronicity over frequency subbands.

5. TEXTURE SYNTHESIS
Under the context of an audio classification task, feature representations of waveforms benefit from invariance to time-shifting,
pitch-shifting and small spectrotemporal deformations. Yet, the
introduction of invariance induces inevitably a loss of information.
Texture resynthesis from time-shift invariant feature is an effective way to examine what information is preserved and what is
lost. Echoing work from [21], [22], and [7], the following section
demonstrates the procedure of texture resynthesis, illustrates the texture preservation qualities of time-shift invariant JTFS, and reports
the speed improvement of texture resynthesis with GPU-enabled
JTFS-GPU over MATLAB toolbox scattering.m.
Starting from an audio signal x(t), we first calculate its scattering coefficients Sx. To reconstruct the signal, we initialize a
trial signal y(t) with random noise, and use backpropagation to
update y at each iteration, such that the normalized error E(yn ) =
∥Sx − Syn ∥/∥Sx∥ is progressively reduced,
yn+1 (t) = yn (t) + µ∇E(yn ).

(12)

While the loss function E(yn ) is nonconvex and may have local
minimizers, our goal is not to mathematically invert the forward
scattering operations, but to approximate a sonification of scattering
coefficients Sx. The gradient ∇E(yn ) is computed via reverseordered Hermitian adjoints of the forward scattering operations,
detailed in [22]. We adopt the PyTorch backend for gradient computation, as well as a bold driver heuristic to update adaptively the
learning rate µ. The bold driver heuristic increases the learning rate
by a constant factor if the loss decreases and vice versa [23]. The
reconstruction error decreases progressively: it reaches a normalized loss of about 10% after 20 iterations and about 3% after 100
iterations.
In order to illustrate the information that is preserved and lost
in time-shift invariant JTFS, we experiment on the two bird chirps
in Section 2 (see Fig. 1 (c) and (d)) and compare their resynthesis
results with those of second-order time scattering coefficients. The
temporal support of time-shift invariance T is chosen to be 370
ms, which is of the order of three bird calls in example (f) and
thus relevant in a recognition task. We fix the scattering scale
J = 12 and filters per octave Q = 12 in all our experiments. As
shown in Fig. 6, both JTFS and time scattering preserve well the
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Figure 6: Reconstructed birdcalls from time-shift invariant scattering coefficients. (a) and (d) are scalograms of the original audio
of two distinct birdcalls. (c) and (f) are the corresponding reconstructed scalograms from joint time–frequency scattering coefficients. (b) and (e) from second-order time scattering coefficients.
All of the coefficients are computed with J = 12, Q = 12, enforcing time-shift invariance with a temporal lowpass filter of support
T = 213 samples (370 ms).
To compare the computational speed, we perform texture resynthesis on an audio segment of size N = 216 samples, i.e., around
three seconds; both with JTFS-GPU and scattering.m. We
record the time elapsed during each iteration of backpropagation.
GPU computing accelerates the resynthesis procedure by close
to ten times relative to scattering.m, with an average of 720
milliseconds per iteration.
6. CONCLUSION
Deriving auditory representations that act as proxies for perceptual
similarity is an essential step for the enhancement of generative
audio models and digital audio effects. In this paper, we have
highlighted the need for a scalable computational model of spectrotemporal receptive fields (STRF) of the auditory cortex. We
have provided scale–rate visualizations of time–frequency scattering, analogous to those used in auditory perception research. By
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means of practical examples, we have introduced a differentiable
implementation of time-frequency scattering that is compatible
with modern deep learning frameworks. Through manifold embedding visualizations and parameter recovery, we showed that
time–frequency scattering can adequately serve as a representation
of similarity for AM/FM signals. By using our implementation’s
3-D time–frequency scattering output as a frontend feature extractor for a 2-D convolutional neural networks classifier, we have
exceeded previous state-of-the art benchmarks on the task of supervised classification of musical instrument solos with limited
annotations. Finally, we have demonstrated resynthesis of a variety
of texture signals via their scattering coefficients, benefiting from a
10× speedup over previous benchmarks.
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ABSTRACT

convolutional layers to model the conditional probability distribution. Several modifications of WaveNet have been proposed [7, 8].
These architectures have also been employed to model nonlinearities in circuits of analog audio effects. In particular, a feed-forward
variant of WaveNet has been used with a vacuum-tube amplifier [9]
and distortion pedals [10]. RNNs have been used for the same task
as well [11], and in some cases, the implementation of the inference part satisfies the real-time constraints [12, 13]. Another interesting approach is described in [14], where a hybrid model with
an adaptive front-end, followed by a latent-space, and a synthesis
back-end has been investigated to achieve a general-purpose deep
learning model for audio effects. This has been applied to different
types of analog effects, with both short-term and long-term memory, including plate and spring reverberators [15]. Lastly, simpler architectures, such as feed-forward deep neural networks have
been explored as well. In [16], a feed-forward deep neural network
embedded within a discrete-time state-space system has been proposed to model guitar distortion circuits and a low-pass filter. In
this work, the authors used measurements of inner signals within
the circuits to learn the trajectory of the system, which represents
the set of points in the state space that are the future states resulting
from a given initial state.

Deep learning models applied to raw audio are rapidly gaining
relevance in modeling audio analog devices. This paper investigates the use of different deep architectures for modeling audio
optical compression. The models use as input and produce as
output raw audio samples at audio rate, and it works with noor small-input buffers allowing a theoretical real-time and lowlatency implementation. In this study, two compressor parameters, the ratio, and threshold have been included in the modeling
process aiming to condition the inference of the trained network.
Deep learning architectures are compared to model an all-tube
optical mono compressor including feed-forward, recurrent, and
encoder-decoder models. The results of this study show that feedforward and long short-term memory architectures present limitations in modeling the triggering phase of the compressor, performing well only on the sustained phase. On the other hand, encoderdecoder models outperform other architectures in replicating the
overall compression process, but they overpredict the energy of
high-frequency components.
1. INTRODUCTION

This paper follows up VA investigation using deep learning
techniques and addresses the case of an optical compressor. Compression is a particular type of audio processing that reduces the
dynamic of the signal, taming the volume of loud sounds and amplifying quiet sounds according to a specific temporal profile. An
earlier attempt to model an analog optical leveling amplifier has
been presented in [17], where the authors take a frequency domain approach and use large artificial neural networks working on
relatively long segments of the input signal. A more recent example exhibits real-time modeling of the same device [18] by exploiting a modified version of a Temporal Convolutional Network
(TCN) [19]. In this paper we also explore the conditioning of the
model against two control parameters of the device, allowing the
trained network to apply different types of compression. Previous
works are mostly focused on modeling for a static representation
of the audio effect (i.e. fixed parameters), while a single variable
control parameter has been considered in [9, 13, 17] and two variable control parameters only in [18]. The conditioning is realized
by feeding the network with extra inputs. In this study, we follow a similar approach proposed in [9, 13, 17] but we scale up the
problem to two variable parameters. In addition, as noted in [13],
deep networks can suffer from aliasing-like effects. For this reason, we also investigated how our models are affected by the same
problem.

Virtual Analog (VA) modeling aims to emulate in the digital domain electrical or electro-mechanical musical devices. This field
has a long history, and so far several digital models for different
types of analog devices have been proposed [1]. The nonlinearities
in circuits or mechanics of these devices determine their unique
and appealing sonic characteristics. Such nonlinearities are challenging to model because they need to be emulated with digital
signal processing algorithms.
Digital models are categorized as “white-box” or “black-box”.
The first category is based on the simulation of the system’s components by discretizing differential equations to generate a numerical solution. A “black-box” model replicates the system’s response
by observing the input-output behavior to estimate the model’s inner parameters. Examples of the “white-box” approach for VA are
found in [2, 3], while “black-box” models are used in [4, 5].
Recently, studies based on deep learning techniques have
shown promising results in model audio systems, supported by optimized libraries and modern GPU-equipped workstations. Convolutional Neural Networks (CNN) and Recurrent Neural Networks
(RNN) are the predominant techniques in this field. WaveNet is
among the most used architectures [6], which is a fully probabilistic and auto-regressive deep neural network using a stack of
Copyright: © 2022 Riccardo Simionato et al. This is an open-access article distributed under the terms of the Creative Commons Attribution 4.0 International License, which permits unrestricted use, distribution, adaptation, and reproduction in
any medium, provided the original author and source are credited.
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The rest of the paper is organized as follows. Section 2 details
the specific compressor device. An overview of the different architectures used in this study is presented in Section 3. Dataset, ex-
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with u neurons. Neurons in each layer can include an activation
function. When the activation function is absent, the layer performs an affine transformation. In our experiments, these networks
are fed with a single input audio sample and predict a single audio
output sample at each time step. Hence, the output layer presents
a single neuron only. The model can be represented with the following equation:

periments and, measurements are described in Section 4. Section 5
provides an objective evaluation of the results and the comparison
between the different architectures. Finally, Section 6 concludes
this paper by discussing open challenges and future directions.
2. DEVICE UNDER STUDY
A dynamic range compressor is an automatic volume control: it attenuates the amplitude of an audio signal by a given amount when
this exceeds a given threshold. Its functioning is regulated by the
threshold parameter, the point above which the compressor starts
to attenuate the input signal, and the ratio parameter, the amount
of compression applied. Compressors present two additional parameters, namely the attack and release, which determine the time
it takes to apply and remove the attenuation.
The compressor we chose for this study is the CL 1B1 , the
popular unit manufactured by TUBE-TECH. Originally introduced
in 1991, the CL 1B is tube-based and optical, where the audio signal feeds a lighting element that in turn illuminates a light-sensitive
resistor in the compression circuit. The resistance affects the compression circuit determining how much and how quickly to attenuate the incoming audio signal. The CL 1B presents an output
tube-based push-pull amplifier with variable gain, which is used
to add harmonic distortion after the compression stage and not to
limit the dynamics. The unit also features an input amplifier whose
gain can be tuned only internally for calibration purposes. In this
work, we condition the CL 1B model only against variations of
the threshold and ratio parameters. The remaining are fixed, as
detailed in Section 4. With these settings, the trained model captures the leveling amplifier component of the CL 1B compressor.

ŷn = f ∗ (xn ; θ),

(1)

which defines a mapping where yn is the predicted output sample,
xn is the input sample, θ is the parameters the network learns, and
f ∗ the approximated function. In the rest of this paper, we refer to
the model as ’FF’.
3.2. Recurrent models
For the recurrent models, we select gated RNN-based models, in
particular LSTM [20]. In this case, the networks’ architecture consists of k LSTM layers, including u units, and a final fully connected layer with a single neuron. LSTMs partially solve some of
the shortcomings of vanilla RNNs when modeling long sequences,
such as the vanishing gradient problem [21]. LSTMs featuring a
gated recurrent unit with skip-connections allow gradients to flow
across many time-steps. The LSTM model is shown in Figure 1.
This time in Eq. 1 has to be added the recurrent unit’s state at the
previous time step sn−1 , becoming
ŷn = f ∗ (xn ; sn−1 ; θ).

(2)

The unit’s state consists of two vectors, the cell state, c, and the
hidden state, h. At each time-step, the current time-step input,
xn , the initial cell state, cn−1 , and the initial hidden state, hn−1
represent the inputs. The LSTM then produces the updated hidden
state, hn , and the updated cell state, cn , as the outputs.

3. DEEP LEARNING NETWORK ARCHITECTURES
We investigate several architectures to model the CL 1B compressor. In particular, we use fully connected and Long Short-Term
Memory (LSTM) layers with a sequential architecture as well as
with an encoder-decoder configuration.

yn

f

tn
rn

l1

lk

f

yn

Encoder

States

Decoder

xn

[xn-1, ..., xn-k]

Figure 1: Generic architectures for the feed-forward and recurrent
neural networks. l represents the fully connected or LSTM hidden
layer for the feed-forward and recurrent model, respectively. In
both cases, the last layer indicated as f , is a fully connected unit
with a single neuron. xn , tn and rn represent the input, threshold,
and ratio value at time-step n.

[tn-1, ..., tn-k]

Figure 2: ED model architecture. Encoder and Decoder can be
stacked layers, and f represents the final fully-connected layer
with a single neuron and followed by a nonlinear activation function. t and r stand as threshold and ratio values used as conditioning for the network. The internal states of the encoder, computed
with k past samples of the input sequence, act as conditioning for
the decoder. The decoder is trained to predict the output sample
given the input sample at the current time-step and conditioned by
the internal state computed by the encoder.

3.1. Feed-forward models
Feed-forward models are relatively simple neural networks, as illustrated in Figure 1, consisting of only k fully connected layers
1 http://www.tube-tech.com/
cl-1b-opto-compressor/
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units and 1 or 2 layers. For the activation function, we experimented with the sigmoid and tanh, since their S-shaped characteristic curves are close to the nonlinear saturation profiles usually found in analog circuits. For each combination of the hyperparameters listed above, we trained the various architectures for
20 epochs. Results on the test set were evaluated quantitatively
by observing the MSE and by graphically analysing the predicted
waveforms against the target ones.
The three final models (best FF, best LSTM, and best ED) have
been trained for 100 epochs with a batch size of 128, using an early
stopping condition in case performance does not improve after 20
epochs. The models were evaluated against three different settings
of the parameters, representing gentle (threshold = −10 dBU, ratio = 4.66:1), medium (threshold = −30 dBU, ratio = 3.33:1), and
heavy (threshold = −40 dBU, ratio 7.33:1) compression. Medium
compression conditioning values were not seen by the networks
during training. The architectures of the final models and the associated results are detailed in section 5.

3.3. Encoder-decoder models
The third architecture is designed in an encoder-decoder fashion,
following the architectures for sequence modeling tasks [22]. In
the sequence-to-sequence model, the encoder processes n past
sample of the input sequence and returns its final internal state and
output. The output is discarded while the internal state is passed
to the decoder as a sort of conditioning. Specifically, the final state
vector and output from the encoder set the first internal state of the
decoder. The decoder then learns to predict the target at each timestep, given m past values of the true output ([n − 1, ..., n − m]).
The decoder is trained to predict the target signal at the next timestep, given the previous outputs. The architecture of the decoder,
as shown in Fig. 2, presents single or multiple stacked LSTM layers, ending with a fully connected layer including a single neuron. This architecture exploits the so-called "teacher forcing", a
method for training recurrent neural network models that use the
ground truth from prior time-steps as input. In this case, a separate
auto-regressive setup for inference has to be implemented.
Compared to the sequence-to-sequence model, our proposed
architecture presents some key changes. The decoder was conditioned on the input sequence but without including the sample at
the current time-step. This sample was instead the input for the
decoder, which was trained to predict the output given only the
samples from the input sequence. In this way, the encoder passes
the internal state computed from past time-step samples and the
decoder learns to predict the target at each time-step, given the input sample at the current step. In this case, a separate inference
model is not needed since the networks are not trained with the
ground truth. In the rest of this paper, we refer to the model as
’ED’.

4.1. Dataset
The Dataset has been collected from the CL 1B by feeding its input with a selection of audio signals and simultaneously recording
its output. A MOTU M4 audio interface2 was used for this purpose. The input is a mono audio signal which has an overall duration of 332 s and it includes a sequence of frequency sweeps (ranging from 20-Hz to 20 kHz), white noises with increasing amplitude
(linear and logarithmic ramp), guitar, bass, and drums recordings
(loop and single notes). Sweeps and white noises have different
lengths, specifically 0.2, 0.4, 0.8, and 1.6 s. Guitar, bass, and
drums are taken from Fraunhofer IDMT datasets3 and they were
included with a variety of amplitudes. Since the compressor affects and depends on the dynamics of the sounds, this selection includes signals with a wide variety of amplitude levels and temporal
envelopes. The left input channel of the audio interface was connected to the left output channel of the interface itself. The right
input channel of the audio interface was connected to the output of
the compressor, and the input of the compressor was connected
to the right output channel of the audio interface. This allows
recording effectively both compressor’s input and output signals
compensating for the minor sound coloring and latency of the audio interface. The audio data was recorded at a sampling rate of
96 kHz and then downsampled to 48 kHz for training the models.
A rate of 48 kHz provides a good trade-off between audio quality
and computational requirements for training and inference of the
considered models. Before starting the recording session, the levels of the audio interface inputs were matched, keeping the settings
of the compressor in such a way that it was not triggered by the input signal, and then calibrated by adjusting the input gains of the
audio interface. Finally, the output signals were recorded with different values for the threshold and ratio parameters. For the ratio,
the output signal was recorded at 7 equally spaced values spanning from 2:1 to 10:1. Attack and release times were both fixed
at 0.5 ms and 50 ms, respectively. These are fairly fast attack and
release times. Considering the sampling rate of 48 kHz, we have
approximately 24 samples for the attack phase and 2400 samples
for the release. This resulted in limiting the delay between reaching the threshold and triggering the compression, and in turn, the

3.4. Conditioning
In the case of FF and LSTM models, threshold and ratio values
were added to the input vector to have an input vector with three
values: un = [xn , tn , rn ], as illustrated in Fig. 1. On the other
hand, in the case of encoder-decoder architecture, threshold and
ratio were included in the encoder input. Since in the encoder,
past samples were also used in the prediction process, the input
becomes a kx3 dimensional matrix with k representing the number
of past samples considered. The decoder layer was fed with only
the input values at current time step. In all cases, before to fed the
networks, the conditioning values were normalized between [0,1].
4. EXPERIMENTAL STUDIES
We carried out experiments with all architectures detailed in the
previous section, which have been implemented in Python using
Tensorflow. For the training, we used an Adam optimizer with
0.001 as the initial learning rate. The Mean Squared Error (MSE)
has been selected as the loss function. To select the best configuration for each architecture, we used Optuna [23], a framework
for the automated search of optimal hyper-parameters. Regarding
ED models, we experimented with changing the size of the input
raw audio input vector, appending a variable number of past input
samples to the current input sample. In particular, we explored
[2, 4, 8, 16] as input vector size, which are relatively small values
that can provide a low-latency response in a theoretical real-time
implementation. We have also explored different sizes for each
architecture, considering 8, 16, 32, 64, or 128 numbers of hidden
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Table 1: Validation and Test losses for the two layers FF and LSTM
models, and ED model (16 samples of window length) against the
number of hidden units. Test conditioning loss refers to tests with
compression settings never seen by the networks during training.
Test loss instead refers to the test with all the other parameter combinations seen during the training. In both cases, the test signals
include sounds not used to train the models.

temporal dependencies that the network must learn. For the threshold, we recorded the output with values spaced by 10 dBU starting
from −10 dBU to −40 dBU. In total, we have 28 permutations of
ratio and threshold values, for a total recording time of 2.58 hours.
Finally, the compressor output gain was fixed at 0 dBU.
4.1.1. Training, Validation & Test sets
The recordings with the ratio set to 3.33:1 and threshold set to
−30 dBU are used only for testing the model and are not included
in the training and validation sets. In this way, we had a portion
of the dataset with parameter values not seen in the training phase,
which allows one to further test the capability of the model to correctly predict the output using unseen conditioning parameters. In
the same way, a portion of sounds of 32 s, including guitar, bass,
drum kick, hi-hat, and sweep, with different values of ratio and
threshold has also been used exclusively for testing the generalization capability of the networks. The selected sounds present
different amplitudes as well. However, all of them are within the
reach of the minimum (−10 dBU) threshold activating the compressor. Finally, the models have been trained on 85% of the remaining dataset, while 15% served for validation.
5. RESULTS & DISCUSSION
In this section, we detail the results achieved by training the architectures described in Section 3, commenting on their performance and limitations. Generally, regarding the FF and LSTM
models, we have not observed particular improvements when using the tanh activation function in the last hidden and output layer
with respect to sigmoid ( 0.56% of test error reduction), but we
kept this option for the later experiments since the training converges faster. On the other hand, with the ED model, the sigmoid
provided better performance ( 34, 71% of test error reduction).
Experiments on FF models show that they perform best with
2 layers with 32 units each. The validation and test errors for the
different numbers of hidden units are detailed in Tab. 1. The activation function (’tanh’) was added in the last hidden layer (lk in
Fig. 1). This configuration determined an improvement of 80.62%
in the test error compared to the case of ’tanh’ in the output layer
and 82.82% compared to the use of only linear activation functions. FF models, as visible in Fig. 4 (b), appear to learn well
the sustained dynamic of the output sounds, hence the amount of
compression to be applied. However, they fall short in predicting
the attack phase of the compression, in some cases operating as
the compression is applied instantaneously. This behavior was expected because FF networks do not embed information about the
past input signal and it is more challenging for them to capture the
time dependencies, which are crucial for modeling compression.
Therefore FF models present evident limitations when predicting
output for impulsive input signals. This behavior is visible in the
heavy-compression example in Fig. 3, where the target waveforms
represent the real output of the compressor. The predicted signal
is a compressed drum kick sound. The initial ’click’ is not well
predicted, while the rest is fairly accurate. This behaviour generates lower energy at high frequencies, as visible in the associated
power spectrum, where the accuracy drops for components higher
than 1 kHz. Other examples are visible in Fig. 4. Sounds as hi-hat
and guitar are better predicted by analyzing the frequency representation of the signal, while in the time domain we can still see
limitations on the attack phase prediction. For the bass signal, the
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# units
8
16
32
64
128

Val loss
2.0858e−5
2.0047e−5
1.8755e−5
2.1747e−5
2.0411e−5

# units
8
16
32
64
128

Val loss
1.5943e−5
1.5811e−5
1.5672e−5
1.5873e−5
1.6568e−5

# units
8
16
32
64
128

Val loss
6.5702e−6
5.2088e−6
4.1773e−6
3.9449e−6
4.0206e−6

FF model
Test conditioning loss
1.8236e−5
1.2695e−5
1.2208e−5
1.8929e−5
1.2868e−5
LSTM model
Test conditioning loss
1.0857e−5
1.0975e−5
1.0689e−5
1.0916e−5
1.2076e−5
ED model
Test conditioning loss
4.7197e−6
3.8354e−6
3.2147e−6
3.0945e−6
3.1645e−6

Test loss
2.8656e−4
2.9173e−4
2.5381e−4
2.8372e−4
2.8080e−4
Test loss
2.6795e−4
2.4218e−4
2.4300e−4
2.4684e−4
2.4371e−4
Test loss
1.2214e−4
1.0342e−4
0.6228e−4
0.6207e−4
0.6222e−4

models predict instead slightly larger values in the initial part, resulting in additional energy at high-frequency components.
Similar to the FF models, also LSTMs perform better with 2
layers and 32 units. Tab. 1 summarizes the errors for different
numbers of hidden units. In this case, the ’tanh’ activation function is used in the output layer. This determined a 7.44% reduction in the test error compared to the use of the linear activation
function and 3.16% compared to the use of ’tanh’ in the last hidden layer only. In Fig. 5(c) is visible how they present almost the
same limitations as the FF model. LSTM models match accurately
the amount of the compression during the sustained part but do
not show particular improvements in predicting the initial transient
phase of the sound. Therefore, performance on impulsive signals
is overall better than FF models, although overall performance is
very close to the FF case, with slightly lower losses, as visible in
Figs. 3 and 5. This can be explained by the fact that LSTMs are
able to take into account past information and hence learn the temporal dependencies during the attack phase with a higher accuracy.
Encoder-decoder models present a clear performance improvement compared to previous architectures. The encoder takes
into account past samples of the input signal, helping the networks
to learn the attack and release compression profiles. Losses for different numbers of past input samples given as input to the network
are detailed in Tab. 2. Using an input size of 16 samples provided
the best performance. This result is reasonable and expected, since
increasing the size turns in greater information regarding the past
of the signal. The best number of units per layer is 64, as can be
seen in Tab. 1. We kept one layer in both encoder and decoder
for two reasons: to limit the size and to compare against other
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

Figure 3: Prediction and target output for a kick drum input signal (a) and relative power spectra of the entire signal (e) for each architecture: FF model (b) (f), LSTM (c) (g), ED (d) (h).

Figure 4: Input, prediction, and target outputs for hi-hat (top), guitar [E1] (middle), and bass [A1] (bottom) and the relative power
spectra of the entire signal using the best FF model.
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Figure 5: Input, prediction, and target outputs for hi-hat (top),
guitar [E1] (middle), and bass [A1] (bottom) and relative power
spectra of the entire signal using the best LSTM model.
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Table 2: Validation and Test losses for the ED models against the
number of the input window length. The results refer to models
with encoder and decoder consisting of one layer and 8 neurons,
0.001 learning rate, and ’sigmoid’ activation function in the output layer. Test conditioning loss refers to tests with compression
settings never seen by the networks during training. Test loss instead refers to the test with all the other parameter combinations
seen during the training. In both cases, the test signals include
sounds not used to train the models.
Input size
2
4
8
16

Validation loss
1.3356e−5
8.8111e−6
8.8367e−6
6.5702e−6

Test cond. loss
9.2715e−6
6.3076e−6
7.4624e−6
4.7197e−6

Test loss
1.2173e−3
2.1775e−4
1.2916e−4
1.2214e−4

Table 3: ESR values for the best models predict the compressor
output for four different input sounds: drum kick, hi-hat, guitar,
and bass. These samples and the threshold (−30 dBU) and ratio
(3.33:1) values used for conditioning have not been included in
the sets during the training.
r = 3.33:1, t = −30
FF
LSTM
ED

Figure 6: Input, prediction, and target outputs for hi-hat (top),
guitar [E1] (middle), and bass [A1] (bottom) and relative power
spectra of the entire signal using the best ED model.
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Hi-Hat
0.0730
0.0732
1.3445

Guitar
0.0452
0.0361
0.0203

Bass
0.0552
0.0629
0.0375

particular, the FF model appears to perform better than LSTM,
which resulted in slightly more noisy. The ED model predictions
are generally worse than the previous two models due to the noise
at high frequencies. In general, hi-hat predictions are all perceptually closest and similar to the original one, likely due to their noisy
sonic characteristics.
To further evaluate the performance, we also investigated the
behaviour of our models in predicting the output for two different
combinations of ratio and threshold included in the dataset representing gentle and heavy compression. The input signals were
the same used for the previous evaluation. As expected, these experiments show that it is more challenging to accurately predict
output for larger values of the parameters, especially for the ratio. These determine abrupt changes in the dynamics and turn
into a more challenging scenario for the models. This can also
be observed in Tab. 1 and Tab. 2, where for all models the test
conditioning losses are generally lower than the test and validation
losses. Conditioning losses refer to a single medium compression
scenario with settings not included in the training set. This case
is easier to predict than heavier compression scenarios, which are
included in the other losses.
While similar perceptual performance emerges when listening
to the predicted sounds, Tab. 4 shows that LSTM and FF models perform closer to ED models with smaller (i.e. easier) values
of the ratio. Instead, with more compression and in turn bigger
transients, ED models appear significantly more capacity to make
accurate predictions, especially due to their ability to model accurately the attack and release phases.
A comprehensive set of audio examples, additional figures,
dataset, and source code are available online.4

architecture with the same overall number of layers. In general,
considering the frequency response, the encoder-decoder architectures show limitations in modeling accurately the high frequency
response, especially when the input is a low-frequency signal, such
as the drum kick and bass, as can be seen in Figs. 3 and 6. For these
signals, the energy of the high-frequency component is relatively
low, and inaccurate predictions in such a portion of the spectrum
are not sufficiently penalized by the loss function. However, the
encoder-decoder approach shows the best accuracy and learning
capability in predicting the attack and release phases, as can be
seen in Fig. 3.
Table 3 details the Error-to-Signal Ratio (ESR) obtained using the three best models over four different types of input sounds:
drum kick, hi-hat, guitar, and bass. The associated best models’
configurations are reported in Tab. 5. To further assess the conditioning capability of these models, we computed setting the threshold to −30 dBU and the ratio to 3.33:1. These values were not
included in the dataset used for training the network.
Given the vast difference between the number of parameters,
we also compared the performance across the models keeping the
capacities roughly similar ( 13k number of parameters). These
results confirm the previous quantitative evaluation and for space
reasons, we report the computed test loss only. The test losses are
2.8100e−4 for the FF model with 12, 703 parameters (two layers
with 110 units each), 2.4300e−4 for the LSTM model with 12, 961
parameters (two layers with 32 units each), and 0.6437e−4 for ED
model with 12, 761 parameters (one encoder and one decoder layer
with 38 units each).
Listening to the predicted signals, the models can be ranked
differently than the quantitative evaluations based on the ESR. In

2

Kick
0.0691
0.0567
0.0273

4 https://github.com/RiccardoVib/
CONDITIONED-MODELING-OF-OPTICAL-COMPRESSOR
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(a)

(b)

(c)

(d)

Figure 7: Spectrograms of frequency sweep input (a), and of output the predictions for the FF (b), LSTM (c), ED (d) models. The
Spectrograms refer to 3.33:1 of ratio and −30 dBU of threshold.

Table 4: ESR values for the best models predict the compressor
output for four different input sounds: drum kick, hi-hat, guitar,
and bass. While conditioning values used in these tests are not
new for the models, the samples used here were not part of the
training or validation set.
r = 4.66:1, t = −10
FF
LSTM
ED
r = 7.33:1, t = −40
FF
LSTM
ED

Kick
0.0093
0.0091
0.0092
Kick
0.2582
0.1624
0.1090

Hi-Hat
0.0318
0.0287
1.3408
Hi-Hat
0.1860
0.1643
1.2532

Guitar
0.0068
0.0058
0.0054
Guitar
0.0765
0.0941
0.0407

Bass
0.0156
0.0131
0.0063
Bass
0.2746
0.1529
0.1255

6. CONCLUSION & FUTURE WORK

Table 5: Models Set-Ups after hyper-parameter tuning.
FF
LSTM
# Layers: 2
# Layers: 2
# Hidden Units: 32
# Hidden Units: 32
Activation function: ’tanh’ Activation function: ’tanh’
# of Parameters: 1, 217
# of Parameters: 12, 961
ED
# Encoder Layers: 1
# Decoder Layers: 1
# Hidden Units: 64
Activation function: ’sigmoid’
# of Parameters: 34, 369

5.1. Aliasing-like effect
To investigate the aliasing-like issue, we analyzed the predicted output for a 16 s input frequency sweep in the range
[20, 20000] Hz. Listening to the predicted output sound and inspecting the associated spectrograms it is evident that the FF and
LSTM models are more severely affected by this problem, which
can be heard starting from 3 kHz. For the other types of input signals included in the dataset, aliasing is not noticeable when listening to the predicted compressor output signals. Encoder-decoder
models, on the other hand, appear to be more robust against the
aliasing-like issue, and therefore they outperform other architectures also from this perspective. Indeed, aliasing is noticeable only
from 5 kHz onward when using the frequency sweep as the input.
Aliasing is visible in Fig. 7, which shows the spectrograms for the
prediction of the four architectures with the frequency sweep at
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their input. As expected, we noticed that the aliasing is reduced for
models with better ESR. Fig. 7 shows the case of ratio and threshold set to 3.33:1 and −30 dBU, respectively. The same overall
behaviour was observed in the other two cases, gentle and heavy
compression. The only difference we noted is the perceptibility of
this problem. With gentle compression, since the amplitude of the
sweep is greater than in the other two cases, the aliasing-like issue
can be heard slightly earlier. The opposite situation happens with
heavy compression.

In this study, we investigated different deep learning architectures
for conditioned modeling of an audio analog optical compressor.
The models work with no- or small-input buffers in such a way
to be suitable for low-latency real-time implementations. In this
investigation, two compression parameters, such as the ratio and
threshold, have been included as conditioning values for the networks. The applied architecture was feed-forward and long shortterm memory layers, in series or in an encoder-decoder fashion.
To evaluate the performance, we used four types of sound signals (kick, hi-hat, guitar, and bass) not included in the training
dataset and three different compression settings (heavy, medium,
and gentle). The low-frequency signals, such as basses and drum
kicks, are the most challenging to predict accurately. Experiments
show that feed-forward and LSTM architectures are capable to
learn the sustained part of the compression process but show limitations with the transients. The proposed encoder-decoder model,
inspired by sequence-to-sequence architectures, appears to outperform feed-forward and LSTM. In particular, it can learn longer
temporal dependencies and predict challenging scenarios such as
heavy compression with higher accuracy. In addition, the largest
encoder-decoder model we used takes approximately 48 hours for
the training, on a virtual workstation equipped with 8-Core of an
Intel Xeon Gold 5215 CPU @ 2.50 GHz, 32 GB of memory, and
a GPU NVIDIA Tesla V 100 PCIe 16 GB (shared with another
instance), and 2.256 seconds for the inference of one second of
audio (0.047 ms per sample) on a 2.3 GHz 8-Core Intel Core i9
processor. Encoder-decoder models also appear to suffer less from
the aliasing-like effect. All models are capable of interpolating between ’conditioning’ settings, and compressing accurately audio
signals using parameters not included in the training dataset. In
general, all models show more difficulties to predict high frequencies, which results particularly noticeable in the case of the kick
and bass.
In future work, we will investigate in more detail the encoder-
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decoder approach. Experiments indicated positive correlations between network size and accuracy. Therefore, we cannot exclude
performance improvements with larger encoder-decoder models,
although the computational burden will further reduce the rates
at which experiments can be carried out and the extent to which
these models can be used for real-time inference (at least with current computing technologies and architectures). Another aspect to
improve is the selection of the loss function because, as previously
mentioned, the MSE does not penalise enough wrong predictions
for frequencies with low energy, resulting in audible noisy predictions. Moreover, we will extend the conditioning to the full set CL
1B, including also attack and release time. This will change the
temporal behaviour of the system because the compression would
be applied and removed in a variable amount of time. In this way,
the model must also learn different temporal dependencies according to the conditioning signals. Finally, we will explore how working with higher sampling rates influences and potentially reduce
the aliasing-like issue. Several models in literature have shown
that suffer from this aspect but a proper understanding of this phenomenon is still an open challenge.
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ABSTRACT

• We apply transfer learning techniques from neural voice
cloning [3] to DDSP;

Neural music instrument cloning is an application of deep neural networks for imitating the timbre of a particular music instrument recording with a trained neural network. One can create such
clones using an approach such as DDSP [1], which has been shown
to achieve good synthesis quality for several instrument types [2].
However, this approach needs about ten minutes of audio data
from the instrument of interest (target recording audio). In this
work, we modify the DDSP architecture and apply transfer learning techniques used in speech voice cloning [3] to significantly
reduce the amount of target recording audio required. We compare various cloning approaches and architectures across durations
of target recording audio, ranging from four to 256 seconds. We
demonstrate editing of loudness and pitch as well as timbre transfer from only 16 seconds of target recording audio. Our code is
available online1 as well as many audio examples.2

In the next section, we briefly review neural music audio synthesis and speech voice cloning. Section 3 presents our model
architecture. In Sec. 4 we present experiments comparing various
cloning approaches and model architectures. Section 5 demonstrates some applications. Section 6 discusses our results, presenting several future avenues of research.

1. INTRODUCTION

2. RELATED WORK

Neural music instrument cloning reproduces the timbre of a given
music instrument recording (target recording audio). For instance,
one can clone the recording of a specific saxophone playing in
an acoustic environment and synthesise audio having similar timbre. A clone can be used to modify attributes of a recording,
like adjusting pitch or loudness; or to transfer timbres between
recordings, whether the same type of instrument or not. One recent approach to creating neural music instrument clones of harmonic instruments is provided by differentiable digital signal processing (DDSP) [1], although Engel et al. do not use the term
“clone.” Neural music instrument cloning is closely related to neural voice cloning [3], where the identifiable characteristics of a
given speaker are extracted from example recordings and can then
be used to synthesise new speech from that speaker.
The synthesis quality of a clone, whether for voice or music
instrument synthesis, depends on the amount and variety of training data available. The DDSP approach can imitate the timbre of
a recording using about ten minutes of target recording data [1, 2].
Our work significantly reduces that amount, e.g., to the order of
tens of seconds, by modifying the DDSP architecture and using
transfer learning. Our main contributions are:

Neural music instrument synthesis Neural audio synthesis applies neural networks to the synthesis of audio, including music instrument sounds [1,4–11] Neural synthesis models often represent
recording-specific data with latent encodings that are produced
by inputting audio data into a trained encoder [1, 4, 8–10]. The
DDSP algorithm [1] combines spectral modelling synthesis [12]
with convolution reverberation to synthesise particularly realistic
instrument timbres that can be controlled in pitch and loudness.
We use the term loudness to refer to a measurable characteristic computed from an A-Weighting of the power spectrum [11].
DDSP requires about ten minutes of audio training data of a solo
pitched instrument to achieve good synthesis quality [1, 2].

• We introduce a novel trainable reverb design whose constrained nature makes it better for fitting on small amounts
of data;
• We show how including the confidence of the pitch estimation as conditioning to a DDSP model helps decrease
synthesis artefacts when training neural music instrument
clones on little data.

Neural voice cloning Neural voice cloning applies neural networks to synthesise the voices of specific speakers from small
amounts of audio [3, 13, 14]. Arik et al. [3] compare multiple
approaches for cloning voices from minutes to seconds of target
speaker audio. These approaches start with a pre-training phase
where they train a multi-speaker model on many speakers. For
each speaker, a speaker-specific embedding is trained alongside
the multi-speaker model. Once the multi-speaker model is trained
they proceed with a cloning phase in which voice cloning is performed using speaker adaptation or speaker encoding. Speaker
adaptation fine-tunes a multi-speaker model on a few samples of
the target speaker while speaker encoding trains an encoder model
to compute the necessary adaptation in a single inference step.
Arik et al. [3] compare speaker adaptation by tuning only the embedding or by tuning the whole model and find that whole-model
adaptation gives the best results in terms of naturalness and targetspeaker similarity. The authors also find that speaker encoding

1 https://github.com/erl-j/neural-instrument-cloning
2 https://erl-j.github.io/neural-music-instrument-cloning-web-

supplement
Copyright: © 2022 Nicolas Jonason et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
provided the original author and source are credited.
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Figure 1: Our modified DDSP architecture. Three control signals are fed to the decoder along with a trainable latent embedding Z. The
neural decoder in turn controls a harmonic + noise synthesiser. A trainable reverb is applied. The decoder is trained across multiple
recordings. Separate instances Z and reverb are trained for each recording.

Figure 2: Diagram of the proposed two-part reverb design. A short trainable IR is used to model the early reflections and a filtered
white noise with trainable filter magnitude contours is used to model the late reverberation. These two components are combined with a
cross-fade. Two trainable scalars – αdry , αwet – are used to scale the amplitude of the dry signal and the wet signal, respectively.

Details Our model synthesises audio at a sampling rate of 48
kHz. We adjust the loss, harmonic + noise synthesiser and decoder used by DDSP, mainly to accommodate for this sampling
rate [1]. The multi-scale spectral loss uses the following FFT-sizes:
64, 128, 256, 512, 1024, 2048, 4096, 8192, 16384. The harmonic
synthesiser has 192 harmonics, and the filtered noise synthesiser
has 192 magnitudes. The recording-specific embedding Z has 512
dimensions. During the forward pass, Z is repeated over the time
dimension so that it has the same frame rate as F0, loudness, and
F0-confidence contours (250 frames per second). We apply a tanh
non-linearity to Z before the decoder. As in DDSP [1], the decoder uses a bidirectional 512-channel GRU. Each input including
Z has its own 3-layer fully connected stack with 512 neurons per
hidden layer applied before the GRU. A final 3-layer fully connected stack is applied after the GRU. Finally, the output of the
decoder is stacked with the F0 contour to produce the synthesiser
parameters. In total, our decoder has 12,548,993 parameters.

is many times faster than speaker adaptation but generates speech
that is less natural and less similar to the target speaker. These are
both instances of transfer learning [15], the technique of leveraging a model trained on a particular domain for a different domain.
3. MODEL ARCHITECTURE
Overview Figure 1 gives an overview of our modified DDSP [1]
architecture. We make the following modifications:
• We provide the decoder with a trainable recording-specific
embedding notated Z. Note that we do not use an encoder
to produce Z, instead, we train a separate instance of Z
for each recording jointly with the decoder as done by Arik
et al. [3]. This implicitly enforces a constraint on Z to be
constant throughout each recording regardless of what is
being played on the instrument.
• We introduce a new reverb design, detailed in section 3,
motivated by acoustic models of natural impulse responses
(IR). This new reverb design is used during cloning (see
4.3.2). Like with Z, the reverb is specific to each recording.

Reverb design Figure 2 illustrates our new reverb design. Our
early attempts at training models from little target training data
using an unconstrained reverb, as done in [1], suffered from excessive reverberation (see 4.3.2). We also experimented with using filtered white noise as the IR [2, 17] but found that the results
sounded unnatural (see 4.3.2). This led us to implement a new
two-part reverb design motivated by acoustics.
Prior work in acoustics shows how IR of natural environments

• We condition the decoder on the confidence of the F0 estimate given by CREPE [16], as well as F0 and loudness contours. This is intended to help the model determine whether
the sound to be produced is pitched or not (exhales, inhales,
key presses, etc.).
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Table 1: Summary of the Solos Wind Clean (SWC) dataset

instrument type

#excerpts

#videos

10
34
30
21
28
16
29
11
27
206

8
23
29
16
21
16
20
11
20
164

bassoon
clarinet
flute
horn
oboe
trumpet
trombone
tuba
saxophone
total

pre-training set
total duration

mean excerpt duration

0:42:46
0:59:40
1:55:03
1:19:54
1:17:09
0:16:44
1:17:27
0:27:59
0:51:00
9:07:42

0:04:16
0:01:45
0:03:50
0:03:48
0:02:45
0:01:02
0:02:40
0:02:32
0:01:53
0:02:43

#excerpts

#videos

5
4
4
2
7
2
1
5
2
32

4
4
4
2
4
2
1
3
2
26

cloning set
total duration

mean excerpt duration

0:18:09
0:12:55
0:09:33
0:08:52
0:24:13
0:05:13
0:01:53
0:09:58
0:04:35
1:35:21

0:03:37
0:03:13
0:02:23
0:04:26
0:03:27
0:02:36
0:01:53
0:01:59
0:02:17
0:02:52

We partition the cleaned data into pre-training and cloning sets
using the following procedure. For each instrument type, we randomly sample four videos from those contributing at least one excerpt of duration exceeding 64 seconds. These videos are assigned
to an initial cloning set, and the remaining videos are assigned to
the pre-training set. To avoid test data leakage, we retrieve the
YouTube channel ID of each video using the YouTube API and
remove videos from the initial cloning set with a channel whose
videos also appear in the pre-training set. The reason for this is
that we do not want recordings of the same specific instrument
and recording condition to appear across sets. We designate the
resulting dataset as Solos Wind Clean (SWC).

consist of early reflections and dense reverberation [18]. Our design mimics this structure by modelling the IR as a superposition
of two parts: a free portion to model early reflections, and a portion
of filtered white noise to model dense reverberation. We linearly
cross-fade between the two parts between 100 to 200 ms, to create
an IR with a total duration of one second. Furthermore, our reverb
module has two trainable scalars corresponding to the amplitudes
of the dry and wet signals: αdry and αwet . There are 9600 parameters for the early reflections part (200 ms), and 25000 parameters
for modelling the dense reverberation, representing 250 frames of
100 filter-band amplitudes.
4. EXPERIMENTS

4.1.2. Saxophone-extra
We now perform experiments to compare various approaches for
training neural music instrument clones, as well as to evaluate the
impacts of our modifications to the DDSP architecture. We evaluate these different configurations by looking at the multi-scale
spectral reconstruction loss of test excerpts. We also perform informal listening evaluation, paying particular attention to the naturalness of the synthesis as well as its timbral similarity to the
target [3, 19]. We invite the reader to follow along with the accompanying audio examples in the experiments section of the web
supplement. We describe the datasets we use before presenting our
experiments.

To study the effectiveness of various cloning approaches as a function of training data size we find an audition video on YouTube
with a suitable duration, i.e., providing at least 256 seconds of
suitable training material, and at least 32 seconds for testing. We
query YouTube with “saxophone audition” with a duration filter
of 4-20 minutes, and then select the first video where the position of the player is consistent throughout, and most of it is
instrument performance. We manually trim speech and long silences, leaving audio data of duration 08:29. We call this single
recording dataset saxophone-extra. We use the first 06:40 as training data (saxophone-extra-train), and the final 01:48 as test data
(saxophone-extra-test).

4.1. Datasets

4.2. Comparing training approaches

4.1.1. Solos Wind Clean (SWC)
Our experiments use a subset of Solos [20], a dataset containing 755 videos of 13 different instrument types collected from
YouTube using queries like “audition” and “solo”. Since DDSP
only works with monophonic recordings, we keep only the Solos
videos that are of strictly monophonic instruments. We manually
clean up this data by listening and removing video sections having silences, loud ambient noise relative to the instrument sound,
exotic playing styles (e.g. flute beatboxing), mislabelling of instrument type, stomping, metronome sounds, heavy compression
artefacts, clipping, and noise-reduction artefacts. Removing these
sections provides partition points from which we extract excepts
while keeping track of their originating video. The reason for
this is that some recordings from Solos come from separate takes
spliced together. This can cause problems if the takes are recorded
in different conditions.
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We now compare approaches for training clones, first when the instrument type (saxophone) appears in pre-training, and then when
it does not appear.
4.2.1. Cloning an instrument of a type seen during pre-training
Pre-training phase We first pre-train a model without constraints
on the IR using the saxophone excerpts from SWC-pre-train- saxophone. This corresponds to 27 excerpts from 20 different videos,
totalling 51 minutes. The mean excerpt duration is 1 minute and
53 seconds. The model is pre-trained using the ADAM optimizer
with a starting learning rate of 1 × 10−4 and a learning rate decay occurring every 10k steps with a rate of 0.98 [1]. All training
data is windowed into four-second windows with a hop-size of one
second. The batch size for pre-training is six. We train for 380k
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Table 2: Hyper-parameters used during cloning. The number of cloning epochs is shown for each cloning approach across different training
data sizes along with approximate training time using a single NVIDIA GeForce RTX 2080 Ti in parentheses. Learning rate of 3 × 10−5 is
used for init-whole and sax/nosax-whole and 3 × 10−3 is used for sax/nosax-parts.
training data size (seconds)
init-whole, epochs
sax/nosax-whole, epochs
sax/nosax-parts, epochs

4

8

16

32

64

128

256

2900 (5h)
100 (5 min)
300 (15 min)

1000 (1h40)
100 (10 min)
300 (25 min)

1000 (3h)
100 (20 min)
300 (50 min)

1000 (6h)
100 (47 min)
100 (50 min)

1000 (12h)
100 (1h45)
100 (1h35)

300 (6h30)
100 (3h)
100 (3h)

300 (13h)
100 (4h)
100 (5h)

steps (around 36 hours on three NVIDIA GeForce RTX 2080 Ti)
and find an average training loss of 7.553 over the last 1k steps.
Cloning phase We perform cloning with three approaches across
seven different training data sizes from saxophone-extra-train: 4,
8, 16, 32, 64, 128, and 256 seconds. We extract all training data
starting from the beginning of saxophone-extra-train. As in the
pre-training phase, all training data is windowed into four-second
windows with a hop-size of one second. During the cloning phase,
we change the reverb design to the two-part design. The three
cloning approaches we test are:
• sax-parts: Load decoder pre-trained on SWC-pre-trainingsaxophone. Initialize and tune only Z and the reverb.
• sax-whole: Load decoder pre-trained on SWC-pre-trainingsaxophone. Tune decoder, Z and the reverb.
• init-whole: Initialize decoder, Z and reverb. Tune decoder,
Z and the reverb.
All cloning experiments use the ADAM optimizer with fixed
learning rates and a batch size of one. We use manual search to
select the number of epochs and the learning rate for each configuration. Table 2 summarises the learning rates and the number of
epochs we use for each configuration. Loss plots from cloning are
available in the web supplement.
After cloning, we compute the multi-scale spectral reconstruction loss on the entirety of saxophone-extra-test. We also synthesise the first 32 seconds of saxophone-extra-test for listening.
Since our implementation only supports rendering 4 seconds at
a time, we render excerpts longer than 4 seconds by windowing
control signals with four-second windows with a hop size of 3 seconds, and then linearly cross-fade the results.

Figure 3: Comparing different cloning approaches. We observe
that when less than 32 seconds of training data are used, starting
from a pre-trained model (sax-parts, sax-parts-whole) results in
the lowest test losses.

Comparison to nearest instrument recording from pre-training
In addition to the aforementioned cloning approaches, we synthesise saxophone-extra-test with each pair of Z and reverb from the
pre-training stage. We record the lowest reconstruction loss and
the resulting synthesis. We refer to this approach as sax-nearest.
We use this as an additional point of comparison with the aforementioned approaches. Additionally, it gives us a general idea of
how different our cloning target is from the recordings seen during
pre-training.
Evaluation Figure 3) shows that starting from a pre-trained model
(sax-parts, sax-whole) results in the lowest test losses for small
training data sizes (4, 8, and 16 seconds). We observe with listening that the approach involving pre-training and then fine-tuning
parts of the model (sax-parts) sounds the most natural for these
training data sizes. However, we hear two noticeable artefacts.
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First, it sounds as if the instrument was recorded at a greater distance from the microphone than in the target. This artefact is
present for all training data sizes but becomes less noticeable as
the training data size increases. The second artefact is an echo
not present in the target occurring for training data sizes under 32
seconds. This artefact is most noticeable for the 4- and 8-seconds
train data sizes but can also be heard faintly in the 16-seconds examples. We do not hear much improvement in the naturalness or
target similarity past 32 seconds of training data. Up to 32 seconds, tuning the entire model during cloning with the approach
leveraging pre-training (sax-whole) sounds slightly more natural
than the approach that does not leverage pre-training (init-whole).
Additionally, the approach that leverages pre-training (sax-whole)
requires less training time during cloning (see Table 2). Overall,
we find that for less than 32 seconds of training data, pre-training
and then tuning parts of the model (sax-parts) sounds more natural and similar to the target. With more than 32 seconds of training data, tuning the whole model during cloning (init-whole, saxwhole) produces better naturalness and similarity to the target.
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4.2.2. Cloning an instrument of a type not seen during pretraining

When the pre-training data does not include the saxophone, the
clone (nosax-parts) sounds between a saxophone and a horn. Regardless of whether a model was pre-trained on saxophones (saxwhole) or on other wind instruments (nosax-whole), we find tuning
the whole model during cloning results in sounds of similar naturalness and similarity to the target across all training data sizes.

We perform the following experiment to determine how well the
aforementioned cloning approaches work if the target recording is
of an instrument type not seen during pre-training. We pre-train
a model on all excerpts in SWC-pre-training except for the saxophone excerpts. This corresponds to 179 excerpts from 144 different videos, totalling 8 hours 16 minutes, and 46 seconds. The
mean excerpt duration is 2 minutes and 47 seconds. We pre-train
the model using the same setup as in 4.2. We train for 558k steps
(around 60 hours) and find an average training loss of 7.746 over
the last 1k steps.
We define the following cloning approaches:

4.3. How much do the architecture changes alone improve
model performance?
One surprising result from the experiments in Sec. 4.2 is that even
the models without pre-training achieve good results when training
on as little as 32 seconds of data. Prior work [1, 2] recommends
around 10 minutes of target audio for training such a model. This
discrepancy could be due to several factors:

• nosax-parts: Load decoder pre-trained on all of SWC-pretraining except for the saxophone recordings. Initialize and
tune only Z and the reverb.

• The training data covers a particularly wide range of notes
despite its short duration;

• nosax-whole: Load decoder pre-trained on all of SWC-pretraining except for the saxophone recordings. Tune decoder, Z and the reverb.

• The additional information provided by F0-confidence
makes the modelling task easier;
• Our two-part reverb design reduces the need for data.

Similar to our previous experiment, we render saxophone-extratest with each pair of Z and reverb trained during the pre-training
stage and record the lowest reconstruction loss, and the resulting
synthesis. We refer to this approach as nosax-nearest.

We thus perform two ablation studies to validate that the changes
we make to the DDSP architecture improve model performance.
Both ablation studies introduce variations to the -init approach
where we clone a recording without any pre-training. All ablation
experiments reuse the same hyper-parameters as init-whole. We
see the choice of hyperparameters is appropriate overall according
to the loss convergence (provided in the web supplement).
4.3.1. Is F0-confidence conditioning beneficial?
We build and train a model that uses only F0 and loudness contours (init-whole-no_f0conf ), and compare its performance to our
full model (init-whole). Figure 5 shows that the model with F0confidence conditioning achieves lower test losses except at the
lowest amount of training data used (4 seconds). The unusually
high training losses for the model trained without F0-confidence
conditioning (init-whole-no_f0conf ) for the two lowest training
data sizes could be due to stopping training too early. In listening,
we find the F0-confidence conditioning reduces artefacts, even for
larger training data sizes. These particular artefacts occur during
the onsets and offsets of notes.
4.3.2. Comparing reverb designs
To evaluate the impact of our two-part reverb design, we compare
the init-whole approach with the following approaches:

Figure 4: Cloning an instrument type seen during pre-training
(sax-parts, sax-whole) vs cloning an instrument type not seen during pre-training (nosax-parts, nosax-whole). We observe similar
test losses regardless if the model was pre-trained on recordings of
other saxophone or on recordings of wind instruments other than
saxophone.

• init-whole-free_reverb which is identical to init-whole except that it does not impose constraints on the reverb IR
other than its duration

Figure 4 shows pre-training decreases the reconstruction losses
to a similar extent regardless of if the model was pre-trained on
saxophones or if it was pre-trained on other wind instruments.
Our listening evaluation finds that the type of pre-training data
used makes a significant difference when tuning only parts of the
model in the cloning phase. We find that while both approaches
sound natural, the approach that leverages pre-training on saxophone recordings (sax-parts) sounds more similar to the target.
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• init-whole-fn_reverb which is identical to init-whole except
that it uses a filtered noise to produce the entire IR similar
to [2].
Figure 6 shows that the model using the two-part reverb design
(init-whole) obtains the lowest losses across all training data sizes.
We also find that these models sound the most natural and similar
to the target. We observe that the model with the unconstrained
reverb (init-whole-free_reverb) suffers from a clear artefact in the
form of excessive reverberation – an artefact particularly noticeable when the training data is small. We also observe that the
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5. APPLICATIONS
Engel et al. [1] demonstrates multiple applications enabled by the
DDSP architecture. We demonstrate these applications are viable
with our approach using 16 seconds of target recording data or less.
We train clones from both excerpts in SWC-cloning-saxophone
using our pre-trained saxophone model (Sec. 4.2.1). We also
do the same for flute and trombone, i.e., first pre-training models on SWC-pre-training-flute or SWC-pre-training-trombone and
then training clones on each excerpt from SWC-cloning-flute (4
excerpts) or SWC-cloning-trombone (1 excerpt). All clones in this
section are trained on 16 seconds of training data using the -parts
approach from Sec. 4.2.1, meaning that only the recording-specific
embedding Z and the reverb are tuned.
We invite the reader to listen to the accompanying audio examples in the applications section of the web supplement. We demonstrate the following applications:
Loudness editing We produce versions of the excerpt that sound
as if the instrument was played louder or quieter. We do this by
shifting the loudness contour up or down. We notice that some resynthesised examples sound unnatural, especially when the loudness contour is shifted by a large amount (-12 dB, +12 dB) (see
flute #2). We observe by listening that shifting the loudness contour has an effect on the timbre similar to what we would expect
from playing a real instrument quieter or louder. For example, the
saxophones and trombones sound more bright when played louder
and less bright when played quieter.

Figure 5: Is F0-confidence conditioning beneficial? We observe
that the model using F0-confidence conditioning (init-whole) obtains lower losses across all training data sizes larger than 4 seconds.

Pitch editing We produce versions of the excerpt that sound as
if they were played in a different key. We do this by scaling the
F0 contour., We use the pitch shifting effect from librosa [21] as
a naive baseline. We observe with listening that some artefacts
appear when using the clone to perform transposition. We also see
that the transposed examples retain more timbral similarity to the
cloning target than the naive baseline. The latter is particularly
noticeable in the transpositions of trombone and saxophone #1.
Timbre transfer We synthesise a recording (control source)
with the timbre of a different recording (timbre source) We use the
first 32 seconds of saxophone-extra-test as our control source. In
the presented examples, we do not use the trick by Engel et. al [1]
where you first apply the trained reverb from the timbre source to
the control source before extracting the control signals.
We observe that we obtain better results by shifting the loudness input so that the maximum value of the control signal matches
the maximum loudness present in the training data of the clone.
We also noticed some artefacts in the results: A subtle trailing
echo can be heard in some examples (see audio examples for saxophone #1), some of the onsets and note transitions sound strange
(see trombone) and some examples have excessive noise which
sounds unnatural (see flute #4).

Figure 6: Comparing reverb designs. The model using the twopart reverb (init-whole) design obtains the lowest test losses for all
training data sizes.

model using the filtered noise reverb (init-whole-fn_reverb) has
poor naturalness and poor similarity to the target for all training
data sizes. In general, the synthesised examples sound too dry
compared to the target. The only exception is a subtle unnatural
reverberation occurring with the smallest training data sizes (4 and
8 seconds).

2

’sVienna

DAFx

6. DISCUSSION
6.1. Results
Our first experiment compares cloning approaches when the target
instrument is of a type seen during model pre-training. Here we
see that when only small amounts of target training data are available (< 16 seconds), tuning only Z and the reverb produce better
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a larger set of instrument types (non-harmonic, percussive, etc.)
and other synthesis architectures. Previous work extends DDSP
to synthesise audio from MIDI [22–24]. Sharing parts of a model
across recordings could help improve synthesis quality from MIDI
as well as help reduce the amount the training data required.
Arik et al. [3] use a trained encoder to produce latent embeddings for neural voice cloning. This approach greatly accelerates
the cloning process at a slight cost in synthesis quality. Earlier
work in neural instrument synthesis also employs a trainable encoder [1, 4, 8–10]. Future work will explore integrating an encoder
into our proposed approach. This could pose some challenges.
Arik et al. [3] report that training the encoder jointly with the rest
of the model is challenging and so opt for a multi-stage training
process. Additionally, our approach uses a recording-dependent
reverb, which could require some modification.
Differentiable rendering techniques have been used to transcribe polyphonic passages [25]. Other work has successfully
learned to synthesise harmonic instruments from a mixture of instruments given a transcription [26]. We believe that training a
multi-instrument model instils broad knowledge about musical instrument timbre into the decoder. Thus, future work will explore if
using a multi-instrument model as a differentiable renderer could
accomplish the simultaneous transcription and music instrument
cloning with polyphonic music recordings, e.g., piano and ensembles.

results than tuning the entire model. Our second experiment looks
at when the target instrument is of a type not seen during model
pre-training. We see the same result as before, but with slightly
worse similarity to the target recording. Beyond a certain amount
of training data (32 seconds in our case), tuning the whole model
results in sound more similar to the target than tuning only part of
the model. Interestingly, starting from a pre-trained model does
not lead to significant improvements in naturalness or similarity
to the timbre of the target when the whole model is tuned during
cloning. However, starting from a pre-trained model allows us to
clone instruments faster (see Table 2), even if the target recording
was of an instrument of a different type than those seen in pretraining.
Our third and fourth experiments are ablation studies, looking at the impact of our modifications to the DDSP architecture –
namely, F0-confidence conditioning of the decoder and the twopart reverb design. We observe that F0-confidence conditioning
reduces artefacts around note onsets and offsets, especially if only
a small amount of training data is available. Although we do not
observe this, there might be a drawback with using this additional
control signal in a timbre-transfer setting since the F0-confidence
contour can be entangled with the timbre of an instrument. This
could lead to unnatural output from a model trained on a different
instrument type.
In our fourth experiment, we observe that our two-part reverb
design achieves better results than either unconstrained reverb or
a filtered noise reverb. However, as the amount of target data increases, the difference in performance between the two-part reverb
design and unconstrained reverb diminishes. Further investigation
could test if the two-part reverb design performs as well when applied to the synthesis of a broader range of instrument types and
acoustic environments.
There is difficulty in setting training hyperparameters to provide a fair comparison of different architectures across multiple
training data sizes. We aimed for a fair comparison between configurations by setting hyper-parameters such that each reached
convergence of the test loss. Of the 56 configurations that we test,
only four appear to not have fully converged after the given number
of training epochs (see loss plots in web supplement): init-wholeno_f0conf at 4 seconds and 8 seconds, init-whole-free_reverb at 4
seconds, and init-whole-fn_reverb at 16 seconds. Further investigation into over-fitting during cloning is warranted. Interestingly,
we see that the approaches tuning only Z and the reverb show no
evidence of over-fitting, regardless of how long they are trained.
Additionally, in light of the variable training data sizes, we believe
the number of model updates might be a more useful measure than
the number of epochs for reasoning about model training.
Overall, our experiments show how combining transfer learning with our modifications to the DDSP architecture has clear advantages. It allows one to create natural-sounding synthesis models of specific instrument recordings from smaller amounts of target instrument audio than before.
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ABSTRACT
This paper explores the digital emulation of analog dynamic
range compressors, proposing a grey-box model that uses a combination of traditional signal processing techniques and machine
learning. The main idea is to use the structure of a traditional
digital compressor in a machine learning framework, so it can be
trained end-to-end to create a virtual analog model of a compressor from data. The complexity of the model can be adjusted, allowing a trade-off between the model accuracy and computational
cost. The proposed model has interpretable components, so its behaviour can be controlled more readily after training in comparison
to a black-box model. The result is a model that achieves similar
accuracy to a black-box baseline, whilst requiring less than 10%
of the number of operations per sample at runtime.
1. INTRODUCTION
Dynamic Range Compression (DRC) is a nonlinear audio effect
which adjusts the dynamic range of the input signal [1]. The use of
DRC is widespread in music production, mastering, and broadcasting. Typically DRC is applied to reduce the level of the loud parts
of a signal, whilst leaving the quieter parts unaltered. Generally,
the input signal is used to calculate a time-varying gain envelope,
which is then applied to the signal.
Digital compressor algorithms are a popular research topic,
exploring themes ranging from DRC algorithm design [1, 2, 3, 4],
to methods for automation of DRC parameters [5, 6, 7, 8], or inversion of DRC [9, 10]. Studies have also approached the simulation
of analog compressors by creating virtual analog models of specific compressor devices [11], or of different components used in
the devices, such as optocouplers [12] or amplifiers [13].
Deep learning approaches have also been applied to DRC modelling [14, 15, 16]. An advantage to this approach is that a model
can be trained to emulate a specific compressor using data recorded
from the device, removing the requirement to design a new model
for each compressor. The disadvantages are that the models can be
impractical for real-time applications, due to high-computational
cost at inference time, non-causality, or both. Furthermore, whilst
it is possible to incorporate the user controls of the effect via conditioning, they are essentially black-box models and as such it is
hard to interpret or control their behaviour.
∗ This

research belongs to the activities of the Nordic Sound and Music

Computing Network—NordicSMC (NordForsk project number 86892).
Copyright: © 2022 Alec Wright et al. This is an open-access article distributed
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Recent research into deep learning for musical instrument synthesis has proposed the combination of digital signal processing
methods, such as oscillators and filters, with deep learning, allowing the resulting model to be trained from data whilst retaining
components whose behaviour can be more readily understood and
controlled at inference time [17]. This has also been applied to
modelling non-linear audio effects such as distortion pedals [18,
19], by using memoryless nonlinearities and Infinite Impulse Response (IIR) filters within a machine learning framework.
In this paper, we apply this approach to create a grey-box DRC
model based on an existing topology. This has the advantage that
the behaviour of the resulting model is easier to understand and
manipulate after training, whilst still allowing a specific analog
device to be modelled from data.
The paper is structured as follows. Section 2 summarises the
basics of DRC. Section 3 introduces the novel machine learning
approach for DRC modelling. Section 4 presents results of model
validation using an artificial dataset. Section 5 describes the analog
compressor and architectures used to model it. Section 6 reports
the results of the training, and Section 7 concludes the paper.

2. DIGITAL DYNAMIC RANGE COMPRESSION
The core idea of this paper is to utilise the components and structure of a traditional digital DRC, along with some neural network
based components, to create a grey-box DRC model that can be fit
to data recorded from a target device. The defining behaviour of a
DRC is that it applies a time-varying gain to the input signal, with
the time-varying gain envelope being calculated by a side chain.
Typically the input to the side chain is the signal being compressed,
although the compressor can also be controlled by another audio
signal if desired. How the side chain calculates the time-varying
gain envelope defines the behaviour of the compressor. A digital
compressor generally consists of three blocks, a static gain computer, a level detector, and a make-up gain. These are all described
in more detail in the following sections.
2.1. Static Gain Computers
A static gain computer is a memoryless nonlinear function, that
maps input level to output level. Traditionally it is implemented
as a hard-knee or soft-knee compression curve. For the hard-knee,
the parameters are the threshold and the ratio. When it exceeds the
threshold, the signal level is reduced by a factor determined by the
signal level and the ratio, according to the equation [1]:
(
xgc ,
when xgc ≤ T
ygc =
(1)
T + (xgc − T )/R, when xgc > T,
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Figure 2: Diagram of the compressor structure used in this paper.
Blue boxes are components with parameters learned from data.
2.3. Make-Up Gain

Figure 1: Hard and soft knee static compression curves, where T
is threshold, R is ratio, and W is the knee width.

Finally, the reduction in signal level introduced by the previous
stages can be compensated for by the make-up gain module. The
make-up gain is applied uniformly to the output signal, and in a
digital DRC this is simply a constant gain factor.

where xgc is the input to the gain computer, ygc is the corresponding output and T and R are the threshold and ratio, respectively.
For the soft knee, a knee width parameter is added, which introduces a transition region. The soft knee is defined by [1]:

2(xgc − T ) < −W

xgc ,
W 2
1
ygc = xgc + ( R −1)(xgc −T + 2 ) , 2|xgc − T | ≤ W
(2)
2W


(xgc −T )
T+
,
2(xgc − T ) > W,
R

3. PROPOSED MODEL
The compressor model used in this paper, depicted in Fig. 2, takes
on the ‘log-domain detector’ structure described in [1]. It has the
same three stages that were described in Sec. 2 , a static gain computer, a level-detector, and a make-up gain.

where W is the knee width. An example of the above static compression curves for various parameters are shown in Fig. 1. Note
that when W = 0, the soft-knee is identical to the hard-knee.

3.1. Static Gain Computer
The static gain computer is a memoryless nonlinear function that
outputs a target gain reduction for each sample in the model input:
gc [n] = fgc (xdB [n], θgc , c),
(7)

2.2. Level Detectors
A level detector prevents sudden gain changes being applied to
the signal, which can result in unpleasant sounding compression
artifacts, by producing a smooth gain envelope. It can be applied
directly to the side chain input, or, to the gain envelope produced
by the gain computer. A common choice for a level detector filter
is the digital one-pole filter, with the difference equation [1]:
yd [n] = αyd [n − 1] + (1 − α)xd [n],
(3)

where gc [n] is the calculated gain reduction to be applied at discrete time n, xdB [n] is the input signal level in dB at time n, θgc
are the learned parameters of the gain computer, and c is the conditioning information describing the user settings of the device being
modelled. For this paper, the static gain computer, fgc , was implemented as a hard or soft knee compression curve, see Sec. 2.1.
The user controls of the compressor can be incorporated into
the model, by providing information representing the device control settings. Following recent work modelling distortion circuits
[18], we use a hyperconditioning Multilayer Perceptron (HC-MLP)
network to predict the parameters of the static compression curve
based on the conditioning information. θgc is thus defined as the
parameters of the HC-MLP.
The conditioning information is first normalised to the range
[−1, 1], and then provided as an input to the HC-MLP, which predicts the corresponding threshold, ratio and knee width. The HCMLP has an input size equal to the number of conditioning values,
and an output size corresponding to the number of parameters of
the static gain function. The HC-MLP has two hidden layers of
size 20, each followed by a ReLU activation function. The output
layer is followed by a sigmoid activation function and appropriate
scaling and offset factors to ensure the threshold T , ratio R and
knee width W meet the conditions −80 < T < 0, 1 < R < 30
and 0 < W < 30.
The target output gain, ydB , is calculated according to Eq. (1)
or Eq. (2), and the target gain reduction is given by:
gc [n] = ydB [n] − xdB [n].
(8)

where α is the filter coefficient and xd [n] and yd [n] are, respectively, the filter input and output at time n. Stability of this filter is
ensured if |α| < 1. The step response of the filter is given by [1]:
yd [n] = 1 − αn for xd [n] = 1, n ≥ 1.
(4)
The time constant, τ , determines the amount of time it takes for
the filter output to reach 1 − 1/e of its final value. The value of α
that produces a desired time constant can be found by:
α = e−1/τ fs ,

(5)

where τ is the desired time constant in seconds and fs is the sample rate in Hz.
When describing compressor behaviour, the attack and release
times refer to how quickly the compressor acts. The attack time
determines how quickly the compressor responds to an increasing
input signal level, and thus how quickly the subsequent gain decrease is applied. Likewise, the release time determines how long
the applied gain takes to return back to the normal level, once the
input signal level begins to fall. Independent attack and release
times can be achieved by defining time constants τa and τa for
the attack and release phases, respectively, then finding the corresponding filter coefficients αa and αr . The level detector filter can
then be implemented as follows [1]:
(
αa yd [n − 1] + (1 − αa )xd [n], xd [n] > yd [n − 1]
yd [n] =
αr yd [n − 1] + (1 − αr )xd [n], xd [n] ≤ yd [n − 1].
(6)
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Smoothing is applied to the gain envelope to prevent discontinuities and compression artifacts. The gain gc is first normalised to
the range [0, 1], assuming a minimum possible gain reduction of

DAFx.2

305

2 in22

DAFx

Proceedings of the 25th International Conference on Digital Audio Effects (DAFx20in22), Vienna, Austria, September 6-10,
2022 2022

0 dB and a maximum possible gain reduction of 80 dB. The level
detector has memory and takes the output of the gain computer,
gc , to produce the smoothed gain envelope:
gs [n] = fgs (gc [n], sgs [n − 1], θgs ),
(9)

One-Pole
Filter

where gs [n] is the smoothed gain to be applied at discrete time
n, sgs [n − 1] is the state of the level detector from the previous
time step, and θgs are the learned parameters of the level detector.
The exact form of sgs [n − 1] depends on the chosen strucutre of
the level detector, and is described in the following sections. The
smoothed gain signal is then scaled back to the range [−80, 0] and
converted to the linear domain, before being applied to the input.

Figure 3: Frequency-domain convolution with the frequency response of the one-pole filter. The beginning of the output signal
yout (n) is discarded because it contains the starting transient.
and release times respectively. The one-pole filter can then be implemented according to Eq. (6). It should be noted that in this
case, the filter is time-varying as the filter coefficients depend on
the previous output and the current input. This means that it must
be implemented recursively, which slows training considerably. In
this case, θgs is the learned attack and decay time constants, τa
and τr , and the state sgs is still simply the previous output of the
one-pole filter.

3.2.1. One-Pole Filter
Smoothing can be carried out by the one-pole filter defined in
Eq. (3). In this case the level detector learns the time-constant,
τ , which is parameterised by a sigmoid function, limiting it to the
range 0 s < τ < 1.0 s. The one-pole filter coefficient α is calculated according to Eq. (5). This ensures the stability of the onepole filter. In this case, θgs is the learned time constant, τ , and the
state sgs is simply the previous output of the one-pole filter.
For training purposes, implementing this filter recursively
slows the training time considerably, as has been noted in previous
work [18]. To reduce training time, the one-pole filter was applied
in the frequency domain. To achieve this, we take the Discrete
Fourier Transform (DFT) of the input to the filter, and multiply it
with the filter frequency response. The Inverse Discrete Fourier
Transform (IDFT) is applied to the result to produce the output of
the filter in the time-domain. This follows the approach described
in [18].
Training can be accelerated by increasing the frequency at
which the compressor model parameters are updated. This can be
achieved by updating the parameters many times whilst processing
a longer segment of audio, a process known as Truncated Backpropagation Through Time (TBPTT) [20]. This presents an issue
when implementing the one-pole filter in the frequency domain,
as the filter parameters will change after each sub-segment of the
input is processed. Simply applying frequency domain filtering to
each sub-segment will result in an inaccurate approximation of the
one-pole filter unless inputs from previous sub-segments are also
included.
To solve this problem, we use an input buffer. The buffer is L
samples in length, and is initialised with zeros. Each sub-segment
is Nin samples in length, and as each sub-segment is processed it
is added to the buffer in a First-In First-Out fashion. The filter is
applied to the whole input buffer, and the last Nin samples of the
output are taken as the output of the filter. This process is depicted
in Fig. 3. The one-pole filter has a very long impulse response as α
approaches 1, so the input buffer length was selected to be 80 000
samples long. Although this is unnecessarily long to sufficiently
approximate the one-pole filter for most values of α, this method
was still found to be approximately five times faster during training
in comparison to implementing the IIR filter as a straightforward
recursion.

3.2.3. RNN-Modulated One-Pole Filter
The switching one-pole filter is a simple example of a time-varying
filter, where the filter’s time constant depends on the current input
and previous output of the filter. This is however somewhat limited
as the one-pole filter only has two possible values to switch between. The time-constant of the one-pole filter can also be varied
more freely, for example, by training a Recurrent Neural Network
(RNN) to predict appropriate time-constants. We propose using a
standard Elman-RNN [21] followed by a linear layer.
The RNN has a hidden size of 4, and its input is the unsmoothed gain reduction, gc . An affine transformation is then applied to the RNN hidden state via a linear layer with an output size
of 1. A sigmoid activation function is applied to the output of the
linear layer, limiting it to be between the values of 0 and 1, and the
resulting sequence is taken as the predicted time-constant for the
one-pole filter, with the filter coefficient α being changed at each
time-step.
Modulation of the one-pole filter should allow the model to
have greater control over the gain smoothing process. The introduction of the RNN does decrease the interpretability of the level
detector somewhat, as the time-constants in traditional a digital
DRC are generally stable over time. However, as the level detector is still a one-pole filter, it’s behaviour is still relatively easy to
interpret, and this configuration ensures that the gain smoothing
doesn’t scale or shift the input gains, as would be possible if the
gain smoothing was carried out directly by the recurrent model. In
this case, θgs is the weights and biases of the RNN and linear layer,
and the state, sgs , is the previous output of the one-pole filter as
well as the hidden state of the RNN.
3.3. Make-Up Gain
In a digital compressor, the make-up gain can be trivially implemented as a constant gain factor applied to the output. However
in an analog compressor the make-up gain might be implemented
via a VCA or a vacuum-tube amplifier. The make-up gain in the
proposed model can thus be implemented either as a constant gain
factor, hereafter referred to as a Static Gain, or as a small Gated
Recurrent Unit (GRU) [22]. In both cases the make-up gain is
applied directly to the time-domain signal, after the time-varying
gain envelope gs has been applied.
The GRU model is identical to a previously proposed model
applied to guitar amplifiers and distortion effects [23]. It con-

3.2.2. Switching One-Pole Filter
In practice, it is desirable for the compressor to have independent
attack and release times, as this allows users greater control over
the compressor behaviour. This can be implemented trivially by
learning two time-constants, τA and τR , representing the attack
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sists of a single-layer GRU, followed by an affine transformation.
The GRU has a hidden size of 4. The input to the make-up gain
GRU is the input signal after the time-varying gain envelope has
been applied, xc . The affine transformation is applied via a fullyconnected layer, reducing the hidden size of the GRU to a single
value, representing the compressor output, ŷ, at that time-step. To
reduce the ability of the GRU make-up gain to simply learn to emulate the behaviour of the whole compressor, it is not provided
the conditioning information describing the compressor settings.
Whilst it is still possible that the GRU could infer the conditioning
parameters indirectly from the signal envelope provided to it, the
small hidden size should significantly limit its ability to do so.

Figure 4: Example of audio processed by the LA-2A compressor
with peak reduction set to 90, (top) input and (middle) output signals from the data set and (bottom) the corresponding RMS envelopes. Signals have been normalised to 0 dBFS and RMS envelopes were calculated using a sliding window of 250 samples.

3.4. Loss Functions
When evaluating the ‘SignalTrain’ dataset of the LA-2A compressor (see Sec. 5 for a description of this dataset) it was noted that the
compressor output contains low frequency oscillating noise which
is not present in the compressor input. It is common practice to apply pre-emphasis filtering to the model output and the target before
calculating the loss, to emphasise or attenuate certain frequencies
[24, 25]. As the introduction of low frequency noise is not a desired characteristic of the compressor, a DC-blocking pre-filter was
applied to the model output and target, prior to the loss calculation,
with the following transfer function:

into M overlapping frames of length Nf , referred to as Yp and Yˆp .
The short-time energy loss is given by:
ESTE =

1 − z −1
.
(10)
1 − 0.995z −1
To avoid unnecessary recursions in the training process, the filter
was applied via an FIR approximation. The FIR filter coefficients
were obtained by truncating the impulse response of the filter to
2000 samples.

where I is the number of different frame sizes the loss is calculated
for. This Multi-Resolution Short-Time Energy (MSTE) loss was
applied at four different resolutions in this study, using frame sizes
of 8, 16, 32, and 64 and hop sizes of 2, 4, 8, and 16, respectively.
3.5. Training Hyperparameters

3.4.1. Error-to-Signal Ratio

To train the model, the training dataset was split into 2.5 s segments. For each segment the first 4096 samples were processed
without updating the network’s parameters, to allow any components of the model with a state to initialise. The remaining input
was processed with TBPTT being applied every 8128 samples and
The training dataset was processed using a batch size of 25. The
validation loss was calculated four times per epoch. Training was
run for a maximum of 50 epochs. Early stopping was applied,
with a validation patience of 5. The models were trained using the
Adam optimizer [29], with an initial learning rate of 5 × 10−3 .
Models were trained on a GPU, and training took around 30 minutes when using the single parameter one-pole filter level detector,
and up to 16 hours otherwise. A reference PyTorch implementation is provided at1 .

The Error-To-Signal (ESR) loss has been used in a number of other
papers focussing on modelling non-linear audio circuits [23, 24,
26, 27]. The ESR is the squared error in the time-domain, divided
by the energy of the target signal. For a segment of training signal
of length N , the ESR is given by:
PN −1

|yp [n] − yˆp [n]|2
,
PN −1
2
n=0 |yp [n]|

n=0

(11)

where yp is the DC-blocker pre-filtered target signal, and yˆp is the
compressor model DC-blocker pre-filtered output.
3.4.2. Short-Time Energy-Loss
One potential issue with the ESR loss is that it requires strict alignment in the time domain. For the models proposed in this paper
where a static make-up is applied (as opposed to the GRU make-up
gain), the model is only able to apply a time-varying gain envelope
to the input signal. As such it is incapable of applying any phase
shifts or sign inversions to the input. This means that, when applying the ESR loss, slight time misalignment or phase differences
between the model output and target will result in a large loss, even
if the two signals are perceptually very similar.
In light of this, we propose using a loss function based on the
difference between the short-time energy of the output and target signals, similar to one proposed in [28]. The DC-blocker prefiltered target and model output signals, yp and yˆp , are first divided

2

’sVienna

DAFx

(12)

The loss function can be applied at multiple resolutions. The overall loss is then calculated as the mean of the short-time energy
losses:
I
1X
EMSTE =
ESTE,i ,
(13)
I i=1

H(z) =

EESR =

M −1 Nf −1
1 X X
|
Yp [n, m]2 − Yˆp [n, m]2 |.
M Nf m=0 n=0

4. TOY PROBLEM – MODELLING A DIGITAL
COMPRESSOR
To verify the modelling approach and training procedure, the
model was trained to recreate the behaviour of a digital compressor. As input material for the digital compressor, data from the
Signal-Train dataset [15], which is described in Sec. 5, was used.
Ten minutes of audio was selected as the training dataset, and 90
seconds of audio for the validation dataset. In this case, a test
dataset is unnecessary, as the success of the modelling procedure
1 https://github.com/Alec-Wright/GreyBoxDRC
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can be observed directly based on the learned parameters of the
compressor model.
The target digital compressor was implemented as described
in Sec. 2, with hard-knee static gain curve (Eq. (1)), one-pole filter
level detector with independent attack and release times (Eq. (6))
and no make-up gain. The training dataset was processed a number
of times, with the hard-knee threshold and ratio parameters being
varied. For each dataset, the threshold was set to either -15 dB,
-20 dB, -25 dB or -30 dB and the ratio was set to 2, 4, 6 or 8. All
possible permutations of these setting were used resulting in 16
combinations of threshold and ratio. The attack and release times
and were set to 20 ms and 50 ms respectively. To better emulate
the data recorded from an analog device, and to test the robustness
of the training process, pink noise at a level of -40 dB was added
to the training data targets.
Models were trained using the soft-knee compression curve.
For the level detector either the switching one-pole or RNN modulated one-pole was used, and for the make-up gain both the static
gain and GRU were trialled. Models were trained using either the
ESR or the MSTE loss function. Conditioning information representing the threshold and ratio used to generate the data was
provided to the model via a HC-MLP. It should be noted that as
the HC-MLP is a fully connected network, it must learn that the
two conditioning values it receives as input are independent of
each other. That is, the input conditioning value representing the
threshold, should have no influence over the ratio predicted by the
HC-MLP, and vice versa.
The success of the modelling can be evaluated by how closely
the conditioning values provided to the model match the predicted
threshold and ratio. Results for two of the trained models, over a
range of input threshold and ratio values, are shown in Fig. 5. The
models were selected to demonstrate that the correct compression
curve parameters can be inferred using the MSTE loss, and that
the GRU make-up gain does not simply bypass the compression
curve altogether and learn to apply the compression itself. It can be
seen that for both models the threshold parameter is learned very
accurately, with only minor fluctuations from the correct values.
For the ratio parameter, the models learned the mapping well for
low ratios, but a small error can be observed for higher values.
For both of the models shown in Fig. 5, the learned attack and
release times were within 0.02 ms of the target attack and release
times. Results for the other models are omitted here for brevity,
but generally similar behaviour was observed.

Figure 5: Example outputs from HC-MLP trained on the toy problem, markers indicate threshold and ratio values seen during training, solid lines indicate threshold and ratio values input to the HCMLP, dashed lines indicate the threshold and ratio predicted by the
HC-MLP, for (green) model trained with EMSTE , soft-knee, switching one-pole level detector and no make-up gain, and (red) model
trained with EESR , soft-knee, switching one-pole level detector and
GRU make-up gain.
data, consisting of noise bursts mixed with tones.
To train the model a subset of the dataset was used, which
only included examples where the compressor was set to compress
mode, with the peak reduction setting, ranging from 0 to 100, in
increments of 10. This results in a total of 11 parameter settings
with a total of 20 min of audio for each, with the input audio being
the same for each setting. An identical 80:10:10 split of the dataset
was applied for each parameter setting, to create the training, validation and test datasets. A further test dataset was created, consisting of the same input audio from the original test dataset, but using
the remaining ‘peak reduction’ settings that were not included in
the training dataset. These range from 5 to 95, in increments of
10, resulting in a total of 10 parameter settings, all of which were
unseen during training. This dataset is intended to test how well
the trained model generalises to unseen conditioning values, and
will now be referred to as the unseen test dataset.
5.1. Model Architectures
Models were trained either using the hard-knee or soft-knee compression curve. The three level-detectors introduced in Sec. 3.2
were all tested, these are, the one-pole filter, the switching onepole filter, and the RNN-modulated one-pole filter. The makeup gain was either the Static Gain, in which case the model was
trained using the EMSTE loss, or a GRU, in which case it was trained
using the EESR loss.

5. TELETRONIX LA-2A COMPRESSOR MODELLING
The proposed compressor model was tested on emulating the behaviour of the Teletronix LA-2A compressor. This is an optical
compressor, which uses the control voltage to drive a light source.
The light source controls the resistance of a light-dependent resistor (LDR) which is connected to a voltage divider in the main signal path. The effect is that as the brightness of the light increases,
the resistance of the LDR decreases, resulting in a gain reduction.
Fig. 4 shows an example comparing the input and resulting output
of a signal processed by the device.
The data used to train the model was taken from the SignalTrain dataset [15], which consists of input-output audio processed
by the LA-2A compressor, with settings of the peak reduction
knob (from 0 to −100), and the compressor either set to limit or
compress. It includes content such as lone instrument and full band
recordings, as well as electronic music. It also includes synthetic
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6. RESULTS
A black-box model consisting of a GRU followed by an affine
transformation was used as a baseline. This model has previously
been applied to guitar amplifiers [23, 27]. Recent work used this
model to profile the LA-2A compressor [16], conducting a listening test which showed slight but perceptible differences between
the LA-2A and the baseline. Two baseline models were created,
with hidden sizes of 8 and 32. The conditioning data was first normalised to the range [−1, 1] and then provided to the network by
concatenating it to the input.
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(a) RMS envelopes for Model B2 output and target, Model B2 is baseline
GRU model with hidden size 32, for LA-2A with peak reduction set to 60
(top) and 90 (bottom).

(b) RMS envelopes of Model 3 output and target, with soft-knee compression curve, RNN modulated one-pole level detector and static make-up
gain, for LA-2A with peak reduction set to 60 (top) and 90 (bottom).

(c) RMS envelopes of Model 4 output and target, with hard-knee compression curve, one-pole level detector and GRU make-up gain, for LA-2A with
peak reduction set to 60 (top) and 90 (bottom).

(d) RMS envelopes of Model 5 output and target, with hard-knee compression curve, switching one-pole level detector and GRU make-up gain, for
LA-2A with peak reduction set to 60 (top) and 90 (bottom).

Figure 6: RMS envelopes produced by various compressor models, with RMS window size of 100 samples

Figure 8: Level detector attack and release behaviour learned by
the compressor models.

Figure 7: Input-Output characteristic learned for various LA-2A
peak reduction settings, for (top) Model 3 (soft-knee, RNN modulated one-pole level detector, and static make-up gain), (middle)
Model 4, (hard-knee, one-pole level detector and GRU make-up
gain) and (bottom) Model 5 (hard-knee, switching one-pole level
detector and GRU make-up gain).
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Figure 9: Plots showing (top) input, (middle) static and smoothed
gain envelopes and (bottom) output of the model, for Model 5
(hard-knee, switching one-pole level detector and GRU make-up
gain) of the LA-2A compressor with peak reduction set to 90.

DAFx.6

309

2 in22

DAFx

Proceedings of the 25th International Conference on Digital Audio Effects (DAFx20in22), Vienna, Austria, September 6-10,
2022 2022

Table 1: Results of the proposed model and the baseline model [16] when emulating the LA-2A compressor.

Model #
B1
B2
1
2
3
4
5
6

Model
Baseline - Small GRU (hidden size 8)
Baseline - Big GRU (hidden size 32)
Static Gain
Level Detector
Make-Up Gain
Hard Knee
One-Pole
Static Gain
Hard Knee
Switching One-Pole
Static Gain
Soft Knee
RNN Mod. One-Pole
Static Gain
Hard Knee
One-Pole
GRU
Hard Knee
Switching One-Pole
GRU
Hard Knee RNN Mod. One-Pole
GRU

Figure 11: Test losses for Model 6, against different settings of
peak reduction, modelling the LA-2A compressor.
A selection of the results of the trained models are presented in
Table 1. For each possible combination of make-up gain and level
detector, the model with either the hard or soft knee is presented,
depending on which achieved the lowest test loss. An estimate
of the computational cost of the model at runtime is also provided,
by calculating the number of floating-point operations required per
sample of output, as suggested in [30]. The tanh and sigmoid nonlinearities are assumed to cost 30 floating point operations.
The results show that Model B2, the baseline model with a
hidden size of 32, achieves the best loss values, however the computational cost is considerably higher in comparison to the other
models. Models 5 and 6 are less accurate than the large GRU
baseline, although the difference fairly small, and the proposed
models require less than 10% of the number of floating point oper-
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EESR
0.041
0.023

Test Loss
EMSTE
8.3 × 10−4
5.5 × 10−4

11
12
184
523
528
700

0.095
0.089
0.092
0.045
0.031
0.032

8.4 × 10−4
8.0 × 10−4
7.4 × 10−4
8.2 × 10−4
7.1 × 10−4
7.5 × 10−4

Test Loss - Unseen
EESR
EMSTE
0.037 7.6 × 10−4
0.020 4.8 × 10−4
0.090
0.085
0.089
0.043
0.028
0.029

7.6 × 10−4
7.4 × 10−4
6.7 × 10−4
7.9 × 10−4
6.8 × 10−4
7.0 × 10−4

ations per sample. They also outperform the small baseline model,
Model B1, whilst being less expensive to run.
In Table 1 the performance of the models on the unseen test
dataset, which consists of peak reduction values that were excluded from the training dataset, can also be observed. In all cases
the test loss decreases for the unseen test dataset, indicating that
the models generalise well. This can also be seen in Fig. 11, which
shows the test loss for Model 6 evaluated at different settings of
peak reduction.
Fig. 6 shows the RMS envelope of some of the models outputs,
compared to the target signal, indicating fairly close agreement.
It can be observed that for the higher peak reduction setting, the
model performance is noticeably worse. This can also be seen in
the ESR losses shown in Fig. 11. A possible contributing factor to
this is that the Signal-to-Noise Ratio (SNR) in the compressor output is decreasing as the amount of compression applied increases.
For extreme peak reduction settings the low SNR might make it
challenging for the model to learn, as the loss function becomes
increasingly dominated by noise that is not present in the compressor input. Sound examples are also provided at the accompanying
webpage 2 .
Fig. 7 shows the learned compression curves for some of the
models, for varying settings of the peak reduction conditioning
value. As expected, the static gain curves learn to apply more
compression as the peak reduction increases. There is generally
good agreement between the models.
The results also indicate that the single parameter one-pole
filter performs worse than either the switching or RNN modulated one-pole filter. The learned one-pole filter step responses
are shown in the Fig. 8, which show that the learned filters all have
an attack time constant of around 15 ms or less. However, for the
switching one-pole filter the release time is much longer, indicating that a fast attack and slow release is required to successfully
model the target device. Example output from Model 5, which
used the switching one-pole filter, is shown in Fig. 9
The results don’t indicate much difference in performance between the RNN modulated one-pole and the switching one-pole
level detector. Example output from Model 6 can be seen in
Fig. 10. It can be observed that the learned behaviour is somewhat
similar to that of the switching one-pole, with the time-constant
becoming very small when the input signal is large, and increasing
once the input decreases again.

Figure 10: Plots showing (top) input and model output, (middle) RNN modulated one-pole time constant with switching onepole filter time constant for comparison, and (bottom) static and
smoothed gain envelope, for Model 6 (hard-knee, RNN modulated
one-pole filter and GRU make-up gain) emulating the LA-2A compressor with peak reduction set to 90.

2

ops/sample
1273
9697

2 http://research.spa.aalto.fi/publications/papers/dafx22-DDRC

DAFx.7

310

2 in22

DAFx

Proceedings of the 25th International Conference on Digital Audio Effects (DAFx20in22), Vienna, Austria, September 6-10,
2022 2022

7. CONCLUSION

[14] M. Martínez Ramírez, E. Benetos, and J. D. Reiss, “A
general-purpose deep learning approach to model timevarying audio effects,” in Proc. Int. Conf. Digital Audio Effects. Birmingham, UK, 2019.
[15] S. Hawley, B. Colburn, and S. I. Mimilakis, “Profiling audio
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In this work, we proposed a new method for virtual analog modelling of dynamic range compressors, which created a grey-box
model using a combination of existing techniques and neural network components. The resulting models can be trained using data
to emulate a specific device in an end-to-end fashion. As the model
structure follows that of a traditional digital DRC, parameters such
as threshold and ratio can be easily adjusted after training. We
trained our proposed model, as well as a black-box baseline model,
to emulate an analog compressor, and found that our model was
able to achieve comparable performance at a much lower computational cost. Future work should involve subjective evaluation so
that the perceptual quality of the models can be better understood.
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ABSTRACT

track at the same time. Therefore, analysis of DJ mixer control
requires estimating multiple audio effect gains simultaneously.
While different brands of DJ mixers have different combinations
of audio effects, they have faders and equalizers in common as
they are the primary audio effects for DJing.

Disc jockeys (DJs) use audio effects to make a smooth transition
from one song to another. There have been attempts to computationally analyze the creative process of seamless mixing. However, only a few studies estimated fader or equalizer (EQ) gains
controlled by DJs. In this study, we propose a method that jointly
estimates time-varying fader and EQ gains so as to reproduce the
mix from individual source tracks. The method approximates the
equalizer filters with a linear combination of a fixed equalizer filter and a constant gain to convert the joint estimation into a convex
optimization problem. For the experiment, we collected a new DJ
mix dataset that consists of 5,040 real-world DJ mixes with 50,742
transitions, and evaluated the proposed method with a mix reconstruction error. The result shows that the proposed method estimates the time-varying fader and equalizer gains more accurately
than existing methods and simple baselines.

There are a few prior works that estimated the fader or EQ
gains when a DJ mix and two source tracks are given. The two
source tracks are the original tracks without any modification by
the audio effects. One group of the study focused on estimating the
fader gains in the track transition region [5, 6]. However, they used
artificially generated datasets and did not consider EQ gains. In our
previous work [7], we attempted to estimate the EQ gain curves using convex optimization using a real-world DJ mix dataset. However, we did not consider the simulatenous control of fader and
EQ gain and the frequency responses of EQ filters in the EQ gain
estimation. Nercessian [8] recently tackled EQ parameter estimation using a differentiable biquad filter in the EQ matching problem. They showed that the neural network approach outperforms
a convex relaxation of the problem. However, they focused on estimating the fixed coefficients of the biquad EQ filters and did not
consider time-varying control of the parameters. Furthermore, it
makes the estimation more challenging when two input sources are
involved as in the DJ mix. Recently, a method that generates fader
and EQ gains has been proposed [9]. It uses differentiable faders
and EQs with generative adversarial networks but the purpose is
automatic mixing, not analyzing existing DJ mixes. Smooth transition between music tracks was also studied in the context of spatial
audio effect using Head Related Transfer Function (HRTF) [10].
However, it was not for DJ mixing but for headphone listening.

1. INTRODUCTION
DJs select musical tracks and play them without stopping music
to enhance listening experiences. To make music flow continuous, DJs make a seamless transition from one track to another using various mixing techniques. The techniques can be summarized
as three steps: 1) beat matching that synchronizes tempo in BPM
(beats per minute) and beat positions of the previous track and the
next track, 2) cueing that decides the positions to stop the previous
track and start the next track, and 3) applying audio effects such as
crossfader or equalizer.
Analyzing the creative process using computational methods
has drawn research interests. For example, mix-to-track alignment
is a task that temporally synchronizes original tracks with the
DJ mix. This enabled to find various features controlled by DJs
such as cue points, transition length, tempo change, and key transpose [1]. In mix-to-track alignment, beat tracking was used as
a crucial preprocessing step to summarize audio features in beat
unit [2]. The cue points were also estimated with different methods and audio features [3, 4]. However, analyzing how DJs utilize
audio effects has not yet been explored much.
There are a number of audio effects in DJ mixers such as
fader, crossfader, equalizer, delay, and reverberation. DJs usually
use multiple audio effects simultaneously to make seamless transitions. For example, they can increase the fader gain of one track
while decreasing the low shelving filter (or low EQ) for the next

In this study, we propose a method that can jointly estimate the
fader and EQ gains of DJ mixers. The proposed method is designed
to consider the frequency response of EQs and relax the joint estimation into a convex optimization problem. Although deep neural networks have become increasingly popular, we chose convex
optimization instead of deep neural networks for its advantages
such as better interpretability, flexibility to strong constraints, and
optimization speed. For the experiment on a larger dataset, we
collected a new DJ mix dataset that consists of 5,040 real-world
DJ mixes with 50,742 transitions. We optimized and evaluated
the proposed method with a mix reconstruction error. The result
shows that our proposed method estimates the time-varying fader
and equalizer gains more accurately than baselines and previous
work. The code and dataset will be available at this link.1

Copyright: © 2022 Taejun Kim et al. This is an open-access article distributed under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
provided the original author and source are credited.
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Biquad


Biquad


Biquad


Filter

Filter

Filter

(a) A channel of the base DJ mixer

(b) A channel when only i-th subband is considered

(c) A channel with a linear approximation

(d) A convex-optimizable channel

Figure 1: A procedure that makes a EQ-Fader channel convex optimizable. Components involving parameters to be optimized are colored:
cyan for EQ gains and magenta for fader gains.

2. DJ MIXER DESIGN

2.3. EQ-Fader
An EQ-fader channel is simply a series of equalizers and faders as
shown in Figure 1(a). The transfer function is a multiplication of
the equalizer and fader transfer functions:

In this section, we define a transfer function for each channel of
three types of DJ mixers. Then, we define the final mixed output
of DJ mixers which have two input channels.

Hef (n, k; α, g) = Hfd (n, k)Heq (n, k)
2.1. Fader
= α(n)

A transfer function of a fader channel Hfd parameterized by a gain
α is defined as:
Hfd (n, k; α) = α(n)

Cef (n, k; α, g) = Hef (n, k)X(n, k).

The output signal of a DJ mixer Y in a transition region is simply
a summation of two channels:
Y (n, k) = C prev (n, k) + C next (n, k)

where C is a channel that plays the previous track in a transition
region which fades away over time and C next is a channel of the
next track.

(3)

3. DJ MIXER GAIN ESTIMATION

where i = 1, . . . , M . Note that the filters coefficients are controlled by a time-varying gain gi in decibel (dB). Accordingly, Hi
also has a time-varying equalizing curve which is parameterized
by gi . The number and parameters of filters such as cutoff/center
frequency and quality factor (Q) are different depending on the
specification of DJ mixers. However, we assume that the DJ mixers used in our experiment have the same fixed settings except the
gains to focus on estimating the gain parameter. Finally, the transfer function of the equalizer channel can be written as:
M
Y

Hi (n, k; gi )

DJ mixer gain estimation algorithms take three audio clips in a
transition region as inputs: a previous track, a next track and a DJ
mix. All the three input clips are aligned and time-scale modification is applied to them beforehand so that beats and time offsets
between the tracks and the mix are exactly synchronized. Given
the three clips, gain estimation algorithms derive the time-varying
gain curves of faders and equalizers.
An objective function for the DJ mixer gain estimation can be
defined using mean absolute errors (MAEs) as below:
N
K
1 X 1 X
Ŷ (n, k; θ) − Y (n, k) .
N n=1 K

(4)

i=1

2
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k=1

where g = {g1 , . . . , gM } and the channel output is defined as:
Ceq (n, k; g) = Heq (n, k; g)X(n, k).

(9)

prev

An EQ channel consists of M cascaded peak and shelving filters
implemented using biquad filters [11]. The transfer function of i-th
biquad filter attenuating i-th subband is given as

Heq (n, k; g) =

(8)

2.4. Mixer

(2)

2.2. Equalizer (EQ)

bi0 (n) + bi1 (n)z −1 + bi2 (n)z −2
ai0 (n) + ai1 (n)z −1 + ai2 (n)z −2

(7)

Then, the channel output of an EQ-fader mixer is written as:

(1)

where X is the spectrogram of an audio track.

Hi (n, k; gi ) =

Hi (n, k; gi ).

(6)

i=1

where n is the time (or frame) index and k is the frequency bin
index. Then, the output signal of the fader is written as:
Cfd (n, k; α) = α(n)X(n, k)

M
Y

where Y is a spectrogram of the ground-truth DJ mix, Ŷ is an
estimated spectrogram, θ is any parameters to be optimized and

(5)
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Figure 2: Gain differences in frequency responses between the actual EQ filters and the linearly approximated filters.

used for estimating Ŷ , N is the number of time frames, and K is
the total number of frequency bins.
We could have used spectrograms in the decibel (dB) scale
to emphasize small signal differences and to make it closer to the
human perception of the intensity of sound. However, if we take
the log on both sides of Eq. (9) to obtain dB-scaled spectrograms,
the objective function becomes non-convex. We also considered
the Log-Sum-Exp (LSE) trick, but the objective function based on
LSE is still non-convex when MAE is used (it is non-convex even
if mean squared error is used).
It is straightforward to apply this objective function to estimate
gains of a mixer with two fader channels using convex optimization. However, the objective function cannot be used for mixers including equalizers because their transfer functions are not convex.
The later part of this section explains a procedure that converts the
transfer functions of EQ and EQ-Fader mixers to a convex form as
illustrated in Figure 1.

ratio between the original signal and a fully filtered by an EQ filter
as shown in Figure 1(c). It is formally written as:
Hi (n, k; gi ) ≈ H̃i (n, k; βi )
= βi (n) + (1 − βi (n))Hi∗ (k)

where Hi∗ is a fixed transfer function when Hi has a minimum
gain gi∗ :
Hi∗ (k) = Hi (n, k)|g(n)=g∗ .
i

∗

βi (n) = 10g(n)/20 − 10gi /20

(11)

where Ki is a set of frequency bin indices of i-th subband. It removes the products of the EQ transfer functions in Eq. (4). Then,
the MAEs can be computed for each subband and summed:

3.3. Parameter substitutions for EQ-Fader channel
With the subband objective function and the linear approximation, convex optimization can be performed on a mixer with two
EQ channels. However, the transfer function of EQ-Fader channel,
Hef , is approximated as:

(12)

N M
1 XX 1 X
=
Ŷ (n, ki ; θ) − Y (n, ki )
N n=1 i=1 |Ki |

(13)
H̃ef (n, ki ; α, βi ) = α(n)H̃i (n, k; βi )
(18)
= α(n)(βi (n) + (1 − βi (n))Hi∗ (k))
(19)
= α(n)Hi∗ (k) + α(n)β(n)(1 − Hi∗ (k)) (20)

ki ∈Ki

where ki is a frequency bin index in Ki . However, due to Hi
(Eq. (3)), it is still not a convex function.

which is illustrated in Figure 1(c). However, it is impossible to
apply convex optimization directly on the EQ-Fader channel due to
the multiplication of α and βi in Eq. (20). Therefore, we substitute
α(n)βi (n) as:

3.2. Linear approximation of EQ filters
To relax the subband objective function into a convex form, we
approximate the EQ transfer function Hi in a linear form which is
parameterized by βi ∈ [0, 1]. βi is a parameter that controls the
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(17)

Figure 2 illustrates Hi∗ and compares the gain differences in frequency response between the actual biquad EQ filters and approximated filters. The left subplot shows the differences in low and
high shelving filters, and the right subplot shows the differences
in mid-peak filter. The three filters are used for our experiments.
There are gaps between the actual and the approximated filters.
Especially, the gaps are larger in mid-peak filters. To minimize optimization errors from the gaps, we limit the subband frequency
range to the region colored in yellow. In other words, we choose a
smaller number of frequency bins for Ki .

If we assume that an EQ filter does not affect other subbands, an
EQ channel (Eq. (5)) for a specific i-th subband can be approximated as shown in Figure 1(b):

L(θ; Ŷ , Y )

(16)

A setting of a minimum gain for an EQ filter is different depending
on DJ mixers but we assume all DJ mixers have the same gi∗ . βi is
related with gi by:

3.1. Subband objective functions for EQ gain estimation

Ceq (n, k; gi )|k∈Ki ≈ Hi (n, k; gi )X(n, k)

(14)
(15)

γi (n) = α(n)βi (n)
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5,040
50,742
52,910
67,514
6,672

Gain

The number of mixes
The number of transitions
The number of unique tracks
The number of played tracks
The total length of mixes (in hours)

Table 1: Summary statistics of the MixesDB dataset.

H̃ef (n, ki ; α, γi ) = α(n)Hi∗ (k) + γ(n)(1 − Hi∗ (k))

Gain

Then, H̃ef becomes
(22)

which is optimizable as a convex form and parameterized by α and
γi .
3.4. Constraints

∆αnext (n) ≥ 0

(23)

∆βiprev (n)

∆βinext (n)

(24)

≤0

≥0

0 ≤ βi (n) ≤ 1

(25)

3.5. Convex optimization problem
It is straightforward to establish a convex optimization problem
for the fader and EQ mixers using the objective functions and the
constraints. However, in case of EQ-Fader mixers, the constraints
should be transformed into a domain of α and γi which gives
minimize L(α, γ; Ŷ , Y )

(26)

subject to 0 ≤ α(n) ≤ 2
0 ≤ γi (n) ≤ α(n)
∆αprev (n) ≤ 0

(27)
(28)
(29)

α,γ

∆αnext (n) ≥ 0
∆γiprev (n) ≤ ∆αprev (n)

(30)
(31)

∆γinext (n) ≥ ∆αnext (n)

(32)

where γ = {γ1 , . . . , γM }. The detail of deriving the constraints is
provided in the Appendix section.

Input previous/next tracks and DJ mixes are aligned using mix-totrack subsequence alignment [1]2 that uses dynamic time warping
2 https://github.com/mir-aidj/djmix-analysis

DAFx

9

14
18
Time (in seconds)

23

27

4 Xone:96 has four EQs but we use three of them for simplicity. We
selected Xone:96 because it was the only mixer that we could find the EQ
frequency responses from the product manual. Some other mixer manuals
have EQ cutoff/center frequencies, but they do not have frequency response
curves, which makes it difficult to set EQ coefficients other than gains.
5 https://webaudio.github.io/Audio-EQ-Cookbook/
audio-eq-cookbook.html

4.1. Implementation Details

’sVienna

5

3 https://pytsmod.readthedocs.io

4. EXPERIMENTAL SETUPS

2

0

(DTW) on audio features. After the alignment, time scale modification is applied to previous and next tracks. We used an implementation of waveform-similarity overlap-add (WSOLA) [12]
in PyTSMod [13]3 for the time scaled modification. To efficiently
run optimization, audio signals are clipped so that they only include parts where overlapping beats between the previous and the
next tracks exist. We used CVXPY [14] and ECOS [15] to implement convex optimization.
All audio signals have a sampling rate of 44,100Hz. For X
and Y , we used constant-Q transform (CQT) and mel spectrograms and computed them using Librosa [16]. Note that a direct
STFT cannot be used for the optimization since it has too many
frequency bins which may lead to failure of the optimization. Settings of mel spectrograms and CQT are chosen such that they are
fairly compared. The hop size is set to be 4,096 samples (93 ms)
and the frequency ranges are limited to [50, 15000] Hz for both
of mel spectrogram and CQT. We computed STFT with an 8,192point FFT for mel spectrogram and the lengths of constant-Q filters
are set to double for a better frequency resolution. The number of
bins per octave of CQT is fixed to 12 which yields 100 frequency
bins and thus the number of bins of mel spectrograms is set to be
100 as well.
We set the parameters of equalizers following the specification of a DJ mixer, Xone:96 by Allen & Heath. 4 The EQs consist
of three subband filters: low shelving, mid-peak and high shelving
filters. We implemented the EQ filters following the formulae in
the link5 with SciPy [17]. √
The low and high shelving filters have
a quality factor (Q) of 1/ 2 and cutoff frequencies of 180 and
3,000 Hz, respectively. The mid-peak filter has a Q of 3 and a center frequency of 1,000 Hz. The minimum gain gi∗ is set to be -80,
-27 and -80 dB for low, mid and high, respectively. The optimiza-

where ∆ is a finite difference, i.e. ∆f (n) = f (n+1)−f (n). Also,
we assume that a fader can amplify an input signal upto twice and
set βi to have a range of [0, 1] by adding constraints below:
0 ≤ α(n) ≤ 2

Fader
EQ Low
EQ Mid
EQ High

Figure 3: An example of generated gain curves for the synthesized
dataset. (Top) Curves for a previous track. (Bottom) Curves for a
next track.

In most cases, DJs make a previous track fade out and a next track
fade in in a transition region. From this observation, we assume
that any fader or EQ gains of a previous track always decrease and
gains of a next track always increase. This assumption is first introduced at [7] and gives the following constraints to optimization
problems:
∆αprev (n) ≤ 0

1.0
0.8
0.6
0.4
0.2
0.0
1.0
0.8
0.6
0.4
0.2
0.0
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tion frequency ranges for low, mid and high subbands are set to
be [50, 180], [800, 1400] and [3000, 15000] Hz, respectively, as
shown in Figure 2.

Settings of spectrograms for evaluation are the same as those for
optimization explained in subsection 4.1. As a low frequency band
tends to have higher magnitudes than mid and high frequency
bands, we also compute MAEs for the three subbands separately.
Frequency ranges for the subbands are set to [50, 180], [180, 3000]
and [3000, 15000] Hz for low, mid and high subbands, respectively.
To measure the gain estimation errors, we computed absolute
differences between the ground truth curves and the estimated gain
curves and averaged them over time. We report the MAEs for EQ
low, EQ mid, EQ high, and fader individually, and for all as well.
However, when the errors are reported all together on faders and
EQs, we used a weighted sum to give equal importance between
faders and EQs. More specifically, we used weights of 1/6, 1/6,
1/6, and 1/2 to the errors of EQ low, EQ mid, EQ high, and fader,
respectively. If a model estimates only a subset among the four
audio effects, we assume that the model does not use other audio
effects at all. Thus, gain curve MAEs are computed between the
ground truth gain curves and a constant gain of one. For example,
if a model only estimates fader gains, then the errors for three EQs
are computed using a fixed gain of one because the model has an
assumption that EQs are never used.

4.2. Dataset
We collected the dataset from MixesDB6 . The website is a database
for DJ mixes that are added by users, and contains metadata and
links to audios of DJ mixes and links to tracks played in the mixes.
We processed the data so that they can be used for research purposes. Table 1 shows summary statistics of the dataset used for experiments. Note that the numbers of played and unique tracks are
different because a track can be played in multiple mixes. However, the metadata of MixesDB dataset contain incorrectly annotated data by its nature. For example, a wrong track different from
a track that a DJ actually played can be listed in tracklists. Also,
since a single track often has various versions in dance music, for
example, short or long versions and a remix, an annotated track in
a mix can be a different version of a track that a DJ played. We filtered out the incorrect tracks based on the method in our previous
work [1] but still some errors remain.
Therefore, we evaluate the models on a synthesized dataset
as well to remove errors coming from the incorrect metadata. A
thousand of transitions with the length of 64 beats (about 30–32
seconds) are randomly generated using tracks in MixesDB. A transition is a mix of two tracks: randomly selected previous and next
tracks. Randomly generated gain curves for fader and EQ are applied to the tracks. Figure 3 shows an example of a set of generated random curves for a transition. Considering the practice in
real-world DJing, we set that only a single audio effect gain can
be changed in four seconds for each channel with two hands. EQ
settings are the same as those in the proposed method. The gain
curves of previous/next tracks monotonically decrease or increase.

4.4. Models
We evaluate the proposed method using quantitative results compared to two simple baselines and two previous methods. The two
baselines do not involve any optimization; they mix a previous
track and a next track using the following simple rules:
• Sum: simply adds two tracks.
• Crossfade: applies a constant power crossfade linearly
from the previous to the next track.
The models of the previous methods are as below:

4.3. Evaluation Metrics

• Fader [5]: runs convex optimization on a mixer that consists of two fader channels in Eq. (2) using the objective
function in Eq. (10).

We evaluated the models quantitatively from two perspectives.
Each of them was motivated by the following questions: 1) How
much does the reconstructed audio sound similar to the DJ mix?
2) How much are the extracted gain curves similar to the actual
curves? Spectrogram reconstruction errors and gain estimation errors are used for the first and the second questions, respectively. All
the errors are computed using MAE. As MixesDB does not have
ground truth of gain curves that represent how DJs controlled the
DJ mixers on performances, we report gain estimation errors only
on the synthesized dataset. We computed the MAEs for 50,742
transitions in MixesDB and 1,000 synthesized transitions.
MAEs between a DJ mix and a reconstructed mix are used for
the spectrogram reconstruction errors. The detailed procedure of
the measuring is as follows:

• Subband-Fader [7]: runs convex optimization on a mixer
that has a fader for each subband using the subband objective function in Eq. (13). It also has three subbands and
ranges of the subbands are same with the proposed methods.
Finally, the proposed methods include:
• EQ3: runs convex optimization on a mixer that consists of
two EQ channels in Eq. (5) using the subband objective
function in Eq. (13). The EQ channel has three EQ filters:
low shelving, mid-peak and high shelving filters.
• EQ3-Fader: runs convex optimization on a mixer that consists of two EQ-Fader channels in Eq. (8) using the subband
objective function in Eq. (13). The number and settings of
EQ filters are same with EQ3.

1. Run a DJ mixer gain estimation algorithm and obtain gain
curves.
2. Reconstruct a mix of two tracks applying extracted fader
and EQ gains on time domain.

All the methods involving convex optimization have constraints
described in subsection 3.4. To find the best performing input representation for the models, we also compare CQT and mel spectrograms performances when they used as X(n, k). For a fair comparison for the both of spectrograms, we report MAEs using both
of the spectrograms. In other words, both of CQT and mel spectrograms are used as inputs for the estimation and also used for
computing MAEs.

3. Extract two spectrograms of the reconstructed signal and a
DJ mix.
4. Compute a mean absolute error (MAE) between the two
spectrograms.
6 https://www.mixesdb.com
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CQT MAE
X(n, k)

Model

All

Low

Sum
Crossfade

8.33
8.14

8.22
7.90

CQT

Fader [5]
Subband-Fader [7]
EQ3
EQ3-Fader

7.68
7.53
7.46
7.21

Mel

Fader [5]
Subband-Fader [7]
EQ3
EQ3-Fader

7.45
7.56
7.40
7.12

Sum
Crossfade

6.60
5.64

7.58
6.48

CQT

Fader [5]
Subband-Fader [7]
EQ3
EQ3-Fader

3.38
1.61
2.81
1.26

Mel

Fader [5]
Subband-Fader [7]
EQ3
EQ3-Fader

2.71
1.86
3.02
1.58

Mid

Mel MAE
High

All

Low

Mid

High

8.25
8.12

8.54
8.38

5.91
5.76

5.61
5.46

5.71
5.58

6.47
6.31

6.57
7.07
7.03
6.65

7.94
7.56
7.38
7.22

8.14
7.85
7.93
7.63

5.70
5.04
5.13
4.83

5.29
4.70
4.53
4.39

5.57
4.68
4.46
4.40

6.23
5.92
6.73
5.90

7.09
7.27
7.15
6.88

7.15
7.37
7.22
6.91

7.84
7.80
7.64
7.39

5.14
4.83
4.62
4.24

4.71
4.96
4.86
4.55

4.95
4.70
4.41
4.14

5.41
4.96
4.84
4.33

6.19
5.49

6.51
5.23

5.87
4.79

5.40
4.66

5.53
4.52

6.79
5.36

2.10
2.06
3.67
1.44

3.58
1.27
2.43
1.07

4.06
1.81
2.74
1.43

3.35
1.17
2.10
0.98

2.79
1.01
2.08
0.84

3.07
0.87
1.77
0.80

4.24
1.81
2.67
1.36

4.60
3.16
4.15
2.33

2.53
1.84
3.07
1.52

2.76
1.76
2.86
1.58

2.14
1.30
2.28
1.21

2.22
1.80
3.07
1.32

1.53
0.88
1.72
0.95

2.84
1.76
2.87
1.50

MixesDB
–
–

Synthesized Dataset
–
–

Table 2: Comparison of DJ mixer gain estimation methods: mean absolute errors (MAEs) on CQT and mel spectrogram.

5. EXPERIMENTAL RESULTS

5.2. Gain Estimation Errors
The gain estimation MAEs on the synthesized dataset are summarized in Table 3. The proposed EQ3-Fader model is the bestperforming model in all metrics. Subband-Fader and EQ3 models
show inferior results generally. They focus on EQ gain estimation
but they even show degraded performances for EQ low, EQ mid,
and EQ high gains. This is because they try to estimate EQ gains
even though only a fader gain is changed and EQ gains are not
changed. For example, if a fader gain decreases, the models will
estimate that three EQ gains are decreased.

5.1. Spectrogram Reconstruction Errors
Table 2 reports the spectrogram reconstruction errors of the six
estimation models. In general, the proposed model EQ3-Fader
shows the best performance regardless of input type, metrics, and
datasets. The Fader model shows competitive results for low band
MAEs in some cases, however, it tends to show inferior results on
mid and high MAEs. We interpret this that the Fader model focuses
on optimizing errors from the low band because the low band tends
to have higher magnitudes. There are higher performance gaps between the baselines and the optimization involved methods in the
synthesized dataset because the synthesized transitions have lower
energy in the middle of transitions whereas real-world DJ mixes
have relatively constant energy through transitions.

5.3. Visualization of DJ mixer gain estimation
Figure 4 visualizes an example of estimated gain curves extracted
using an EQ3-Fader model with CQT on MixesDB. The mel spectrograms show better quatitative results, however, CQT is used
for visualization as they show three subbands evenly whereas mel
spectrograms allocate many frequency bins for the mid subband.
From top to bottom, the spectrograms represent 1) an original previous track (without any audio effects), 2) a previous track filtered
with estimated gains, 3) an original DJ mix, 4) a mix reconstructed
using estimated gains, 5) an original next track and 6) a next track
filtered with estimated gains. The DJ mix and the estimated mix
show similar spectrograms. The estimated next track at the bottom
shows that the algorithm estimates that the DJ increased the low
shelving filter gain around at 1 min and 33 secs.

The overall errors are lower in the synthesized dataset than
MixesDB because there are no errors from incorrect mix-to-track
alignment, beat tracking errors, wrong annotations of tracks, and
importantly, different settings of EQs. The synthesized dataset was
generated using the same EQ parameters such as Q, cutoff or center frequency, and gain range, whereas MixesDB includes mix
tracks rendered with a wide variety of DJ mixer models with different settings of EQ parameters. The proposed method has a limitation in that it assumes a fixed set of EQ parameters without considering the diversity. However, it would be possible to find the
best-matching EQ parameters among a set of known EQ parameters from DJ mixer models.
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X(n, k)

All

Fader

EQ Low

EQ Mid

EQ High

Sum
Crossfade

0.230
0.270

0.237
0.318

0.253
0.253

0.182
0.182

0.231
0.231

CQT

Fader [5]
Subband-Fader [7]
EQ3
EQ3-Fader

0.229
0.261
0.288
0.141

0.236
0.237
0.237
0.104

0.253
0.279
0.349
0.177

0.182
0.275
0.293
0.160

0.231
0.303
0.377
0.199

Mel

Fader [5]
Subband-Fader [7]
EQ3
EQ3-Fader

0.221
0.275
0.302
0.161

0.220
0.237
0.237
0.137

0.253
0.314
0.364
0.175

0.182
0.298
0.321
0.169

0.231
0.326
0.412
0.212

–
–

Model

Table 3: Mean absolute errors (MAEs) between the ground truth and estimated gain curves on the synthesized dataset.
Fader
Low shelving
Mid peak
High shelving

Hz

8192
4096
2048
1024 Original Previous Track
512
256
128
64
8192
4096
2048
1024 Reproduced Previous Track
512
256
128
64
8192
4096
2048
1024 DJ Mix
512
256
128
64
8192
4096
2048
1024 Reproduced Mix
512
256
128
64
8192
4096
2048
1024
512 Original Next Track
256
128
64
8192
4096
2048
1024
512 Reproduced Next Track
256
128
64
00:00
00:15
00:31

Hz

Hz

Hz

Hz

Gain

1.0
0.8
0.6
0.4
0.2
0.0

Hz

Gain

1.0
0.8
0.6
0.4
0.2
0.0
02:34

00:46

01:02

01:17
Time (minute:second)

01:33

01:48

02:03

02:19

Figure 4: A example visualization of DJ mixer gain estimation using EQ3-Fader model with CQT from the MixesDB dataset.

6. CONCLUSIONS

neural network.

We proposed an estimation algorithm that can estimate timevarying fader and EQ gains jointly in DJ music. To make a series of
EQ filters and the fader optimizable in a convex form, we linearly
approximated the transfer functions of EQ, introduced the subband
objective function and substituted the parameters. We evaluated
the proposed method on a real-world DJ music dataset and showed
that the proposed method estimates the fader and EQ gains more
precisely than compared methods.
There are a few limitations in this work: 1) the optimization is
insensitive to signals with small magnitudes since it is optimized
in a linear domain instead of a log domain and 2) the biquad coefficients are fixed except for gains, which can lead to degraded performance if the coefficients are too different from the actual ones.
As future work, we plan to use neural networks with differentiable
audio effects. For example, we might be able to translate the constraints in our formulation into regularization terms in training a
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9. APPENDIX: PROOFS FOR THE CONSTRAINTS
Before the substitution of the problem in subsection 3.5, the original convex optimization problem is given as
minimize L(α, β; Ŷ , Y )

(33)

subject to 0 ≤ α(n) ≤ 2
0 ≤ βi (n) ≤ 1
∆αprev (n) ≤ 0

(34)
(35)
(36)

∆αnext (n) ≥ 0
∆βiprev (n) ≤ 0

(37)
(38)

∆βinext (n) ≥ 0

(39)

α,β

where β = {β1 , . . . , βM }. It is straightforward to transform the
four constraints from the top into a domain of γi so we only provide a induction of the last two constraints. Only the induction of
parameters of a previous track is provided since it is same for a
next track. Due to the substitution,
γi
(40)
βi =
α
is true. An intuitive way of understanding Eq. (31) is that βiprev will
always decrease if a decreasing speed of γiprev is slower than αprev .
Formally speaking, ∆βiprev (n) ≤ 0 is transformed into
∆γiprev (n)
∆αprev (n)
≤
αprev (n)
γiprev (n)

(41)

by differentiation. However, it violates convex programming rules.
But from γi (n) ≤ α(n), we get
1
1
≥ prev
α (n)
γiprev (n)
∆αprev (n)
∆αprev (n)
≤
.
prev
αprev (n)
γi (n)

(42)
(43)

Adding the constraint in Eq. (31), we can ensure that Eq. (41) is
always satisfied since
∆γiprev (n)
∆αprev (n)
∆αprev (n)
≤ prev
≤
.
prev
αprev (n)
γi (n)
γi (n)

(44)

However, there is a limitation that this approach restricts parameter
spaces.
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STREAMABLE NEURAL AUDIO SYNTHESIS WITH NON-CAUSAL CONVOLUTIONS
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ABSTRACT
Deep learning models are mostly used in an offline inference fashion. However, this strongly limits the use of these models inside
audio generation setups, as most creative workflows are based on
real-time digital signal processing. Although approaches based on
recurrent networks can be naturally adapted to this buffer-based
computation, the use of convolutions still poses some serious challenges. To tackle this issue, the use of causal streaming convolutions have been proposed. However, this requires specific complexified training and can impact the resulting audio quality.
In this paper, we introduce a new method allowing to produce
non-causal streaming models. This allows to make any convolutional model compatible with real-time buffer-based processing.
As our method is based on a post-training reconfiguration of the
model, we show that it is able to transform models trained without
causal constraints into streaming models. We apply our method
on the recent RAVE model as a case study. This model provides
high-quality real-time audio synthesis on a wide range of signals
and thus is an ideal candidate to evaluate our method. It should
be noted that our method is not restricted to RAVE, and can be
straightforwardly applied to any convolutional network. We test
our approach on multiple music and speech datasets and show that
it is faster than overlap-add methods, while having no impact on
the generation quality. Finally, we introduce two open-source implementation of our work as Max/MSP and PureData externals,
and as a VST audio plugin. This allows to endow traditional digital audio workstations with real-time neural audio synthesis.
1. INTRODUCTION
Neural audio signal processing has set a new state of art in many
fields, such as audio source separation [1], text-to-speech [2], timbre transfer [3] and unconditional generation [4]. Recent works on
neural audio synthesis such as DDSP [3], melGAN [5] or RAVE
[6] have allowed to perform deep audio synthesis faster than realtime. Those methods pave the way towards the integration of neural synthesis and processing inside real-time audio applications.
Amongst these, models based on recurrent layers (DDSP [3]
or RNNoise [7]) are built to process time series sequentially. Therefore, they are naturally fit to process live audio streams by caching
their recurrent state in-between DSP calls. However, this is not
the case for models based on convolutional networks [8] since
their reliance on padding causes audible phase discontinuities between consecutive audio buffers (e.g clicks), which prevents their
use for real-time audio applications. A simple solution to address
Copyright: © 2022 Antoine Caillon et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 4.0 International License, which
permits unrestricted use, distribution, adaptation, and reproduction in any medium,
provided the original author and source are credited.
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this problem would be to rely on the overlap-add method, where
we process large overlapping audio buffers and cross-fade them to
smooth out phase discontinuities. While this method is straightforward compatible with any generative model, processing overlapping buffers leads to redundant computations and degraded quality
during transition phases. In addition, this method requires caching
buffers that are large enough to fill the receptive field of the model
in order to avoid edge effects. This results in a high latency between the input and output of the model during inference. A more
specific solution have been proposed through the idea of streaming
models [9, 10] that use causal convolutional layers. These layers
replace padding during inference with a cached internal or external state. Although this mechanism allows the use of convolutional
models on live audio streams, it usually degrades the model accuracy due to the aforementioned causal constraint.
In this article, we propose a method to make non-causal convolutional neural networks streamable without impacting the audio
quality nor introducing computational redundancies. We achieve
this by making the model causal after training1 , leveraging additional internal delays in order to preserve the original computational graph of the model. Hence, our method can be applied over
models that were already trained in a non-causal way. As an application case, we use our method to make the recent RAVE model
[6] streamable in real-time. However, our approach can be applied
straightforwardly to any convolution-based model. We compare
our method with several overlap-add alternatives using both quantitative and qualitative metrics. We demonstrate that our method
outperforms all other baselines in inference speed, while behaving
exactly like the original model in terms of audio quality. Finally,
we develop several applications leveraging our method to provide
regular digital audio workstations with real-time neural audio processing abilities. All of our experiments, methods and source code
are packaged as an open-source Python library available online2 .
Our contributions are:
• A method to make non-causal convolutional layers streamable, widening the range of deep learning models compatible with streaming inference
• The introduction of additional delays inside the converted
model aiming at preserving its original computational graph
• An open source Python library to ease the creation of streamable models
• Several applications allowing realtime interactions between
the user and streamable models
1 We refer to this as post-training causal reconfiguration in opposition
to training a causal model, i.e that uses pre-training causal configuration.
2 https://acids-ircam.github.io/cached_conv
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Figure 1: Convolution applied on two split buffers using cached padding. Input and output buffers (x, y) respectively live in RM ×T and
RN ×T , however we omit the channel dimensions (M, N ) in the figure for simplicity. The last P frames from input buffer 1 are cached and
concatenated with the input buffer 2 (with P being the original amount of zero padding) in order to prevent discontinuities between buffers.

2. STATE OF ART

of two consecutive audio buffers. It is meant to be used as a replacement for left-padding during inference, retaining the original
padding increase in dimensionality without creating discontinuities in-between buffers. Although this method provides a solution
for the use of CNN in real-time audio generation, it is constrained
by the strict necessity of using only causal convolutions, which are
not widespread. As most CNN in the literature do not satisfy this
assumption, it is uncertain if this method can be widely applied to
previous architectures or pre-trained models. Finally, it has been
shown that a causal constraint makes the learning process more
complex [9], which could impact the final audio quality.

2.1. Convolutional Neural Networks
We consider a 1-dimensional convolutional layer with a kernel
ω ∈ RN ×M ×K applied on an input tensor x ∈ RM ×T . The
resulting tensor y is defined by
yn [i] =

M
−1 K−1
X
X

ω n,m [k]xm [i + k]

(1)

m=0 k=0

where y ∈ RN ×T −K+1 . Due to the size of the kernel ω, the temporal size of y is smaller than the input x. When stacking convolutional layers, this can lead to a significant dimensionality reduction
that may be unwanted. To tackle this issue, convolutional layers
are often used in combination with zero-padding. Padding is used
to artificially augment the dimensionality of a tensor in order to
prevent the loss of dimensionality induced by a convolution with a
kernel larger than 1. As an example, in Equation (1), padding the
input tensor x with K − 1 zeros prior to the convolution results in
an output tensor y whose temporal dimensionality is the same as
the original input. We call left-padding (resp. right-padding) the
padding of the left-hand side (resp. right-hand side) of the tensor.
Using padding is useful to maintain a tensor dimensionality
across layers. However, there are situations where an increase
or decrease in temporal dimensionality is required. Convolutional
layers with a stride s > 1 allow to decrease a tensor dimensionality
by a factor s using the same padding strategy as regular convolutional layers. On the other hand, transposed convolutional layers
can be used to increase a tensor temporal dimensionality.

2.3. RAVE
The RAVE model [6] is a variational auto encoder [11] applied directly to the raw audio waveform. It is trained using two separate
stages, respectively named representation learning and adversarial fine tuning. The representation learning stage uses a spectral
distance between the input and output of the model as its main
training objective. The encoder is regularised with a standard Kullback Leibler divergence between the posterior distribution and an
isotropic normal distribution. In order to keep the learned representation as compact as possible, the encoder is only trained during
the first stage. During the second stage, the model is trained using
elements from generative adversarial networks [12] to improve its
synthesized audio quality. A post-training analysis of the latent
space is performed as a way to reduce the number of useful latent
dimensions. This allows an easier exploration and manipulation
of the latent space. Overall, RAVE can be used to perform timbre
transfer, latent manipulation and unconditional generation with unprecedented quality while synthesizing 20 to 80 times faster than
real-time on a laptop CPU.
RAVE is a feed-forward model, composed of an encoder (a
strided convolutional network), and a decoder (a residual transposed convolutional network). The model also implements the
noise synthesizer from the DDSP model [3] to increase its synthesis quality when processing noisy signals. It leverages zeropadding to maintain the temporal dimensionality of the tensors
across convolutional layers. Therefore, this model in its current
state cannot be used to perform streaming inference, and is solely
usable on pre-recorded audio files. Nevertheless, its feed-forward
architecture and adversarial fine-tuning makes it a perfect candidate for the streaming task as it is both fast and high quality. For
more detailed information about this model, we invite the reader
to see the original article [6].

2.2. Causal streaming models
Processing audio buffers one after the other using a convolutional
neural network is not trivial. Indeed, the use of padding in each
layer of the model creates discontinuities in the data when processing two consecutive buffers sequentially. In the context of neural
audio synthesis, and more specifically raw waveform modelling,
this causes audible phase discontinuities that are not acceptable for
real-time audio applications. To address this problem, Rybakov et
al. [9] proposed to rely on causal Convolutional Neural Networks
(CNN) altogether with a cached padding mechanism.
Cached padding is implemented by retaining the end of one
tensor and using it to left-pad the following one, as shown in Figure 1. This allows to maintain continuity between the computation
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3. NON-CAUSAL STREAMING MODELS

pad R

x0

x1

y-1

y1

Figure 3: A strided convolution with post-training causal reconfiguration. Due to the input lag, the output of the layer is not
the same as during training (see Figure 2 for the regular output).
pad R

add

x0

y-2

x3

y0

Considering that a convolutional layer with stride S and right-pad
length R processes an input tensor with cumulative delay Dc , we
need to set the additional delay Da to
Da = S − (R + Dc

mod S)

mod S,

(2)

where the cumulative delay Dc is set to 0 at the beginning of the
graph, and is updated at each layer according to
Dc ←

x3

x2

Figure 4: An additional delay (add) is applied to the input tensor
in order to recover the original behavior of the layer.

Strided convolutions are often used as a way to reduce the temporal or spatial dimensionality of an input tensor. This is done by
skipping some steps in the application of the convoluted kernel, as
depicted in Figure 2.
x2

x1

cache

3.1. Aligning strided convolutions

x1

x3
cache

The streaming models obtained following the method described in
Section 2.2 can readily process live audio streams. However, this
requires models that use only causal convolutions, which is not the
case for most models proposed in the literature. Indeed, training a
model causally can lead to a loss of accuracy or audio quality [9].
Here, we introduce our method that allows to make non-causal
models streamable. Our proposal is constructed around the idea
of performing a post-training causal reconfiguration of the model.
This allows to consider convolutional networks trained using any
type of padding (potentially non-causal) and turn them into streamable models. One idea to do so would be to extend the cached
padding mechanism to right-padding. However, this is not possible by nature, as we are processing live audio streams where the
next buffer is not known yet.
Therefore, we propose to reconfigure the model as causal after training. This can be achieved by transforming right-padding
into an additional left-padding. While this reconfiguration allows
the use of a cached padding mechanism, making the model causal
after training alters its computational graph. Hence, this might
produce unpredictable results if the model includes strided convolutions or has a computational graph with parallel branches (e.g
residual connections [13]). In those cases, we propose the introduction of additional delays to restore the original behavior of the
model. In the following, we detail how we address each of these
architectures, in order for our method to be applicable universally
on any type of network.

x0

x2

Dc + R + Da
.
S

(3)

pad R

3.2. Aligning parallel branches

y0

When designing neural networks, it has been shown that using
residual or skip connections facilitate the training of deeper models
[13, 14, 15]. Those connections are responsible for the creation of
parallel branches in the computational graph of the model, which
are later gathered (e.g summed, concatenated, ...) in order to produce an output. However, the delays introduced by a post-training

y2

Figure 2: A simplified view of a strided convolution using zeropadding during training.
Transforming right-padding to left-padding shifts the input tensor to the right (i.e adds a lag to the input tensor). This has no consequence for convolutions with stride 1 or transposed convolutions
as it only delays the output tensor. However, this lag may have an
impact on convolutions with a stride greater than one, where a lag
of n samples on the input tensor results in a fractional lag of n/s
in the output tensor. We show in Figure 3 how this fractional lag
results in a change of behavior of the layer whenever n is not a
multiple of s.
Therefore, we introduce an additional delay to the input in order to make its overall lag a multiple of the stride of the convolutional layer, as shown in Figure 4. In the case of a complex
convolutional network, it is necessary to keep track of the overall
cumulative lag for an input tensor after each convolutional layer.
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Figure 5: Aligning parallel branches using additional delays.
causal re-configuration of the model might result in a relative misalignment between the outputs of each parallel branch. Therefore
models implementing parallel branches must introduce additional
delays in order to recover a proper alignment between the different
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branches, as shown in Figure 5. In this case, we set the additional
delays Ai to
Ai = max Dj − Di ,
j

are interested in its computational efficiency compared to baselines, which we cover in Section 4.1. We evaluate the impact of
using causal convolutions on the synthesized audio in Section 4.2
and 4.3. Finally, we verify in Section 4.4 that our method does
not change the behavior of the model by comparing audio signals
synthesized by a non-causal RAVE both in regular and streaming
mode.

(4)

where Di is the cumulative delay of the ith branch.
3.3. Overlap-add baseline

4.1. Performances
For comparison purposes, we use a simple yet effective baseline
method to process live audio streams with non-causal convolutional neural networks. We implement the overlap-add method
by first collecting an audio buffer large enough to account for the
receptive field of the model. Then, we apply the unmodified convolutional neural network on this buffer and window the output
signal using the Hann window
 πn 2
w[n] = sin
,
N

In this section, we evaluate the performances of our proposed
streaming method when applied to a non-causal RAVE model compared to different variants of the overlap-add method. The model
we use for this purpose is randomly initialized as the value of its
parameters do not affect its computational complexity. We keep
the default hyperparameters of the original article.
In order to evaluate the inference speed, we rely on the RealTime Factor (RTF) defined as the ratio between processing time
and audio duration when performing and encode-decode pass on
an audio signal. A RTF below 1 indicates that the algorithm processes data faster than real-time. We also evaluate the amount of
memory required during inference on live audio streams, by analyzing the Random Access Memory (RAM) usage4 . We estimate
both memory usage and RTF of the reconstruction process using
the various methods applied to 60s long random (white noise) audio signals with varying buffer sizes. We rely on white noise as
here the audio output is not relevant to compute the speed of different methods. All results are averaged over 10 trials in order to
account for measurement errors.
We show in Figure 7a how our proposed streaming and different overlap-add methods all have a similar memory usage. The
only difference comes from a constant 180kiB of additional RAM
needed to store the cached padding of the streaming method.
In terms of processing speed, as we can see in Figure 7b, the
overlap method with a 0% overlap ratio is the fastest, while also
being the less accurate (see Section 4.4). Although increasing the
overlap ratio to 25% or 50% can reduce the corresponding artifacts, it also makes the overlap method increasingly slower than
the streaming method. This is due to the computational redundancies involved in this method.

where N is the buffer size.
Finally, we add the resulting tensor to the previous output
with a temporal offset of N/2. This implements the overlap-add
method with a 50% overlapping factor. We compare this method to
another having a 25% overlapping ratio, implemented by scaling
w accordingly, as depicted in Figure 6. This reduces the computational redundancy of the method and consequently makes it process audio faster. However, using a smaller overlapping window
results in harsher transitions between buffers. Hence, we also consider the extreme case of a 0% overlapping factor, where the model
is applied on non-overlapping buffers. This last configuration can
be seen as an ablation of our method where cached padding and
causal constraints are removed.

(a) 50% overlap

4.2. Processing latency

(b) 25% overlap

Introducing delays in the computational graph of a model has an
impact on its processing latency. Causal models have the lowest latency, as they only rely on past audio samples when generating an output. Oppositely, non-causal models also leverage
future audio samples which, in the context of live audio processing, are not available yet. We call the area of the receptive field
of the model leveraging future samples its future receptive field.
While our method allows the use of non-causal models on live audio streams, it also implies a processing latency equivalent to the
duration of the future receptive field of the model. In the case of
the RAVE model, this latency adds up to ∼ 600ms compared to
only ∼ 50ms when using RAVE trained with a causal constraint.

(c) 0% overlap

Figure 6: Windows used by the three overlap-add baseline variants
implemented.

4. EVALUATION
In order to evaluate our method, we apply it on the RAVE model
[6] by replacing the convolutions in the regular model with cached
convolutions3 . No other changes have been made to the model.
As we are evaluating our method on an audio synthesis task, we

4.3. Impact of pre-training causal constraint
As discussed in Section 2.2, enforcing a causal constraint on the
model prior to its training can complexify the modelling task. We

3 We release the code for cached convolutions here https://
acids-ircam.github.io/cached_conv/
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Figure 7: Memory usage and real-time factor for the streaming and overlap-add methods on a regular RAVE model with varying buffer
size. Memory usage is identical for all overlap-add methods. Dotted lines indicate that the model is applied on buffers smaller than its
receptive field.
Table 1: Reconstruction errors for pre-training and post-training
causal reconfiguration across different datasets.

evaluate the impact of this constraint on the RAVE model trained
with the following internal datasets
Darbuka. It has been shown that modelling percussive sounds
using a causal model can be difficult [16]. Therefore, we rely on a
dataset composed of various solo darbuka performances sampled
at 44.1kHz, with a total duration of approximately 3 hours.

Darbuka
Strings
Speech

Strings. This dataset contains approximately 30 hours of various strings recordings sampled at 44.1kHz that were scraped from
different real-life solo violin performances. Compared to the darbuka, it is composed of harmonic signals with smoother attacks.

In contrast to our proposed streaming method, the overlap-add approach only yields an approximation of the original model. Hence,
we aim to estimate the quality of this approximation by comparing signals coming from the overlap-add method with signals processed offline by a non-causal model. In addition to the spectral
distance defined in Section 4.3, we use the following metric

All datasets are split into 90%-10% train and validation sets.
We use all the augmentation strategies proposed in the original article [6]. We train two variants of the RAVE model for each dataset
(pre-training and post-training causal re-configuration). All models are trained for 2M iterations. In order to measure the reconstruction error of audio samples from the validation set as input
for a pretrained RAVE model, we use the following spectral distance

Lw (x, y) = ∥x − y∥2 ,

’sVienna

DAFx

(6)

where Lw is the Euclidean distance between two raw waveforms.
While the spectral distance is useful to assess how perceptually
similar two audio signals are regardless of their phase, the waveform Euclidean distance is highly phase-dependent, and reflects
a sample-wise dissimilarity between the raw waveforms. Combined, those two metrics give us insights about how similar signals
are both from a perceptual and sample-wise point of view.
We disable the noise synthesizer and set the encoder variance
to 0 in order to make the model behave predictably. This is necessary as any randomness involved in the generation process would
bias the fidelity measure.
We compare the overlap-add methods with several overlapping ratios (0%, 25% and 50%), and also include our streaming
method to ensure that it is an exact reproduction of the offline
method. We compensate the latency present in the synthesized
outputs for all methods prior to their evaluation. We use the three
pre-trained non-causal RAVE models described in Section 4.3 and
compute an average of both the spectral and Euclidean distances
over all corresponding validation sets. We report the results for all
methods with varying buffer sizes in Figure 8.

(5)

where S(x) is an amplitude Short-Term Fourier Transform with a
window of size 2048 and an overlap ratio of 75%. We set ϵ = 1
as proposed by Défossez et al. [17]. We report the means and
standard deviations of the resulting spectral distances in Table 1.
Using the pre-training causal configuration results in a small
but consistent loss of accuracy as compared to the regular training of models across all datasets. This confirms that using causal
networks in the context of neural audio synthesis complexifies the
learning process. We hypothesize that this loss of precision is due
to the fact that anticipating a transition or articulation in the sound
is made more difficult when the model cannot look ahead.

2

post-training
0.178 ± 0.038
0.054 ± 0.011
0.138 ± 0.005

4.4. Fidelity

Speech. The speech dataset is composed of approximately 8
hours of recordings sampled at 44.1kHz. All recordings are produced by a single speaker in a consistent acoustic environment.

Ls (x, y) = ∥ log(S(x) + ϵ) − log(S(y) + ϵ)∥2 ,

pre-training
0.228 ± 0.028
0.055 ± 0.012
0.155 ± 0.005
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Figure 8: Spectral and euclidean distances between different overlap-add processing methods (ola) and the offline processing method as a
function of the buffer size. Dotted lines indicate that the model is applied on buffers smaller than its receptive field.

As we can see, all variants of overlap-add methods have a decreasing spectral and Euclidean distances to the offline method as
the buffer size increases. However, those distances never become
null even for buffer sizes larger than 8s, stressing out the artifacts
introduced by such methods. Oppositely, our streaming method
is exactly identical to the offline method, regardless of the buffer
sizes. This confirms that the cached padding and post-training
causal reconfiguration of the model allow its use on live audio
streams without altering the quality of the output.

external during its initialization. The number of inlets and outlets
of the external depends on both the model and the method used.
For example, the forward method of the RAVE model uses one inlet and one outlet, as both the input and output of this method are
monophonic audio signals. However, choosing the encode method
will create one inlet and N outlets, as the input of this method is a
monophonic audio signal, while its output is a N -dimensional latent representation. Tensors with a lower sampling rate than audio
signals are up-sampled at the audio rate using nearest neighbour
interpolation. This method of interfacing N -dimensional tensors
as audio signals give the user a lot of flexibility, as each individual dimension can be modified in real-time. To examplify this,
we show in Figure 9 an example Max/MSP patch where the first
and last dimensions of the latent representation yielded by a RAVE
model are respectively biased and replaced by a user defined input.

5. APPLICATION
While recent works in deep generative modelling have yielded impressive results in audio processing, the high complexity inherent
to deep convolutional neural networks have restricted their deployment to technical demonstrations, command line utilities or web
based interfaces. The introduction of streaming models [9, 10] has
paved the way toward the use of deep learning algorithms inside
real-world realtime applications, at the expense of a strict causal
constraint on the convolutional layers. Our method for converting
non-causal models into streaming ones lifts this constraint, allowing to use any convolutional neural network in realtime.
Therefore, we introduce alongside this article several applications leveraging our streaming method, proposing user-friendly interfaces and realtime control over pre-trained models. This allows
the use of state-of-the-art techniques for various audio processing
tasks directly inside regular digital audio workstations. The source
code and pre-built binaries for all applications are available online5 .

This implements the high-level manipulation showcased in the
original article [6], but also extended by allowing real-time interaction with the generative process. Overall, the nn∼ external can
be used to combine deep learning streaming models with the large
library of objects already available in both MaxMSP and PureData.
Demonstration videos of nn used in combination with RAVE can
be found on our supporting website.

5.2. VST audio plugin
As an alternative to the nn∼ external, we propose a VST audio
plugin interfacing the RAVE model in order to expand its use to
regular digital audio workstations supporting the VST3 plugin format. Our plugin is based on the JUCE framework for both the
graphical interface and the audio engine. We depict a screenshot
of the plugin in Figure 10.

5.1. Max/MSP and PureData externals
We introduce the nn∼ external for Max/MSP and PureData. This
external allows the use of deep learning streaming models to process audio signals inside both applications. It leverages pre-trained
models exported as torchscript files. By default, the nn∼ external
uses the forward method of the model. However, it is possible to
specify another method by passing an additional argument to the

We generate a latent path, either by using the RAVE encoder
on an audio input, or by sampling from the prior of the model. This
latent path is then displayed as a circular graph (see Figure 10),
where each point corresponds to a single latent dimension. As the
latent distribution produced by RAVE is close to a normal distribution, we define the distance di of each point from the center of

5 https://acids-ircam.github.io/cached_conv
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Figure 10: Screenshot of the RAVE VST interfacing a RAVE
model trained on a darbuka dataset.
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Figure 9: Screenshot of the nn∼ external interfacing a RAVE
model trained on a darbuka dataset. Using either a live audio
stream or a pre-recorded audio file as an input, the nn∼ external
allows to modify the latent representation yielded by the encoder
in real-time. In this example, the first (resp. last) dimension of the
latent space is biased (resp. replaced) by a user defined scalar.
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