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Foreword
The DAFx20’s Vienna Series originated during challenging times that were unforeseeable for us in
2019 when we proposed our team as the organisers of the DAFx-20 conference. Although last year
we were compelled to move our location to an online spot, we were hopeful we could have organised
a traditional in-person version in 2021. Alas, our assumption proved wrong in the face of a pandemic
that is not quite under control yet. Fortunately the eDAFx2020 was a great success, as we could judge
from the messages of appreciation we received. From the network statistics we know that a large
number of users connected to the conference online streams. We hope to equal that success this year.
With the DAFx20’s Vienna Series we are breaking a lot of records. Indeed, we are practically
organising three conferences, at least two of which, the eDAFx2020 and the DAFx20in21 this year,
were absolutely the first virtual DAFx’s. Altogether, DAFx-20 will be the first DAFx conference whose
proceedings will be published in three dense volumes containing publications of the highest quality.
In fact, the DAFx20’s Vienna Series will be the first set of DAFx’s in which a second review process is
set forth for those submissions which did not fully convince the reviewers on the first review round.
We call this the 1+1/2 review process.
All the volumes of the DAFx20’s Vienna Series can be found within the proceedings section of
the conference website https://dafx2020.mdw.ac.at/proceedings/. This volume 2 of the DAFx20’s
Vienna proceedings contains 40 papers. Their distribution in Sections reflects the structure of the
DAFx20in21. The leading topics still are machine learning in audio and virtual analog systems. However, this year we had a great revival of papers on physical models.
For the Programme Committee this year too we could count on a pool of over 200 expert reviewers, to whom we are largely indebted for truly providing in-depth reviews. These not only contributed
to improve the quality of the content but also initiated extremely interesting debates. The availability
of such a large pool eliminated the need for the system of subreviewers, thus enhancing the independence of each evaluation.
We wish to thank the authors of all the submissions to DAFx20in21 for contributing to the scientific and technological content of this conference and for carrying out outstanding advancements and
innovation in this research field so precious to our community.
This year, the organisation was greatly eased by the use of the tools that we developed last year
to automate the production of most of the conference material, including these proceedings and the
online conference programme. The DAFx20’s Vienna proceedings are the first DAFx proceedings to
be fully conceived for both online and offline navigation: all the original cross-references work as
active links throughout each volume (see navigation instructions in the next section).
Even though this year’s DAFx will be virtual again, the community of our sponsors is continuously
enlarging and more sponsors expressed their interest for the 2022 edition. DAFx would never be
the same without their help, so we deeply thank the generosity of those companies whose logos
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are found in the inner cover of this volume. DAFx20’s Vienna sponsorship lasts until the end of the
DAFx20in22, so we expect more sponsors to join us along the way. Inclusion Grants, which allows
more deserving scholars from underrepresented groups in our community to participate in-person in
2022 were thoughtfully offered by two companies so far: Soundtoys and Ableton.
In these years we have also been seeking the support of professional societies and we can now
count on both the AES and the IEEE as sponsors. Extended versions of the best papers of eDAFx2020
and beyond were collected in a special issue of the Journal of the Audio Engineering Society and so
will be the best papers of DAFx20in21. Moreover, all the accepted papers in DAFx20in21 will be included in the IEEE Xplore library.
We wish to thank the organisers of pre-pandemic DAFx events for passing material, which helped
us lay the bases for our implementation. In particular we wish to thank the BCU Birmingham team
for letting us reuse the backbone structure of their website.
At the moment, we regret again not being able to share the beauty of Vienna with the participants
or to host the traditional social dinner. It is a pity we cannot even enjoy together the planned concert and jam session, where we would have experienced the digital audio effects in musical practice.
We promise to do our best to organise all this in the 2022 in-person version of DAFx2020: the
DAFx20in22.

The DAFx20’s Vienna Local Organising Committee
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Navigation Instructions
• On any page:
– clicking on the left DAFx20’s Vienna logo located on the bottom of the page will lead to the
previous section or paper
– clicking on the right DAFx2020in21 logo will lead to the next section or paper
– clicking on the running header on the top of the page or on the page number at the bottom
of the page will bring you to the table of contents at the section or paper where the page
belongs.
• For each paper in the table of contents:
– click on the title, authors or page number and you will navigate to the paper
– click on the bullet on the left of the paper entry and a new window will open with the
corresponding paper alone, numbered as extracted from the proceedings [this feature only
works in certain pdf viewers and requires download of the html proceedings]
– click on the bar to the right of the paper entry and you will access the citation record
for the paper in BibTeX format (you need to authorise the use of your favourite app to
visualise it) [this feature only works in certain pdf viewers and requires download of the
html proceedings]
• In the text of any paper, click on any figure/table/equation/citation number and the view is
shifted to that element.
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ABSTRACT

the other hand. PHS are built as interconnected components with
physical constitutive laws, so that the power balance of the system
is structurally satisfied. This energy-based formulation can be associated with numerical methods that preserve the power balance
and passivity in the discrete-time domain, for both linear and nonlinear systems. The PHS approach has proved relevant to simulate
audio systems [22]. Although extensive work is concerned with
linear PHS identification [23, 24], nonlinear PHS identification is
still little explored (see e.g. [25] for an overview). To address nonlinear behavior, we rely on reproducing kernels. Reproducing kernels have long proven to be a valuable and flexible tool for function
approximation and solving of differential equations [26]. As such,
they already have succesfully been implemented for audio circuit
modeling [27]. Reproducing kernels are privileged here over deep
learning approaches such as in [28], because the number of parameters to infer is much smaller, and because they are generally more
interpretable. The specificity of our method resides in choosing a
kernel and tailoring the regression so that key physical properties
of the system, such as power balance and passivity, are retained.
This paper is organized as follows. In section 2, we give a
brief overview of PHS. In section 3, we propose a parametrization
of the PHS interconnection matrix. In section 4, we present an energy modeling based on reproducing kernels. Section 5 describes
an optimization procedure to retrieve PHS parameters from measurements. In section 6, the complete method is tested on a virtual
passive peaking EQ. Finally, some conclusions and perspectives
are given in section 7.

This paper addresses identification of nonlinear circuits for
power-balanced virtual analog modeling and simulation. The proposed method combines a port-Hamiltonian system formulation
with kernel-based methods to retrieve model laws from measurements. This combination allows for the estimated model to retain
physical properties that are crucial for the accuracy of simulations,
while representing a variety of nonlinear behaviors. As an illustration, the method is used to identify a nonlinear passive peaking
EQ.
1. INTRODUCTION
Virtual analog modeling is an active research field, in particular
within the audio community. Indeed, vintage analog audio effects
are still appreciated among musicians, but original devices are now
rare and delicate to maintain. A virtual replica then becomes a
compelling alternative.
Historically, modeling methods have been roughly classified
into two categories, white box and black box. White box modeling
relies heavily on physics, and requires extensive knowledge on the
circuit, from components datasheets to circuit schematics. Such
modeling include Wave Digital Filters [1, 2, 3] and State-Space
representations [4, 5, 6]. Black box modeling on the other hand is
more concerned with reproducing a global input-output behavior,
without necessarily capturing local phenomena taking place inside
the system. It is usually more adaptable, but less physically interpretable. Neural Networks [7, 8] are popular black box models.
Volterra-based methods can be either white box oriented [9, 10],
or black box oriented [11].
A crucial counterpart of modeling is system identification, that
is, retrieving model laws and parameters from measurements. Obviously, one designs an identification method with a specific model
—white box or black box— in mind (see e.g. [12, 13] for Volterra,
or [14] for WDF). In recent years nonetheless, hybrid modeling,
or grey box, has gained considerable momentum for identification.
Indeed, it often successfully combines desirable features from both
paradigms. Such in-between modeling associates State-Space representations and polynomial models [15], State-Space representations and Neural Networks [16], digital filters and Neural Networks [17] to list a few.
In this paper, we consider an identification method relying on
the State-Space representation known as port-Hamiltonian systems
(PHS) [18, 19] on one hand, and kernel-based methods [20, 21] on

2. PORT-HAMILTONIAN FORMULATION AND
WORKING ASSUMPTIONS
2.1. Port-Hamiltonian formulation
The identification method described in this paper relies on portHamiltonian systems [29, 19], under a differential-algebraic formulation (PHS). This formulation allows the representation of a
dynamical system as a network of:
1. storage components of state x and energy H (x), storing
the power Pstored = ∇H (x)⊺ ẋ;
2. dissipative components of flow w and effort z (w), such as
the dissipated power Pdiss = z (w)⊺ w is non-negative for
all w;
3. connection ports conveying the outgoing power Pext =
u⊺ y where u are inputs and y are outputs.

Copyright: © 2021 Judy Najnudel et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.

The flows f and efforts e of all components are coupled through
a skew-symmetric interconnection matrix S = −S ⊺ (possibly de-
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vin

R iR

L iL

vR

vL

C

ΦL /L = iL (current through the inductor). The capacitor has state
2
qC (electric charge in the capacitor), energy HC (qC ) = qC
/2 C
′
and effort HC
(qC ) = qC /C = vC (voltage across the capacitor).
Kirchhoff’s laws in receptor convention yield the PHS and PHODE representations in Fig. 1b and Fig. 1c, respectively.

iC

vC

iin
(a) RLC circuit in series.

ẋ
w
y

∇H (x)
vC
iL

.
1
.
−1
 .
1
.
−1

iC
vL
iR
iin

2.3. Working assumptions

z (w)
vR
.
−1
.
.

u
vin

.
1
. 
.

In the following, we limit ourselves to circuits verifying that:
1. The dissipation law z is linear.
2. The coefficients of J − R are constant.
3. Separability: the energy law is a separable
P x function of the
state, i.e. it takes the form H (x) = N
k=1 Hk (xk ) , Nx =
dim (x).

(b) Corresponding PHS. Dots indicate zeros.

ẋ
y

iC
vL
iin

∇H (x)
vC
iL
"
.
1
−1 −R
.
−1

4. Smoothness: Hk is at least C 2 ∀k ∈ {1, ..., Nx }.

u
vin
#
.
1
.

(2)

5. Convexity: the energy law is convex, i.e. Hk (xk ) ≥
(2)
0 ∀k, xk , where Hk denote the second derivative of Hk
(a formal definition can be found in Appendix A).
Assumptions 1 to 3 cover electronic circuits constituted of
one-ports such as (possibly nonlinear, see [31]) inductors, (possibly nonlinear, see [32]) capacitors, linear conductors and linear resistors, which admit a PH-ODE formulation such as Eq. (2).
This deliberately excludes nonlinear dissipative components such
as diodes, transistors and vacuum tubes, which will be the object
of future work. Assumptions 4 and 5 are stricter than necessary:
actually, a sufficient condition to ensure passivity of storage components is for the energy to have an inferior bound [19]. Nevertheless, enforcing convexity results in a desirable asymptotic behavior, and most energy laws are convex anyway (a notable exception
concerns meta-stable ferromagnetic cores [31]).
In the next sections, we assume that we can measure x, u
and y, and look for an estimation of the reduced matrix J − R
and an approximant of H, verifying both Eq. (2) and our working
assumptions.

(c) Corresponding PH-ODE. Dots indicate zeros.

Figure 1: RLC circuit in series and its PHS representations.

pendent on x):
 


ẋ
∇H (x)
w = S  z (w)  .
y
u
| {z }
| {z }
f

(1)

e

Here, flows can either be currents (e.g. for capacitors) or voltages
(e.g. for inductors), and vice versa for efforts. Such systems satisfy
the power balance Pstored + Pdiss + Pext = 0. Indeed, Pstored +
Pdiss + Pext = e⊺ f = e⊺ Se is zero since e⊺ Se = (e⊺ Se)⊺ =
− (e⊺ Se) due to the skew-symmetry of S.
Under some additional assumptions (not detailed here), this
formulation can be reduced to the following PH-ODE representation [19]:
 


ẋ
∇H (x)
= (J − R)
,
(2)
y
u

3. INTERCONNECTION MATRIX MODELING
3.1. Decomposition of J

where J = −J ⊺ is skew-symmetric, and R = R⊺ is positive
semi-definite. Both matrices are possibly dependent on x. In particular, formulation (2) is possible when the dissipative law z is
linear.
Throughout this paper, we adopt the passive sign convention
for all components, including ports and external sources. This
means that the current is defined positive when entering the component through the positive voltage terminal [30].

Since J = −J ⊺ is skew-symmetric, it can be written as:

J = J (θ J ) :=

NJ
X

h
i
J
θkJ Jk , θ J = θ1J , . . . , θN
∈ RNJ , (3)
J

k=1

where {Jk } is the canonical base
 of skew-symmetric matrices, and
NJ = dim (J ) dim (J ) − 1 / 2.
For the example of section 2.2, we have:

2.2. Example
As an illustration, consider the linear RLC circuit in series (Fig.
1a). The resistor obey Ohm’s law, with flow iR (current through
the resistor) and effort z(iR ) = R iR = vR (voltage across the
resistor). The inductor has state ΦL (magnetic flux linkage through
the inductor), energy HL (ΦL ) = Φ2L /2 L and effort HL′ (ΦL ) =


 0
{Jk } = −1
 0
θ J = [1, 0, 1].
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3.2. Decomposition of R
Since R is positive semi-definite, it admits a Cholesky decomposition [33, 34] and can be written as:
R = R(θ R ) = T (θ R )T (θ R )⊺ ,
T (θ R ) :=

NR
X

h
i
R
θkR Tk , θ R = θ1R , . . . , θN
∈ RNR ,
R

k=1

(4)

Figure 2: Two different approximants of the same function f (x) =
sin(2πx) + sin(6πx) + sin(10πx) with noisy data.

where {Tk } is the canonical base of lower triangular matrices,
NR = dim (R) dim (R) + 1 / 2, and diagonal coefficients are
non-negative. For convenience, we choose the first dim (R) coefficients to be the diagonal coefficients.
For the example of section 2.2, we have:

 
 

0 0 0
0 0 0
 1 0 0
{Tk } = 0 0 0 , 0 1 0 , 0 0 0 ,
 0 0 0
0 0 0
0 0 1

 
 

0 0 0 
0 0 0
0 0 0
1 0 0 , 0 0 0 , 0 0 0
0 1 0 
1 0 0
0 0 0
h √
i
θ R = 0, R, 0, 0, 0, 0 .

properties. Indeed, if locality is desirable (typically, because f
contains high frequencies), choosing a local kernel is necessary.
Nonetheless good reconstruction with a highly local kernel necessitates a high number of samples N . But a high number of samples
can in turn lead to overfitting, especially with noisy data. Therefore, N is usually chosen low enough so that the approximant generalizes well and small changes in the given data do not impact the
reconstruction too much. Concomitantly, the kernel support is adjusted through a scaling parameter ρ > 0, so that the approximant
is reasonably smooth for the chosen N .
Once N is fixed, several strategies are available in order to
find optimal parameters (the N samples and the scaling parameter
ρ) for a given kernel, see e.g. [36, 37, 38]. In this work, as the input space dimension is only 1 due to the separability of the energy
law, we adopt a grid-based approach: the samples are distributed
evenly along the measured data range, and the scaling parameter
is adjusted so that some test function is approximated with an arbitrary degree of accuracy. The advantage of this approach resides
in its simplicity. Should the energy law not be separable though, a
more sophisticated strategy would be preferable. Figure 2 shows
approximations from noisy data (SNR = 14 dB with a normal distribution) for different values of N , and K defined as:
(
(1 − r)4 (1 + 4r) r = ∥xi − xj ∥ < 1,
K (xi , xj ) =
0
otherwise.

4. ENERGY LAW MODELING
4.1. Optimal approximant
We consider the reproducing kernel theory to build an approximant
of H. We refer to [35, 26] for a complete theoretical overview of
Reproducing Kernel Hilbert Spaces (RKHS). In this section, we
only recall practical results.
Consider the classic scattered data interpolation problem, which
is finding a function f verifying:
f (xi ) = yi

∀i ∈ {1, ..., N },

(5)

for some given data {(x1 , y1 ), ..., (xN , yN )}, [x1 , ..., xN ] ∈ ΩN .
Assuming that f belongs to a RKHS K, the optimal approximant
of f in K is the function f˜ defined as:
f˜ : x 7→

N
X

λ̃j K (x, xj ) ,

4.2. Choice of kernel
The only assumption we have on the energy H is the convexity
assumption. Therefore, any kernel reproducing the convexity of
H should be relevant. A simple way of enforcing the convexity of
H is to construct a positive approximant of ∇2 H. An approximant
of H can then be obtained by integration. To ensure the positivity
(2)
of each Hk , we look for approximants of the form:

(6)

j=1

with K : Ω × Ω 7→ R the positive definite kernel inducing K. In
Eq. (6), the vector λ̃ is the solution of the linear system Kλ = y,
where Ki,j = K (xi , xj ). For instance, the kernel defined as:

(2)

Hk (xk ) ≈


a
K (xi , xj ) = sinc a(xi − xj ) ,
π

H
H
θk,i
K (xk , xk,i ) , with θk,i
≥ 0 ∀k, i, (7)

i=1

where K is positive definite and continuous. Additionally,
 we
choose K radial, of the form K (xi , xj ) = ϕ ∥xi − xj ∥ . Indeed, a radial kernel is local by construction. We also choose
K compactly supported, so that interpolation matrices are sparse
and computation is efficient. A possible choice of kernel verifying
these properties is one of the Wendland functions [39, 26] defined
as:
 
2

1 1 − r
r = ∥xi − xj ∥ < ρ,
ρ
ϕ(ρ; r) = ρ
(8)


0
otherwise,

where 0 < a < +∞ and sinc(u) = sin(u)/u, is the reproducing
kernel of the space of bandlimited continuous functions of bandwith in [−a, a].
In practice, the RKHS K of interest for a given problem is often unknown. Therefore what motivates the choice of kernel boils
down to the properties one wishes to attach to the approximant,
such as locality1 , smoothness, interpolation behavior, sensitivity
to noise, etc. However, there is an inherent tradeoff between these
1 that

NH
X

is, how much influence a data point has over its neighborhood.
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where the scaling parameter ρ is different for each component.

5.2. Constrained optimization
To perform a constrained minimization of E, we rely on the Interior
Point Method [43]. As this method is well documented, in this
section we only provide a basic mathematical layout as a reminder.
We define the loss function L:


dim(J)
Nx NH
X
1 X X
H
L : Θ 7→ E(Θ) −
ln θk,i
+
ln θkR  . (15)
t
k=1 i=1
k=1
{z
}
|

4.3. Energy law model
To simplify notations in the following, we denote

ϕk,i : x 7→ ϕ ρk ;∥x − xk,i ∥ .

(9)

Finally, the energy law approximant we look for has the form:
NH
Nx X


X
(−2)
H
H
H θ H ; x :=
θk,i
ϕk,i (xk ) , θk,i
≥ 0 ∀k, i, (10)

logarithmic barrier

k=1 i=1

The logarithmic barrier [43] penalizes the minimization if all coefficients are not strictly positive. The parameter t is set by the
user to enforce or relax the constraint2 . A necessary condition to
minimize L is finding a solution to:


∂ϵ(Θ)⊺ ϵ(Θ) − µ
= 0,
(16)
F (Θ, µ) =
µ ⊙ Θ − 1/t

(−2)

where ϕk,i denotes the second antiderivative of ϕk,i (formal definition in Appendix A). The {ϕk,i } constitute a compactly supported radial basis of ∇2 H. The {xk,i } are called the centers of
the radial basis [40].
5. PARAMETER ESTIMATION

where ∂ϵ is the Jacobian of ϵ, µ is the derivative of the logarithmic barrier w.r.t Θ, and ⊙ denotes the element-wise product. A
solution is estimated with a damped Gauss-Newton iteration [44].
Starting from a particular set of parameters Θ0 meeting the constraints, the set is improved iteratively using:
h
i⊺ h
i⊺

 

Θk+1 , µk+1 = Θk , µk −α J −1 Θk , µk F Θk , µk
(17)
where α ∈ [0, 1] is a damping coefficient computed with a line
search [43] and J is the Jacobian of F defined as:


∂ϵ(Θ)⊺ ∂ϵ(Θ)
−I
J (Θ, µ) =
.
(18)
diag (µ)
diag(Θ)

5.1. Objective function
We denote f [j] the measured average flows at sample j:


δx[j]fs
,
f [j] =
y[j]

(11)

where δx[j] = x[j + 1] − x[j] and fs is the sample rate. Similarly
we denote f˜(Θ)[j] the estimated flows at sample j:
"

#


H
∇H
θ
,
x[j],
δx[j]
J
R
f˜(Θ)[j] = J (θ ) − R(θ )
,
u[j]
(12)


where θ H ⪰ 0, diag T (θ R ) ⪰ 0, and ∇H is the discrete gradient [41] defined component-wise as:


∇Hk θ H , x[j], δx[j] =



(−2)
(−2)
NH


X H ϕk,i xk [j] + δxk [j] − ϕk,i xk [j]


θk,i
δxk [j] > ϵ,


δxk [j]
i=1


NH

X

δxk [j]

(−1)
H


θ
ϕ
x
[j]
+
k
k,i k,i


2
i=1

Here diag(µ) (resp. diag(Θ)) denotes the square diagonal matrix
with the elements of µ (resp. Θ) on its diagonal. The iteration is
stopped when the error is sufficiently low, or, since the objective
function is non convex, if the error starts increasing.
6. RESULTS FOR A VIRTUAL PASSIVE PEAKING EQ
6.1. Circuit parameters and data generation

otherwise.

We consider a passive peaking EQ [45] (Fig. 3a). The potentiometer wiper position is parametrized by γ ∈ [0, 1], where γ
= 0 corresponds to the lowest position, and γ = 1 to the highest.
This parameter determines the shape of the frequency response
(Fig. 3b). The potentiometer, resistor and capacitor are all considered to be linear. The inductor is saturating with an effort law of
the type [31]:

!
ΦL
ΦL
iL = I0
− tanh
,
(19)
Φsat
η Φsat

(13)
Denoting F (resp. F̃ (Θ)) the dim(J ) × n matrix of measured
flows (resp. estimated flows) at all n samples, we define the error ϵ(Θ) = F̃ (Θ) − F , and the objective function E(Θ) =
2

F̃ (Θ) − F , where ∥∥ is the Frobenius norm. Finally we look
for the optimal:
Θ⋆ = arg min E(Θ)
subject to θ H ⪰ 0,
(14)


R
diag T (θ ) ⪰ 0.


Here diag T (θ R ) denotes the diagonal elements of T (θ R ).
The sample rate fs is considered high enough so that the numerical error is negligible. Therefore we consider that we identify
the continuous system, and the specific contribution of the discretization scheme to the global error [42] is not addressed here.

where I0 , Φsat , and η are model parameters (hysteresis is neglected here). Circuit parameters are set so that the center frequency is 50 Hz and the quality factor is 1. They are shown in
Table 1.
Synthetic measurement data are artificially generated for an
input voltage of the form vin = U0 cos (2πf0 t). The values of f0
and γ are chosen so that the circuit is maximally resonant. This
2 it
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(a) Chosen radial basis for ∇2 H. (b) Antiderivatives of the chosen radial basis for ∇2 H.

(a) Passive peaking EQ circuit.

(b) Frequency response for several wiper positions.
(c) Resulting approximation of the
effort g(x) = x.

Figure 3: Passive peaking EQ and its frequency responses.

(d) Relative error on the effort.

Figure 4: Chosen radial basis for the inductor and resulting approximation of the test effort g(x) = x.

way, nonlinearities of the inductor can be accurately captured for
a plausible U0 . The theoretical PH-ODE of the passive peaking
EQ is found to be that in Appendix B. The generation is achieved
discretizing Eq. (2), and performing a standard Newton-Raphson
iteration at each sample (a detailed numerical scheme can be found
in [46]). Finally, some noise (SNR from 38 to 98 dB, with a normal distribution) is added to the data to test the robustness of the
identification method.

is positive-definite, and R is initialized to:
R0 = R̃/ R̃ ,

(23)

to account for the (unknown) contribution of D. Finally, all θkJ
H
are initialized to 1.
and θk,i

6.2. Choice of kernel parameters and initialization

6.3. Results

A minima, the approximant must reproduce a linear effort on the
measured range of each state. We fix NH = 6. For this NH , we
determine (for each component) the smallest ρ so that the relative
error (g(x) − g̃(x))/g(x) × 100 on the test effort g(x) = x
stays within some arbitrary bounds, chosen to be 10 %. Here, ρC
= 4.10−5 and ρL = 4.10−3 yield satisfying results (Figs 4c-4d, for
the inductor). Figure 4a (resp. 4b) shows the resulting basis for the
approximation of ∇2 H (resp. ∇H).
Before performing the optimization procedure, an initial guess
Θ0 has to be estimated. To this end, the problem is linearized
around the desired solution. Measurement data are generated with
an input voltage small enough to observe a quasi-linear effort, so
we have:
F ≈ (J − R) D X,
(20)
{z
}
|

The optimization procedure returns a set of estimated parameters
after less than 50 iterations. Here, constraint enforcement is privileged over convergence speed as there are no real-time requirements. Still, the estimation is faster compared to deep neural networks methods (mainly because there are far less parameters to
estimate).
New simulations are computed with the parameters estimated
for each SNR. Figures 5a-5c show that the simulated states match
very closely with the "measured" states (here with measured state
SNR = 50 dB). Figures 5b-5d show the estimated effort laws. The
estimated effort law for the capacitor is linear as expected. The saturating behavior of the inductor is accurately captured within the
range of measured data. Figure 6 shows the simulated state Normalized Mean Square Error (NMSE = 20 log ∥x − x̃∥ /∥x∥ ) vs
the measured state SNR. The NMSE stays low (around −60 dB)
regardless of the SNR.
Finally, to evaluate the robustness of the estimated model, simulations and measurements are also run with different input amplitudes and frequencies than those used for the estimation. Figures 7a-7d show that the simulated states match closely with the
measurements in that case also.

M

where D is a diagonal matrix with positive coefficients, and X is
the dim(J )×n matrix of average states x̄[i] = (x[i]+x[i+1])/2
and inputs at all n samples. Since n ≫ dim(J ), the matrix M is
extracted using M = F X † , where † denotes the pseudo-inverse.
Denoting Ms = −(M + M ⊺ )/2 the opposite of the symmetric
part of M , the matrix R is initialized to a positive-definite matrix
close to Ms . To this end, Ms is decomposed as:
Ms = U ΣV ⊺ .

7. CONCLUSION

(21)

In this paper, we have presented an identification method to retrieve parameters of a circuit modeled as a port-Hamiltonian system, given measurements of state x, input u, and output y. This

Then the matrix R̃ defined as:
R̃ = U ΣU ⊺

(22)
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Table 1: Data generation parameters for the virtual passive peaking EQ.
Rp (Ω)
251.3

R (Ω)
502.6

γ
1

C (F)
12.6×10

I0 (A)
−6

Φsat (Wb)

−3

−3

50×10

4×10

η

U0 (V)

f0 (Hz)

fs (Hz)

1.1

0.5 & 10

50

10×103

(a) Capacitor simulated state.

(b) Capacitor estimated effort.

(c) Inductor simulated state.

(d) Inductor estimated effort.

Figure 5: Estimation results for the virtual passive peaking EQ, with measured state SNR = 50 dB.

to be voltages and currents, instead of charges and magnetic fluxes,
which are much more difficult to obtain in practice. Identification
from partial measurements (incomplete state, or input and output
only) could be studied as well. This will be the object of future
work.
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ABSTRACT

nonlinearities with memory, and [8] which applies the concept to
wave-digital filters. The paper in [9] formulates the method in
terms of numerical operators, therefore extending the method to
higher order of the nonlinearity antiderivative.

Nonlinear digital circuits and waveshaping are active areas of study,
specifically for what concerns numerical and aliasing issues. In
the past, an effective method was proposed to discretize nonlinear
static functions with reduced aliasing based on the antiderivative of
the nonlinear function. Such a method is based on the continuoustime convolution with an FIR antialiasing filter kernel, such as a
rectangular kernel. These kernels, however, are far from optimal
for the reduction of aliasing. In this paper we introduce the use
of arbitrary IIR rational transfer functions that allow a closer approximation of the ideal antialiasing filter, required in the fictitious continuous-time domain before sampling the nonlinear function output. These allow a higher degree of aliasing reduction and
can be flexibly adjusted to balance performance and computational
cost.

The effectiveness of the AA method depends on the upsampling filter, for converting from discrete-time to continuous-time
and the anti-aliasing filter, used to return to discrete-time. Current AA techniques employ simple linear interpolation as the antiimaging filter. Upsampling filters have been discussed in [10],
showing that, although far from optimal, linear interpolation is
sufficient for many applications, while the spectral rolloff of the
antialiasing filter has a larger impact in aliasing reduction. For
this reason we will concentrate our efforts on the design of the antialiasing filter and leave some additional details in the Appendix.
As for the antialiasing filters, in [6] the method describes a
rectangular and a triangular kernel, but in general, a closed-form
solution can be generalized for any piecewise polynomial kernel.
Any such filter will have finite support and therefore far from the
ideal antialiasing filter (i.e. the sinc function). Another disadvantage of extending the filter order is that the expressions for computing the reduced-aliasing output get more complex with increasing
order and ill-conditioning problems may become a concern.

1. INTRODUCTION
The design of virtual analog filters, oscillators and nonlinear components is an active area of research, involving expertise in diverse
areas including analog electronics, digital signal processing and
numerical analysis. Nowadays, methods to design band-limited
oscillators [1] and linear filters are well established [2]. Current
trends in this research field are towards implementing stable timevarying structures [3] and accurate nonlinear devices [4, 5].
Nonlinear devices are generally known to expand the bandwidth of an input signal and may, thus, lead to aliasing. Historically, the only method that was known in this regard relies on
increasing the discrete-time signal sampling rate, i.e. oversampling. This method is rather straightforward to implement and is
quite effective for large oversampling factors, however, it can lead
to a remarkable increase in computational cost. A few years ago,
a novel solution to this issue was found by Parker et al. in [6].
This method, generally named antiderivative antialiasing (AA),
is based on the conversion from discrete-time to continuous-time,
the application of the nonlinear function, and the conversion of
the new signal back to discrete-time domain. This whole process
would not be computationally feasible without applying some simplifying hypotheses, that are: (a) the conversion from discrete- to
continuous-time using linear interpolation, (b) the conversion from
continuous- to discrete-time using a finite-support kernel, such as
a rectangular kernel.
Extensions to the AA method have been introduced by [7],
with a state-space formulation that makes the method suitable to

Infinite impulse response (IIR) filters allow for a steeper rolloff
at a low computational cost and many well known design methods
exist. This makes them interesting candidates as antialiasing filters
in the AA method provided that a method can be derived for their
application. In this work we extend the antiderivative antialiasing
method to IIR filter kernels. The only hypothesis is that the filter
transfer function must be rational, which anyway is the standard
way of dealing with filters in digital signal processing. We provide
a closed form solution for several special cases and show the superior antialiasing performance of the method. The original method
will be indicated as AA-FIR in contrast to the proposed AA-IIR
method.
The paper is organized as follows. Section 2 summarizes the
AA-FIR method, while Section 3 introduces the proposed AA-IIR
method, deriving a formulation for all filter pole types, and finally
reporting an overview of the method. Experiments are provided in
Section 4 showing the performance of the method and discussing
the computational cost. Finally, conclusions are drawn in Section
5. We provide some more details in the appendices. Appendix
A discusses the effect of linear interpolation for the upsampling,
which is common to other techniques as well. Appendix B relates
the method to the impulse invariance transform by studying the
case of a linear function. Appendix C reformulates the proposed
method for a practical implementation where complex numbers
are avoided.

Copyright: © 2021 Pier Paolo La Pastina et al. This is an open-access article distributed under the terms of the Creative Commons Attribution 3.0 Unported License,
which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.

DAFx.1

9

rd
Proceedings of the 24
International Conference on Digital Audio Effects (DAFx20in21),
Vienna,Austria,
Austria,September
September2020-21
8-10, 2021
23th
(DAFx2020), Vienna,

2. ANTIDERIVATIVE ANTIALIASING WITH FINITE
SUPPORT KERNELS

3. ANTIDERIVATIVE ANTIALIASING WITH IIR
KERNELS

In this section we will briefly introduce the formalism used in the
original AA-FIR method. Let f be a (possibly) nonlinear function, and xn a discrete-time input signal to be processed by the
nonlinear function. The AA-FIR method is based on a (fictitious)
conversion from discrete-time to continuous-time using linear interpolation as follows

The proposed method takes pace from the AA-FIR, however it formulates the solution allowing for antialiasing IIR rational transfer functions of arbitrary order and design, including the most
common ones, such as Butterworth, Chebyshev or Elliptical. We
will consider only low-pass causal kernels for the antialiasing filter. Under the hypothesis of a causal kernel, the support of h is
[0, +∞) and we assume the same for x̃. We also assume f (0) = 0
for convenience1 . Under these hypotheses, the first integral of Eq.
(2) reduces to
Z n
yn =
h(t)f (x̃(n − t))dt.
(5)

x̃(t) = xn + (t − n)(xn+1 − xn )

(1)

with n ≤ t ≤ n + 1. The continuous-time signal x̃ is now fed
to the nonlinear function, generating ỹ(t) = f (x̃(t)). The nonlinear output ỹ is generally not bandlimited, therefore an antialiasing
filter must be applied in the continuous-time domain before converting the signal back to the discrete-time domain. The simplest
lowpass filter that can be applied to solve the problem analytically
is a unitary rectangular kernel defined for 0 ≤ t ≤ 1 (assuming
Fs = 1). Such a kernel allows to solve the continuous-time integral explicitly as follows
Z +∞
yn =
h(t)f (x̃(n − t))dt
Z

0

To calculate this, we can divide the integration interval into n intervals of unitary length and apply linear interpolation from Eq (1)
yn =

k=0

=

−∞
1

(2)

1

f (xn−1 + (1 − t)(xn − xn−1 ))dt.

=
0

By applying the following substitution ξ = xn−1 + (1 − t)(xn −
xn−1 ), the integral becomes
Z xn
f (ξ)
yn =
dξ
x
xn−1 n − xn−1
Z xn
(3)
1
f (ξ)dξ
=
xn − xn−1 xn−1

k=0

or, equivalently,
yn =

F1 (xn ) − F1 (xn−1 )
,
xn − xn−1

n−1
XZ xk+1

−


f (ξ)h n − k −

k=0 xk


ξ − xk
dξ.
xk+1 − xk

(6)

In the general case, this expression cannot be further simplified. The expression has three unknowns and is not amenable,
in the general case, to a recursive implementation. More
 specif-

From there, the solution is easy to obtain and is directly expressed
in terms of the discrete-time input signal
yn =

h(t)f (xn−k−1 + (k + 1 − t)(xn−k − xn−k−1 ))dt.

k

Similarly to what was done in the AA-FIR case we can apply the
substitution ξ = xn−k−1 + (k + 1 − t)(xn−k − xn−k−1 ). This
leads to


n−1
XZ xn−k
ξ − xn−k−1
yn =
−
f (ξ)h k + 1 −
dξ
xn−k − xn−k−1
xn−k−1

0

Z

h(t)f (x̃(n − t))dt

k

n−1
X Z k+1
k=0

f (x̃(n − t))dt

=

n−1
X Z k+1

(4)

ically, yn+1 can be calculated recursively only if h n + 1 −


ξ − xk
k −
can be expressed in terms of h n − k −
xk+1 −
 xk
ξ − xk
. To overcome these issues, we need to impose furxk+1 − xk
ther constraints.
Filters, in signal processing, are usually expressed as rational
functions of the Laplace or the Z variable. We can, thus, express
the desired filter kernel as a rational function in the Laplace domain, and derive more appropriate expressions for real-time implementation of the AA-IIR method. This will lead to tractable
expressions that lend themselves to real-time use.

where F1 is the first antiderivative of f . This is where the term
antiderivative antialiasing stems. As can be seen, the transition to
continuous-time is fictitious. Please notice that, from now on, the
mean integral will be simply denoted as
Z b
Z b
1
dx = − dx
b−a a
a
The process can be extended to higher orders, by integrating
the kernel and thus obtaining, e.g. a triangular kernel or other
piecewise polynomial kernels, as shown originally in [6]. Increasing the order of the kernel improves antialiasing performance, however, it is prone to more severe ill-conditioning, which in turn may
require a higher numerical precision. Furthermore, the computational cost increases. The reason for this increase is twofold: (a)
increasing the order of the AA-FIR method increases the number of past input samples for FIR filtering, thus the expression becomes more complex; (b) higher order antiderivatives are required,
which for transcendental functions may become very expensive.
In these cases, it is suggested to reduce the computational cost by
adopting look-up tables.

3.1. Rational Function of Real Poles
F (s)
Let us now consider a rational transfer function H(s) = G(s)
,
where F and G are real-valued polynomials of order q and p, respectively and q ≤ p. Denominator G can be decomposed as the
1 If this does not hold true, it is possible to define a function f ⋆ (x) =
f (x) − f (0), apply the following reasoning to f ⋆ (x) and finally add constant term f (0) in the end
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r

0, . . . , m − 1. Therefore, by plugging h(t) = A tr! eαt u(t), into
Eq (6)

product
G(s) = A(s − α1 )m1 . . . (s − αp )mp (s − β1 )µ1 (s − β 1 )µ1 . . .
· · · (s − βq )µq (s − β q )µq ,

(7)

yn =

where α1 , . . . , αp are the real poles of H, β1 , β 1 , . . . , βq , β q are
the complex poles and m1 , . . . , mp , µ1 , . . . , µq the multiplicities
of α1 , . . . , αp , β1 , . . . , βq , respectively. It is useful to recall that
the condition for stability is α, . . . , αp , ℜ(β1 ), . . . , ℜ(βq ) < 0.
The application of a partial fraction decomposition to H(s) results
in the following

ξ−xk
xk+1 −xk

r



ξ−x

k
α n−k− x
k+1 −xk

e

dξ.

(10)
Let

r
Z xk+1
α
ξ − xk
f (ξ) n−k−
Ik,r,n = −
e
xk+1 − xk
xk

n−k− x

ξ−xk
k+1 −xk


dξ

the solution can be now written as

A11
A12
A1m1
H(s) = A0 +
+
+ ...
s − α1
(s − α1 )2
(s − α1 )m1
Apmp
Ap1
Ap2
+
+
+ ...
+ ...
(s − α2 )
(s − α2 )2
(s − α2 )mp
(8)
B11
B12
B1µ1
+
+
+ ··· +
2
µ
1
s − β1
(s − β1 )
(s − β1 )
+


A Pn−1 R xk+1
−
f (ξ) n − k −
k=0 xk
r!

yn =

n−1
AX
Ik,r,n .
r!
k=0

for k = 0, . . . , n − 1,
The evaluation of the integrals Ik,r,n can be done in a recursive
way. At time step n+1 it is only necessary to compute the integral


r
Z xn+1
n
α 1− x ξ−x−x
ξ − xn
n
n+1
f (ξ) 1 −
e
In,r,n+1 = −
dξ.
xn+1 − xn
xn

B 11
B 12
B 1µ1
+
+ ··· +
+ ...
2
s − β1
(s − β 1 )
(s − β 1 )µ1

where the terms Aij , Bkl are the residues. Eq. 8 informs us that
each term can be treated separately and then summed to the others.
Specifically, for any λ either real or complex, the inverse Laplace
tm−1 λt
1
transform of (s−λ)
·u(t), where u(t) is the unit step
m is (m−1)! e
function. Therefore we will consider the effect of each individual
pole and derive equations for real-time solution in the following
paragraphs. Since u(t) = 0 ∀t < 0 the outcome is a causal filter.
The inverse Laplace of the constant term A0 is trivially h(t) =
A0 δ(t), therefore A0 f (x(t)) is simply added to the final result.

While, for k < n, one has
r

Z xk+1
ξ − xk
·
Ik,r,n+1 = −
f (ξ) n + 1 − k−
xk+1 − xk
xk
ξ−xk
k+1 −xk

α n+1−k− x

·e


dξ.


P
By recalling (a + 1)r = rl=0 rl al , one gets
!
l
Z xk+1
r
X
r
ξ − xk
α
f (ξ)
n−k −
Ik,r,n+1 = e −
·
l
xk+1 − xk
xk

3.1.1. Simple Real Pole

l=0

The simplest case is that of a single real pole. In this case the
inverse Laplace transform is h(t) = Aeαt u(t) (α < 0), which
can be plugged in Eq. (6) yielding for time n + 1

n Z xk+1
ξ−xk
X
α n+1−k− x
k+1 −xk dξ
−
f (ξ)e
yn+1 = A

ξ−x

k
α n−k− x
k+1 −xk

·e

dξ,

thus,
Ik,r,n+1

k=0 xk

=A



!
r
X
r
=e
Ik,l,n .
l
α

(11)

l=0

n−1
XZ xk+1

−

α n+1−k− x

f (ξ)e

ξ−xk
k+1 −xk

Therefore, to compute the coefficient related to the exponential r,
the previous exponentials must be known. However, this does not
add further computations because, in general, the previous exponentials appear in other terms of the inverse transform.


dξ+

k=0 xk

(9)

Z xn+1
α
+ A−
f (ξ)e

n
1− x ξ−x−x
n+1

n


dξ

xn

Z xn+1
α
= eα yn + A−
f (ξ)e

n
1− x ξ−x−x
n+1

n

3.1.3. Simple Complex Conjugate Poles


dξ.

Complex conjugate addenda from Eq. (8) that have multiplicity
µ = 1 can be considered together. Their contribution in the time
domain is h(t) = (Beβt + Beβt )u(t) = 2ℜ(Beβt )u(t), with
B, β ∈ C and ℜ(β) < 0. From (6) we can, thus, compute the
output as

xn

This allows to compute yn+1 recursively by storing its previous
value yn and computing the integral. As can be seen, Eq. 9, compared to the three variables integral of Eq. (6), has now only two
unknowns, and can computed recursively. Please note that this is
possible due to h(t) being reduced to an exponential. The integral can be solved analytically, numerically, or can be stored in a
lookup table. Expressions such as eα can be precomputed and the
value of the previous output can be stored in memory.

yn = 2

n−1
XZ xk+1

−


β
f (ξ)ℜ Be

n−k− x

ξ−xk
k+1 −xk


dξ.

k=0 xk

To ease the computation of the recursion it is better to calculate
first

n−1
ξ−xk
XZ xk+1
β n−k− x
k+1 −xk dξ,
ŷn = 2B
−
f (ξ)e

3.1.2. Multiple Real Poles
From Eq. (8) we can observe that for those polesr with multiplicity
m > 1, the inverse transform has the form A tr! eαt u(t) for r =

k=0 xk
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Experiment
OVS-2
OVS-8
AA-FIR-1
AA-FIR-2
AA-IIR-1
AA-IIR-2

and then
yn = ℜ(ŷn ).

(12)

Following the same procedure of Section 3.1.1, we obtain

Z xn+1
n
β 1− x ξ−x−x
β
n
n+1
f (ξ)e
dξ
ŷn+1 = e ŷn + 2B−

(13)

xn

and convert this to yn+1 using Eq. (12). In the Appendix we will
reformulate this in terms of real numbers, for the sake of completeness, which is more apt to real-time implementation.

Table 1: The methods selected for comparison. Please note that the
base sampling rate is 44100 for all experiments. The oversampling
methods uses a Chebyshev type I filter, order 8, cutoff at 0.8 · Fs
(Matlab’s default).

3.1.4. Multiple Complex Conjugate Poles
r

r

Let h(t) = tr! (Beβt + Beβt )u(t) = 2 tr! ℜ(Beβt )u(t), with B
and β as discussed in the previous section. Eq. (6) gives now

yn =

• For each real pole/complex conjugate pair, derive a computable expression according to Sections 3.1.1-3.1.4. The
definite integrals can be computed numerically or analytically using the fundamental theorem of calculus;


r
n−1Z
2 X xk+1
ξ − xk
−
f (ξ) n − k −
·
r!
xk+1 − xk
k=0 xk


ξ−xk
β n−k− x
k+1 −xk
· ℜ Be
dξ.

• Sum all the partial outputs from each pole/conjugate pole
to obtain the final expression.

As in Section 3.1.3, we first compute
ŷn =

Parameters
Oversampling factor: 2
Oversampling factor: 8
Rectangular kernel
Triangular kernel
Butterworth order 2, Fc = 0.45 · Fs
Chebyshev type II, order 10, Fbs = 0.61 · Fs


2B Pn−1 R xk+1
−
f (ξ) n − k −
k=0 xk
r!

ξ−xk
xk+1 −xk

r

ξ−x

e

k
β n−k− x
k+1 −xk


dξ,

(14)
and then yn = ℜ(ŷn ). The integral can be defined as


r
Z xk+1
ξ−xk
β n−k− x
ξ − xk
k+1 −xk dξ
f (ξ) n−k−
Ik,r,n = −
e
xk+1 − xk
xk
for k = 0, . . . , n − 1, thus yielding
ŷn =

Similarly to the AA-FIR method, the computational cost of the
overall algorithm depends on both the IIR filter order and on the
nonlinear function. Fortunately, increasing the order of the filter,
linearly increases the computational cost, and savings can be done
by storing expressions that are used multiple times. As for ill conditioning, differently from the AA-FIR methods, where the kernel
order is proportional to the nonlinear function antiderivative order,
with our AA-IIR method, raising the order of the Laplace-domain
filter only adds more addenda as per Eq. (8). It must be reminded
that the filter introduces phase distortion. Since causal IIR filters
are not linear phase, this issue should be carefully considered when
implementing the method.

n−1
2B X
Ik,r,n .
r!

4. EXPERIMENTS

k=0

In order to evaluate the effectiveness of this method we consider
the hard clipping function, defined as

A usable equation for computing the output recursively can be obtained as done in Section 3.1.2. The integral at step n + 1, is
obtained as


r
Z xn+1
n
β 1− x ξ−x−x
ξ − xn
n dξ.
n+1
In,r,n+1 = −
f (ξ) 1 −
e
xn+1 − xn
xn

(
f (x) =

x
−1 ≤ x ≤ 1
sgn(x) otherwise

(15)

This nonlinear function is commonly used for comparing antialiasing techniques [6]. We will compare oversampling, AA-FIR and
AA-IIR and, for a fruitful comparison, we will describe the computational cost of each method.
Considering that each method has different settings that can be
adjusted to trade cost and performance, we have provided a number of configurations, shown in Table 1. For the proposed method
we have taken a 2nd order Butterworth filter, which requires computing only one pair of complex conjugate poles (one integral), and
a 10th-order Cebyshev type II filter, with a steep transition and
stopband attenuation of -60dB. The Laplace-domain filters used
for our method are shown in Figure 1 and compared to the rectangle kernel used by the AA-FIR method. A reference Matlab
implementation for the proposed method is provided online2 .
For a fair comparison, OVS-2 and OVS-8 employ linear interpolation for the upsampling.

while the integrals Ik,r,n+1 for k < n can be computed as follows
!
r
X
r
Ik,r,n+1 = eβ
Ik,l,n .
l
l=0

3.2. Algorithm Properties and Overview
In the above, we have derived expressions to compute the nonlinear output for rational functions by residual decomposition. We
would like to summarize here the steps of the algorithm for the
design and implementation of the AA-IIR method.
• Devise IIR filter specifications according to the problem at
hand and the computational constraints;
• Compute the Laplace filter coefficients in terms of rational
polynomials F (s), G(s);

2 http://www.dangelo.audio/dafx2021-aaiir.html

• Conduct Partial Fraction Decomposition;
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Figure 1: Comparison of the antialiasing filters used in AA-FIR-1 (left), AA-IIR-1 (middle), AA-IIR-2 (right). The red line indicates the
Nyquist frequency at 44100 Hz.

4.1. Aliasing Reduction

The AA-FIR-1 method requires computing the first integral of
the hard clipping function and dividing by the first-order difference, i.e. 5 floating point MUL and SUM and 1 DIV. The cost
largely increases with the AA-FIR-2 method, where the required
operations are: 25 SUM and MUL, 2 DIV, unless the first order
difference is below a small numerical threshold for which less operations are required.
With the proposed methods, computing the exponential functions is the most expensive operation. For each pair of complex
conjugate poles, i.e. we have - in the worst case - 2 exponentials,
1 DIV, 16 SUM and MUL. The worst case, however, occurs only
for those low probability cases where (x[n] > 1 AND x[n − 1] <
−1) or (x[n] > −1 AND x[n − 1] < 1), which is uncommon
with audio signal. On the other hand, for those cases where either
x[n] or x[n − 1] exceed the clipping threshold, the result of the
integral is a constant, therefore in practical applications the computational cost is lower than the worst case. We drawn a statistics
by feeding our method with a logarithmic sine sweep up to Fs /2
with gain 10, and counting the occurrences of the worst and best
case solutions over a number of 44100 · 10 samples. We observed
that only 16.3% of the input samples require computing the solution according to the worst case, while 73.2% of the integrals can
be solved using the precomputed constant (percentage have been
rounded to the nearest tenth).
In general, the cost of functions including an exponential can
be highly reduced by taking advantage of the Lambert W function
[11], while the cost of the exponential itself can be reduced by
taking advantage of the floating point representation. In this case,
it requires only 9 floating point operations and some integer and
casting operations. In consideration of this, the AA-IIR-1 method,
on average, has a computational cost comparable to AA-FIR-2 or
inferior, while the AA-IIR-2 is still much cheaper than OVS-8.

We first perform a linear sine sweep for all the methods considered
in this work, running through the hard clipper after multiplication
with an input gain of 10. Spectrograms are computed using 2048
bins, a Blackman-Harris window and an overlap of 16 samples, as
shown in Figure 2. The figures show that the AA-FIR-1 and AAIIR-1 are comparable, with the AA-IIR-1 slightly superior to AAFIR-1, while AA-IIR-2 is superior to AA-FIR-2. Oversampling
by a factor 8 is among the best methods, while oversampling by a
factor 2 is the worst among the antialiasing methods.
To precisely assess the performance of the methods, we conducted a batch estimate of the SNR for the whole range of a piano
keyboard. We fed a constant frequency sine signal with input gain
10, as above, through the different hard clipping methods, and estimated the SNR considering all components but the partials as
noise. Figure 3 reports data from this benchmark. As can be seen,
the performance of AA-IIR-1 is similar or slightly better than AAFIR-1, while the performance of AA-IIR-2 outperforms all other
methods by a large margin, with exception of OVS-8. Please note,
however, that the proposed method performs almost as good as
OVS-8 when the fundamental frequency increases, i.e. where antialiasing performance matters more.
Since the proposed method allows generalizing to any kind
of filter, there is headroom for improvement, and the performance
can be optimized for the specific task. As an example, with Butterworth filters, the cutoff can be decreased if the higher region of
the spectrum is not perceptually relevant. With Chebyshev II filters the filter cutoff can be carefully selected to make the stopband
ripple notches be reflected just above DC, to reduce the perceptual
impact of aliased components that occur below the fundamental of
a tone. Additionally, the order of the filter can be adjusted to meet
the desired performance and computational cost trade off.

5. CONCLUSIONS

4.2. Computational Cost
To conclude the experimental section we illustrate the computational cost involved with the discussed solutions for the hard clipper case.
The trivial method only consists of two max and min operations. Oversampling requires running interpolation and decimation filters and running the trivial method at a higher sampling rate.
As an example, in this work we employed linear interpolation for
interpolation and an 8-th order IIR decimation filter. The cost of
the OVS-8 method is, thus, 312 floating point operations for the filters, plus the hard clipper, which can be implemented with 8 max
and 8 min floating point operations per sample.

This paper described a technique for aliasing reduction with static
nonlinearities that allows extended flexibility in both performance
and computational cost. The proposed method extends the work by
Parker et al. to rational IIR filters, being based on the application
of the nonlinearity in the continuous-time domain and an antialiasing filter before discretizing back the signal to discrete time. While
previously a computable solution was known for antialiasing FIR
kernels, in our work we describe how to implement rational IIR
filter transfer functions at a reasonable computational cost. We derive the expressions for simple and multiple real poles, single and
conjugate complex poles, which are used separately to compute
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Figure 3: SNR performance of the hard clipper antialiasing methods for the 88 piano keyboard notes, with a sine input with gain
10: trivial (fine dotted line), AA-FIR-1 (gray diamonds), AA-IIR-1
(black diamonds), AA-FIR-2 (solid gray), AA-IIR-2 (solid black),
OVS-8 (dashed line).
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the final result. The results in terms of performance depend on the
filter design, which can be flexible and can reduce aliasing by a
large amount at high frequency with a reduction of the computational cost with respect to oversampling techniques, as shown by
our experiments.
An upper bound in terms of SNR is imposed by the use of linear interpolation for conversion from discrete- to continuous-time,
as discussed in the Appendix. Future works should concentrate on
removing this constraint by finding alternative ways to formulate
the problem.
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A. APPENDIX: EFFECT OF THE LINEAR
INTERPOLATION

AA-FIR-2
10
5

As discussed in the introduction of the paper, linear interpolation
provides one quick way to upsample the signal in oversampling
methods, and is the only currently known method to provide an
analytical solution in AA methods. However, it allows spurious
components into the upsampled signal (or into the continuous-time
signal, in our case). These components are, then, processed by the
nonlinearity, introducing additional undesired tones. We can easily
show why linear interpolation impairs the signal and, thus, why it
produces spurious components that cannot be eliminated during
conversion from continuous- to discrete-time, and thus, represent
an upper bound to SNR performance.
The operation of upsampling a discrete-time into continuoustime using linear interpolation is equivalent to convolution with a
triangular kernel


t + 1 −1 ≤ t ≤ 0
ht (t) = 1 − t 0 ≤ t ≤ 1
(16)

0
otherwise
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whose Laplace transform is
H(s) =

Figure 2: Spectrograms of a linear sine sweep through the hard
clipper, with input gain 10, for each of the antialiasing methods in
Table 1.

e−s + s − 1
.
s2

(17)

The transfer function of such a kernel, therefore, is 1/2 for s = 0
and falls to 0 only at +∞, allowing replicas of the discrete-time
spectrum to pass through, impairing the reconstruction quality.
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C.1. Simple Complex Conjugate Poles

The aliasing reduction performance of any AA method will,
thus, be impaired by the amount of spurious components allowed
by the linear interpolation filter. For this reason, the OVS-8 and
the AA-IIR-2 methods are very close: they are reaching the upper
SNR bound imposed by the upsampling filter. Of course, oversampling can be implemented with arbitrary upsampling filters, while
the currently proposed AA methods are defined only for linear interpolation upsampling. Future works should aim at finding viable
solutions using AA methods with better upsampling filters.

By letting ŷn = yn +jzn and considering again Eq. (13), one gets
yn+1 =ℜ(ŷn+1 )
=ℜ(eβ )yn − ℑ(eβ )zn
Z xn+1
β
f (ξ)ℜ(e
+ 2ℜ(B)−
xn
Z xn+1

− 2ℑ(B)−

)dξ

n
β 1− x ξ−x−x
n
n+1

(18)



f (ξ)ℑ(e

Z xn+1
β
f (ξ)ℜ(e
In(R) := −
xn
Z xn+1

In(I) := −

)dξ.

n
1− x ξ−x−x
n+1


)dξ,

n

n
β 1− x ξ−x−x
n
n+1

(19)



f (ξ)ℑ(e

)dξ,

xn

then Eq. (18) can be rewritten as

α
,
s−α

yn+1 = ℜ(eβ )yn − ℑ(eβ )zn + 2ℜ(B)In(R) − 2ℑ(B)In(I) . (20)
Similarly for the imaginary part

h(t) = −αeαt u(t).

zn+1 = ℑ(eβ )yn + ℜ(eβ )zn + 2ℑ(B)In(R) + 2ℜ(B)In(I) . (21)

Eq. (9) is, thus
Z xn+1
α
= e yn − α−
ξe
α

n
1− x ξ−x−x
n+1

Such a formulation allows to find a recursive expression involving
only yn . By rewriting equations (20) and (21) for time n + 2 and
solving the system, one gets


n

dξ.

xn

(R)

yn+2 = 2ℜ(eβ )yn+1 − |eβ |2 yn + 2ℜ(B)In+1

This can be solved analytically, yielding

β̄

yn+1


n

Let

It is worth applying the proposed method to the linear case, in order to gain further insight. Let, thus, f (x) = x, if the antialiasing
filter is a first order lowpass with pole α < 0 and unity gain, its
transfer function and impulse response are

yn+1

n+1

xn

B. APPENDIX: RELATION TO THE IMPULSE
INVARIANCE TRANSFORM

H(s) = −

n
1− x ξ−x−x

− 2ℜ(Be

(α − 1)eα + 1
eα − α − 1
= e yn −
xn+1 −
xn .
α
α

)In(R)

−

(I)
2ℑ(B)In+1

(22)
β̄

+ 2ℑ(Be

)In(I) .

(23)

α

In the linear case (f (x) = x) this becomes a second order linear filter with two complex conjugate poles, not unlike what was
shown in Appendix B.
This real-valued formulation of the method, however, may
present further difficulties. Let β = β1 + jβ2 and expressing
the integrals from Eq. (19) explicitly, one gets

The transfer function is, thus
H(z) = −

1 (eα − α − 1) + ((α − 1)eα + 1)z −1
.
α
1 − eα z −1

(R)

In

This transfer function preserves unity gain at DC and the denominator has the same form of the impulse invariance transform [12].
This may add further insight to this family of antialiasing methods
as they may be understood in relation to known linear filter discretization techniques. Please note that Fs is unitary as in the rest
of the paper.

Z xn+1
β1
=−
f (ξ)e

n
1− x ξ−x−x



n
1− x ξ−x−x



n+1

n

 
cos β2 1 −

ξ − xn
xn+1 − xn



 
sin β2 1 −

ξ − xn
xn+1 − xn



xn
(I)

In

Z xn+1
β1
=−
f (ξ)e

n+1

n

xn

dξ
dξ

These can be harder to solve analytically compared to that in Eq
(13).
C.2. Multiple Complex Conjugate Poles

C. APPENDIX: REAL-VALUED FORMULATION FOR
COMPLEX POLES

A real-valued formulation for the method can be expressed also in
the multiple complex conjugate poles case.
Let β be one of the complex conjugate poles and m its multiplicity. The partial fraction decomposition will show terms of the
type
B
B̄
+
(s − β)r+1
(s − β̄)r+1

IIR antialiasing filter may often have simple or multiple complex
conjugate poles in their transfer function. In Sections 3.1.3-3.1.4
we derived expressions for the AA-IIR method keeping the complex notation and converting the result to real values (see Eq. 12).
In this section we express the same algorithm in terms of real values, which is more convenient to implement. We will derive the
equations for simple complex conjugate poles and multiple complex conjugate poles.

where r = 0, . . . , m − 1. The related impulse response is h(t) =
r
tr
(Beβt + B̄eβ̄t )u(t) = 2 tr! ℜ(Beβt )u(t). For this impulse rer!
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sponse, the algorithm is, thus, for 0 ≤ k < n
Ik,r,n


Z xk+1
=−
f (ξ) n − k −
xk

ŷn =

ξ − xk
xk+1 − xk

r
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showed that the 1st-order ADAA filter in a state-space model preserves stability, since for a linear system the mapping can be expressed as an inwards contraction of the z-plane.
This raises the question: If we can analyze this part of ADAA
as a deformation of the z-plane, could we also analyze it as a deformation of the original continuous-time circuit? This paper finds
the equivalent circuits corresponding to capacitors and inductors
treated with 1st- and 2nd-order ADAA filters.
WDF modeling involves replacing electronic circuit elements
with discrete-time models [21]. Equivalent circuits appear throughout WDF theory, for instance in deriving scattering matrices of
multiport adaptors [23], studies of higher-order linear multistep
discretization methods [24], interpreting different discretization
methods as the addition of electrical circuits [2], and Runge-Kutta
methods [25,26]. This paper hence connects to a tradition of using
equivalent electronic circuits to analze digital systems.
In the rest of this paper, we review some preliminaries (§2),
convert an ADAA’d capacitor (§3) and inductor (§4) to electronic
circuits, discuss (§5), and conclude (§6). Two Appendices (§§A–
B) present an alternate synthesis perspective, and illustrate how to
apply Brune synthesis (to the 1st-order ADAA’d capacitor).

ABSTRACT
The recently proposed antiderivative antialiasing (ADAA) technique for stateful systems involves two key features: 1) replacing a nonlinearity in a physical model or virtual analog simulation
with an antialiased nonlinear system involving antiderivatives of
the nonlinearity and time delays and 2) introducing a digital filter
in cascade with each original delay in the system. Both of these
features introduce the same delay, which is compensated by adjusting the sampling period. The result is a simulation with reduced
aliasing distortion. In this paper, we study ADAA using equivalent
circuits, answering the question: “Which electrical circuit, discretized using the bilinear transform, yields the ADAA system?”
This gives us a new way of looking at the stability of ADAA and
how introducing extra filtering distorts a system’s response. We
focus on the Wave Digital Filter (WDF) version of this technique.
1. INTRODUCTION
Aliasing mitigation is a central issue in virtual analog modeling.
The simplest way to mitigate aliasing is to oversample [1]. Because this can be expensive, research often seeks to reduce oversampling requirements [2]. The earliest work on antialising in virtual analog considered antialiased oscillators [3], a research thread
which continues today [4, 5]. These techniques have also been applied to antialias memoryless nonlinear waveshapers [6]. Parker et
al. recently proposed an antialiasing technique called antiderivative antialiasing (ADAA), which involves approximating the process of upsampling, distorting, and downsampling using antiderivatives of a nonlinear waveshaping functions [7], originally using
1st- and 2nd-order filter kernels. 1st-, 2nd-, and 3rd-order filter
kernels are reformulated and discussed by Bilbao et al. in [8]. Esqueda et al. showed these techniques applied to case studies: the
classic Lockhart and Serge wavefolder circuits [9]. Alternative
kernels optimized for spectral flatness are discussed in [10].
For physical systems with memory/state, antialiasing techniques are quite complex [11]. [7] showed one example of how to
apply ADAA to a stateful system. Paschou et al. showed [12] how
to apply this technique to the classic Moog ladder filter [13–16].
Holters formalized this further to handle circuits written in the
state-space formalism, using 1st-order ADAA [17, 18]. Carson
extended this to 2nd-order ADAA and proposed a way to handle
two-port nonlinearities [19]. Albertini et al. [20] applied ADAA
to the Wave Digital Filter (WDF) [21–23] modeling formalism.
In applying ADAA to stateful systems, we introduce filters
into feedback paths, so must consider stability. Holters [17, 18]

2. REVIEW
2.1. Wave Digital Filters
The Wave digital Filter (WDF) [21] approach to circuit modeling
involves two key features. First, a transformation at every port of
the circuit of the port voltage v and port current i to an “incident
wave” a and “reflected wave”1 according to
a = v + ZP i
v = (a + b)/2
⇐⇒
,
b = v − ZP i
i = (a − b)/2ZP

(1)

where ZP ̸= 0 is a free parameter called “port resistance.” Second,
derivatives in reactance (inductor and capacitor) constitutive equations, represented by the Laplace transform variable s, are approximated in discrete-time using the bilinear transform (BLT) [27, 28]
s=

2 1 − z −1
2 + Ts
2 − Ts
⇐⇒ z =
or z −1 =
,
T 1 + z −1
2 − Ts
2 + Ts

(2)

where z −1 is the discrete delay operator of the Z-transform and
T = 1/fs is the sampling period (reciprocal of the sampling rate
fs ). A full review is given in the literature [21–23].
2.2. Antiderivative Antialiasing (ADAA)
Consider a memoryless nonlinear function that produces an output y(t) from an input x(t), of the form y(t) = F0 (x(t)). N thorder ADAA involves replacing F0 with a function of its first N

Copyright: © 2021 Kurt James Werner. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.
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antiderivatives, F1 through FN , that form a finite-difference approximation. For instance, 1st-order ADAA is
y[n] = (F1 (x[n]) − F1 (x[n − 1])) / (x[n] − x[n − 1])

where V is the port voltage, I is the port current, C is the capacitance, and s is the Laplace differentiation variable. Put another
way, the capacitor’s impedance ZC (s) is

(3)

ZC (s) = V (s)/I(s) = 1/Cs .

and 2nd-order ADAA is
y[n] =

2
x[n] − x[n − 1]



An impedance Z(s) =

F2 (x[n]) − F2 (x[n − 1])
...
x[n] − x[n − 1]

(4)

F2 (x[n − 1]) − F2 (x[n − 2])
−
.
x[n − 1] − x[n − 2]

R(s) =

Various strategies are given for how to handle the case of numerical
ill-conditioning [7, 8, 19], e.g., x[n] ≈ x[n − 1].
For small signal levels, or a linear circuit [19], 1st- and 2nd
order ADAA are equivalent to the FIR filters
HAA,1 (z) = Y (z)/X(z) = (1 + z −1 )/2

(5)

HAA,2 (z) = Y (z)/X(z) = (1 + z −1 + z −2 )/3 .

(6)

R(s) =

B(s)
ZC (s) − ZP
=
A(s)
ZC (s) + ZP

(11)

Z(s) =

V (s)
1 + R(s)
=
ZP .
I(z)
1 − R(s)

(12)

RC (s) =

B(s)
1 − CZP s
=
.
A(s)
1 + CZP s

(13)

The BLT (2) converts this to a discrete-time reflectance
RC (z) =

B(z)
(T − 2CZP ) + (T + 2CZP )z −1
=
.
A(z)
(T + 2CZP ) + (T − 2CZP )z −1

(14)

To “adapt” this WDF capacitor—that is, to set the leading numerator term T − 2CZP to zero—we set the free port resistance paT
rameter to ZP = 2C
, giving an adapted discrete-time reflectance

An immitance (impedance or admittance) W (s) is called “positive
real” (p.r.) if it has the following properties

RC (z) = z −1 .

(7)
(8)

(15)

3.2. 1st-order ADAA

A p.r. immitance written as a ratio of polynomials in s must have
all real and positive coefficients, with possibly only a leading or
trailing coefficient in the numerator or denominator equal to zero,
with the order of the numerator and denominator differing by no
more than one [29]. Crucially, a p.r. immitance is realizable as
a one-port circuit network of passive linear elements: resistors,
capacitors, inductors, transformers.
One way of finding this circuit is Brune’s method [29, 30]. It
starts with the so-called “Foster preamble,” which involves successively removing series or shunt reactances (or pairs of reactances)
from an immitance function, reducing the order of its numerator
or denominator each time. Upon arriving at a circuit with no poles
or zeros at s = 0 or s = ∞, you then remove the minimum
resistance or conductance, then more complicated multi-element
two-ports involving reactances and transformers; the process repeats until nothing is left. In this paper, we coincidentally never
need to extract any multi-element two-ports.

1st-order ADAA puts an additional filter HAA,1 (z), as defined in
Eqn. (5), in cascade with this reflectance. This cascade yields

R̃C (z) = RC (z)HAA,1 (z) = z −1 + z −2 /2 .
(16)
Now we arrive at a central question of the paper: Which analog
circuit, discretized with the BLT, would have yielded the discretetime reflectance (16)? We can approach this question by running
the steps that we took to get from the original capacitor circuit to
the adapted WDF capacitor, in reverse.
First, we comment on the port resistance. Along with treating
the nonlinearity and filtering the states with HAA,1 (z), Albertini et
al. [20] adopt the same approach of Holters [17, 18], replacing the
sampling period T with T̃ = 32 T (or, the sampling rate f˜s = 23 fs ),
as part of synchronizing the states with the nonlinearities that have
picked up some extra delay.
We can observe that the only place T really appears in WDFs
T
is the port resistance of an adapted capacitor (ZP = 2C
) or an
2L
adapted capacitor (ZP = T ). In each case, it appears in the same
expression as the capacitance C or inductance L, which also only
occur in the port resistance equations. So, is there any particular
reason that we should interpret the adjustment as a change to T
(resp. fs ) instead of an adjustment to C or L? For the moment, we
will hedge our bets, and replace the port resistance ZP = T /2C
with a modified port resistance Z̃P = T̃ /2C̃, where both the sampling period T̃ and capacitance C̃ have been modified in some way,
without making any particular claim about which one (or both?) is
modified, and without defining T̃ = 32 T .

3. ANTIALIASED CAPACITOR AS CIRCUIT
In this section, we’ll derive electrical circuits corresponding to 1stand 2nd-order ADAA filters applied to a capacitor.
3.1. WDF Leaf Capacitor
First, we’ll consider a “adapted” WDF capacitor [21, 22].
The constitutive equation for a time-invariant capacitor is
V (s) = (1/Cs)I(s) ,

where the wave variables are defined as in (1), by

Using (11), we can find the continuous time reflectance as

2.3. Positive real immitances and Brune network synthesis

if ℜ{s} > 0
if ℑ{s} = 0 .

is related to a wave-domain reflectance

or conversely

When applying ADAA to stateful systems, the delays are also cascaded with one of these filters (5)–(6), to match the delay that the
the normally memoryless nonlinearity experiences [17–20]. In this
paper, we study 1st- and 2nd-order ADAA, in the linear case only,
investigating their effect on linear reactances in circuits.

ℜ{W (s)} > 0
ℑ{W (s)} = 0

B(s)
,
A(s)

V (s)
I(s)

(10)

(9)
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Z̃C (s)

Z̃C (s)

T̃ 2 s2 +2T̃ s+8
T̃ (T̃ s2 +6s)



24+12T̃ s+10T̃ 2 s2 +T̃ 3 s3
2(12+4T̃ s+T̃ 2 s2 )T̃ s



T̃
2C̃

original
3
C̃
2

Z̃C,1 (s)


3
C̃
2

T̃
2C̃

4+8T̃ s+T̃ 2 s2
24+8T̃ s+2T̃ 2 s2

3T̃ s+2
16



T̃
2C̃



Z̃C,3 (s)


T̃
2C̃

− series inductor

T̃
2C̃

8T̃ s
9(T̃ s+6)



T̃
2C̃

2C̃

2



3
C̃ T̃
2
18C̃
2T̃ 2
27C̃

T̃
2C̃



T̃
16C̃

− termination resistor

Z̃C,2 (s)
10T̃ s+T̃ 2 s2
36+12T̃ s+3T̃ 2 s2



T̃
2C̃



− series resistor
′ (s)
Z̃C,3
8
9



T̃
2C̃

2C̃

− shunt inductor

2T̃ 2
27C̃

Z̃C,3 (s)
10T̃ s+T̃ 2 s2
36+12T̃ s+3T̃ 2 s2



T̃
2C̃



− shunt inductor
2C̃

T̃
12C̃

T̃
6C̃

10T̃ 2
72C̃

4T̃
9C̃

− termination resistor

Z̃C,4 (s)
12
14+5T̃ s



T̃
2C̃



− series resistor
2C̃

Figure 1: Synthesizing two possible circuits from the continuoustime capacitor impedance resulting from 1st-order ADAA.
Now, we can use the inverse BLT (2) on (16), again replacing
T by T̃ , to obtain a continuous-time reflectance
B̃(s)
4 − 2T̃ s
R̃C (s) =
.
=
A(s)
4 + 4T̃ s + T̃ 2 s2

T̃
12C̃
10T̃ 2
72C̃



3
C̃ T̃
2
18C̃

3T̃
32C̃

T̃
12C̃



− series resistor

1
8

T̃
2C̃

′ (s)
Z̃C,2

3
C̃ T̃
2
18C̃

Z̃C,2 (s)

3T̃ 2
32C̃



− series capacitor

− shunt resistor

3
C̃
2



Z̃C,1 (s)

2C̃


− series capacitor

3
C̃
2

T̃
2C̃

original

3T̃ s+2
3(T̃ s+6)

T̃
2C̃



T̃
12C̃

T̃
6C̃

Z̃C,5 (s)

10T̃ 2
72C̃

5
C̃
6

6
7



T̃
2C̃



− shunt capacitor
2C̃

(17)

Now, we can use (12) to find the continuous-time impedance


8 + 2T̃ s + T̃ 2 s2
T̃
Z̃C (s) =
.
(18)
6T̃ s + T̃ 2 s2
2C̃

T̃
12C̃

T̃
6C̃

10T̃ 2
72C̃

5
C̃
6

3T̃
7C̃

− termination resistor

Figure 2: Synthesizing circuit from capacitor impedance resulting
from 2nd-order ADAA.

Even before finding a circuit that goes along with this impedance,
we can see that it represents a passive impedance, because it is p.r..
Unlike in the forwards direction, where we associated a capac1
itor of value C with an impedance ZC = Cs
by inspection (since
the relationship is true by definition!), here we are faced with
a much more complicated network synthesis problem to solve:
Which electrical circuit has the impedance Z̃C (s) shown in (18)?
We can answer this question with the classical Brune synthesis [29, 30] reviewed in §2.3. Fig. 1 shows two possible outcomes
of Brune synthesis on (18). A detailed walkthrough of this procedure is given in Appendix A. The two possible networks that result
each comprise two resistors, a capacitor, and an inductor.
An alternative approach is given in Appendix B. This derivation relies on an intuitive recognition of known WDF elements, but
yields a network that involves an uncommon circuit element—a
circulator—so it will likely be less useful that the derivation yielding a circuit comprising only one-port RLC elements.

3.3. 2nd-order ADAA
2nd-order ADAA instead puts the filter HAA,2 (z), as defined in
Eqn. (6), in cascade with the reflectance (15), yielding
R̃C (z) = RC (z)HAA,2 (z) = (z −1 + z −2 + z −3 )/3 .

(19)

Just as in the 1st-order case, we obtain a continuous-time reflectance
R̃C (s) =

B̃(s)
24 − 12T̃ s + 2T̃ 2 s2 − T̃ 3 s3
=
.
A(s)
24 + 36T̃ s + 18T̃ 2 s2 + 3T̃ 3 s3

Using (12), we find the continuous-time impedance


24 + 12T̃ s + 10T̃ s2 + T̃ 3 s3
T̃
Z̃C (s) =
.
(24 + 8T̃ s + 2T̃ 2 s2 )T̃ s
2C̃
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Z̃L,1 (s)

Brune synthesis yields the circuit shown at the bottom of Fig. 2.

T̃ (T̃ s2 +6s)
T̃ 2 s2 +2T̃ s+8

4. ANTIALIASED INDUCTOR AS CIRCUIT
The derivation for the WDF inductor with 1st or 2nd-order ADAA
proceeds similarly to the capacitor.



2L̃
T̃



original
Z̃L,1 (s)

4.1. WDF Leaf Inductor

3
L̃
2

The constitutive equation for a time-invariant inductor is
V (s) = Ls I(s) ,

2L̃
T̃

ZL (s) = V (s)/I(s) = Ls .

RL (z) = −z

−1

(23)
2L
T

.



′ (s)
Z̃L,2

Z̃L,2 (s)


2L̃
T̃



3
L̃
2

18L̃
T̃

9(T̃ s+6)
8T̃ s



2L̃
T̃



to
− series resistor

(24)

2L̃
T̃
3
L̃
2

For the inductor, 1st-order ADAA (defining ZP = 2T̃L̃ ) yields the
reflectance

R̃L (z) = RL (z)HAA,1 (z) = − z −1 + z −2 /2 .
(25)

3T̃ 2
32L̃

− shunt resistor

Z̃L,3 (s)
8



2L̃
T̃



− shunt capacitor

3
L̃
2

3
L̃
2

(26)

3T̃ 2
32L̃

′ (s)
Z̃L,3

18L̃
T̃

9
8



2L̃
T̃



2T̃ 2
27L̃
16L̃
T̃

− termination resistor

Now, we can use (12) to find the continuous-time impedance
 
(6s + T̃ s2 )T̃
2L̃
Z̃L (s) =
.
(27)
8 + 2T̃ s + s2 T̃ 2 T̃

2T̃ 2
27L̃

− series capacitor

2L̃
T̃

The inverse BLT (2) yields the continuous-time reflectance
B̃(s)
−4 + 2T̃ s
=
.
A(s)
4 + 4T̃ s + T̃ 2 s2

2L̃
T̃

16
3T̃ s+2

3
L̃
2

4.2. 1st-order

R̃L (s) =



− shunt inductor

(22)

where L is the inductance. Its impedance is

Using the BLT (2), (11), and setting port resistance ZP =
adapt the inductor gives us a discrete-time reflectance

3(T̃ s+6)
3T̃ s+2

3
L̃
2

18L̃
T̃

9L̃
4T̃

− termination resistor

Figure 3: Synthesizing two possible circuits from the continuoustime inductor impedance resulting from 1st-order ADAA.

Brune synthesis yields the two circuits shown in Fig. 3.

5.2. Stability

4.3. 2st-order ADAA
For the inductor, 2nd-order ADAA yields the reflectance

R̃L (z) = RL (z)HAA,2 (z) = − z −1 + z −2 + z −3 /3 .

In all of the presented circuits, since T̃ > 0, positive capacitances
C > 0 (resp. inductances L > 0) treated with 1st- and 2nd-order
ADAA yield networks with positive electrical elements, meaning
that these networks are passive, and hence stable. We can also
confirm that the networks are passive because their impedances are
all p.r. This confirms Holters’ reasoning [17, 18] (on the z-plane),
extending it also to 2nd-order ADAA.

(28)

The inverse BLT (2) yields the continuous-time reflectance
R̃L (s) =

B̃(s)
−24 + 12T̃ s − 2T̃ 2 s2 + T̃ 3 s3
=
.
A(s)
24 + 36T̃ s + 18T̃ 2 s2 + 3T̃ 3 s3

(29)

Now, we can use (12) to find the continuous-time impedance
 
(24 + 8T̃ s + 2T̃ 2 s2 )T̃ s
2L̃
.
(30)
Z̃L (s) =
24 + 12T̃ s + 10T̃ 2 s2 + T̃ 3 s3 T̃

5.3. Asymptotic circuits
Do these circuits, like many digital models, converge to anything
in particular as the fs −→ ∞ (T −→ 0)? In all of the presented
circuits, the first extracted reactance does not depend at all on T̃ .
In the 1st-order ADAA’d cases, it is easy to see which resistors turn
into shorts and which into open circuits as T shrinks, which shows
that the capacitor converges to a capacitor 32 C̃ and the inductor
to an inductance 32 L̃. Considering also that inductors look like
shorts near DC, and capacitors like open circuits, we can see that
for 2nd-order ADAA, the capacitor converges to a capacitor 2C̃
and the inductor to an inductance 2L̃ as T shrinks.

Brune synthesis yields the dual of the circuit shown in Fig. 2.
5. DISCUSSION
5.1. Duals
The ADAA’d capacitor and inductors are duals, just like standard
capacitors and inductors. That is, all of the following pairs trade
places: currents and voltages, capacitances and inductances, series
and parallel connections, and impedances and admittances.

DAFx.4

20

rd
Proceedings of the 24
International Conference on Digital Audio Effects (DAFx20in21),
Vienna,Austria,
Austria,September
September2020-21
8-10, 2021
23th
(DAFx2020), Vienna,

+42

Continuous frequency responses

Discrete frequency responses

|ZC (j2πf )| (dB)

+36
+30

2nd,

+24

2nd, C

1
2C

1st, 23 C
1st, C

+18

ide
al

+12
+6

∠ZC (j2πf ) (rad.)

+π/4
+π/8

1st

+0
2nd

−π/8
−π/4

−3π/8
ideal

−π/2

−5π/8
1
32

1
16

1
8

1
4

1
2

1

2

4

frequency f (×fs , Hz.)

8

1
32

1
16

1
8

1
4

1
2

frequency f (×fs , Hz.)

Figure 4: Impedance of a standard capacitor, a capacitor treated with 1st-order ADAA, and a capacitor treated with 2nd-order ADAA.
Capacitor value is C = 1 µF, sampling rate is fs = 44100 Hz. Magnitude is shown in the top two panes, and phase is shown in the
bottom two panes. The left two panes show continuous-time responses, and the right two panes compared discrete-time responses of the
ADAA-treated filters to the ideal continuous-time response.

5.4. What changes, T or C (resp. L)?

the ideal at a lower frequency, and has more inflections in the magnitude and phase responses (possibly leading to more undesirable
resonances). This means that 2nd-order ADAA probably requires
more oversampling that 1st-order ADAA, and that any artifacts
may be qualitatively different between the two flavors.

Now, we revisit C̃ (resp. L̃) and T̃ . These should be set so that
the “asymptotic” circuit as T −→ 0 matches the original capacitor C (inductor L), i.e., that the low-frequency impedance is
correct. To illustrate this, Fig. 4 shows the magnitude and phase
of the 1st-order ADAA’d capacitor (red, labelled “1st”) and 2ndorder ADAA’d capacitor (blue, labelled “2nd”). Notice that setting
C̃ = C (dashed red line) has a significant magnitude mismatch
against the ideal capacitor (Z = 1/Cs) at low frequencies, which
is corrected by setting C̃ = 32 C (solid red line) resp. C̃ = 12 C
(solid blue line). This choice does not affect the impedance phases.
Hence, we argue that for 1st-order ADAA we should set capacitances to C̃ = 32 C (inductances to L̃ = 23 L), for 2nd-order
ADAA should set capacitances to C̃ = 12 C (inductances to L̃ =
1
L), and that in all cases, we should have T̃ = T .
2
Previous work that applied ADAA to stateful systems [17, 18,
20] instead argued that the sampling period T is adjusted by the introduction of ADAA, reasoning from the perspective of matching
delays. We offer the discussion in this paper as an alternate explanation that is more tightly coupled to reasoning about an analog
circuit prototype, that holds in the limit as T −→ 0 (where arguments about adjusting T would not hold), and that has the additional benefit of allowing us to still think in terms of the standard
BLT, without considering any frequency warping in particular.

6. CONCLUSION
In this paper, we derived electronic circuits representing 1st- and
2nd-order antiderivative antialiasing, operating in the linear regime,
applied to reactances. This gives a new analytical tool for studying
ADAA filters, confirms the stability proof of [17, 18] from a new
angle while extending it to 2nd-order, and gives a new perspective
on warping circuit values rather than the sampling period. Future
work could investigate higher-order ADAA [8, 10] or apply these
concepts to state-space modeling.
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Z̃C (s) has a pole at s = 0, telling us we can extract a series capacitor, which we’ll call C∗ , leaving behind a reduced impedance
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Figure 5: Alternate ways of synthesizing a circuit from the wave-domain ADAA capacitor or inductor.

A.1. Extracting shunt resistor
Z̃AA,C (s)
4+T̃ s
T̃ s



T̃
2C̃

Z̃AA,L (s)
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1
2 C̃

4+T̃ s
T̃ s



2L̃
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The shunt resistor option is shown on the left side of Fig. 1. Extracting a shunt resistor R∗ leaves behind an impedance Z̃C,2 (s).
The relationship between these impedances is



original
Z̃AA,C,1 (s)

T̃ 2
8L̃

T̃
2C̃

− series capacitor

Z̃C,2 (s) =

Z̃AA,L,1 (s)
2L̃
T̃

=

(36)

2R∗ T̃ + 3R∗ T̃ 2 s
.
36C̃R∗ + 6C̃R∗ T̃ s − 2T̃ − 3T̃ 2 s

(37)

− series capacitor

The denominator order of Z̃C,2 (s) can be reduced by solving

T̃ 2
8L̃

1
2 C̃

R∗ Z̃C,1 (s)
R∗ − Z̃C,1 (s)

6C̃R∗ T̃ s − 3T̃ 2 s = 0 ,
T̃
2C̃

2L̃
T̃

− termination resistor

− termination resistor

(a) Capacitor.

(b) Inductor.

which is accomplished by R∗ =
R∗ leaves behind the impedance
Z̃C,2 (s) =

Figure 6: Synthesizing a circuit from the wave-domain ADAA filter
for a capacitor and inductor (on their own, without the capacitor
or inductor themselves).

1
C∗ s
8C∗ + 2C∗ T̃ s + C∗ T̃ 2 s2 − 12C̃ − 2C̃ T̃ s
=
.
12C̃C∗ s + 2C̃C∗ T̃ s2

2 + 3T̃ s T̃
.
18 + 3T̃ s 2C̃

(39)

(40)

2

=
(33)

2T̃ + 3T̃ s − 32C̃L∗ s
.
32C̃

(41)

The numerator order of Z̃C,3 (3) can be reduced by solving
3T̃ 2 s − 32C̃L∗ s = 0 ,

(34)

which is accomplished by C∗ = 23 C̃. Extracting the series capacitor C∗ leaves behind the impedance
Z̃C,1 (s) =

2 + 3T̃ s T̃
.
16
2C̃

Z̃C,3 (s) = Z̃C,2 (s) − L∗ s

(32)

The numerator order of Z̃C,1 (s) can be reduced by solving
8C∗ − 12C̃ = 0 ,

Extracting the shunt resistor

Z̃C,2 (s) has a pole at s = ∞, telling us we can extract a series
inductor, which we’ll call L∗ , leaving behind a reduced impedance
Z̃C,3 (s). The relationship between these impedances is

Z̃C,1 (s). The relationship between these impedances is
Z̃C,1 (s) = Z̃C (s) −

T̃
.
2C̃

(38)

(42)

2

3T̃
. Extracting the series inducwhich is accomplished by L∗ = 32
C̃
tor L∗ leaves behind the impedance

(35)

Z̃C,3 (s) =

Z̃C,1 (s) now has no zeros or poles at s = 0 or s = ∞, meaning
it’s time to extract either a series or parallel resistor. We’ll handle
the two cases separately, in the following two subsections.

1 T̃
.
8 2C̃

(43)

Z̃C,3 (s) has no dependence on s, so it is a termination resistor of
value 16T̃C̃ . This concludes the synthesis procedure.
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A.2. Extracting series resistor

Recognizing that Fig. 5a has the structure of two cascaded filters of wave variables, we can pull out the cascading operation
itself as a three-port element, as shown in Fig. 5b (again, taking
the ± as a + and the port resistance as 2T̃C̃ ). Then, we can ask
ourselves: “What does cascading look like in the wave domain?”
In fact, there is a standard three-port electrical element that does
this: a circulator with identical port resistance at all three ports.
The port resistance at the external port is already set to 2T̃C̃ , which
constrains its other two ports to have the same port resistance. This
immediately gives us an interpretation of the unit delay as a capacitor of value C̃, discretized with the BLT.
Now, how can we interpret the ADAA filter, with port resistance 2T̃C̃ ? We again use the Brune synthesis procedure, as illustrated in Fig. 6a. Using the inverse BLT (2) on (5) yields a
continuous-time reflectance

The series resistor option is shown on the right side of Fig. 1. As an
alternative to extracting the shunt resistor, we can extract a series
resistor R∗ , leaving behind an impedance Z̃C,2 (s). The relationship between these impedances is
Z̃C,2 (s) = Z̃C,1 (s) − R∗

(44)

2

=

2T̃ + 3T̃ s − 36C̃R∗ − 6C̃R∗ T̃ s
.
36C̃ + 6C̃ T̃ s

(45)

The numerator order of Z̃C,2 (s) can be reduced by solving
2T̃ − 36C̃R∗ = 0 ,

(46)

which is accomplished by R∗ = 18T̃C̃ . Extracting the series resistor R∗ leaves behind the impedance
Z̃C,2 (s) =

8T̃ s
T̃
54 + 9T̃ s 2C̃

HAA (s) =

(47)

=

L∗ Z̃C,2 (s)s
L∗ s − Z̃C,2 (s)

(48)

8L∗ T̃ 2 s2
.
108C̃L∗ s + 18C̃L∗ T̃ s2 − 8C̃ T̃ 2 s

(49)

We now apply Brune synthesis, yielding the series combination of capacitor 12 C̃ and resistor 2T̃C̃ shown in Fig. 6a.
So, finally, we have found that the WDF capacitor plus ADAA
filter can be viewed as a circulator terminated on a capacitor C̃
on one port, and the series combination of a capacitor 12 C̃ and
a resistor 2T̃C̃ on the other port.2 A disadvantage of this derivation, compared to the one presented in §3.2, is that it involves the
slightly unusual electrical element of the circulator, which perhaps
only microwave engineers are comfortable reasoning with. But,
it has the advantage that it makes a clear distinction between the
original capacitor (C̃) and the circuit elements that are added by
the ADAA filter (the circulator, capacitor 21 C̃, and resistor 2T̃C̃ ),
whereas in our earlier derivation, they are inextricable mixed together. Thinking back to our earlier discussion on how T̃ and C̃
should be set, this adds another layer of richness—because the capacitor and resistor that are part of the ADAA filter depend on the
original capacitor C̃, it would appear that there is no adjusting the
ADAA filter without adjusting the original capacitor itself.

The denominator order of Z̃C,3 (s) can be reduced by solving
108C̃L∗ s − 8C̃ T̃ 2 s = 0 ,

(50)

2

2T̃
which is accomplished by L∗ = 27
. Extracting the series inducC̃
tance L∗ leaves behind the impedance

Z̃C,3 (s) =

8 T̃
.
9 2C̃

(52)

Recalling that the port resistance ZAA = 2T̃C̃ , we can use (12) to
find the continuous-time impedance


4 + T̃ s T̃
ZAA,C (s) =
.
(53)
2C̃
T̃ s

Z̃C,2 (s) has a zero at s = 0, telling us we can extract a shunt
inductor, which we’ll call L∗ , leaving behind a reduced impedance
Z̃C,3 (s). The relationship between these impedances is
Z̃C,3 (s) =

2
.
2 + T̃ s

(51)

Z̃C,3 (s) has no dependence on s, so it is a termination resistor of
T̃
value 94C̃
. This concludes the synthesis procedure.
B. APPENDIX: ALTERNATIVE WDF DERIVATION

B.2. Alternative inductor derivation
The inductor derivations shown in Fig. 5a–5c (taking the ± as a
− and the port resistance as 2T̃L̃ ) and Fig. 6b, proceeds exactly
as for the capacitor. The derivation of the circuit for the ADAA
filter itself starts identically, since it is the same filter as for the
capacitor. Beyond the continuous-time reflectance, the different
port resistance comes into play, and the Brune synthesis yields a
different circuit, as illustrated in Fig. 6b. In fact, it is identical
except that all the impedances are just scaled by 2T̃L̃ / 2T̃C̃ = 4T̃C̃2L̃ .
However, despite this scaling, the filter still comprises a resistor
and a capacitor—it is not the dual of the ADAA filter as applied
to the capacitor. Still, when all four elements are combined (the
two capacitors, resistor, and circulator), the resulting impedance is
indeed the dual of the ADAA’d capacitor.

In §§3–4, we used the wave variable transformation and inverse
BLT to find a continuous-time impedance function corresponding
the ADAA’d WDF capacitor, then finding a corresponding RLC
circuit using Brune synthesis. This Appendix presents an alternative perspective, based on recognizing common one- and threeport WDF building blocks, and still a little bit of Brune synthesis.
Here we only consider 1st-order ADAA for brevity.
B.1. Alternative capacitor derivation
Taking the ± as a + and the port resistance as 2T̃C̃ , Fig. 5a shows
the signal flow graph of a WDF capacitor with an applied 1st-order
ADAA filter. We know already this is formed by cascading an
adapted WDF capacitor (a unit delay z −1 with port resistance 2T̃C̃ )
with the ADAA filter from Eqn. (5).

2 From
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ABSTRACT

methods are formally second-order accurate, the convergence rate
could be impacted by too low a tolerance threshold. For the same
reason, numerical instability can occur.
The question of accuracy may be approached in terms of orderaccuracy; higher-order accurate schemes have faster convergence
rates. Standard convergence rates hold in the low-frequency limit,
but for the purpose of rendering high-quality audio, one is usually interested in wideband numerical behaviour. First-order accurate schemes were shown to be less prone to spurious oscillations
than the trapezoid rule, for high input voltages in the diode clipper
[17]. Control over numerical bandwidth expansion (aliasing) is
also of prime importance for audio applications, and higher-order
schemes may not have better behaviour in this respect.
In this work, the possibility of exploiting non-iterative schemes
for state-space models is explored. A number of schemes is presented, such that the update can be computed explicitly, without
iterative methods, though requiring the solution of a linear system.
Methods of this kind are said to be linearly- (or semi-) implicit
[18, 19]. A family of schemes of increasing order of accuracy is
constructed. A scheme, formally first-order accurate, is presented.
The scheme is unconditionally stable, non-iterative, and capable
of reducing aliased frequencies in amplitude. A number of numerical tests, using both Matlab and C++ implementations, show
that the non-iterative schemes compare favourably to trapezoid and
midpoint, in that they can run at higher rates with reduced aliasing, including input/output resampling, whilst using roughly the
same amount of CPU resources. Such methods have the additional
advantage of sidestepping the machinery of iterative methods (including design choices such as the maximum number of iterations
and tolerance).
The article is structured as follows. In Section 2, non-iterative
schemes are introduced, and formal proofs of accuracy, stability
and convergence are given. The properties of the trapezoid and
midpoint methods are also outlined, and stability conditions given
for cases of interest in virtual-analog. Section 3 presents the case
of the diode clipper, described by a single stiff differential equation, and in Section 4 the more involved case of the ring modulator
is presented. Numerical examples are presented throughout.

In this work, a number of numerical schemes are presented in the
context of virtual-analog simulation. The schemes are linearlyimplicit in character, and hence directly solvable without iterative
methods. Schemes of increasing order of accuracy are constructed,
and convergence and stability conditions are proven formally. The
schemes are able to handle stiff problems very efficiently, because
of their fast update, and can be run at higher sample rates to reduce
aliasing. The cases of the diode clipper and ring modulator are
investigated in detail, including several numerical examples.
1. INTRODUCTION
The design of effective numerical integrators for audio rendering
requires a balance between accuracy and efficiency, alongside the
overriding constraint of stable operation. In virtual-analog simulation of electronic circuits, established designs, such as the trapezoid or the midpoint methods [1, 2] are preeminent. These methods have the virtue of simplicity and robustness: in particular, they
have the interpretation of a bilinear transform under linear conditions, in the frequency domain [3].
The trapezoid method underlies Wave Digital Filters (WDF)
[4] guaranteeing passivity in the discrete case for linear systems.
Wave-based methods have been extended to include many nonlinear systems, see e.g. [5, 6, 7, 8], as well as general linear multistep
integrators with variable step size [9].
Kirchhoff-domain methods include Port-Hamiltonian Systems
(PHS) [10, 11]. These are a generalisation of Hamiltonian systems
including energy storage components, dissipative components, and
connection ports. They have the property of preserving passivity in
the discrete setting, when discretisation is performed via the quotient method [12], which is a type of implicit numerical method.
State-space models are also prominent [13, 14, 15].
For nonlinear systems, most passivity-preserving numerical
integrators require the solution of a system of algebraic nonlinear
equations at each time step. This is usually accomplished iteratively, via suitable algorithms such as Newton-Raphson. While
the implementation of algebraic root-finders poses little difficulty
in theory, the questions of existence and uniqueness of the update,
as well as that of tolerance thresholds present problems of their
own which do require some care [16]. For example, while these

2. PRELIMINARIES
Consider first a basic scalar test problem of the form
dx
= −f (x)
x(0) = x0
(1)
dt
This equation is zero-input and nonlinear but autonomous (so that
the dependence of the nonlinear function f on time is through its

Copyright: © 2021 Michele Ducceschi et al. This is an open-access article distributed under the terms of the Creative Commons Attribution 3.0 Unported License,
which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.
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argument x(t) only, and not on any externally supplied control signal). It describes the time evolution of a time-dependent quantity
x (such as e.g. voltage in a virtual analog application), and is initialised with x(0) = x0 . Existence and uniqueness of the solution
to (1) are guaranteed under the assumption of Lipschitz continuity
for f [1]. Furthermore, the function f is further assumed to satisfy
the following conditions:
sign(x) = sign(f (x))
for ϵ small, there exists M : |f (x)/x| < M, for |x| < ϵ
f ′ (x) = df /dx ≥ 0

Now, define α = (k/2)(f /x). From the above, one has

1 + αn+1 xn+1 = (1 − αn ) xn
Given x̄n = xn (1 + αn ), one gets
x̄n+1 =

(2a)
(2b)
(2c)

2.1. Finite Difference Schemes
Equation (1) will be integrated numerically using a time-stepping
method with constant time step k (in seconds, with associated sample rate fs = 1/k). Here, the notation for the time step is borrowed
from [1], as opposed to the h notation presented in other textbooks
such as [2]. Since k will never be used to denote an index, this
should not generate confusion. The continuous function x(t) is
approximated by a time series xn at times tn = kn for integer n.
The error E n at time step n is defined as

xn+1 − xn
δ+ x =
,
k

Another popular integrator is given by the midpoint method,

(3)

xn+1 + xn
µ+ x =
2
n

δ+ xn = −f (µ+ xn )

f n+1 + f n
µ+ f =
2

where

n

(4)

n

f ≜ f (x )

δ+ (xn )2 /2 = −f (µ+ xn )µ+ xn ≤ 0

The midpoint rule also requires the solution of a nonlinear algebraic equation at each time-step. Under linear conditions, both the
trapezoid rule and midpoint rule have the interpretation of a bilinear transformation in the frequency domain.

A standard integrator is obtained by applying trapezoidal integration of (1) on the interval tn ≤ t ≤ tn+1 , yielding

2.1.3. Non-iterative schemes

(6)

Since (2b) ensures boundedness of f near the origin, it is natural to
attempt to evaluate the nonlinear function at the time step n, whilst
maintaing a semi-implicit realisation via multiplication by the factor µ+ xn /xn . Thus, consider the following family of schemes,
approximating (1):

This is a one-step method, belonging to the more general family
of implicit Adams-Moulton methods, i.e. a class of linear multistep methods [1]. Detailed analysis of accuracy, convergence and
stability of scheme (6) are given in many textbooks on numerical
integration, see e.g. [1, 2], and are briefly recalled here. In particular, the method is second-order accurate, i.e. |E n | = O(k2 ).
Since the global error is bounded, the method is, in general, zerostable (see e.g. [1] for a definition of zero-stability), and therefore
convergent for sufficiently small k. Because f here also satisfies
conditions (2a) and (2b), scheme (6) is in fact unconditionally stable. To see this, one expands out the operators in (6) to get
xn+1 = xn −


k n+1
f
+ fn
2

(11)

(5)

2.1.1. Trapezoid method

δ+ xn = −µ+ f n

(10)

Like the trapezoid method, this scheme is second-order accurate,
i.e. |E n | = O(k2 ). In general, this method is zero-stable, but
owing to the sector-boundedness property (2a), it is in fact unconditionally stable. This is proven easily by multiplying both sides
of (10) by µ+ xn , to get

Similar definitions hold when the operators are applied to the function f , rather than on x itself, so that
n

(9)

2.1.2. Midpoint method

Definitions of time difference and averaging operators are given
here as
n

1 − αn n
x̄
1 + αn

But, because f is sector-bounded to [0, ∞], one has α ≥ 0, and
hence |x̄n+1 | ≤ |x̄n |, and the solution decays monotonically in x̄.
Because |x| < |x̄|, the solution remains bounded in |x|.
Due to its stability properties and simple design, the trapezoid
method is a popular choice for nonlinear systems such as those encountered in state-space models, see e.g. [13]. The main drawback
is its fully implicit character, requiring the solution of a nonlinear
algebraic equation at each time step (in this case (7)). In general,
a root-finding algorithm such as Newton-Raphson will be necessary. This results in various well-known practical difficulties, including the problem of choosing an appropriate threshold in the
root-finding algorithm, a maximum number of iterations to preclude stalling, as well as the undesirable characteristic of variable
operational cost at each time step, due to variations in the number
of iterations required [16].

The first condition is referred to as sector-boundedness, here to
sector [0, ∞], the usual condition for passivity; the second condition enforces boundedness of f /x at the origin; the third condition
(typical for virtual-analog systems) expresses monotonicity of f .

E n ≜ xn − x(tn ) ̸= 0

(8)


fn
1 + σpn δ+ xn = − n µ+ xn
x

(12)

Here, σpn = σpn (k) is a coefficient depending on the current timestep n, as well as on an order p. The coefficient σp may be chosen
so that scheme (12) satisfies increasing orders of accuracy. This
technique has strong links to the modified equation methods, such
as the ones presented in [20]. Using Taylor series arguments, one

(7)
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can work out expressions for σpn as (see also Appendix A):
′

σ1 = akf


k
f
σ2 =
f′ −
2
x
2

k
(f ′ )2 − 2f f
12
k3 2 ′′′
σ4 = σ3 +
f f
24

σ3 = σ2 +

2.2. Sources
In the examples below, (1) will be modified to include a timedependent source term as follows

(13a)
(13b)
′′ 

dx
= −f (x) + u(t)
dt

(13c)

In the discrete setting, in order to preserve the order of accuracy to
at least second-order, one may approximate the source term as

(13d)

u(tn ) → µ+ un

In (13a), a ≥ 0 is a free parameter. In these schemes, the nonlinear
functions are evaluated at previous time-steps, hence the update
may be computed simply as
xn+1 =

1 − βpn n
k (f n /xn )
x , with βpn =
n
1 + βp
2 1 + σpn

(15)

(16)

A stability analysis including the source term may be carried out,
though it is not shown here for brevity.

(14)

3. CASE STUDY: DIODE CLIPPER

Methods of this kind are sometimes referred to as semi-implicit
or linearly-implicit methods [18, 19], in that the implicit update is
linear in xn+1 . In the vector case, such as in the ring modulator
below, this translates to the solution of a linear system per update.
Using standard arguments, such as those presented in Appendix
A, one may demonstrate that |E n | = O(kp ). Hence, the schemes
are pth -order accurate, zero-stable and convergent in the limit k →
0. See Figure 1 for a demonstration of order of accuracy for these
schemes in the case of a cubic nonlinearity. Stronger forms of stability, allowing for stable computations with a given value of k,
rather than just in the limit k → 0, can be given. Stability conditions follow immediately from a cursory examination of (14): if
βp ≥ 0 (i.e. when 1 + σp > 0), then the numerical solution is
monotonically non-increasing at all time steps. By virtue of conditions (2), one has σ1 ≥ 0 and therefore the first-order accurate
scheme is unconditionally stable. If f ′ ≥ f /x, then σ2 ≥ 0 and
therefore the second-order accurate scheme is also unconditionally
stable in this case. Similar sufficient conditions can be checked for
the higher-order schemes, and this can be done on a case-by-case
basis.

Outside of its relevance in the context of virtual-analog simulation, the diode clipper is particularly interesting from a numerical
standpoint. Explicit numerical designs (such as e.g. Forward Euler, or the Runge-Kutta RK4 scheme) are known to fail here, unless the time step is chosen to very small values compared to the
timescales of the computed solution [19]. The differential equation is stiff in this case, as the exponentially-unbounded nonlinearity accounts for a fast variation in the transients of the computed
solution. For these reasons, the diode clipper is used extensively
as a test case for numerical designs. Yeh et. al. [19] tested several classic numerical integrators; Werner et. al. [7] presented a
WDF realisation; Falaize and Hélie [10] presented a PHS discretisation; Fontana and Bozzo [16] investigated the system in terms of
basins of attraction for Newton-Raphson; Holters [21] presented
an antiderivative-antialiasing scheme; Parker et. al. [15] turned to
neural networks.
Following e.g. [19], a model, comprising input, is given in the
form (15), where
 
v(t)
x
2Is
x
f (x) =
+
sinh
, u(t) =
.
(17)
RC
C
vt
RC
Here, v(t) and x(t) represent, respectively, the input and output
voltages. Constants are given as: resistance R = 103 Ω, capacitance C = 3.3 · 10−8 F, saturation current Is = 2.52 · 10−9 A
and thermal voltage vt = 2.6 · 10−2 V. Here, f (x) clearly satisfies
conditions (2). Furthermore, in this case f ′ ≥ f /x, and hence the
second-order non-iterative scheme is also unconditionally stable.
3.1. Numerical Experiments
As a first experiment, consider Figure 2. The schemes are run
using an input of the form of a sinusoid of increasing amplitude.
The waveforms present in all cases comparable errors. Yeh et al.
[19] observed that low-order methods are sufficient for the purpose
of rendering audio signals, and this observation is confirmed here.
The bandwidth expansion due to the stiffening nonlinearity is
visible in Figure 3. The figure presents the output spectrograms
to an input linear sine sweep with constant peak amplitude. One
observes that lower-order schemes perform somewhat better in
this respect, with some evident aliasing taking place for the third
and fourth-order accurate schemes. It is known that anti-aliasing
can be achieved with the use of antiderivatives of the nonlinearity [22, 23, 21]. Here, higher-order schemes work in the opposite

Figure 1: Global error |E n | using a cubic nonlinearity, as a
function of sample rate. Here f (x) = x3 , and x(t) =
−1/2
2t + x−2
sign(x0 ). Here, x0 = 1.3, and the error is com0
puted at t = 0.2 s. For the trapezoid and midpoint rules, NewtonRaphson is used for the update, with a tolerance threshold set at
10−15 .
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Figure 2: Diode clipper. Response to an input sinusoid. Here, the
input is v(t) = v0 sin(1000πt), with v0 as indicated in each panel.
Simulations are run at 4X audio rate, and the error is computed as
the difference between each simulation, and a 100X oversampled
solution. Trapezoid integration is solved using Newton-Raphson
with tolerance threshold 10−15 . Colour scheme: trapezoid (solid
black), p = 1, a = 1 (blue, dash-dotted), p = 3 (solid grey),
p = 4 (dashed magenta). Resampling to audio rate is achieved by
means of a 12th order Butterworth filter, with normalized cutoff
frequency 0.8π.

sense, through the use of higher derivatives of the nonlinear function, leading presumably to the increased effects of aliasing with
order. Furthermore, higher order schemes have a higher frequency
bandwidth and the lack of information of sampled discrete timestepping yields aliasing of the high-frequency spectrum (indeed,
sampling the exact solution x(t) would also lead to aliasing.)
Sound examples are available at [24], and Matlab sample code,
illustrating the use of the non-iterative scheme p = 1 in the diode
clipper case, is given in Appendix B.
The performance of the schemes depends on a number of factors. For the iterative schemes, one needs to decide on an appropriate tolerance threshold to exit the iterative loop. Generally, one
wishes to compute a solution with sufficient accuracy, while avoiding an excessive number of iterations. Because the stiffening of the
system due to the nonlinearity will result in a higher number of iterations, one must be careful when setting an upper bound on the
number of iterations. On the other hand, the non-iterative schemes
work at a fixed, predictable cost per time step.
For the new designs presented here, a higher oversampling
factor is generally required, under stiff conditions, to reduce aliasing. However, given the simplicity of the update, it may still be
cheaper to use the oversampled non-iterative schemes, including
resampling, than the iterative schemes at audio rate, particularly
for systems requiring linear system solves at each iteration, such
as the ring modulator below. Leaving aside the cost of resampling,
one may argue that the non-iterative schemes p = 1, p = 2 require roughly the same number of operations per time-step as the
iterative schemes need per iteration—that is, two nonlinear function calls, and a similar amount of multiplies and divides. It is
appropriate, then, to run the non-iterative schemes at higher rates,

Figure 3: Diode clipper. Response spectrograms for a linear sine
sweep, v(t) = sin(γ0 t2 ). Trapezoid and midpoint are run using Newton-Raphson with tolerance threshold 10−15 , at 2X audio
rate. The non-iterative schemes are run at 4X audio rate. Sound
examples available at [24].

and to compare the performances of these against the trapezoid
and midpoint methods. Considering now Figure 4, it is seen that
the iterative schemes require an average of about 5 or 6 iterations
at audio rate. It was decided then to run the non-iterative schemes
at an oversampling factor of 4.
The role of the free parameter a in (13a) may be better understood by inspection of Figure 5: choosing a higher value will
result in lower aliasing overall, as well as higher low-pass filtering. In general, one wishes to work at higher rates here, in order
to avoid too steep a roll-off at frequencies of interest in the high
range, though one may compensate by equalising the output accordingly.
4. CASE STUDY: RING MODULATOR
The purpose of this section is to test the non-iterative schemes in
the case of a system of nonlinear equations. A mathematical model
of the system was given in [25]. Similarly to the diode clipper, the
ring modulator was treated in several works, see e.g. [26, 27, 9,
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where
S=

 ⊺
A
0


0
, Hc = [−1, −1, 1, 1, 0]⊺
0

(22)

Finally, vc (t), vm (t) are the carrier and modulator input voltages.
Here, the nonlinear current-voltage relationships are given by the
Shockley diode equation, i.e.


f (w) = Is ew/vt − 1
(23)
Figure 4: Diode clipper. Iterations of Newton-Raphson. Response
to input sine, v(t) = 4 sin(1000πt). The trapezoid and midpoint
methods are run at an audio rate, using Newton-Raphson with tolerance threshold 10−15 .

which clearly satisfies conditions (2). It is remarked that the vector f containing the nonlinearities is here composed of four scalar
nonlinearities depending on a single scalar input, and hence conditions (2) may be checked easily componentwise.
Constants are given as: Is = 40.63 · 10−9 A, vt = 5.63 · 10−2
V, C0 = Cp = 10−8 F, L0 = 0.8 H, Ra = 600 Ω, Ri = 50 Ω,
Rm = 80 Ω.
4.1. Finite Difference Schemes
The numerical schemes used here are an extension to the vector
case of the schemes presented above. In the zero-input case, the
trapezoid and midpoint methods are obtained as, respectively,
δ+ xn = −Bµ+ xn − Dµ+ f n
δ+ xn = −Bµ+ xn − Df (µ+ wn )

Only the first and second-order non-iterative methods will be considered here. They read

n
n
n
(25)
1 + σn
p δ+ x = −Bµ+ x − DFw µ+ w

Figure 5: Diode clipper. Response to linear sine sweep, v(t) =
sin(γ0 t2 ), illustrating the role of the free parameter a in (13a).
Simulations are run at 4X audio rate. Resampling to audio rate is
achieved by means of a 12th order Butterworth filter, with cutoff
frequency 0.8π. Colour scheme: trapezoid (black), midpoint (red),
p = 1, a = 2.0 (grey), p = 1, a = 4.0 (blue).

where


k
σ 1 = ak DF′ S + B , σ 2 = D F′ − Fw S
  2


f
df
Fw = diag
, F′ = diag
w
dw

16]. The system may be written compactly as
dx
= −Bx − Df (w) + Hm vm (t)
dt

(18)

C−1 R
L−1 T⊺




 −1
−C−1 T
C A
, D=
0
0


0
,
0

(19)

Here, x = [q⊺ , i⊺ ]⊺ . The vector q = [q1 , q2 , q3 ]⊺ contains state
voltages, and the vector i = [i1 , i2 ]⊺ contains state currents. The
output is y = q2 . In (18), the linear part has been separated out
from the nonlinearity, for ease of notation, but one should easily recognise that (18) is the vector equivalent of (15), with input
um = Hm vm (t). The matrices are composed of constant coefficients from the circuit resistors, capacitors and inductors, and are
as: C = diag([C0 , C0 , Cp ]); R = diag([1/RM , 1/RA , 1/RI ]);
Hm = [1/C0 RM , 0, 0, 0, 0]⊺ , L = diag([L0 , L0 ]). Moreover,




1
−1 1 −1
1 0
1
−1
1
1 −1 , T = 0 1
(20)
A=
2 −2 −2 2
2
0 0

in+1 = in − kL−1 T⊺ µ+ qn

(26b)

(27)

One can then work with the voltages q alone, thus reducing the
size of the implicit update to 3 × 3.
4.2. Numerical Experiments
The responses to sine sweeps are visibile in Figures 6 and 7. Note
that the non-iterative schemes are here run at higher rates, since the
comparison here is drawn according to compute times: all simulations take roughly the same time to run in C++, as detailed below
and seen in Figure 8. Clearly, the non-iterative schemes present
much lower aliasing than trapezoid and midpoint.

The vector f = [f (w1 ), f (w2 ), f (w3 ), f (w4 ), 0]⊺ includes the
nonlinear current-voltage relationships depending on the voltages
w = [w1 , w2 , w3 , w4 , 0]⊺ , defined as
w = Sx + Hc vc (t)

(26a)

The first-order non-iterative method is unconditionally stable (for
a ≥ 0), because the eigenvalues of the matrix σ 1 are non-negative.
For σ 2 , a condition on k arises formally (not shown here for brevity),
though practically it is met using reference time steps. Hence, both
schemes can be treated as absolutely stable.
For all schemes, the modulator and carrier source terms can be
n
approximated as, respectively, Hm µ+ vm
, Hc µ+ vcn .
Though these schemes have been written compactly as 5 × 5
systems, it is convenient to reduce the size of the update by expressing the currents in terms of the voltages. For all schemes this
is accomplished as

where
B=

(24a)
(24b)

(21)
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Figure 8: Ring Modulator. C++ compute times for one second of
output. Here, the carrier is vc (t) = max (vc ) sin(2000πt). The
modulator input is vm = sin(2000πt). Colour scheme: trapezoid
at audio rate (red), trapezoid at 2X audio rate (black), p = 2 at
4X audio rate (green). Linear systems are solved using Gaussian
elimination, and resampling time is included. For trapezoid at 2X,
14 ms are attributed to resampling, while for p = 2, 22 ms are
attributed to resampling.

Figure 6: Ring Modulator. Response spectra to linear sine sweep,
vm (t) = sin(γ0 t2 ). The carrier input is vc = 0.2 sin(1000πt).
Sample rate as indicated in brackets. Sound examples available at
[24].

Most importantly, the run times of the non-iterative schemes
are insensitive to stiffness, as visible in Figure 8. As pointed out
previously, whilst both trapezoid and midpoint will require more
iterations per time step as the input carrier amplitude is increased,
the non-iterative schemes will always operate at the same cost.
This is a particularly important aspect in view of any real-time
application requiring a precise allocation of CPU resources.
Here, real-world C++ performance of two versions of the ring
modulator system are compared, i.e. the trapezoid method and
p = 2. The first uses the Newton-Raphson iterative method and
runs at an audio rate of 44.1kHz. The second runs at four times the
rate, 176.4kHz. This requires both up-sampling of the input signal
and down-sampling of the output, which is included in the testing.
The CPU time was measured to run each system for 1 second of
audio rate output, so 44100 time-steps for the iterative version and
176400 time-steps for the non-iterative.
A brief description of the algorithms in terms of their computations at each time-step is given here. The calculations are predominately algebraic, with the exception of calls to the exponential
function. It is a vector system with a state size of three elements, so
the calculations consist of additions and multiplications on small
vectors and matrices. There is also a linear system solve on a 3 × 3
matrix, which is performed using a simple Gaussian elimination.
For the iterative version, the steps are:
1. Update the current state using six vector multiplications and
additions, and a matrix by vector multiplication.

Figure 7: Ring Modulator. Response spectra to linear sine sweep,
vm (t) = sin(γ0 t2 ). The carrier input is vc = 0.2 sin(2000πt).
Sample rate as indicated in brackets. Sound examples available at
[24].

2. Perform Newton-Raphson iterations of:
(a) Set up a 3 × 3 matrix M using a matrix by vector
multiplication, and two matrix by matrix multiplications.
(b) Linear system solve on M.
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(c) A further matrix by vector multiplication, and three
calls to the exponential function std::exp().

ropean Research Council (ERC), under grant 2020-StG-950084NEMUS.

(d) Find the maximum absolute value of a vector, and
check the tolerance level.
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(12) is at least zero-stable, and therefore convergent for a small
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B. MATLAB SAMPLE CODE

[25] R. Hoffmann-Burchardi, “Digital simulation of the diode ring modulator for musical applications,” in Proc. Digital Audio Effects (DAFx08), Espoo, Finland, Sep, 2008.

%+++++++++++++++++++++++++++++++++++
%
Diode Clipper
%
p = 1 non-it scheme
%+++++++++++++++++++++++++++++++++++

[26] J. Parker,
“A simple digital model of the diode-based ringmodulator,” in Proc. Digital Audio Effects (DAFx-11), Paris, France,
Sep, 2011, pp. 163–166.

clear all
close all
%+++++++++++++++++++++++++++++++++++
% custom parameters
base_fs = 44100;
%-- base fs
T
= 0.01 ;
%-- time
OFNIT
= 1 ;
%-- oversampling
Is
= 2.52e-9 ; %-- sat curr
vt
= 26e-3 ;
%-- th volt
C
= 33e-9 ;
%-- cap
R
= 1e3 ;
%-- res
AmpV
= 1;
%-- input amp
sinF
= 200 ;
%-- input freq
a
= 2.0 ;
%-- free param.
%+++++++++++++++++++++++++++++++++++
% derived parameters
fs
= base_fs*OFNIT ;
k
= 1 / fs ;
Ts
= floor(T*fs) ;
tv
= (0:Ts-1).’/fs ;
vi
= AmpV*sin(sinF*2*pi*tv) ;
c1
= 1/R/C;
c2
= 2*Is/C;
c3
= c2/vt;
c4
= 1/vt ;
%+++++++++++++++++++++++++++++++++++
% init
outNIT
= zeros(Ts,1) ;
x
= 0.00 ;
%+++++++++++++++++++++++++++++++++++
% main loop
for n = 2 : Ts

[27] A. Bernardini, K. Werner, P. Maffezzoni, and A. Sarti, “Wave digital
modeling of the diode-based ring modulator,” in Audio Engineering
Society Convention 144, Milan, Italy, May, 2018.

A. PROOF OF ORDER-ACCURACY
Consider the solution x(t) to (1). The location truncation error τ n
is obtained by applying scheme (12) to x(t), i.e.

f
1 + σpn δ+ x + µ+ x = τpn
x
Taylor-expanding about tn = kn, for small k, yields
!

p−1
X
km
dm
dx
τp =
+
f
+ O(kp )
m
(m
+
1)!
dt
dt
m=0

(28)

(29)

It will now be shown, using a standard proof (see e.g. [1]), that
the global error E n for the non-iterative scheme (12), as defined
in (3) respects the same order of accuracy as the local truncation
error τ n , as given in (29). To do so, one subtracts (28) from (12),
to get

vin
= c1*vi(n) ;
xvt
= c4*x ;
sh
= sinh(xvt) ;
ch
= sqrt(1 + sh * sh) ;
f
= x*c1 + c2*sh ;
fx
= c1 + c2*sh/x ;
if abs(x) < 1e-13
fx = c1 + c3 ;
end
fp
= c3*ch + c1;
sigma
= q*k*fp
;
x
= ((1+sigma)*x-0.5*k*f+k*vin)/(1+sigma+0.5*k*fx) ;
outNIT(n-1) = x ;

E n+1 = E n −(k+O(k2 )) (f (xn ) − f (x(tn )))+(k+O(k2 ))τpn
Then, one takes absolute values on both sides, and using the triangle inequality on the right-hand side, one gets
|E n+1 | ≤ |E n | + k |f (xn ) − f (x(tn ))| + k|τpn |

end
%+++++++++++++++++++++++++++++++++++
% plot
plot(tv,outNIT);
grid on;
xlabel(’t (s)’) ; ylabel(’x (V)’)
%+++++++++++++++++++++++++++++++++++

(30)

Because f is Lipschitz-continuous, one has
|f (x) − f (y)| ≤ L|x − y|

(31)

Here, L ≥ 0 is the Lipschitz constant, and x, y ∈ dom(f ). Owing
to Lipschitz-continuity of f , one gets
|E n+1 | ≤ |E n |(1 + kL) + k|τpn |

(32)

By induction, one may show from here that
|E n | ≤ (1 + kL)n |E 0 | + k

n
X
(1 + kL)n−r |τpr−1 |

(33)

r=1
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ABSTRACT
This paper presents an application of the port Hamiltonian formalism to the nonlinear simulation of the OTA-based Korg35 filter circuit and the Moog 4-pole ladder filter circuit. Lyapunov analysis is
used with their state-space representations to guarantee zero-input
stability over the range of parameters consistent with the actual
circuits. A zero-input stable non-iterative discrete-time scheme
based on a discrete gradient and a change of state variables is
shown along with numerical simulations. Simulations show behavior consistent with the actual operation of the circuits, e.g.,
self-oscillation, and are found to be stable and have lower computational cost compared to iterative methods.
1. INTRODUCTION
Virtual analog modeling of electronic circuits for audio applications dates back to work on linear circuits such as the linearized
Moog VCF [1] and the ’59 Fender Bassman Tone Stack [2]. Early
attempts at the modeling of nonlinear audio electronic circuits include work by Schimmel [3, 4], Huovilainen [5] and Yeh [6, 7, 8,
9, 10, 11].
One major concern is robust behaviour, and in particular the
maintenance of numerical stability under nonlinear conditions; standard numerical integration strategies may not guarantee stability,
and are thus prone to failure in a practical setting. Various simulation frameworks have emerged, including wave digital filters
(WDFs) [12, 13, 14, 15], a modularized simulation framework operating using wave variables and scattering operations, and newer
approaches are based on discrete energy conservation and more
generally passivity (also enforced using WDFs), but operate directly using physical quantities such as voltage and current. The
port Hamiltonian (pH) [16] approach is one such methodology,
and forms the basis for the work presented in this paper.
One drawback of the use of such methods (compared, e.g.,
with simpler numerical designs without a stability guarantee, such
as forward Euler) is a reliance on iterative solvers such as NewtonRaphson iterations. An example of the use of Newton-Raphson
iterations for modeling the Moog 4-pole ladder filter is [17]. However, for a special class of pH systems as described in [18] and
reviewed here in Section 2.2.1, a non-iterative scheme can be obtained by performing a change of state variables. The resulting
scheme does not require an iterative method to solve for the state

update. Computational cost relative to iterative methods is substantially reduced. Perhaps more importantly, many additional design considerations following from the use of iterative solvers can
be sidestepped: these include convergence guarantees; the choice
of tolerance and maximum number of iterations; choice of initial
value; and the undesirable property (in audio) of variable load if
the number of iterations changes from one time step to the next.
Where applicable, this method is used in this work.
The contents of this paper are as follows. Section 2 is a review
of the port Hamiltonian (pH) simulation framework, including the
discretization of pH systems using a discrete gradient scheme, and
an explicit scheme using a state change for a specific class of pH
systems. In Section 3, the zero-input Lyapunov stability properties
of the OTA based Korg35 LPF and the Moog 4-pole ladder filter
along with their zero-input stable discrete-time schemes are presented. Numerical results appear in Section 4 and some concluding remarks and suggestions for future work appear in Section 5.
2. PORT HAMILTONIAN METHODS
2.1. Mathematical Formulation
Input-State-Output Port Hamiltonian Systems [16, 19] are a special case of port Hamiltonian (pH) Systems whose dynamical equations are of the form
ẋ = (J(x) − R(x)) ∇H(x) + G(x)u
T

y = G(x) ∇H(x).

(1a)
(1b)

In the above,
• x ∈ RN represents the state variables of the system.
• u ∈ RM represents the input sources.
• y ∈ RM represents the output flows corresponding to the
input sources.
• H(x) ∈ R is the Storage Function or Hamiltonian.
• J(x) ∈ RN ×N is a skew-symmetric matrix corresponding
to the power exchanges between energy storing elements.
• R(x) ∈ RN ×N is a symmetric positive semidefinite matrix corresponding to the power exchanges between energy
storing and energy dissipating elements.
• G(x) ∈ RN ×M is an input matrix.

Copyright: © 2021 Mohammed Danish et al. This is an open-access article distributed under the terms of the Creative Commons Attribution 3.0 Unported License,
which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.

Dots above variables, as in ẋ, denote time derivatives, and ∇ represents the gradient with respect to x. Using the chain rule, the skewsymmetry of J(x), and the positive semidefiniteness of R(x) we
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have an energy balance

2.2.1. Explicit Scheme

Ḣ(x) = −∇H(x)T R(x)∇H(x) + yT u
T

=⇒ Ḣ(x) ≤ y u.

To avoid the need to employ an iterative method such as NewtonRaphson to compute the state update when the storage function is
not quadratic, we perform a change of variables so that the storage
function is quadratic in this transformed state space. In [18], a
variable change is proposed for pH systems with storage function
satisfying
∂H
sgn(xi )
(x) > 0 ∀ i, x.
(9)
∂xi
P
For separable storage functions, H(x) = i Hi (xi ), where H(x)
is, as always, positive definite so that Hi (0) = 0, this change of
state is given by
p


sgn(x1 )pH1 (x1 )

√ 
 sgn(x2 ) H2 (x2 ) 
x = 2
(10)
 = f (x).
..


.
p
sgn(xN ) HN (xN )

(2)
(3)

If H(x) is a positive definite function, then the system is passive
and is thus zero-input stable [20].
The storage function is usually the total physical energy in the
system, as can be seen in the examples in [16] and in [19, 21, 22].
However, the storage function being a true physical energy is not
necessary. As long as H(x) is positive definite, passivity and thus
zero-input stability can be guaranteed.
For brevity, we denote S(x) = J(x) − R(x). Also, in this
work, we simply show zero-input stability directly and ignore the
output flows, y, for the analyses since (3) will then hold when y is
defined as in (1b).
2.2. Discrete Gradient Scheme
The pH system may be discretized while preserving passivity by
following the discrete gradient method outlined in [19] and [18].
The key is to ensure a discrete version of the chain rule is satisfied
by the discrete gradient, i.e.,
T

H(x + δx) − H(x) = ∇d H(x, δx) δx.

For general storage functions, [18] provides a suitable change of
variables as well. This transformation yields a pH system in x,
ẋ = S(x)∇H(x) + G(x)u,

(4)

where, with g = f

For a quadratic storage function, H(x) = 21 xT Px, with P positive definite, the choice of


1
(5)
∇d H(x, δx) = P x + δx .
2

1 T
x x
2
S(x) = (Jf ◦ g)(x)T S(g(x))(Jf ◦ g)(x)

G(x) = (Jf ◦ g)(x)T G(g(x)),

This finally yields the discretization

−1
k
δxn = k I − S(xn )
(S(xn )xn + G(xn )un )
2

(7a)
(7b)

xn+1 = xn + δxn .

This ensures that an energy balance
H(x

n

T

n

) − H(x ) = k∇d H S(x )∇d H ≤ 0

(12)
(13)
(14)

◦ denotes function composition and Jf (x) is the Jacobian of f in
the following convention,
 ∂f1

∂f2
n
· · · ∂f
∂x1
∂x1
∂x1
∂f2
 ∂f1
n
· · · ∂f
 ∂x2
∂x2
∂x2 
.
Jf (x) = 
(15)
.
.
.
..
 .
..
.. 
.
 .

∂f2
∂fn
∂f1
· · · ∂x
∂xn
∂xn
n

satisfies a discrete chain rule. For general storage functions, a definition of the discrete gradient can be found in [18]. The resulting
discretization of the scheme with time step k and time index n is

n+1

(11)

,

H(x) =

can be verified to satisfy the
P discrete chain rule. For a separable
storage function H(x) = i Hi (xi ), the choice of ∇d H(x, δx)
such that
(
Hi (xi +δxi )−Hi (xi )
, δxi ̸= 0
δxi
[∇d H(x, δx)]i =
(6)
Hi′ (xi ),
δxi = 0

δxn
= S(xn )∇d H(xn , δxn ) + G(xn )un
k
xn+1 = xn + δxn .

−1

(16a)
(16b)

The conversion back to the original state variables can be done
using x = g(x). This scheme is only first-order accurate but the
two-stage form in [18] can achieve second-order accuracy.

(8)

is satisfied under zero-input conditions, so that the discretization
is zero-input stable. This scheme is in general implicit and will
require an iterative method such as, e.g., Newton-Raphson in order to solve for δxn at each time step. If the storage function is
quadratic, H(x) = 12 xT Px, with positive definite P then the discrete gradient is (5) and the discrete gradient rule yields a scheme
that requires a single inversion of an n × n matrix at each time
step to calculate the update, δxt . The scheme above is first-order
accurate. [18] describes a two-stage scheme that is second-order
accurate. For the sake of brevity, this work will only show firstorder accurate schemes, but they can be easily made second order
accurate by using the scheme in [18].

3. EXAMPLES
3.1. Korg35 (Rev. 2)
3.1.1. Circuit Analysis
A reduced form of the OTA-based MS20 filter circuit is shown in
Figure 1. RC stages followed by buffers are realized using OTAs.
A control circuit is able to change R in order to vary the cutoff
frequency, ω = 1/RC. The buffer of the second stage of filter is
combined with a voltage divider of gain K, and used to change the
resonance parameter of the filter. Applying Kirchhoff’s Current
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R

Law (KCL) and the ideal op-amp laws to the input of the op-amp
gives


R2
K 1+
v2 − vf + R2 IDpair = 0,
(17)
R1
where IDpair is the current through the pair of cascaded diodes with
the direction shown in Figure 1. Also, due to the non-inverting amplifier used, we must have |vf | ≥ |Kv2 |, with equality when the
diodes conduct enough to be approximated by a short circuit. Similar to the circuit analyses in [23] and [24], the current due to the
forward-biased diode can be considered to dominate the saturation
current of the reverse-biased diode. This, along with |vf | ≥ |Kv2 |
gives




vf − Kv2
IDpair ≈ −λIsat exp λ
−1 ,
(18)
3nVT

R
1
+

vin

+
−

v1

+
C
−

−

K

+
vf

−
R2 ≈ 3R1

where λ = sgn(v2 ) and sgn(·) is the sign function. Solving explicitly for vf in (17) using the Lambert W function with G =
1 + R2 /R1 ≈ 4 as the non-inverting amplifier’s gain, applying
KCL at the other nodes of the circuit, and scaling the capacitor
voltages to obtain a dimensionless system except for time, we get
  

1 ẋ1
−x1 − αx2 + η(x2 ) − u
=
,
(19)
x1 + (α − 1)x2 − η(x2 )
ω ẋ2

D1

IDpair
R1

D2

Figure 1: Reduced OTA based Korg35 Rev. 2 circuit.

where u is the scaled input voltage, u = vin /Vref , x1 and x2 are
the scaled capacitor voltages, xi = vi /Vref with Vref = 3nVT .
VT = 0.02585V is the thermal voltage of a diode and n is the
emission coefficient of the diode assumed to be approximately
1. ω = 1/RC is the cutoff frequency in radians per second.
α = KG ≥ 0 is the resonance parameter of the circuit. η(x2 )
is the nonlinearity due to the clipping non-inverting amplifier in
the feedback path of the cicuit and is given by
η(x2 ) = λW (β exp(3λαx2 /4 + β)) − λβ

v2

C

3αβ/(4 + 4β). It grows asymptotically to 3α/4 as |x2 | → ∞. A
plot of this function can be seen in Figure 2
A candidate Lyapunov function for this system is
1 1
1
H(x) = x21 + x1 x2 + x22 = xT 21 2 x,
(24)
1
2
2

(20)

which is positive definite. Testing for Lyapunov stability of the
zero-input system with this, we have


η(x2 )
− 2 x22 . (25)
Ḣ(x) = ω (γ(x2 ) − 2) x22 = ω α −
x2

where λ = sgn(x2 ) and β = Isat R2 /Vref . It can also be shown
that x2 η(x2 ) ≥ 0.
The output of the system is the voltage across the second capacitor, vout = v2 = x2 Vref

This is non-positive whenever
3.1.2. Lyapunov Stability Analysis
α≤2+

It will be convenient to write the dynamical equations of the system in a different form. The system is
  
   
1 ẋ1
−1
−γ(x2 )
1
x1
=
−
u,
(21)
1
γ(x2 ) − 1 x2
0
ω ẋ2
|
{z
}
|{z}

For this to hold unconditionally, we must have


η(x2 )
α ≤ 2 + min
x2
8 + 8β
=⇒ α ≤
4+β

G

A(x)

where γ(x2 ) = α − η(x2 )/x2 . To ensure this is well defined for
x2 = 0, we let
η(x2 )
x2

= η ′ (0) =
x2 =0

3αβ
.
4 + 4β

η(x2 )
.
x2

(26)

(27)

which is the condition for the zero-input system to be stable. Stability analysis of the linearization of (19) about x = 0 gives the
same stability condition. This is also consistent with the small signal analysis in [25] when assuming the clipping diodes do not conduct any current at all (β = 0). If ω and α are not time-varying, the
zero-input system is autonomous. Then LaSalle’s invariance principle [20] implies the origin of the zero-input system is globally
asymptotically stable for the condition (27). Further, if ω and α
are time-varying such that (27) is satisfied at all times, the system
is also uniformly stable [20], since the Lyapunov function H(x) is
independent of time.

(22)

In practice, the division by x2 is ill-conditioned for small x2 . A
limiting approximation for small x2 is



η(x2 )
3αβ
3λαx2
≈
1+
(23)
x2
4 + 4β
8(1 + β)2
We also have that the function η(x2 )/x2 grows monotonically
with increasing |x2 |. The minimum value at x2 = 0 is η ′ (0) =
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x2

Ḣ ≤ 0

x∗2
Ḣ ≥ 0

x1

−x∗2

Ḣ ≤ 0
Figure 2: A typical plot of η(x)/x.

For



η(x2 )
η(x2 )
< α < 2 + sup
2 + min
x2
x2
8 + 8β
=⇒
< α < 8,
4+β

Figure 3: Regions of phase space where the Korg35 system necessarily dissipates. Also shown is the velocity field of the system for
x1 large compared to x2 . ±x∗2 are the values of x2 for which (26)
is an equality.



(28)

the system is dissipative for only a part of the phase space as shown
in Figure 3. Simulation for α in this range shows that the system
self oscillates, i.e., the state trajectories fall into a limit cycle. This
behavior is consistent with that of the actual circuit. Rigorously
proving the existence of a limit cycle will require the use of the
Poincaré-Bendixson criterion [20]. Practically, this would involve
finding a closed bounded subset, M ⊂ R2 , of the phase plane
so that the only equilibrium points within it are unstable and all
trajectories starting in M stay in M for all future time. The equilibrium point of the system at the origin is unstable for α satisfying (28). The set M is normally chosen as M = {x : H(x) ≤ c},
where c is large enough so that Ḣ(x) ≤ 0 for all x such that
H(x) = c. However due to the nature of the regions that the
phase plane is split into, as can be seen in Figure 3, such a c does
not exist. This is because no matter how large a c is chosen, the
curve H(x) = c always goes through the strip of the phase space
in which Ḣ(x) ≥ 0 so that Poincaré-Bendixson’s criterion fails
to show the existence of a limit cycle. A more sophisticated way
of searching for a trapping region, M , will be required to be able
to use Poincaré-Bendixson’s criterion to rigorously prove the existence of a limit cycle.
For α ≥ 8, Ḣ(x) ≥ 0 unconditionally and the Lyapunov
analysis fails. Simulation shows unbounded growth of the state
for these values of α.

Lyapunov stability analysis would proceed by requiring


γ(x2 ) − 2 2 − γ(x2 )
∇H(x)
Ḣ(x) = ∇H(x)T
2 − γ(x2 ) γ(x2 ) − 2
{z
}
|
−R(x)

be non-positive. This happens when γ(x2 ) − 2 ≤ 0 which is
identical to the conditions obtained from the earlier analysis.
3.1.4. Discrete Time Scheme
Discretization of (29) can be done directly using the discrete gradient scheme. Since the storage function function is already quadratic,
no state change is required. One of the forms of the (first-order accurate) discretization is

−1
kω
δxn = kω I −
A(xn )
(A(xn )xn − Gun )
2
xn+1 = xn + δxn ,

(31a)
(31b)

with A(x) and G as in (21).
3.2. Moog 4-pole Ladder Filter
From the circuit analyses done in [5, 17, 26, 27, 28], we have the
dimensionless version of the system dynamics of the Moog 4-Pole
Ladder Filter as


− tanh(x1 ) + tanh(u − α4 x4 )
 − tanh(x2 ) + tanh(x1 ) 
1

(32)
ẋ = 
 − tanh(x3 ) + tanh(x2 )  ,
ω
− tanh(x4 ) + tanh(x3 )

3.1.3. Port Hamiltonian Form
The previous conclusions can alternatively be arrived at by rewriting (21) in the form of (1a),


 
1
γ(x2 ) − 2 1 − γ(x2 )
1
ẋ =
∇H(x) −
u.
(29)
3 − γ(x2 ) γ(x2 ) − 2
0
ω
|
{z
}
|{z}
S(x)=J(x)−R(x)

(30)

G
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where u = vin /Vref is the scaled input voltage, xi = vi /Vref , i =
1, 2, 3, 4 are the scaled capacitor voltages, Vref = 2VT , with VT =
0.02585V being the thermal voltage of a diode as before. ω is the
cutoff frequency of the filter in radians per second. α4 = 4r where
r is the resonance parameter of the filter. The output of the filter is
the voltage, v4 = x4 Vref , across the fourth capacitor in the circuit.
Similarly to the identity on the feedback loop in [17], we write
tanh(u − α4 x4 ) = − tanh(α4 x4 ) + γ(α4 x4 , u),

3.2.2. Discrete-Time Scheme
The storage function H(w) satisfies the condition (9), the procedure in Section 2.2.1 can be used to obtain an explicit scheme
that does not require the use of Newton’s iterations. The required
change of state is
p


sgn(w1 )p ln(cosh(w1 ))
√ 

sgn(w2 )dpln(cosh(w2 /d))

z = 2
(43)


sgn(w3 )d2 pln(cosh(w3 /d2 ))
sgn(w4 )(d/α2 ) ln(cosh(α4 w4 /d3 ))

(33)

where


1 − tanh2 (z)
γ(z, u) =
tanh(u).
(34)
1 − tanh(u) tanh(z)
This allows us to represent the system in (32) as

 

γ(α4 x4 , u)
− tanh(x1 ) − tanh(α4 x4 )

 − tanh(x2 ) + tanh(x1 )  
1
0
 . (35)
+
ẋ = 




0
−
tanh(x
)
+
tanh(x
)
ω
3
2
0
− tanh(x4 ) + tanh(x3 )

With f (w) representing this stage change and g(z) representing
the inverse transformation, we obtain the transformed system
ż = S(z)∇H(z) + G(z, u)
where, with g = f −1 ,
1 T
z z
2
S(z) = (Jf ◦ g)(z)T S(g(z))(Jf ◦ g)(z)

Stability analysis of√
the linearization of the system [29] shows it is
stable for 0 ≤ α ≤ 2, i.e., 0 ≤ r ≤ 1.

H(z) =

3.2.1. Lyapunov Stability Analysis

T

G(z, u) = (Jf ◦ g)(z) G(g(z), u).

A more detailed stability analysis can be found in [30].
The state is first transformed by a diagonal scaling
w = Dx,

2

3

D = diag{1, d, d , d }

(36)

0

tanh(w4 /d3 )
g(w4 ) = d
.
tanh(α4 w4 /d3 )
Choosing a candidate Lyapunov function [30]
H(w) =

Hi (wi ),

σ(ξ) =
(38)

ln(cosh(wi /d

)) for i = 1, 2, 3







(49a)

ξ2
for small ξ,
4

(49b)

and

(39)


−1
d
S(g(z)) = 
0
0

where
i−1

α2 z4
d

1 − exp(−ξ 2 )
ξ2

≈1−

i=1

2(i−1)

0
0
0

(48)
s

4

α2
σ
d2

0

(46)

where

where

Hi (wi ) = d

0

(45)

(47)

The matrices in these expressions are as follows:

σ(z1 )
0 
0
 0
0 
σ zd2

(Jf ◦ g)(z) =  0
0
σ dz32


with d unspecified for now. The zero-input system then becomes



tanh(w1 )
−1
0
0
−d

1
−1
0
0   d tanh(w2 /d) 
d
 (37)
ẇ = 
0
d
−1
0   d2 tanh(w3 /d2 ) 
ω
4
3
1
0
0
d
−g
tanh(α w4 /d )
d

4
X

(44)

(40a)

d2
H4 (w4 ) = 4 ln(cosh(α4 w4 /d3 )),
(40b)
α
the system can be written in the form in (1a) with zero-input.


−1
0
0
−d
1
−1
0
0 
d
ẇ = 
∇H(w)
(41)
0
d
−1
0 
ω
0
0
d
−g
|
{z
}

0
−1
d
0

0
0
−1
d


−d
0 
0 
−g̃(z4 )

(50)

where
g̃(z4 ) = d

≈
and

S(w)=J(w)−R(w)

4 tanh

1
cosh−1 (exp(α4 z42 /2d2 ))
α4
p
1 − exp(−α4 z42 /d2 )
 8 

d4 1 +
α4 1 −

α −4
12α8

4 2
1 α z4
4 d2

for small

α4 z42
,
d2


(51a)

(51b)

For this to be stable, the symmetric part of S(w) must be negative
semidefinite. This is guaranteed when
√
d = max(1, α) for 0 < α ≤ 2
(42)

  α4 g (z ) 
4 4
γ
,u
d3


0

G(g(z), u) = 


0
0

Notice that this choice of Lyapunov function recovers the full range
of values allowed for the resonance parameter α, in contrast with
previous choices of Lyapunov function [17].

where γ is defined in (34). The limiting values of each of the
functions are needed to avoid ill-conditioning due to division by
small numbers. This happens when the state variables are small.
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From these we finally have the discretization
−1

kω
(S(zn )zn + G(zn , un ))
δzn = kω I −
S(zn )
2
(53a)
zn+1 = zn + δzn .

(53b)

4. NUMERICAL RESULTS
All simulations were performed in MATLAB at a sampling rate
of 44.1 kHz on a Windows machine with an Intel Core i7-1065G7
CPU. Audio examples can be found on this repository1 .
4.1. Korg35 Rev. 2
The results of simulating the circuit for different resonance parameters with zero input are shown in Figures 4, 5, and 6. In all
three figures, the energy balance is satisfied with the total energy
varying from its constant value by only floating-point precision.
Figure 4 shows the dissipative behavior of the system for α < 2.
The fixed point at the original is an asymptotically stable spiral.
Figures 5 and 6 show the self-oscillating behavior when α is increased beyond 2. The system tends towards the limit cycle regardless of whether the initial state is inside or outside the periodic
orbit. Although it is expected that unbounded growth would occur
for α ≥ 8, ill-conditioning effects appear from α ≥ αmin ≈ 7.7
even though double-precision floats are used for calculations.
The Lambert-W function is computed using Fritsch’s iterations as in [23] and [31]. A MATLAB implementation of Fritsch’s
iterations can be found on the website accompanying [23]. Processing a 12.8 second input audio sample takes about 2.0 seconds.

Figure 5: Output, phase portrait, energy variation and relative error
in total energy for the Korg35 for a cutoff frequency of 10 Hz and
resonance, α = 2.5. Initial state is the circular point in the phase
portrait.

4.2. Moog 4-Pole Ladder Filter
The results of simulating the circuit for different resonance parameters with zero input are shown in Figures 7 and 8. This energy
balance can be seen to be satisfied with the total energy varying
from its constant value by only floating-point precision. Figure 7
shows the dissipative behavior of the system for r < 1. When r
is increased beyond 1, the circuit appears to self-oscillate in a periodic manner as in Figure 8. Poincaré-Bendixson’s criterion does
not apply to systems of dimension other than 2.
Processing a 12.8 second input audio sample takes about
2.8 seconds. Discretizing (41) without a state change and using
Newton-Raphson iterations at each time step yields a processing
time of about 7.8 seconds for the same 12.8 second input. Iterations are stopped after either 10 iterations are complete, or the
relative error is 10−8 .
5. CONCLUDING REMARKS
This paper is a study of the application of using a Port Hamiltonian framework, alongside a discrete gradient scheme and a state
change to the modeling of the classic Korg35 (Rev. 2) and Moog
4-Pole Ladder filters. This allows guarantees on zero-input stability of the discretization. The simulations display behavior, such as
self-oscillation, consistent with that of the actual circuits. The use
of the state change allows for a discrete-time scheme which does
not require an iterative method to calculate the state updates. Instead it requires the solution of a linear system of size equal to the
dimension of the system only once at each time step. This results
in a considerable savings compared with schemes requiring iterative solvers, and ensures existence and uniqueness of computed
solutions by construction.
Future work on the Moog 4-pole filter would involve exten-

Figure 4: Output, phase portrait, energy variation and relative error
in total energy for the Korg35 for a cutoff frequency of 10 Hz and
resonance, α = 1.9. Initial state is the circular point in the phase
portrait.
1 github.com/danmohd/moog-korg-danish-dafx20in21
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Figure 7: State variables, energy variation and relative error in total
energy for the Moog 4-pole Filter for a cutoff frequency of 10 Hz
and resonance, r = 0.8. Initial state is w = [1.5, 1.5, 1.5, 1.5]T
Figure 6: Output, phase portrait, energy variation and relative error
in total energy for the Korg35 for a cutoff frequency of 10 Hz and
resonance, α = 2.5. Initial state is the circular point in the phase
portrait.

sions to the more realistic case of time-varying parameters. Due
to the dependence of the storage function of the Moog filter on the
resonance parameter, the arguments used to prove time-varying
stability for the Korg35 filter can not be extended to this case.
For uniform stability [20], positive definite functions W1 (w) and
W2 (w), both independent of time, t, and therefore independent of
the resonance parameter, must be found such that
W1 (w) ≤ H(w, α(t)) ≤ W2 (w)

(54a)

∂H
(w, α(t)) + ∇H(w, α(t))T F(w, α(t)) ≤ 0,
(54b)
∂t
where ∇H is the gradient with respect to w, and ẇ = F(w; α(t))
is the state dynamics of the system.
Bounded-Input-Bounded-Output (BIBO) stability in the presence of input u must be examined. This may be approached using
the concept of input-to-state stability [20]. Aliasing behavior of
these simulations has not been addressed here, and methods to suppress them also needs to be examined. We refer the reader to recent
work on antialiasing methods in virtual analog [32, 33, 34, 35], including in the context of port-Hamiltonian methods [36].

Figure 8: State variables, energy variation and relative error in total
energy for the Moog 4-pole Filter for a cutoff frequency of 10 Hz
and resonance, r = 1.2. Initial state is w = [1.5, 1.5, 1.5, 1.5]T
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“Lambert W function for applications in
physics,” Computer Physics Communications, vol. 183, no.
12, pp. 2622–2628, Dec. 2012.
[32] F. Esqueda, Aliasing Reduction in Nonlinear Audio Signal
Processing, Ph.D. thesis, Aalto University, Mar. 2018.
[33] M. Holters, “Antiderivative Antialiasing for Stateful Systems,” in 22nd Int. Conf. Digital Audio Effects, Birmingham,
Sept. 2019.
[34] M. Holters, “Antiderivative Antialiasing for Stateful Systems,” Applied Sciences, vol. 10, no. 1, Jan. 2020.
[35] A. Carson, “Aliasing Reduction in Virtual Analogue Modelling,” M.S. thesis, University of Edinburgh, Sept. 2020.
[36] R. Muller and T. Hélie, “Trajectory Anti-Aliasing on
Guaranteed-Passive Simulation of Nonlinear Physical Systems,” in 20th Int. Conf. Digital Audio Effects, Edinburgh,
Sept. 2017.

DAFx.8

40

rd
Proceedings of the 24
International Conference on Digital Audio Effects (DAFx20in21),
Vienna,Austria,
Austria,September
September2020-21
8-10, 2021
23th
(DAFx2020), Vienna,

DIFFERENTIABLE WHITE-BOX VIRTUAL ANALOG MODELING
Fabián Esqueda, Boris Kuznetsov and Julian D. Parker
Native Instruments GmbH
Berlin, Germany
firstname.lastname@native-instruments.de

ABSTRACT

ples of black-box VA modeling techniques include the Volterra series [12], dynamic convolution [13, 14] and block-oriented structures such as Wiener-Hammerstein models [15,16]. In some cases,
partial knowledge of the internals of the system is used in the design of a black-box modeling system at the cost of generality. In
such cases, the term “gray-box” modeling is commonly used [17].
The rise in popularity of Machine Learning (ML), and deep
learning in particular, has seen the emergence of new lines of research in the field of VA modeling. A portion of this research has
focused on the use of standard deep-learning architectures, such
as Convolutional Neural Networks (CNNs) and Recurrent Neural Networks (RNNs), to produce black-box models of analog audio systems such as vacuum tube amplifiers [18–21], guitar distortion circuits [22] and modulation effects [23]. Other research
has formulated the problem in a form that could be described as
gray-box or pseudo white-box [24], where the governing equations
for the system under study are discovered and approximated from
measurements of the input, output and internal state values. Approaches have also been proposed that attempt to characterise a
wide class of audio-effects as transformations of the latent-space
of an autoencoder-like structure [25].
In a recent study, Engel et al. pointed out that the use of standard deep-learning structures, known for their universality, can often lead to overengineered, inefficient and uninterpretable solutions for certain audio signal processing tasks [26]. To remedy
this, the authors introduced the DDSP library, a set of differentiable classical DSP processors that can be integrated into larger
deep learning models for end-to-end training using backpropagation. These differentiable blocks enable the encoding of structural
and domain knowledge into the network, hence potentially reducing model size and training times.
In our previous work, we extended the scope of DDSP and
studied the relationship between RNNs and IIR filters, proposing
three differentiable IIR filter topologies [27]. As an example application, we presented a fixed (i.e. without user-facing parameters)
VA model of a nonlinear guitar distortion pedal implemented using
a differentiable Wiener-Hammerstein model consisting of two IIR
filters and a multilayer perceptron (MLP), a class of feedfoward
artificial neural network. This idea of utilizing differentiable DSP
structures for VA modeling is developed further in a recent article by Nercessian et al., where a general modeling architecture
comprised of many cascaded differentiable biquad filters and nonlinear activations is proposed and applied to a guitar distortion circuit [28].
Following our previous research, in this paper we introduce
the concept of differentiable white-box VA modeling. In a similar
fashion to differentiable IIR filters, discretized circuit models can
be optimized (i.e. trained) using backpropagation to fit raw input–
output measurements from a real device. This technique allows
us to improve the accuracy of white-box VA models by compen-

Component-wise circuit modeling, also known as “white-box”
modeling, is a well established and much discussed technique in
virtual analog modeling. This approach is generally limited in accuracy by lack of access to the exact component values present in
a real example of the circuit. In this paper we show how this problem can be addressed by implementing the white-box model in a
differentiable form, and allowing approximate component values
to be learned from raw input–output audio measured from a real
device.
1. INTRODUCTION
Digital emulation of analog audio circuits, also known as virtual
analog (VA) modeling, is a highly active and mature field of research within musical signal processing. Over more than 20 years,
research in the field has covered a wide variety of audio systems
such as analog synthesizers [1, 2], effects units [3–5] and vacuum
tube guitar amplifiers [6].
VA modeling techniques are commonly divided into two main
categories depending on their scope: “white-box” and “blackbox”. White-box modeling consists in deriving and discretizing
the underlying governing equations of a circuit by means of circuit analysis and standard numerical methods. Due to the labor
intensive nature of this process, particularly for the case of large
circuits with multiple nonlinearities, a vast proportion of research
in this field has focused on the development of automated generalpurpose circuit modeling frameworks [7–11]. A key characteristic
of white-box modeling is that it requires full knowledge of the
circuit under study, ideally through circuit schematics and component datasheets. In cases where schematics are not readily available these have to be traced manually from the physical circuit.
Furthermore, determining exact component values requires them
to be measured in isolation from the circuit, which is not only impractical but can also compromise the integrity of the circuit.
The black-box approach, on the other hand, does not rely on
access to the internals of the system under study and is based entirely on measurements. This process requires designing a generalpurpose parametric structure that can be tuned manually or optimized automatically to replicate the input–output relationship exhibited by the captured data. For linear systems, this process is
somewhat trivial, as this relationship is fully described by their
impulse response. However, for the case of nonlinear systems
with memory, such as guitar amplifiers and pedals, more complex structures and optimization techniques are required. ExamCopyright: © 2021 Fabián Esqueda et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.
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sating for errors introduced, for example, by mislabeled schematics, component tolerances or parasitic capacitances. Moreover, it
can be used to uncover unknown component values and parameters, as well as potentiometer curves. The proposed approach to
white-box system identification has the advantage that it can be integrated within larger deep learning models and can benefit from
some of the features of ML frameworks, such as their ability to
handle large amounts of data. Of related interest to this study is
the work of Holmes and van Walstijn [29], who proposed the use
of a Genetic Algorithm to optimize the parameters of a fixed nonlinear treble booster circuit.
This rest of this work is structured as follows. The proposed
method will be outlined for the static case in Sec. 2, alongside a
case study on a linear RC Filter, including results. In Sec. 3 we
discuss how the method can be modified for the parametric case,
with both a linear and a nonlinear case study, including results.
Finally, Sec. 4 provides concluding remarks.

R
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Figure 1: Schematic for a first-order RC lowpass filter.

implementation step is a relatively trivial task as these frameworks
can handle the operations typically needed in circuit modeling, including matrix inversions and nonlinearities. It is worth noting that
usual downsides of back-propagating through a recursive system
apply, particularly the strong growth of computational complexity
and memory usage as longer training sequences are considered,
and the potential for vanishing gradients. Chen et al. [32] present
a solution to these problems via the application of the adjoint state
method to compute the gradient of system at a particular time-step.
This is not applied in this work, but could be useful for more complex circuits if extended to support systems with input.
The loss metric used for training in this work is the standard
Mean Squared Error (MSE) applied directly in the time domain,
but other metrics like Error to Signal Ratio (ESR) or some type of
spectral or perceptually weighted loss metrics could be appropriate [26, 33]. Reference PyTorch implementations for the circuits
considered in this study are provided in the accompanying repository1 .

2. STATIC CIRCUITS
In this section, we introduce the proposed method for the case of
static (i.e. non-parametric) circuits. As a first case study, a onepole lowpass RC filter is considered.
2.1. Method Outline
In the continuous-time domain we can write the underlying system
of ODEs governing a circuit in state-space form as
ẋ(t) = f (x(t), u(t))
y(t) = g(x(t), u(t))

2.2. Case Study: RC Filter

(1)
(2)

The first circuit considered in this study is the first-order RC lowpass filter shown in Fig. 1. Given the structure of this circuit, we
can expect its governing ODE to be of the form

where the vectors x, u and y represent the states, inputs and outputs of the system, respectively. Throughout this work, dot notation is used to indicate a derivative taken with respect to time,
i.e. ẋ ≡ dx/dt.
We can extend the state-space formulation to include parameters, giving us
ẋ(t) = f (x(t), u(t) ; λ)
y(t) = g(x(t), u(t) ; λ),

Vout

Vin

V̇out (t) = f (Vin (t), Vout (t) ; [R, C]) ,

(7)

where Vin (t) and Vout (t) represent the input and state/output of the
circuit, respectively, and f is a linear mapping. Using Kirchhoff’s
Voltage Law (KVL) and Kirchhoff’s Current Law (KCL) we can
determine function f , which gives us the ODE:

(3)
(4)

V̇out (t) =
where vector λ is comprised of the system parameters which for
the case of circuits have a physical significance, they represent
the component values and other electrical constants. We then discretize (3) and (4) to get


xn+1 = fd xn+1 . . . xn−k , un . . . un−k ; λ
(5)


n
n
n−k
n
n−k
y = gd x . . . x
,u ...u
;λ ,
(6)

Vin (t) − Vout (t)
.
RC

(8)

The product of parameters R and C forms what is known as the
RC time constant, which has a unit of seconds and determines the
cutoff frequency fc (in Hz) of the filter by fc = 1/ (2πRC).
Next, we discretize (8) using the trapezoidal rule, arriving at
the difference equation

n−1
ρ Vinn + Vinn−1 + (1 − ρ) Vout
n
Vout =
,
(9)
1+ρ

where xn ≡ x[n] is shorter notation for the samples of a discretetime signal. Functions fd and gd along with the value of k, which
determines the maximum number of previous sample points used
in the discretazion, will depend on the discretization/numerical
method used.
The task is then to implement this discretized form of the system in a framework that allows automatic differentiation of computational graphs, e.g PyTorch or Tensorflow [30, 31], and train
the parameters λ to minimise an appropriate loss metric, based on
measured input–output data of a real example of the system. This

where ρ = Ts /(2RC) and Ts is the sampling period. The trapezoidal rule, which in the linear case is equivalent to the bilinear
transform, is widely used in DSP due its desirable stability properties, as it maps poles located on the left-hand side of the s-plane
to the inside of the unit circle. For the case of a discrete-time RC
filter this stability condition is guaranteed as long as the RC time
factor remains positive real.
1 https://github.com/fabianesqueda/
differentiable_va_modeling
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Figure 3: Magnitude response an RC lowpass filter before and after training, plotted against the measured target response.

Figure 2: RC Filter Loss Surface

the trained and target responses, and corresponds to a learned RC
time constant of approx. 0.745 ms (for GR = GC = 1.837) or
fc ≈ 224 Hz. This represents a 29 Hz difference w.r.t. the nominal cutoff frequency, indicating the system was also able to learn
variations due to component tolerances. Due to the linear nature
of this system, its behavior is characterized entirely by its impulse
response, regardless of the driving input. Therefore, it is not necessary to evaluate the performance of the trained model on a separate
validation set.
The results from this simple example demonstrate that the proposed technique, while unable to learn the exact component values
of the reference circuit, was able to learn its RC time constant and
hence reproduce its behavior accurately. As detailed in the following sections, this same approach can be scaled up to tackle larger
circuits with multiple parameters and even nonlinearities.

2.2.1. Training and Results
Learning the parameters of an RC circuit involves finding the values of R and C that minimize a loss metric for a given dataset. To
demonstrate this, a set of measurements from a physical RC circuit with nominal component values R = 12 kΩ and C = 68 nF
(RC ≈ 8.16 × 10−4 s and fc ≈ 195 Hz) were collected. The
circuit was built on a breadboard and the input and output signals were recorded using an analog-to-digital converter (ADC).
As in [24], unity gain op-amp buffers were placed between the
measurement points and the ADC to prevent loading of the circuit. A 3-minute long audio signal composed of a logarithmic sine
sweep, followed by a white noise ramp and a combination of guitar, bass and drum recordings, was used for these measurements.
All measurements in this study were performed at a sampling rate
of 96 kHz.
Figure 2 shows the MSE loss surface of (9) w.r.t. the measured
data for different values of R and C. We can clearly see how the
global minimum of this loss surface is not given by a single point,
but rather by an infinitely-long line. This is due to the fact that – at
least in theory – there exists an infinite combination of values of R
and C that will yield any given cutoff frequency. A similar problem concerning multiple local minima in circuit parameter search
spaces is reported in [29].
As an additional step before training, we introduce two scaling
factors GR and GC so that ρ in (9) is redefined as
ρ=

Ts
.
2(GR R)(GC C)

3. PARAMETRIC CIRCUITS
Many circuits of interest have system parameters that can be varied according to user input, for example via the variable resistance
of a potentiometer. The nature of the mapping between the user
parameters and the system parameters can vary in complexity depending on the particular circuit and on the type of control mechanism used. For example, the control taper of a potentiometer is
defined by the physical shape of the embedded resistive material,
and may not follow an exact linear or logarithmic relationship. We
therefore need to extend the model presented in Sec. 2.1 to account
for this behavior. We can do this by splitting the system parameters λ into two portions, the static parameters λs and the variable
parameters λv , given by:

(10)

Rather than learning optimal values for R and C directly, we train
these two scaling factors instead. This nondimensionalization step
is done to compensate for the difference in ranges between these
two parameters, which are several orders of magnitude apart.
The RC filter was trained for 100 epochs on the measured data.
To simulate a scenario in which the original component values are
either wrong or unavailable, parameters R and C in the model
were initialized to 4.7 kΩ and 47 nF, respectively (i.e. RC ≈
0.22 ms and fc ≈ 720 Hz). Figure (3) shows the magnitude response of the RC filter before and after training, plotted against
that of the real circuit. This result shows a good match between

λv = fv (Λ)

(11)

where Λ are the user-facing variable parameters, usually expressed
as normalized values. The function fv can be represented in the
trainable system by an MLP or similar network. This process is
known as hyperconditioning in the general case [34].
3.1. Case Study: FMV Tone Stack
The next circuit considered in this study is the passive RC network
shown in Fig. 4. This circuit is known in the literature as the FMV
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Figure 5: Equivalent representation of the FMV Tone Stack.

Tone Stack and corresponds to the parametric tone section commonly found in Fender, Marshall and Vox guitar amplifiers, hence
its name. As reported in [35], the user-facing parameters in the
FMV tone stack are non-orthogonal, which results in a complicated parametric frequency response.
We begin our analysis of the circuit by defining the equivalent
representation shown in Fig. 5, where resistors
R2 = lVR2 + (1 − m)VR3

R3

i1

Figure 4: Schematic for the FMV Tone Stack.

R1 = VR1 ,

R2
i3

3.1.1. Training and Results
In the same way as with the simple first-order RC filter, the proposed digital FMV tone stack can be trained to fit a set of input–
output measurements from a real device. As before, we introduce
scaling factors for each of the circuit components in the circuit,
i.e. GVR1 , GVR2 , GVR3 , GR4 , GC1 , GC2 and GC3 , and redefine matrices A, B and C accordingly. Reference recordings were performed on the tone stack section of a Marshall-style guitar amplifier at six different user parameter settings. This was done without having to physically alter the real circuit by simply attaching
crocodile clips to the leg of R4 that connects with C1 , and to the
wiper of VR1 . Recordings were performed following the procedure described in Sec. 2.2.1. This data was used to train an FMV
tone stack model initialized with the component values published
in [35] and shown in the second column of Table 1.
To account for the logarithmic curve of potentiometer VR2 a
small two-layer network of width one with a tanh activation was
used to map the measured knob position to model parameter l. The
input–output relationship of this small network is given by

R3 = mVR3

and

are defined in terms of the the user-facing parameters l (low) and
m (mid) ranging between [0, 1]. Next, we identify the three loops
or meshes in the circuit, labeled ii−3 and highlighted in dark red
in the schematic. Mesh i1 , denoted in Fig. 5 with the help of a
dashed line, consists of Vin , R4 , C3 and R3 . Using mesh current
analysis we can derive a state-space representation of the circuit in
terms of these three mesh currents, which can be written as
Ai̇(t) + Bi(t) = u̇(t)
Vout (t) = Ci(t),

(12)
(13)

where

fv (x) = w1 tanh(w2 x + b2 ) + b1 ,
i = [i1 , i2 , i3 ]T ,

R3 + R4
A =  R4
0


1/C3
B= 0
1/C3

u = [Vin , 0, 0]T ,

−R4
−(R1 + R4 )
0

0
−(1/C1 + 1/C2 )
1/C2

(14)

where w1−2 and b1−2 are the weights and biases in each layer
respectively. This small network has the same form as the general potentiometer mapping function proposed by Holmes and van
Walstijn in [36]. Therefore, we initialized its weights and biases
with the values proposed in said work (also shown in Table 1) and



0
0 ,
−R2

(18)

(15)


−1/C3
 , (16)
1/C2
−(1/C2 + 1/C3 )

Name (λ)
VR1
VR2
VR3
R4
C1
C2
C3
w1
w2
b1
b2

and C = [mVR3 , hVR1 , R2 ]. Parameter h corresponds to the
high control and also ranges from [0, 1]. As before, equation (12)
is discretized using the trapezoidal rule, which after some algebraic manipulations, gives us the discrete-time expression
−1  


A−1 BTs
A−1 BTs n−1
n
i = I+
I−
i
(17)
2
2


+ A−1 un − un−1 ,
where I is the identity matrix. The output to the tone stack is then
n
computed through (13) as Vout
= C in .

Value
Initial Learned
250 kΩ
1 MΩ
25 kΩ
56 kΩ
250 pF
20 nF
20 nF
0.566
4.400
−3.380
0.564

312 kΩ
616 kΩ
32 kΩ
29 kΩ
327.5 pF
17.3 nF
16.8 nF
0.5036
4.2547
−3.3351
0.5016

Gλ
1.2498
0.6164
1.2836
0.9081
1.3102
0.8652
0.8408
–
–
–
–

Table 1: Intial and learned values for the FMV Tone Stack Model.
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Figure 7: Schematic for the TS-808 Overdrive Stage
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Figure 6: Magnitude response of the FMV tone stack for two different parameter settings before and after training, plotted against
their corresponding target responses.

and


Vx
V
1 
−
−
Is1 eβ1 V − Is2 e−β2 V ,
R 1 C2
RF C2
C1

(20)

where RF = R2 + σVRD for σ ∈ [0, 1] and β = 1/ (ηVT ).
The user-facing parameter σ controls the gain level of the amplifier and hence the amount of overdrive. In [3], this same circuit is
analyzed under the assumption that both diodes are identical. This
leads to a more compact representation through the use of an exponential identity. In this work, we forego this simplification and
instead treat both diodes separately, as this will allow us to learn
any asymmetries in the system.
Discretizing the circuit equations using trapezoidal integration
gives the us the discrete-time recursions

trained it in conjunction with the rest of the model parameters.
The tone stack model was trained for 100 epochs on the measured dataset. Figure 6 shows the magnitude response of the model
before and after training for two different parameter settings. As
shown by these results, the trained model achieves a better approximation of the target response w.r.t. its initial state. Learned parameters and scaling factors can be found in columns 3 and 4 of Table
1. This example demonstrates the ability of differentiable circuit
models to handle user-facing parameters. An additional advantage
of this differentiable model is that it can be easily integrated into
a larger deep learning-based guitar amplifier modeling system, for
instance, one where either STNs [24] or RNNs [21] are used to
model the preamp and power amp sections.

Vxn =

Vinn − Vinn−1 + (1 − ρ)Vxn−1
,
1+ρ

(21)

and
 

n
n−1
Ts
Is1 eβ1 V + eβ1 V
2C2

n−1
+ e−β2 V
+ δVxn ,
(22)

V n = (1 − ϕ) V n−1 − ϕV n −

n
− Is2 e−β2 V

3.2. Case Study: Ibanez TS-808 Overdrive Stage
where

As a final case study, we consider the nonlinear circuit shown in
Figure 7, which corresponds to the overdrive stage of the Ibanez
TS-808 guitar pedal. This circuit is configured as a non-inverting
bandpass filter with clipping diodes in the feedback loop. In order
to derive its governing ODE, we make use of the equation

 V
D
ID = Is e ηVT − 1 ,

Vx
R 1 C1

ρ=

Ts
,
2R1 C1

ϕ=

Ts
2RF C2

and

δ=

Ts
.
2R1 C2

(23)

n
The output to the system is then given as Vout
= V n + Vinn . Since
(22) is implicit, it has to be resolved using an iterative root finding
method such as Newton-Raphson.

(19)

3.2.1. Training and Results

which describes the current-voltage relationship of a p–n junction.
Parameters ID and VD are the current through and voltage across
the diode, respectively, Is is the reverse bias saturation current,
VT is the thermal voltage and η is the ideality factor of the diode,
which typically ranges between 1 and 2 for a silicone diode.
Applying KVL and KCL to the circuit and using the substitu-

The derived discrete-time model of the Tube Screamer overdrive
circuit was implemented in PyTorch and, as in the previous examples, scaling factors were used for each of the nine model parameters (shown in the first column of Table 2). The Newton-Raphson
method was used to iteratively resolve the implicit relation in the
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Figure 8: (a)–(b) Time domain response of the TS-808 model before and after training for two different parameter settings, plotted against
their corresponding target responses, and (c)–(d) the absolute value of the error between them.

circuit was 200 mV, the same value used in [29]. A second dataset
calibrated to have a peak voltage level of 500 mV was generated
for validation. Model parameters were initialized according to the
component values presented in [3]2 , with the exception of Is and
β, which where initialized to 2 nA and 1/25 mV (η = 1)3 , respectively. Like in the FMV tone stack, a 2-layer network with a tanh
activation was used to account for the logarithmic relationship of
VRD .
The proposed model was trained for 100 epochs using 1024sample sequences and batch size 512. The MSE values of the
model before and after training were recorded as 6.4 × 10−3 and
1.5 × 10−3 , respectively. Figures 8(a) and (b) show the timedomain response of the Tube Screamer model at 50% and 100%
overdrive for a segment of the validation dataset before and after
training, plotted against the recorded waveforms. It is worth noting that due to the topology of the circuit, the output waveform is
composed of a mix between the input and clipped signals. Therefore, the processed waveforms do not appear clipped in the traditional sense. These results show the initial model exhibited a good
match during lower level passages but not throughout the entire
signal range, hinting, for instance, that the clipping threshold of
the diodes is wrong. This behavior is also exhibited in Figs. 8(c)
and (d), which show the absolute value of the difference (in Volts)
between the models and the reference measurements. The trained

model. Training data was generated by collecting input and output
measurements from a real TS-808 unit at three different overdrive
levels, namely 0, 50 and 100%. Measurements were performed by
attaching crocodile clips at the positive and output terminals of the
op-amp, and using the setup described in Sec. 2.2.1. A 2-minute
training signal composed by various segments of guitar, bass and
drum recordings was used. The measurement setup was calibrated
so that the maximum peak voltage seen at the input of the overdrive

Name (λ)
R1
R2
VRD
C1
C2
Is1
Is2
β1
β2
w1
w2
b1
b2

Value
Initial Learned
4.7 kΩ
51 kΩ
500 kΩ
47 nF
50 pF
2 nA
2 nA
40.0
40.0
0.566
4.400
−3.380
0.564

4.49 kΩ.
50.3 kΩ
513.1 kΩ
51.7 nF
52.6 pF
1.87 nA
1.88 nA
19.99
22.888
0.4663
4.4138
−3.3668
0.4643

Gλ
0.9554
0.9867
1.0262
1.1001
1.0520
0.9346
0.9423
0.4999
0.5722
–
–
–
–

2 In

[3], the diode ideality factor η is omitted from the model.
to several online sources, such as [37], the TS-808 circuit
uses MA150 silicone diodes. Since the parameters for this diode model are
not readily available, we initialize them to standard values and learn them
instead from the measured data.
3 According

Table 2: Intial and learned parameters for the TS-808 Overdrive
Stage model.

DAFx.6

46

rd
Proceedings of the 24
International Conference on Digital Audio Effects (DAFx20in21),
Vienna,Austria,
Austria,September
September2020-21
8-10, 2021
23th
(DAFx2020), Vienna,

[2] V. Välimäki, J. Pekonen, and J. Nam, “Perceptually informed synthesis of bandlimited classical waveforms using
integrated polynomial interpolation,” J. Acoust. Soc. Am.,
vol. 131, no. 1, pp. 974–986, Jan. 2012.
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ABSTRACT
Möbius transforms provide for the definition of a family of onestep discretization methods offering a framework for alleviating
well-known limitations of common one-step methods, such as the
trapezoidal method, at no cost in model compactness or complexity. In this paper, we extend the existing theory around these methods. Here, we show how it can be applied to common frameworks
used to structure virtual analog models. Then, we propose practical strategies to tune the transform parameters for best simulation
results. Finally, we show how such strategies enable us to formulate much improved non-oversampled virtual analog models for
several historical audio circuits.

In this paper, we present systematic ways to analyze an audio
system to tune the Möbius transform parameters and yield a wellbehaving physical model. In Sec. 2, we review the theory and how
it apply to different model formalisms. In Sec. 3, we present various tuning methods. In Sec. 4, we put our concepts in practice on
3 historical circuit architecture that use diodes as pseudo-switches.

1. INTRODUCTION

v 7→ (γ1 v + γ2 )/(γ3 v + γ4 ), ∀v ∈ C,

2. THEORY
2.1. Discretization method
As described in [8, 13], Möbius transforms correspond to rational
mappings (γ1 , γ2 , γ3 , γ4 ) in the complex plane C of the form
with γ1 γ4 −γ2 γ3 ̸= 0. It has 3 degrees of freedom since for χ ∈ C∗ ,
(χγ1 , χγ2 , χγ3 , χγ4 ) and (γ1 , γ2 , γ3 , γ4 ) make the same mapping. We know that applying methods such as the trapezoidal
method, i.e., the (standard) bilinear transform method [15], to linear time-invariant (LTI) systems can be fully characterized as such
a mapping between the s- and z-planes. That mapping describes a
bijective relation between the poles/zeroes of the continuous-time
system and its discrete-time model. This provides a blueprint for
interpreting any mapping coefficient set as a discretization [8, 13].
In the general case of an ODE system ẋ(t) = g(t, x(t)) (with time
t, state vector x and nonlinear function g), we have 2 options. We
can follow a trapezoidal rule-like approach, leading to

Audio physical modeling is one of the major topics in the music
technology community. Among approaches, physical models distinguish themselves relying on explicit representations of the physical quantities and their dependencies. We generally find a distinction between lumped systems and distributed systems. Here, we
focus exclusively on the former. Due to their nature, lumped systems can be characterized by variables solely dependent on time,
so that their behavior can be described through ordinary differential equations (ODEs). This formalism can generally apply to systems where the propagation speed of perturbations is large compared to the system scale. Hence, it is adequate for electric circuit models, e.g., synthesizer effects, guitar effects and drum machines [1–3], and some mechanical models, e.g., loudspeakers [4].
Part of the literature focuses on the mathematical framework
used to analyze the system and structure its model, e.g., the statespace, wave digital filter or the port-Hamiltonian formalism [3,
5, 6]. Another area of focus centers around how to represent the
continuous-time physical quantities and their behavior in discretetime context (i.e., discretization methods), e.g., numerical differentiation, numerical integration, ODE linear solvers or nonlinear
discretization methods [7–12]. [13] introduced a family of discretization procedures parameterized following the Möbius transform formalism. That family generalizes well-known one-step discretization methods, the trapezoidal and the Euler methods. Hence,
it has the benefit of similar simplicity to those methods, and provides a closed-form relation between instantaneous poles in the
original continuous-time system and its discrete-time model. It
also offers an avenue for mitigating issues encountered with the
trapezoidal method for stiff systems (i.e., with high-damping instantaneous poles). [3, 14] then showed that the α-transform subclass lead to better performing models for some historical circuits.
∗

(1)

γ1 xd [n] = −γ2 xd [n−1]
+[γ3 g(tn , xd [n]) + γ4 g(tn−1 , xd [n−1])], (2)
where tn = nTs , with Ts the fixed time step between state updates,
and xd the model state vector. Here and in the rest of the paper,
we use subscript d to identify equivalent discrete-time variables.
We can also follow an equally valid implicit midpoint rule-like
approach [16, 17], leading to
γ1 xd [n] = −γ2 xd [n−1]
+ g(γ3 tn +γ4 tn−1 , γ3 xd [n]+γ4 xd [n−1]). (3)
Discretization methods generally take forms where γ1 = 1/Ts .
Moving forward, we will make that assumption, though extending
our results to γ1 ̸= 1/Ts is straightforward. Then, for legibility,
we will mostly denote the mapping parameters (γ1 , γ2 , γ3 , γ4 ) as
(1/Ts , a1 /Ts , b0 , b1 ) with b0 , b1 and a1 dimensionless. We also
propose the following taxonomy for mapping subclasses. Among
mappings with 1 degree of freedom, we find the parametric bilinT
ear transforms ( T1s , − T1s , 2T
, T ) for T > 0 [15, 18], and the
s 2Ts
1
1
1
α
) for α ≥ 0 [13]. And among
α-transforms ( Ts , − Ts , 1+α , 1+α
mappings with 2 degrees of freedom, we propose the parametric
/Ts αT /Ts
α-transforms ( T1s , − T1s , T1+α
, 1+α ) for α ≥ 0 and T > 0 [8],
α
1
and the αβ-transforms ( T1s , − Tβs , 1+α
, 1+α
) for α ≥ 0 and β ≥ 0
[8]. Each subclass offers a different proposition for the design and
optimal tuning of a stable and effective s-to-z mapping.

F. Germain conducted this research while he studied at CCRMA.
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2.2. Conjugate methods

Alternatively, in ODE formalism, with the non-state variable
u as a dependent variable of t, the update is written instead as

Eq. (2) corresponds to the class of linear one-step methods, a subclass of the linear multistep methods [19]. As such, it could appear
better suited to generalize existing formalisms (e.g., the nodal Kmethod [20]) that are derived following a linear one-step method,
generally the trapezoidal rule. However, we know that the implicit midpoint rule is the conjugate method of the trapezoidal
rule [16, 17], which means that the simulation of a system based
on one of the rule can be derived from simulation using the other
rule. We show that this property extends to all mappings, meaning
Eqs. (2) and (3) are conjugate methods. For simplicity, we prove
it for the scalar nonlinear ODE ẋ(t) = g(t, x(t)) with initial condition x(0) = x0 . Applying Eq. (3) gives the update equation

xd [n] = −a1 xd [n − 1] + Ts g b0 tn +b1 tn−1 ,
 (10)
b0 xd [n] + b1 xd [n − 1], u(b0 tn +b1 tn−1 )
We then need to decide how to represent the u(t) to obtain
u(b0 tn +b1 tn−1 ) with various options for signal sampling and/or
interpolation [8]. Note that the treatment of u has no impact on
the design approach discussed forward since the criteria all revolve
around pole placement, which depend mostly on how x is treated.
2.3.2. Nodal K-method
The nodal K-method allows to model audio circuits with only static
nonlinearities f between voltages v and currents i of individual
branches. In [20], it is laid out for the backward Euler method. We
show how to derive it for a general mapping, starting from

 ẋ(t) = Ax(t) + Bu(t) + Ci(t),
i(t) = f (v(t)), v(t) = Dx(t) + Eu(t) + Fi(t), (11)
 y(t) = Lx(t) + Mu(t) + Ni(t).

xd [n + 1] = −a1 xd [n]
+ Ts g(b0 tn+1 + b1 tn , b0 xd [n + 1] + b1 xd [n]), (4)
with xd [0] = x0 . If we set yd [n] = b0 xd [n]+b1 xd [n−1], we get
yd [n + 1] = −a1 yd [n] + b0 xd [n + 1]
+ b1 xd [n] + b0 a1 xd [n] + b1 a1 xd [n − 1]

(5)
= −a1 yd [n]+ b0 g(b0 tn+1 +b1 tn , yd [n+1])

+ b1 f (b0 tn +b1 tn−1 , yd [n]) ,

In the K-method, we treat the branch currents i and voltages
v as ancillary variables. For the 3 bottom (static) equations, we
again just swap the continuous-time signals by their discrete-time
sequences. Then, applying the mapping, the top equation becomes

meaning the yd update follows Eq. (2). We then only need to
find the proper initial condition yd [0]. Manipulating the relations
above, we can show that yd [0] solves the implicit equation
b1 Ts g(−b1 Ts , yd [0]) − a1 yd [0] = (b1 − a1 b0 )xd [0].

(I−b0 Ts A)xd [n+1]=(b1 Ts A−a1 I)xd [n]+b1 Ts Bud [n]
(12)
+b0 Ts Bud [n+1]+b1 Ts Ci[n]+b0 Ts Ci[n+1].

(6)

Hence, with a system solving the ODE using Eq. (2) with
the proper initial condition in Eq. (6), we can easily get a sequence following the midpoint-like update in Eq. (3). Hence, going forward, we only discuss discretization using a linear one-step
method, knowing we can use the result to form a model for its conjugate method as well. Additionally, this derivation extends trivially to the multidimensional case, and the state-space form even if
the input variable is considered independent of t (such as in [17]).

We can then apply a process paralleling the one in [20] to solve
it using the K-method. With H = (I − b0 Ts A)−1 , we get
xd [n+1] = H(b1 Ts A−a1 I)xd [n]+b0 Ts HBud [n+1]
+b1 Ts HBud [n]+b0 Ts HCid [n+1]+b1 Ts HCid [n]. (13)
We can then express id [n+1] as
id [n + 1] = f DH(b1 Ts A − a1 I)xd [n]
+ (b0 Ts DHB + E)ud [n + 1] + b1 Ts DHBud [n]

+ (b0 Ts DHC + F)i[n + 1] + b1 Ts DHCi[n] . (14)

2.3. Model formalisms
2.3.1. State-space model

We can then define K = b0 Ts DHC + F and

A formalism found in the literature is the state-space form. It differs from the ODE formalism by treating the input u and output y
as independent variables with, for g and h nonlinear functions

ẋ(t) = g(t, x(t), u(t)),
(7)
y(t) = h(t, x(t), u(t)).

pd [n+1] = DH(b1 Ts A−a1 I)xd [n] + b1 Ts DHBud [n]
(15)
+(b0 Ts DHB + E)ud [n+1] + b1 Ts DHCi[n],
in which case, we find the expected relation
id [n] = f (pd [n] + Kid [n]).

To discretize the 2nd (static) line, we just swap the continuoustime signals by their discrete-time sequences. For the 1st line, we
need a discretization method. With the linear one-step method in
Eq. (2), we get the formula used in the case studies in Sec. 4, i.e.,

xd [n] = −a1 xd [n − 1] + Ts b0 g(tn , xd [n], ud [n]) 
(8)
+ b1 g(tn−1 , xd [n − 1], ud [n − 1]) .

(16)

From there, all the subsequent derivations in [20] apply to
solve this equation and update the state and the output variables.
2.3.3. Nodal discrete K-method
The nodal discrete K-method overcomes issues in the nodal Kmethod when the circuit conductance matrix happens to be singular. The method relies on using the companion models of the capacitor and inductor. [20] details how it works for the trapezoidal
rule, we extend the formalism to any mapping: denoting xd the
equivalent source variable, the companion model then becomes

Note that, if we use instead the midpoint-like approach (i.e.,
Eq. (3)), the exact formula depends on whether we treat u as independent variable. For the typical independent case [17], we get
xd [n] = −a1 xd [n − 1] + Ts g b0 tn + b1 tn−1 ,
 (9)
b0 xd [n] + b1 xd [n − 1], b0 ud [n] + b1 ud [n − 1] .

xd [n + 1] = −a1 xd [n] + Ts [b0 ẋd [n + 1] + b1 ẋd [n]].
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Thus, with C v̇(t) = i(t) and Li̇(t) = v(t) respectively the
continuous-time branch equations for a capacitor of capacitance C
and for an inductor of inductance L, we get the companion models


Id [n] = TCs b10 − ab11 vd [n] − bb01 Id [n − 1],
(18)

2.3.5. Generalized state-space
[5] proposed an alternative to solve equations in state-space form.
They show that many audio circuits follow equations of the form

u(t) = Mv v(t)+Mi i(t)+Mx x(t)+Mẋ ẋ(t)+Mq q(t),
(24)
0 = f (q(t)), 0 = Tv v(t), 0 = Ti i(t).

with Id [n] = id [n] − TCs ab11 vd [n] (the so-called equivalent source
current) for capacitors, and


(19)
Vd [n] = 1 − ab11b0 vd [n] − a1 Vd [n − 1],

We treat the 3 bottom static equations similarly as in Sec. 2.3.2.
[5] then details how the approach applies to the 1st line for the
trapezoidal rule, we extend it to all mappings. The first step is to
define canonical states. For a generic mapping, the canonical state
definition becomes x[n] = xd [n]−(Ts b1 /a1 )ẋd [n] so that, with

(b0 − b1 /a1 )xd [n] = (x[n] + a1 x[n − 1])/Ts ,
(25)
(b0 − b1 /a1 )ẋd [n] = b0 x[n] + b1 x[n − 1],

with Vd [n] = vd [n] − TLs ab11 id [n] (the so-called equivalent source
voltage) for inductors. Note that these expressions are not valid
for purely explicit (i.e., b0 = 0) or implicit (i.e., b1 = 0) mappings,
so that the framework detailed in [20] only applies for cases where
we have b0 , b1 ̸= 0. Additionally, the Möbius transform condition
b0 a1−b1 ̸= 0 means that the term in vd [n] is never zeroed out. Both
Eqs. (18) and (19) then follow the companion model form showed
in [20] for state update equations, i.e., xd [n] = gvd [n]+sxd [n−1],
with xd as Id for capacitors and Vd for inductors, and g and s as
matched in Eqs. (18) and (19). Then, the rest of the derivation
in [20] for the trapezoidal rule applies and we can form a discrete
K-method system for any mapping as well.

we can form

Mx′ = (Mẋ /Ts + b0 Mx )/(b0 − b1 /a1 ),
Mx = (a1 Mẋ /Ts + b1 Mx )/(b0 − b1 /a1 ),

that is well-defined for any valid mapping (i.e., a1 b0 − b1 ̸= 0) so
that the update for the linear elements is
Mx xd [n − 1] + ud [n] = Mv vd [n] + Mi id [n]
+ Mx′ xd [n] + Mq qd [n]. (27)

2.3.4. Wave digital filters (WDF)
For completeness, we summarize here the results from [3] on applying any mapping in the WDF formalism. Note that since a and
b are traditionally used to denote wave variable in this formalism,
we revert in this section only to the γ notation for mapping variables so as to avoid confusion. For linear discretization methods,
the formalism only requires to figure out the update equations for
reactive elements. For audio circuits, this generally means deriving the capacitor and the inductor equations. In the case of voltage waves, these equations are the one converting incident waves
ad [n] = vd [n]+Rp id [n] (with vd the voltage across the element,
id the current through it and Rp the port resistance) into reflected
waves bd [n] = vd [n]−Rp id [n]. Thus, based on the equations for a
capacitor and an inductor (see Sec. 2.3.3), we get
γ3 −Rp Cγ1
a [n + 1]
γ3 +Rp Cγ1 d
γ −R Cγ
+ γ43 +Rpp Cγ12 ad [n]

γ +R Cγ

bd [n + 1] = − γ34 +Rpp Cγ21 bd [n] +

It then matches the form in [5] and is solved similarly.
3. PRACTICAL TUNING
3.1. Instantaneous poles
When discretizing LTI systems with Eq. (2), Eq. (1) shows the
mapping between system and model poles/zeroes. However, no
such relation exists for nonlinear systems. A typical approximate
workaround is to use the “instantaneous” poles of the system (e.g.,
ẋ(t) = g(t, x(t))) found by linearizing it around an operating
point (e.g., x0 ) [13], as
ẋ(t) ≈ g(t, x0 ) + (x(t) − x0 )∇x g(t, x0 ),

Lγ +R γ

Lγ3 −Rp γ1
a [n + 1]
Lγ3 +Rp γ1 d
Lγ4 −Rp γ2
+ Lγ3 +Rp γ1 ad [n].

(21)

One core principle in the WDF formalism is port adaptation,
i.e., removing the dependency of bd [n+1] to ad [n+1] by setting
Rp > 0. As noted in [3], this means γ3 = 0 (i.e., explicit mappings
such as forward Euler) and γ1 = 0 are disallowed. As mentioned
earlier, all discretizations in the literature verify that latter condition. Also, note these are the same conditions we found for the
nodal DK-method in Sec. 2.3.3, and that, with γ1 γ4 −γ2 γ3 ̸= 0,
the dependency between bd [n+1] and ad [n] is guaranteed. Then,
the adapted capacitor equation with Rp = γ3 /(Cγ1 ) is
bd [n + 1] =

γ1 γ4 +γ2 γ3
bd [n]
2γ1 γ3

+

γ1 γ4 −γ2 γ3
ad [n].
2γ1 γ3

(22)

and the adapted inductor equation with Rp = Lγ3 /γ1 is
4 +γ2 γ3
bd [n] +
bd [n + 1] = − γ1 γ2γ
1 γ3

γ2 γ3 −γ1 γ4
ad [n].
2γ1 γ3

(28)

where ∇x g is the gradient of g with respect to x. The instantaneous poles are then the eigenvalues of ∇x g(t, x0 ). Examining
these can help studying model stability, by checking whether they
leave the stability region. They can also be used examine and compare pole trajectories between model and system [13]. However,
systems often quickly move away from the operating point and the
linear approximation is only valid over small time intervals. In
some ways, this parallels issues encountered in time-varying filter
design [21]. Still, it is a primary tool to tune discretizations.
In general, most of the locations in the (t, x0 ) space are irrelevant for system analysis, since most of are never visited by
the system. Hence, a tractable analysis must rely on some understanding of the system usage to find relevant locations where to
compute instantaneous poles. At the present, we are not aware of
any general way of finding these. In particular, even if an exhaustive knowledge of the pole trajectories of a system are known, we
must note that model and system generally visit different trajectories due to the modeling error, such that the “true” instantaneous
poles provide a biased view of the model dynamics. In the typical case where the time-varying part of the system corresponds to
the input signal u(t), i.e., the system is ẋ(t) = g(x(t), u(t)), the

(20)

for the capacitor and for the inductor
bd [n + 1] = − Lγ34 +Rpp γ12 bd [n] +

(26)

(23)
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choice of a relevant input u(t) (or class of inputs) can result in a
widely different set of trajectories and instantaneous poles. Below, we propose strategies determine relevant instantaneous pole
locations for system analysis and discretization tuning.

eq
vC
(V)

R163
C40
e
vC

3.2. System equilibria

R162

vO

4
2
0

0

2 4
e0 (V)

eq
Figure 1: Pulse shaper circuit (left) and its equilibrium voltage vC
for constant input voltages e0 between 0 to 6 V (right).

Damping

vC (V)

Many autonomous systems ẋ(t) = f (x(t)) will tend towards equilibrium (“steady-state”) points xeq which, by definition, will verify 0 = f (xeq ). Time-invariant systems ẋ(t) = g(x(t), u(t)) can
also have temporary equilibria, e.g., when fed a constant input signal u0 for a period of time, the system can tend towards an equilibrium verifying 0 = g(xeq , u0 ). As we will see in Sec. 4, this
scenario can apply to audio systems when their input signals correspond to step functions and/or rectangular pulses, i.e., piecewise
constant, and create temporary equilibria. One approach to find
relevant instantaneous pole locations is then to use the equilibria
xeq as operating point to derive the linearized approximate system
in Eq. (28) and then the eigenvalues of ∇x g(xeq , u0 ). [13] follows
that method to find highly damped poles (in our context, highly
damped means a damping much greater than 1/Ts ) and design a
damping-monotonicity preserving α-transform.
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Figure 2: Voltage vC and pole damping for a backward Euler
model of the pulse shaper. We start from a steady-state at n = 0
corresponding to e0 = {1 V, 3 V, 5 V}, then e[n] = 0 V for n > 0.

3.3. Pole analysis for autonomous systems

find that the backward Euler method, being an L-stable method,
allows to generate good estimates for relevant locations for the instantaneous poles with higher damping we may encounter, while a
bilinear transform (i.e., trapezoidal rule) simulation provides good
estimates of relevant locations for the poles with lower damping.

The first approach can fall short of capturing the needed information on the system dynamics by focusing solely on its behavior
around equilibria. However, [17] and Sec. 4 show how some audio systems become stiff (i.e., have highly damped instantaneous
poles) while far from an equilibrium, so that knowledge of transient trajectories becomes necessary to properly design a good discretization method. For autonomous systems, if we have an idea of
the general range of values for the variables x, we can investigate
the general behavior of ∇x f (x) over that range. Time-invariant
systems can also be treated as temporarily autonomous for constant input signals as ẋ(t) = g(x(t), u0 ). In that case, we also
need to know the range of expected values for u0 , in order to examine a tractable set of gradients ∇x g(x, u0 ). [17] shows an example of such analysis. In practice, this approach can be limited as
examining full ranges of variables can quickly become intractable.
A possible simplification is to look only at the extreme values of x
(and u if relevant), though that might remove important information about intermediary points, and extreme values in all variables
do not necessarily happen simultaneously in normal system behavior. We found empirically that this approach often overestimates
damping for the most highly damped poles of the system, resulting
in overly conservative, and hence rather poorly tuned methods.

4. CASE STUDIES
We apply the principles outlined above to design improved discretized models for several historical circuits that use the popular
approach of using diodes as pseudo-switches: depending whether
they are conducting or not, they “switch” on or off circuit sections. Such property is found especially in circuits that perform
an “envelope-shaping” task: a very simple input voltage signal
(e.g., rectangular pulse) gets “shaped” into a more complex output
signal shape. Diodes acting as switches create a nonlinear effect
resembling time-varying filtering with the filter changing between
phases where the diodes conduct or block current, generating more
complex shapes than possible through linear filtering alone. Generally, diodes change state between conducting and blocking only
a few times over the course of a sonic “event”, so that the circuit
mostly behaves as a linear system except for these changes of state.
Hence, oversampling is an unnecessarily costly procedure as the
linear segments are generally well modeled at the regular sampling
rate. Instead, our framework offers a computationally efficient approach, allowing for fast and accurate simulations of the linear segments, while avoiding issues with the spurious oscillations of bilinear transform models when the diode state changes [13]. Indeed,
the instantaneous poles of the system often become highly damped
when a diode switches from blocking to conducting. Here, we exemplify how to properly tune the α-transform using the damping
monotonicity criterion in [8, 13], i.e., for the estimated maximum
damping σ of a real pole, we set α = −1/(1+Ts σ).

3.4. Pole analysis using discretization approximations
To circumvent the limitations of the tuning approaches above, we
propose instead to estimate relevant instantaneous pole locations
using well-known fixed-variable discretization methods on the system. The process is then to look at short response sequences xd [n]
under (optional) relevant input sequences ud [n] for such a discretized model of the system under a scenario of interest. We then
perform an estimate of the instantaneous pole locations by looking
at the values of ∇x f (tn , xd [n]) (or ∇x g(xd [n], ud [n])). In cases
where the number of relevant sequences ud [n] to test is reasonably
small (see Sec. 4), we can then quickly collect a set of relevant instantaneous pole estimates that can then be used to apply the chosen design criterion and form the final model. In particular, we

4.1. TR-808 bass drum pulse shaper
This circuit is part of the TR-808 drum machine bass drum module where a saturating diode is added to an RC high-pass circuit
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4.1.2. Instantaneous pole estimates

vO (V)

1

To tune an α-transform that enforces damping monotonicity (see
[13]), we need some knowledge about the locations of the instantaneous poles with higher damping we expect to encounter. [3]
specifies that, in its normal mode of operation, (a) the pulse shaper
should be fed positive rectangular pulses of about 1 ms, (b) while
the input positive pulse is on, the system responds generally as a
regular linear RC low-pass circuit (with the diode blocking), creating an exponential pulse decaying fast to an equilibrium as the
charge in the capacitor stabilizes, and (c) when the positive pulse
ends, the capacitor start discharging, and the diode temporarily becomes passing (rD ≪ 1), moving the instantaneous pole in the stiff
region (i.e., the region of poles with high damping). This causes
the bilinear transform model to exhibit an extra pulse.
From these empirical observations, the problematic case that
our approach must address are the end of input pulses, generally
after the system has (almost) reached his temporary equilibrium
state as dictated by the pulse amplitude. As outlined in Sec. 3.4,
we propose to analyze the locations of the instantaneous pole with
higher damping through observing the first 10 steps of the backward Euler model of the system. First, we compute the equilibrium
voltages for when the circuit is under a constant loading voltage
e0 . This equilibrium can be found through root-finding after setting v̇C = 0 in Eq. (29). The solutions for voltages e0 between
0 V and 6 V is shown in Fig. 1. We see that the relation between
eq
e the equilibrium capacitor voltage vC
is roughly linear, matching
the intuition that, since the diode is blocking for positive loading
voltages, the circuit essentially behaves linearly (with the diode replaced by an open branch). From these equilibria, we then simulate
the system when e drops back to 0 V (the pulse downward step) using a backward Euler model at fs = 44.1 kHz, and we estimate the
instantaneous pole from the system Jacobian (see Eq. (32)) at the
voltages vC visited by the model, as seen in Fig. 2. From there, we
find the maximum estimated damping (here found at n = 1), and
apply our criterion α = −1/(1+Ts σ) [13] to get a tuned α.
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Figure 3: Pulse shaper output and pole damping for a 1 ms input
pulse at 1 V (top) and 2 V (bottom). We show a bilinear transform
model (blue) and a tuned α-transform model for α = 0.0263 (orange) at 44.1 kHz, and an “analog” high-resolution model (black).
(see Fig. 1). It converts an input rectangular pulse into an exponentially decaying envelope signal. The diode acts as a switch,
blocking the negative pulse shape that would be created at the input release. The input signal corresponds to the voltage source e
and the output signal to the voltage vO across resistor R162 . [3]
showed how the α-transform alleviates undesirable behaviors of
the bilinear transform model, which displays a spurious envelope
peak. However, rather than use our approach, α was tuned by
running full simulations for several α values, picking the one that
empirically minimized the response error. Here, we show how to
leverage the theory presented above and in [13] to find a tuned α.
4.1.1. Circuit analysis
The behavior of the system is described through the state-space
equation describing the voltage across the capacitor
v̇C =

e
vC
1
−
− fD (vC − e).
R162 C40
(R162 ||R163 )C
C

(29)

4.1.3. Simulation results

with || the circuit parallel composition operation. To analyze the
instantaneous poles of the system, we use the diode companion
model, i.e., we linearize the diode response around its instant voltage ṽD . For a general diode model iD = fD (vD ), the model is
iD ≈ fD (ṽD ) +(vD − ṽD ) · ∇v fD (ṽD ) .
| {z }
| {z }
ID

We compare simulations of the pulse shaper using a bilinear transform model and an α-transform model at sampling fs = 44.1 kHz
(Ts ≈ 22.67 µs). We tune α following the maximum damping
found in the backward Euler simulation of a downward input voltage step down from e0 = 2 V, i.e., α = 0.0263. We simulate two
1 ms (i.e., 44 samples) pulses, at 1 V and 2 V (see Fig. 3). For
reference, we show the result of a high-resolution “analog” simulation using the Matlab solver ode15s set to make the (adaptive)
simulation time step to go as small as necessary to reach the minimum error tolerance allowed, with the “continuous-time” input
voltage set as the linear interpolation of the discrete-time pulse.
As we can see, and as seen in [3], the high damping of the
system instantaneous pole results in a spurious pulse for the bilinear transform, along with an inversion of the model damping
curve compared with the “analog” reference. This pulse becomes
stronger and stronger as the input pulse intensity increases. On the
other hand, the α-transform model optimized for 2 V successfully
simulates the system for both input pulses, with a good match in
the instantaneous pole trajectories as well, especially in the stiff
region. This also shows our α can deliver good results for slightly
different running conditions, even as the optimal α for 1 V would
be higher. In the non-stiff region, the α-transform pole is slightly
underdamped compared to the “analog” reference and the bilin-

(30)

1/rD

In the Shockley model [22], we get iD = Is (exp(ṽD /VT )−1)
with Is and VT respectively the saturation current and the thermal
voltage, so that ID is equal to Is (exp(ṽD /VT )−1) and rD is equal
to (VT /Is ) exp(−ṽD /VT ). Then, Eq. (29) becomes
v̇C =

vC
ID
e
−
−
, (31)
(R162 ||rD )C40
(R162 ||R163 ||rD )C40
C40

and the only instantaneous pole is given by
p = −1/((R162 ||R163 ||rD )C40 ).

(32)

Hence, we see how, on the pulse release, a negative spike in the
output vO = e−vC (i.e., any sudden drop of the source voltage e)
drives the value of rD towards 0, resulting in a significant increase
of the pole damping. Since the circuit is designed to operate as a
pulse shaper, such drops of input voltage e are a necessary feature
of this circuit and must be taken into account in the model design.
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The 2 diodes allow for 3 different regimes in the circuit. When
a positive transient is applied to the circuit, the diode D2 becomes
conducting, allowing for the rapid charging of capacitor C6 and
C7 which then become vanishing voltage sources once the input
transient is done. Similarly, the diode D1 becomes conducting
for negative transients, but in this case, only the capacitor C6 gets
charged during that transient. In the absence of transients, both
diodes are blocking, so that the dynamics of the circuit are essentially driven by the capacitor energy being released and dissipated
through the circuit resistors. The behavior of the nonlinear circuit
is then described through the state-space system
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Figure 4: Nonlinear section of the envelope follower.
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Figure 5: Envelope follower output iO for a 10 ms input pulse at
100 mV. We show a bilinear transform model (blue) and a tuned
α-transform model for α ≈ 0.0424 (orange) at 44.1 kHz, and an
“analog” high-resolution model (black).
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.
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To analyze the instantaneous poles, we again use the diode
companion model leading to the linearized state-space system
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Figure 6: Damping for poles p± of the envelope follower for a
10 ms input pulse at 100 mV.

We know that the behavior of the system is strongly tied to
the instantaneous poles of the system, i.e., the eigenvalues of A.
Denoting Rp = (R9 ||R12 ||R13 ), the poles p± are solutions of


r +r +R
p2± + (r1 ||r12 )C6 + (Rp ||r1 2 )C7 p± + r11r2 R2p C6 Cp7 = 0. (36)

ear transform, but that error results in little effect on overall model
accuracy. Further improvement may be achieved with the parametric α-transform or the αβ-transform and their degrees of freedom
matching that pole location (p ≈ −1/((R162 ||R163 )C40 )) on top
of controlling damping monotonicity.

Note that the discriminant ∆ can be written as

2
1
1
4
∆=
−
+ 2
> 0,
(r1 ||r2 )C6
(Rp ||r2 )C7
r2 C6 C7

4.2. DOD FX-25 envelope follower

(37)

showing that the instantaneous poles of the system are always real.
Finally, we can use the fact that the discriminant is such that

Next, we study the envelope follower circuit of a DOD FX-25 guitar pedal clone presented in [14]. The qualitative behavior of the
circuit is as follows: the input is first equalized by a linear input
filter which is the combination of a 1st-order high-pass filter and a
1st-order high-shelf filter. The equalized signal is then use as excitation signal for a nonlinear circuit. This two-diode circuit creates
a two-stage decaying exponential envelope response as the diodes
switch from blocking to passing, or from passing to blocking. This
creates two instants where the system instantaneous poles move
into the stiff region. The transfer function of the linear section can
be found in [14], we focus here on analyzing the nonlinear section.

√
∆<

1
1
+
,
(r1 ||r2 )C6
(Rp ||r2 )C7

(38)

to prove that the instantaneous poles of the system are always negative, which is expected since the system is composed of passive
elements. The instantaneous poles of the system are then given as


p± = − 12 (r1 ||r12 )C6 + (Rp ||r1 2 )C7
r
(39)
2
r +r +R
1
± 12
+ (Rp ||r1 2 )C7 − 4 r11r2 R2p C6 Cp7 ,
(r1 ||r2 )C6

4.2.1. Circuit analysis

with p− always the pole with higher damping.

The nonlinear section of that circuit is shown in Fig. 4, where the
input voltage e corresponds to the output of the linear section [14].
Its output corresponds to the total current iD flowing through the
voltage sources VD , which is split equally as R12 = R13 . Note that
these sources are not physical sources but simplified equivalents of
the circuitry associated with 2 operational transconductance amplifiers. The output iO is then expressed as
iO = iD = (vC7 − VD )(1/R12 + 1/R13 ).

z
}|
#{
 "−

1
1
−
(r1 ||r2 )C6
r2 C6
v̇C6
vC6
=
1
v̇C7
vC7
− r21C7 − (R9 ||R12 ||R
(35)
13 ||r2 )C7

 "
#
"
 
1
1 1 #
e
0
0
−
(r1 ||r2 )C6
C6 C6 I1
Vcc  +
.
+
1
1
1
1
I2
0
VD
r2 C7
R9 C7 (R12 ||R13 )C7
C7

4.2.2. Empirical analysis
We simulate the full system, including the linear stage, as described in [14]. However, we focus the analysis of the system instantaneous poles on the nonlinear section alone, as the two stages
are decoupled by an operational amplifier. Additionally, the highly
damped instantaneous poles of the system generally occurs in the

(33)
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4.3. Keio Mini Pops 7 bass drum voice circuit

vC3 R4

The Mini Pops 7 (MP-7) [23] is another early analog drum machine, released in 1966 by Keio. We focus here on the bass drum
voice circuit (see Fig. 7), which converts a short positive pulse into
an oscillating waveform with decaying envelope.

vO

Figure 7: Bass drum voice circuit.

4.3.1. Circuit analysis

uO (mV)

40
0

The input pulse is delivered through a diode. The diode becomes
conducting on the positive transient of the pulse, allowing for the
quasi-instantaneous charging of capacitor C1 to a voltage close to
the pulse voltage value. Once the pulse ends, the diode becomes
blocking and disconnects the source branch from the circuit as long
as the capacitor C1 has a charge. The capacitor C1 then slowly discharges its energy in the rest of the circuit, acting as a vanishing
source. The LC tank formed by the inductor L and the capacitor
C2√creates an oscillation close to the LC resonance frequency at
1/ LC2 (here about 65 Hz) whose amplitude decays as the energy in capacitor C1 dissipates in the various circuit resistors. The
capacitor C3 and series resistor R3 and R4 create a (coupled) output low-pass filtering effect which shift only slightly the resonant
frequency of the circuit. Additionally, the small residual voltage
created across the diode due to the voltage changes in the circuit
creates a small oscillation of the circuit resonant frequency, introducing a small timbral coloration. Note that in the actual circuit,
the resistor R4 is a potentiometer acting as a voltage divider. Since
it only changes the measured output voltage by a multiplicative
gain, we consider the output voltage to be across the full resistor
R4 . Hence, the circuit state equations for the four state variables
(branch voltages vC1 , vC2 , vC3 and branch current iL ) are

v
−v

v̇ = − CC11 R1C2 + C11 fD (e(t) − vC1 ),

 C1
v
vC2
v
iL
(40)
v̇C2 = R1CC12 − (R1 ||R
+ R2CC32 − C
,
2 )C2
2
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Figure 8: Output vO and damping of the highest-damped pole of
the bass drum voice for a 1 ms input pulse at 2 V. We show a
bilinear transform model (blue) and a tuned α-transform model for
α = 0.0162 (orange) at 44.1 kHz, and an “analog” high-resolution
model (black).

nonlinear stage as the two diodes switch from blocking to passing in the presence of transients. We run a rising step function of
amplitude 100 mV through a backward Euler model of the system, and find an optimized α = 0.0424 for a sampling rate of
fs = 44.1 kHz based on the maximal instantaneous pole damping.
We then simulate the response of a bilinear transform model and
the α-transform model to a 10 ms-long rectangular pulse, as suggested in [14]. The intensity of the pulse is set at 100 mV. For
reference, we also show the result of the high-resolution simulation obtained using the Matlab numerical solver ode15s where
the continuous-time input voltage is set as the linear interpolation
of the discrete-time pulse. The output current iO of these models is shown in Fig. 5. We see that the bilinear transform model
widely overshoots the response of the “analog” model on the upward step of the pulse. That error actually creates a second issue
on the downward step of the pulse, where due to the distorted state
of the model variables, the increase in damping of the poles creates a second spurious increase in the output current that is not
qualitatively present in the “analog” model response. A better understanding of the source of that distortion can be observed in the
location estimates of the instantaneous poles with higher damping
as shown on top in Fig. 6. We see how the instantaneous pole for
the bilinear transform fails to follow the “analog” one, resulting in
underdamped poles and, consequently, the spurious behavior in the
output. As for the second pole shown in Fig. 6, while its general
trend is qualitatively correct, its timing is distorted by the amplitude distortion in the model. On the other hand, the α-transform
approach manages to closely follow the target pole trajectories and
qualitatively match the expected system output. Again, as in the
case of the pulse shaper, the poles are generally slightly underdamped but without significant consequences on model accuracy.
Some of that distortion could be mitigated through the use of the
free parameter in the parametric α-transform. On the other hand,
using the αβ-transform would be much riskier, as we see that the
second pole has very small damping at its rest equilibrium (see
samples before t = 0) and setting β any higher than 1 would produce in a conditionally stable model.

Here again, to analyze the instantaneous poles of the system,
we use the diode companion model and find the linearized equation




  1
1
v̇C1
vC1
rC1
C1  
v̇C2 
vC2  
0


 0
 e ,
(41)
v̇C3  = A vC3  +  0
0 I
iL
i̇L
0
0
with the instantaneous poles found as the eigenvalues of


1
1
0
0
− (R1 ||r)C
R1 C 1
1
1
1
1
1

− (R1 ||R2 )C2
− C2 
R1 C2
R2 C2
. (42)
A=
1
1

−
0 
0
R2 C 3
(R2 ||(R3 +R4 ))C3
1
0
0
0
L
4.3.2. Empirical instantaneous pole analysis
Unfortunately, the eigenvalues of the matrix in Eq. (42) cannot be
simply expressed analytically. Upon empirical examination, we
find that, out of the 4 poles, we can roughly make the following
segregation: 2 (complex) poles correspond to the system decaying
oscillations (the bass drum “pitch”) mostly through the exchange
of energy between the capacitor C2 and the inductor L, and 2 real
poles control the loading and unloading of energy in the circuit
mainly through the charging and discharging of capacitors C1 on
the input side, and capacitor C3 on the output side.
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We run a rising step function of amplitude 2 V through a backward Euler model of the system, and find an optimized α = 0.0162
for a sampling rate of fs = 44.1 kHz based on the maximum damping reached by the poles. We then simulate the response of a bilinear transform model and the α-transform model to a 1 ms-long
rectangular pulse. The intensity of the pulse is set at 2 V. For reference, we also show the result of the high-resolution simulation
obtained using the Matlab numerical solver ode15s where the
continuous-time input voltage is set as the linear interpolation of
the discrete-time pulse. The output vO of these models is shown in
Fig. 8. We see that all models produce the expected decaying oscillation corresponding to the bass drum tone. However, we also see
that the bilinear transform model widely overshoots the response
of the “analog” model on the upward step of the pulse, so that the
waveform has a much higher amplitude than expected. The source
of that distortion can be observed in the damping estimates of the
instantaneous pole with highest damping as shown in Fig. 8. We
see how the instantaneous pole for the bilinear transform fails to
follow the “analog” one, resulting in the spurious behavior in the
output. On the other hand, the α-transform approach manages to
more closely follow the expected system output, thanks to the improved tracking of the stiffer pole. Again, as in the case of the
pulse shaper, the other poles are slightly distorted, creating some
small error in the response, but without significant consequences
on model accuracy. In particular, we see how the resonating poles
of the circuit are somewhat overdamped, and shifted a bit lower
in frequency. Some of that distortion could be mitigated through
the extra free parameter in the parametric α-transform or the αβtransform to improve the match around these complex poles.
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5. CONCLUSION
In this paper, we extended the theory around discretizations based
on Möbius transforms. In particular, we introduced how those
methods lead to 2 conjugate families of discretizations that can
be readily applied to many existing frameworks for audio physical
modeling. We then presented practical ways to tune its parameters
based on analytical and empirical instantaneous pole location. We
finally applied these concepts to the successful design of improved
discretizations for 3 historical diode-switched audio circuits.
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ABSTRACT
We release Amp-Space, a large-scale dataset of paired audio
samples: a source audio signal, and an output signal, the result of
a timbre transformation. The types of transformations we study
are from blackbox musical tools (amplifiers, stompboxes, studio
effects) traditionally used to shape the sound of guitar, bass, or
synthesizer sounds. For each sample of transformed audio, the
set of parameters used to create it are given. Samples are from
both real and simulated devices, the latter allowing for orders of
magnitude greater data than found in comparable datasets. We
demonstrate potential use cases of this data by (a) pre-training a
conditional WaveNet model on synthetic data and show that it reduces the number of samples necessary to digitally reproduce a
real musical device, and (b) training a variational autoencoder to
shape a continuous space of timbre transformations for creating
new sounds through interpolation.

Devices

Audio (hours)

Real

This Work
Schmitz [5]

effectors
effectors

>50
<5

Mixed

NSynth [1]

instruments

333

Synthetic

This Work
synth1B1 [4]

effectors
synthesizer

>500
1111111

Table 1: Amp-Space (v1) dataset by the numbers. While we were
not able to obtain the Schmitz dataset[5], from the data description
we estimate that it would contain less than 5 hours of audio.

develops in response to it. Naturally the instruments most associated with sample-based music creation are keyboards and drums,
where the method of interaction (the press of a key or the hit of
a pad) provide all the necessary conditioning information (pitch
and velocity) to shape the resulting sound. But many instruments
are not played in strictly in this manner, such as stringed instruments, where the player continuously shapes the sound during its
production. Describing the sound of these instruments using only
the pitch and velocity at the onset of the note would result in the
loss of much of the nuance and expressiveness of the performance.
How can we develop ML technologies for players of these instruments? As all of these instruments are controlled in different ways,
we turn our attention to the attribute they all share: the production
of a waveform.
We introduce Amp-Space, a large-scale dataset of paired audio samples. One sample is the waveform produced by a stringed
instrument (here, an electric guitar) and serves as the conditioning information the player provides in lieu of pitch and velocity.
The other is the result of processing the original waveform using
a black box musical tool or device. The types of devices we study
are those commonly used to produce the variety of guitar sounds
found in popular music. This includes devices such as amplifiers,
stompboxes (fuzzes, distortions), and studio effects (compressors),
which can be used to drastically sculpt the initial sound, to the extent that musicians are able to create their own signature sound
despite working with essentially the same basic components. Outside of a musical context, the differences in samples are often more
subtle than those found in existing datasets. Figure 1 illustrates
the way in which three perceivably distinct sounds yield comparatively similar spectrograms. Amp-space is designed to be a benchmark for modeling timbre transformations which are fine-grained
and proven to be musically useful.
Like NSynth, Amp-Space can be used to study instrument timbre. But while samples of a single instrument in NSynth vary only
in terms of their pitch and velocity (with timbre remaining rela-

1. INTRODUCTION
Major advances in machine learning often accompany the development of important data resources. With state-of-the-art results
increasingly being achieved by general models trained on large
amounts of data1 , it is often necessary to develop new datasets
to drive study into new areas. In the domain of musical instrument audio, a notable example is NSynth[1], a dataset of 305,979
short sound samples from a diverse set of instruments and pitches.
The size of NSynth helped it serve as a suitable testbed for the
burgeoning field of neural generative audio models, and aided in
the development of temporal auto-encoders[1], disentangling factors for audio generation[2], and methods of timber transfer[3]. A
newly released dataset, synth1B1[4], uses a software implementation of modular synthesis to generate an additional billion samples
of synthesized audio, allowing for such research on an even greater
scale.
However, with the exception of these two examples, to the
best of our knowledge we are unaware of any other comparably
large-scale datasets of musical sounds (Table 1). And while the
aforementioned datasets are suitable for the study of sample-based
audio, there are other types of musical sound creation for which
large-scale datasets do not exist. Consider that the typical way
of interacting with sound samples is through a trigger: an event
occurs, typically described by a pitch and velocity, and the note
1 http://www.incompleteideas.net/IncIdeas/BitterLesson.html

Copyright: © 2021 Jason Naradowsky. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.
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Figure 1: Spectrograms of the original instrument audio (a), and of the transformed sounds after processing with a music effect (b and c).

ing JFETs[7] and other parts commonly used in music device circuits. Abstracting slightly, gray box approaches model sections of
circuits with blocks of either linear models (LTI filters) or functionspecific non-linear models, depending on the behavior of the circuit section[8].
In our work we propose an entirely black box approach to
modeling, in which the inner workings of the devices are completely abstracted away, and replaced with a single function, in
this case a deep neural network. Previous work[9] has compared
different neural methods of guitar amplifier model, using typical feed-forward, CNN, and LSTM networks, on a comparatively
small set of recorded guitar amplifiers[10]. Other work examines
the use of RNNs and WaveNets for real-time generation[11]. Our
work extends on this, and in Section 4.1 we perform a parameter search over benchmark models in high-fidelity audio synthesis
(WaveNets, SampleRNNs, etc.). A dilated convolutional architecture with EMD loss is the best performing system on our data, but
we find that many architectures are capable of achieving similar
quality when trained on large data with good hyperparameters.

tively consistent otherwise), each device in our dataset is highly
parameterized and capable of a wide range of sounds. This introduces problems unique to this task, namely that the combinatorial nature of device settings creates an intractably large space of
sound. Even a relatively simple three-knob device would itself offer 1,000 different timbres if discretizing the values of each knob
(1-10). In order to record sufficiently many samples of the devices
contained in the dataset, we utilize a combination of programmatic
manipulation of software device emulations, automated controls
on real devices (such as motorized faders), and robotic servo manipulation on actual physical devices. This enables us to release
the largest dataset of its type, containing over 500 hours of synthesized audio and 50 hours of samples recorded from physical devices (Figure 1), all in high-fidelity 44.1kHz monaural sound. We
provide the settings of these devices, as well as any known variables which may affect the sound (voltage, transistor type, recording information, etc.), as an annotation with each pair of sounds.
Amp-space supports research into a variety of problems, including but not limited to:
• Accurate and/or real-time modeling of a wide variety of
analog music devices, due to its abundance of real device
samples.

2.2. Vector Spaces of Timbre and Sound
In Section 5 we utilize a subset of Amp-Space to build a continuous vector space of timber transfer sounds. While such vector
spaces are an increasingly active area of research, such spaces also
have a long history in audio research. Early studies of timbre relied
on visualization techniques like multidimensional scaling (MDS)
to arrange sounds in a vector space in according to their perceptual differences[12, 13]. In order to obtain the relative differences
of points in the space, human participants were asked to score the
similarity of pairs of sounds. With the advent of deep learningbased approaches it became possible to utilize the latent spaces
induced by a neural model trained to perform a sound prediction
task, replacing human judgements as the organizing metric. Other
work has combined the two approaches, using data from human
studies to regularize the latent space of neural models[14].
An important consequence of constructing spaces with predictive models is the ability to synthesize sound from points in the
latent space. Dilated convolutional architectures, of the kind explored in this work, are a common choice for predicting the waveform directly[1]. Other options include recurrent networks, or predicting spectrograms[15]. A unifying theme of existing work is
how sound is generated from the latent vector, often conditioning
on other attributes such as pitch or velocity, and generating the entire envelope of the timbre across time (sample-based generation).
Our work differs in this regard in that the model can condition on
an aligned waveform during generation. Thus it is more closely

• New interfaces for exploring the sounds of these devices,
such as moving the position of a point in a projection of the
vector space, due to its large size.
• Predicting device parameters and source waveform from
audio samples, due its inclusion of parameter annotations.
• Generating new sounds by extrapolation, or by interpolating between samples from two different devices.
In Section 3 we describe the data collection procedure. We
then present two experiments (Section 4 and 5) utilizing the unique
properties of the data. First, we demonstrate the effectiveness of
pre-training on synthetic data by showing that it can significantly
reduce the data burden when adapting these models to real data
via transfer learning. Second, we show the potential for using the
data to construct a continuous space via variational auto-encoders,
enabling new sound creation via interpolation in the vector space.
2. RELATED WORK
2.1. Modeling of Amplifiers and Effects
Many approaches have been proposed for modeling audio circuits.
At the most fine-grained level, substantial literature exists on modeling circuit components with traditional DSP methods[6], includ-

DAFx.2

58

rd
Proceedings of the 24
International Conference on Digital Audio Effects (DAFx20in21),
Vienna,Austria,
Austria,September
September2020-21
8-10, 2021
23th
(DAFx2020), Vienna,

related in methodology to work in speaker voice transfer[16] or
singing voice conversion[17], where linguistic features or an input
waveform provide temporal information rather than encoding it in
the latent space. This distinction means that the latent space can
be solely devoted to encoding timbral characteristics of the sound,
and eschews the need to model time-sensitive dynamics. Indeed,
we find that a relatively small receptive field is capable of achieving high accuracy on the task (Section 4.1.1).

DI

2.3. Datasets of Conditional Audio
Amp-Space is not the first dataset proposed for wave-conditional
modeling. Previous work on amplifier or effects modeling often
included a small dataset of similar input/output waveforms for the
purpose of evaluation. In addition, another dataset of paired DI and
output from real guitar amplifiers was developed previously[5],
consisting of samples of 5 amplifiers, across 10 stages of gain
(other parameters held fixed). In comparison, Amp-Space is orders of magnitude larger both in terms of hours of audio and the
diversity of timbre represented, scaling the goals of previous work
to the size of the largest instrument audio datasets.
It could also be argued that synth1B1[4] is also a dataset of
wave-conditional audio. Although it is not presented in such a
manner and a conditioning wave is not provided, the waveform
produced by the oscillators could be considered as analogous to
the DIs used in this work. If the waveform of the oscillator is
extracted and paired with the waveform generated by the following
synthesizer modules, synth1B1 may be used as a complementary
dataset for wave-conditional modeling of synth sounds.

DEVICE

field

value

ID
start
end
name
brand
source
pre-amp
power-amp
loadbox
cabinet
channel
low
mid
high
gain
master
presence
power-tubes
power-tube-type
bias
watt
VAC
wall-voltage
time-delay

ola_rhythm
0:53
1:03
5150-blockletter
Peavey
real
5150-blockletter
5150-blockletter
torpedo-reload-contour-5
none
lead
0.6
0.6
0.6
0.6
0.3
0.5
6l6-Sylvania
6L6
unknown
120W
117V
103V
1.79ms

Table 2: A sample annotation. Some fields which are not pertinent
to this device are omitted for clarity.

3. A DATASET OF WAVE-CONDITIONAL TIMBRE
TRANSFER

to how it would on the real device. We acquire several commercially available component models of musical devices (amplifiers
and stompbox-style effects) to use as synthetic data generators.
Data processing for the synthetic data is done in Reaper[18],
a digital audio workstation (DAW) with a full-featured API. Using
Reaper’s advanced scripting capabilities we automate changes to
the parameters of the software device (such as gain, bass, mid,
treble, presence, master, and bright/gain boost, etc.), sweeping
through parameter changes after every clip. We discretize each parameter, valued 1–10. While this level of discretization still yields
hundreds of thousands of training samples per device, rendering
samples of a software device can be performed faster than realtime, making it tractable to produce thousands of hours of audio
for each device if necessary.

The dataset collection process can be summarized as (1) collect
raw guitar audio (known as direct input or DI) from recordings of
professional musicians and choose segments to reflect a diverse set
of DI sounds, (2) run the DI signal through a software simulation
or physical device, recording the output signal, and (3) periodically
adjust the parameters of the device, storing the parameter setting
and recording as a single item in the dataset. All audio is recorded
at 44.1kHz, 24bit, monaural.
DIs were obtained from professional recordings with permission of the artist, and divided into short samples, each containing
a distinct music passage with no overlap with other samples. Samples were chosen to maximize diversity in pitch, dynamics, and
style. The average length of a DI sample was approximately 10
seconds, and was chosen as a compromise between the brevity
necessary to potentially record thousands of samples of each device, while being sufficiently long enough for a human to be able
to evaluate it musically.

3.2. Sampling Physical Devices
While software simulations of devices have improved significantly
in recent years, accurately reproducing physical devices remains a
challenge. We acquire a number of physical devices, including 15
popular tube amplifiers and an additional 15 solid state devices.
Additionally, some devices are capable of reproducing a number
of traditional circuits. Using a recording interface, a DI is sent
to the device and its output is returned through the interface and
recorded. If the device is an amplifier, the output signal from the
device is first sent to a loadbox, in place of a traditional cabinet,
which removes the cabinet, micing, and room acoustics from the
dataset examples.
In contrast to software collection, all recording of physical devices must be done in real-time. We accomplish this through vari-

3.1. Large-Scale Synthetic Data
Improvements in modeling musical circuits in software have led
to the production of many high-quality component-level models
of amplifiers and other musical devices. In a component-level
model, the circuit of the device is traced, and each component
is individually measured and modeled. As a consequence, component models are time-consuming and costly to create, but the
process ensures that each controllable parameter behaves similarly
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ous means. For some devices, digital control of device parameters
is possible (here via MIDI) and can be automated from a computer. On devices without digital control, if the knobs are attached
to typical potentiometers it is sometimes possible to automate interaction with the device by attaching specially-purposed servos to
the shaft of the potentiometers. In these cases, some device parameters can be manipulated from a computer via MIDI. For the
remainder of the devices, the knobs are operated manually. A natural consequence of manual operation is far fewer samples of each
device. In this cases we prioritize settings that sound most pleasing
by our own judgement.

these controls should behave on a real device from only a few samples. This would in turn reduce the burden of extensive data collection needed in order to recreate a real device.
We begin by performing an architecture search for effective
models of timbre transfer on the Amp-Space Dataset. We identify
the best performing model and train it on synthesized data, before
fine-tuning it on limited samples from a real device, and evaluate
its ability to predict the target waveform of the real device as the
parameters are adjusted away from observed values.

3.3. Annotation

As part of the preliminary exploration of the dataset, we perform a
large scale architecture and hyperparameter search on the timbretransfer task. We define the task as follows. Input x is the clean DI
signal, and output y is the transformed signal. We then quantize y
into µ-law 256 bins. A contextual feature vector c ∈ R|F | , where
|F | is the size of the feature set, represent the device settings and
other attributes included in the annotation fields. Knob settings are
represented as real-values [0, 1], while attributes are represented as
one-hot vectors concatenated together length-wise.
We compare wave-to-wave variants of RNNs, LSTMs[22], Dilated LSTMs[23], SampleRNN[24], and WaveNet[25]. Within
each model type, hyperparameters are searched using a flexible
and highly-parallelizable hyperparameter optimizer[26], and include important characteristics of the problem, such as the model
receptive field, depth, type of nonlinearity, and optimization
method. For succinctness, we describe in detail only our best performing model architecture.

4.1. Models

Each sound sample is annotated with the label of the DI track (and
corresponding start and end time) used to record it. From the device, all adjusted parameters and their values are labeled. Properties of the device type are also annotated to facilitate learning
generalities of these properties. This may include the tube-type or
wattage for an amplifier, or transistor type or bias for a fuzz pedal.
An example annotation is provided in Table 2.
3.4. Release Notes
Due to large size and diversity of the dataset, we deviate from standard dataset release practices in two ways. First, because there
are many research questions which might be pursued using this
dataset, we choose not partition the data into a standard train, development, and test set. Section 4 illustrates how the dataset might
be partitioned in different ways to create test sets of varying difficulty levels. Second, we release all samples recorded from real
devices, but for practical purposes and because the synthetic data
is essentially unbounded, we limit the amount of synthetic data
samples we release. We instead make available the scripts and DIs
necessary to recreate the data, or generate entirely new samples.
Further details can be found on the data release page2 , together
with the materials for data generation).

4.1.1. Wave2WaveNet
The best performing model in our architecture search is a dilated
convolutional architecture which we refer to as Wave2WaveNet,
mainly to emphasize that the expected input and output of the
model differ from that of WaveNet (and to avoid confusion with
later discussion which includes WaveNets), and that generation
does not occur in a truly autoregressive manner as there are no
dependencies on past outputs. As in a traditional conditional
WaveNet[25], features c are fed in as an auxiliary input and concatenated to to each layer of the network. A network depth of 20,
with a filter size of 3, yields a receptive field of 4093 samples. This
is relatively short for a WaveNet, supporting the hypothesis that the
properties of wave-conditional synthesis differ significantly from
those of text-to-speech. Difficult long-distance problems of highfidelity real audio prediction, such as phase information, are directly observable from the input waveform.
A novel finding gleaned from hyperparameter search is an improved loss function. As described previously, we discretize the
target output (µ-law as used previously in WaveNet) representing
it as a one-hot vector, transforming the problem into one of classification. However, as the classification task in this case is ordered,
i.e. predicting a value adjacent to the target value is better than predicting one further away, we find that standard cross-entropy loss
function used in WaveNet[25] is not optimal. A more appropriate
loss takes into account these inter-class distances. Earth Mover’s
Distance (EMD), which computes the optimal transport between
the predicted distribution p over classes and the target distribution
p̂, is one such example.
We used a weighted EMD2 loss[27], which can be computed
efficiently in the 1-dimensional case as the L1 distance between

4. EXPERIMENT 1: SIM-TO-REAL TRANSFER
A long-standing hurdle to developing black box models of musical
devices is the sheer number of different possible parameter settings
on a typical device. If a human is required to change the device
parameters manually then the process of recording the device may
become very time-consuming. Therefore most research in this area
focuses on recreating only a small number of possible sounds per
device. However, results from the fields of computer vision[19]
and natural language processing[20] demonstrate the effectiveness
of pre-training a model on a large set of easily obtainable data
before fine-tuning it on additional (typically less available) data
for the desired task. We question whether the same strategy could
hold true for audio generation, pre-training on the synthetic data
partition from our proposed dataset.
Our task here is the same in both conditions (given an input
waveform and parameter settings, predict the output waveform),
but transferring from sim-to-real has been shown to be a difficult problem and may require additional modifications to work
successfully[21]. However, if the model can gain some predictive
understanding of how a particular control operates across many
synthetic devices via pre-training, it may be able to generalize how
2 https://github.com/narad/amp-space
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Figure 2: A hypothetical black box approach for conditional timbre-transfer of musical device sounds. Sound samples from numerous
music devices and numerous settings are embedded into a single continuous vector space, and used as conditioning when generating new
samples. This allows for interpolation between settings, and for the production of sounds not seen during training. In this example, a
conditional Wave2WaveNet shapes the embedding space towards improving the task loss predicting the timbre transformation from DI
signal to the signal recorded from the output of the device. We discuss the practicality of this design in Section 5.

the two distributions’ CDFs[28]:
||CDF(p) − CDF(p̂)||1

(1)

As noted previously[27], this loss converges faster and is easier to
optimize if the absolute value in the L1 distance is replaced with
squaring. In addition, to combat the class imbalance present in the
data, we weight the loss at every sample with label i by weight wi ,
which is inversely proportional to the frequency of the label in the
data Ni :
1 σ
)
(2)
Ni
where σ is an optimization parameter.
During generation, we further leverage this loss and the properties it imposes over the predicted distribution by calculating the
expected value rather than using the argmax of the distribution,
which (a) improves performance, and (b) allows generation of any
continuous value in the range [−1, 1], which negates the theoretical minimal error which would be imposed by the discretization.
These changes yield significant performance improvements over
our implementations of previously proposed models[11].

Fine-Tune Gain

Test Gain

MSE (e-03)
Baseline Pretrain

5

5

0.05

0.005

5
5
5

{4, 6}
{3, 7}
{2, 8}

0.33
0.81
2.10

0.023
0.017
0.064

{3, 7}
{2, 8}

5
5

0.08
0.15

0.011
0.004

Table 3: Gain Interpolation Accuracy. Fine-tune Gain is the set of
gain settings sampled the target device recording and given to the
model for additional training. Test Gain is the set of gain values
which the model must infer and generate new audio.

wi ∝ (

device, and fine-tune with samples of a restricted range of gain
settings (each real device sample is approximately 120s). As gain
is represented as a real-value in the feature vector c, it can be modified even in models which are not exposed to different gain values
during training. We experiment with which gain settings are seen
during fine-tuning, and what gain setting(s) are used for evaluation
(Table 3). Our aim is then to test how well the fine-tuned model is
able to generalize to gain settings unseen during fine-tuning on the
real device, but whose general properties may have been learned to
some extent during pre-training on synthetic data. We contrast this
with the same Wave2WaveNet model architecture, trained solely
on the fine-tuned data.
Table 3 shows the results. First we compare (top row) a model
pre-trained on synthetic data and then fine-tuned on samples from
a single gain setting (gain=5), against a baseline model trained
solely on the fine-tuned data. Both models are then tasked with
converting new DI samples to match the timbre of the fine-tuned

4.2. Results on Gain Interpolation
For the purpose of this experiment we focus on one of the most
important traditional parameters of timbre control in devices like
amplifiers or distortion pedals: gain. Adjustments to gain vary the
amount of clipping and compression in the output signal, but the
precise nature of this effect varies significantly between devices.
For pre-training we sample a random synthetic device (which has a
gain control), and train on samples of the device until convergence
(∼18hrs on 2 Nvidia V100 GPUs). During training device parameters are sampled randomly, while the gain parameter is swept
across its full range of values. For fine-tuning, we select a real
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data. We measure an improvement in mean squared error (MSE)
when using the pre-trained model, but neither model makes errors
which are easily perceivable. This finding supports the results of
previous work which indicate that dilated convolutional networks
are capable of high accuracy on similar supervised timbre transfer
tasks[10, 11]. However, it is interesting to note that pre-training
does appear to provide some advantage even in the purely supervised scenario when data is limited. The Wave2WaveNet is
a highly parameterized model, and it is possible that pre-training
provides a better initialization of the model weights in comparison to the baseline model, which must learn these weights from
scratch.
As the model is asked to generalize further (Table 3, rows 24), the pre-trained model performs significantly better in all scenarios. By the point where the model is tasked with generalizing
to gain settings ≥ 2 points further from the original gain=5 setting observed in the fine-tuning data, the performance of the baseline model has decreased by nearly two orders of magnitude. The
difficulty of the task also has an effect on the pre-trained model,
but only to the extent that it performs comparably to the baseline
model in the fully supervised setting. We believe this is an important result as it establishes that large-scale pre-training on synthetic
device audio is beneficial to digitally recreating real devices, and
demonstrates the potential for pre-trained black box models to infer missing parameter values.

Figure 3: Mean opinion scores for perceived quality of modeling
amplifier A, and modeling the interpolation of amplifier A and B
in identical settings.

teristics of a sound sample (for instance, a speaker) are used elsewhere in the model. Using spectrograms in this scenario requires
that all data samples be aligned (as y is used as input and output;
the DI waveform is ignored), whereas the Wave2WaveNet need
only aligned input/output for each instance, and thus it is worth
noting that this method is not suitable for generalizing to timbre
transfer on new DI waveforms. However, it allows us to utilize a
simpler model architecture. The VAE encoder consists of four layers of 1D convolutions and pooling operations (the decoder contains analogous 1D deconvolutions), predicting the mean and variance of the latent distribution (3-dimensional) from an encoded
representation of size 512 for each factor. The spectrograms predicted by the model are converted to waveforms for evaluation via
the Griffin-Lim method.

5. EXPERIMENT 2: A CONTINUOUS SOUNDSPACE
In Section 4 we experimented with pre-training techniques for the
dilated convolutional architectures commonly used for audio generation in the waveform domain. By adjusting the real-valued features in the conditional Wave2WaveNet model, we were able to
interpolate (or extrapolate) sounds not seen during training. However, the parameter space implied by the conditioning features may
be arranged in a way which is disjoint, and there is no explicit pressure for interpolations in these values to produce realistic audio. To
examine this issue further we perform another experiment where
we interpolate between two amplifier models.
Consider a collection of audio samples from two amplifiers
A and B, denoted Ya and Yb , and corresponding to the input DI
X, which is the same 4-second clip of audio for all samples in
this dataset partition. The first model for comparison is the same
Wave2WaveNet model where the device type feature is [0, 1] for
amplifier A and [1, 0] for amplifier B. We train on the provided
data and predict an interpolation of amplifier A and B using the
conditional device type feature values [0.5, 0.5], analogous to the
approach used in Section 4, while holding other parameters fixed.
We compare this to a variational autoencoder (VAE) model
that explicitly regularizes the latent space. Traditional autoencoders are a type of neural model consisting of an encoder and
decoder, which aim to learn a compressed representation of the
input while being trained to accurately construct the input. VAEs
extend AEs by assuming the data is generated by a directed graphical model P (z|X), and is approximated by the network. We use
the typical isotropic multivariate Gaussian prior, and optimize the
negative log-likelihood of the reconstruction with regularization
which encourages the latent space to be more continuous.
In order to train the VAE efficiently, we opt to utilize Mel spectrogram representations (with 2048 FFT bins, 256 Mel filters, and
a hop length of 256). Mel spectrograms have been utilized in many
timbre-transfer models, or in circumstances where timbral charac-

5.1. Results
We perform a small user study, soliciting the participation of 10
musicians from an online guitar community (average experience
with music creation was approximately 8 years). We present four
waveforms in random order over an online form. Participants were
asked to score the quality of each on a scale from 1 to 5, unaware of the method which generated them. The results are presented as mean opinion score (MoS) in Fig. 3. Unsurprisingly, the
Wave2WaveNet outperforms the spectrogram-based VAE model
on modeling timbre transfer in the supervised setting. Griffin-Lim
is known to perform poorly on predicted spectrograms, and it is
possible that some of this performance drop could be mitigated by
training a WaveNet-based vocoder specifically for this domain.
In the interpolation setting, the Wave2WaveNet model quality
suffers significantly, while the strength of the VAE model at interpolating between sounds becomes apparent. Neither VAE-based
result is of exceptionally high quality (lower than Wave2WaveNet
on in-domain data), but it is more consistent across both scenarios. While this is only a preliminary finding, it is supported by
other work on variational timbre spaces (Section 2.2) and hints at
the notion that a single latent space could represent encodings of
multiple timbre transformations, where the types of transformations common in musical devices could explored and created by
operations in a vector space.
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6. DISCUSSION

interchanged, and new circuits defined in this manner.

6.1. Future Directions

6.2. Shortcomings

We have shown the usefulness of this dataset in two separate scenarios. Other lines of research which may benefit from such data
are discussed below.
Remaining challenges for modeling musical devices. In terms of
accuracy, we notice all models evaluated in this work have difficulties in some scenarios. In particular, gated fuzzes seem especially
problematic. Notably the bias of the transistors in these circuits is
set precisely for them to function like a threshold, which can create
a sound sometimes described as “choppy” or as a “sputter”. Such
sounds are uncommon but represent a challenging goal to address
in future models. In order to aid researchers in identifying remaining challenges, we provide a table of the performance of our model
on individual device categories on our data release page.
Novel interfaces for music creation. A main motivation in developing this work is to enable new interfaces for controlling traditional music device sounds. Existing device controls are inspired
more by their role in the circuit than by the user’s goal, which
makes their precise meaning differ from one circuit to another. For
instance, a “mid” control for adjusting middle frequencies may be
defined in an entirely differ manner from one device to the next,
both in terms of what frequencies are affected, its Q-function, and
the effect on other knobs or frequencies (interactive EQ). Such
inconsistencies increase the learning curve to effectively operate
these devices and craft the desired sounds. We showed how one
model, a VAE, could interpolate between observed sounds to create new ones, but gaining a better understanding of this latent space
is left for future work. As more data is used to train the model,
an interesting question is how sound is arranged in the latent space
and if the salient dimensions in its organization reflect common device controls, or perhaps other more abstract characteristics which
are important to musicians. Similarly, if a user finds a sound in the
latent space, the model can teach the user how to achieve it on the
device via nearest neighbor search.
Timbre and equalization. A choice was made in this work to
model each sound sample strictly as a black box function of its parameters and input waveform. However, a great deal of the sonic
diversity found in this dataset is the direct result of changes in the
EQ parameters on the devices. This raises the question of whether
equalization is better handled as a pre-processing step, where the
transformation from clean signal to modeled output signal first adjusts for the EQ of the target sound, then applies the timbre transfer
function, thus factorizing EQ out of the latent space.
Circuit design in the Latent space. In early work in distributed
semantics with neural language models[29], algebraic operations
in the vector space were shown to capture meaningful relationships. For instance, the vector operations king - man + woman
predict approximately the vector for queen. Could the same types
of regularities arise in vector spaces of sounds? If so, new devices
could be designed by movements in the vector space. The AmpSpace dataset provides two important characteristics for supporting research on this topic: (1) sound samples are annotated with individual components whose contributions to the overall sound may
be learned by the model (e.g., power tube type in a vacuum tube
amplifier), and (2) sound samples taken at various places along
the signal chain. For instance, multiple samples might be taken
from amplifiers with similar poweramps, isolating the effect of the
preamplifier in the chain. If an understanding of the sonic properties of each major component can be isolated, they may also be

We present Amp-Space as a useful resource for the study of music effects and fine-grained timbre transformations, but it is by no
means complete. The space of music device timbre is far too vast
to incapsulate in a single fixed resource, and for practical purposes
some decisions were made that may ultimately warrant new samples. For instance, the use of a small fixed set of DIs could not
cover the scope of possible techniques and frequencies, and could
limit modeling accuracy in situations which differ significantly
from the training data. The importance of diversity in source waveforms in device modeling is not yet well understood. The use of a
single loadbox, a single interface, and other possible confounding
factors of dataset creation currently pose no issues, but may need
to be remedied in the future. However, a guiding principle of this
work is that the generalization power of large neural models and
big data will help to ensure that existing data and resources are still
useful even if future versions are adapted to address new concerns.
7. CONCLUSIONS
In this paper we present Amp-Space, a new large-scale dataset for
the study of fine-grained music timbre transformations. In comparison to other music audio datasets it is a unique resource due its
combination of unprecedented size, its focus on conditional transformations, and its close connection to the tools of professional
musicians. Importantly, the way we define and partition the synthetic component of this dataset is only one such example of how
it might be constructed. We release all data generation code, enabling researchers to instantiate the data in different ways to address the specific needs of each study.
We present two experiments in which we leverage the size
of the dataset, first to pre-train conditional generative models of
audio, and then to construct a rich embedding space of conditional sound transformations. The former approach solves a problem of practical importance, demonstrating that synthetic data and
the pre-train/fine-tune paradigm can be utilized effectively when
replicating a physical device from limited data. This may enable
black box models to be constructed more efficiently than handengineered component models. We hope this dataset facilitates
further research into these areas.
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detect them by picking peaks one-by-one. After detection, a few
spectral values around the peak are used to estimate first the nonconstant parameters, and second the constant parameters. They
do not usually consider the covariance between the sinusoids nor
the contribution of negative frequencies to the Fourier transform
that can bias their estimations. While subspace methods can detect overlapping components with high-resolution thanks to their
measure of temporal covariance from an auto-correlation function,
their performance is highly sensitive to the model order and they
cannot estimate frequency modulations.
This paper addresses the gap between non-stationary and highresolution estimators with a new method that jointly resolves and
estimates mixtures of damped chirp sinusoids in noise. We present
a variational algorithm for nonlinear Bayesian regression that fits
the entire frequency spectrum to a weighted sum of spectral basis functions: the weights encode the amplitudes and phases, and
the basis functions encode the frequencies, chirp rates, and decay
rates of the damped chirps. As opposed to existing methods, this
offers a high resolution solution because it infers a distribution that
encodes the spectral covariance between the chirps and has high
accuracy because it integrates information from the entire spectrum. The new method can be used with any analysis window:
the spectrum of a windowed damped chirp is computed analytically when using a Gaussian window or numerically when using a
non-Gaussian window. Accuracy and resolution experiments show
the new method’s high quality compared to the state-of-the-art and
theoretical bounds.

ABSTRACT
Estimating mixtures of damped chirp sinusoids in noise is a
problem that affects audio analysis, coding, and synthesis applications. Phase-based non-stationary parameter estimators assume
that sinusoids can be resolved in the Fourier transform domain,
whereas high-resolution methods estimate superimposed components with accuracy close to the theoretical limits, but only for
sinusoids with constant frequencies. We present a new method
for estimating the parameters of superimposed damped chirps that
has an accuracy competitive with existing non-stationary estimators but also has a high-resolution like subspace techniques. After providing the analytical expression for a Gaussian-windowed
damped chirp signal’s Fourier transform, we propose an efficient
variational EM algorithm for nonlinear Bayesian regression that
jointly estimates the amplitudes, phases, frequencies, chirp rates,
and decay rates of multiple non-stationary components that may be
obfuscated under the same local maximum in the frequency spectrum. Quantitative results show that the new method not only has
an estimation accuracy that is close to the Cramér-Rao bound, but
also a high resolution that outperforms the state-of-the-art.
1. INTRODUCTION
Sinusoidal modeling is a primary topic in audio signal processing
with many applications for audio analysis, coding, transformation,
and re-synthesis. Rooted in additive synthesis and Fourier theory,
sinusoidal modeling assumes that a signal is composed of a sum
of sinusoidal oscillations and noise. Stationary models assume that
the sinusoids have constant frequencies and amplitudes within the
finite temporal window of analysis. But musical audio typically
exhibits time-varying features, for example from the vibrato of a
singing voice or attack of a plucked string. Estimating the parameters of non-stationary sinusoids can improve the quality and
efficiency of the signal representation, enabling precise transformation and re-synthesis even when there are modulations within
the short temporal analysis window. Indeed, non-stationary analysis has received much attention over the last several decades, as
summarized in Section 1.1.
However, estimating mixtures of non-stationary sinusoids is
still a difficult problem, especially in polyphonic music where superimposed non-stationary sinusoids with strong modulations cross
in the time-frequency plane. Typically, non-stationary estimators
assume that sinusoids do not overlap in the frequency domain and

1.1. Overview of Previous Work
Parameter estimation of a noisy chirp was proposed by Djuric
et al. [1]. Zhou et al. [2] generalized the estimation problem to
polynomial phase signals, which includes the damped chirp. The
quadratically interpolated fast Fourier transform (QIFFT) [3] assumes that a Gaussian analysis window is used and estimates nonstationary parameters after fitting a parabola to the log-magnitude
spectrum and the unwrapped phase spectrum. The reassignment
method was initially proposed by Kodera et al. [4, 5], generalized to time-frequency analysis by Auger and Flandrin [6], and
to estimate a non-stationary sinusoid with the generalized reassignment method (GRM) by Röbel [7] and Hainsworth [8]. Marchand and Depalle [9] developed a generalized derivative method
(GDM) that uses a signal’s first and second derivatives to estimate
a non-stationary sinusoid’s parameters. Betser [10] proposed a
distribution derivative method that estimates the parameters of a
general polynomial signal model by solving a set of linear equations formed from the signal and its derivatives. A comparison of
these non-stationary parameter estimation methods was presented
in [11]. Estimation of signal parameters via rotational invariance
techniques (ESPRIT) is a high-resolution method for damped, stationary frequency sinusoids proposed by Roy and Kailath [12] and
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adapted to audio analysis by Badeau et al. [13], that has an estimation accuracy close to the theoretical bound.

assume that the beginning of the sinusoidal component (the onset)
occurs outside of the analysis window. This assumption is common to sinusoidal model estimators, which succumb to distortions
in the frequency spectrum and possible estimation biases when the
onset occurs within the analysis window.
This model is temporally local in two ways. First, we use a
window of finite duration T that localizes the estimation around
its center. Scale β may be set such that w(±T /2) = ν, where
0 < ν ≪ 1 is an acceptably small threshold, using the equation

1.2. Notation
•
•
•
•
•
•
•
•
•

xT : transpose of vector x,
z̄: complex conjugate of vector z,
z H : conjugate (Hermitian) transpose of vector z,
ℜ{z}: real part of vector z,
⟨z⟩p(z) : expected value of z with respect to (w.r.t.) the
probability distribution p(z),
IM : identity matrix of size M × M ,
Diag(z): diagonal matrix formed from the elements of z,
diag(Z): vector formed from the diagonal entries of Z,
NF (x|µ, Σ): real (if F = R) or circular complex (if
F = C) multivariate normal distribution over x with mean
µ and covariance matrix Σ.

β=−

T2
.
8 ln(ν)

(8)

Second, since real-world signals have evolving features, we are interested in using a local analysis window that slides through time,
estimating parameters from a short snapshot of the signal. Perfect
reconstruction is possible when the time between analysis windows, the hop length L, satisfies the following condition,
√
πβ
L≤ √ .
(9)
2

2. A DAMPED CHIRP AND ITS FOURIER TRANSFORM
A damped chirp is a sinusoidal oscillation with linear frequency
modulation (FM) and exponential amplitude modulation (AM),


1
s(t) = ρe−αt cos θ + ω0 t + ψt2 .
(1)
2

3. BAYESIAN REGRESSION MODEL
Now we turn to estimating the parameters of damped chirps given
an audio signal, which we address as a nonlinear Bayesian regression problem. In nonlinear regression, the goal is to estimate the
parameters of nonlinear functions, called basis functions, and regression coefficients (weights), such that the weighted sum of basis
functions matches the data [14].
Data is assumed to be generated from a sum of M real-valued
damped chirps plus zero-mean, normally-distributed noise. In the
frequency domain, the noisy damped chirps model for complex
Hermitian spectral data x(ω) ∈ C is

Its parameters include the amplitude ρ, the phase θ in radians, the
decay rate α in log-amplitude per second, the angular frequency
ω0 in radians per second, and the chirp rate ψ in radians per second squared. The decay rate can be positive or negative to make
an exponential decrease (damped) or increase (undamped), respectively.
A Gaussian window with scale β > 0 is defined as
 2
t
w(t) = exp −
.
(2)
2β

x(ω) = η(ω) +

M
X

fϕ(m) (ω)vm + f¯ϕ(m) (−ω)v̄m , (10)
m=1

The Fourier transform x(ω) ∈ C of a damped chirp signal
has a closed-form solution when it is multiplied by the Gaussian
window in equation (2):
Z +∞
x(ω) =
w(t)s(t)e−iωt dt = fϕ (ω)v + f¯ϕ (−ω)v̄ , (3)

η(ω) ∼ NC (0, σx2 ) ,

where σx2 is the variance of the Hermitian noise η(ω) ∈ C, vm
is the regression coefficient and ϕ(m) = [αm , ω0,m , ψm ] is the
parameter set of the mth damped chirp.
A real signal’s negative and positive frequencies cause estimation bias and detection errors for existing estimators. Energy
accumulation is prominent not only in lower frequencies where a
component’s bandwidth is likely greater than its center frequency,
but also along the entire frequency range when a signal has significant chirp or decay rates. Previously, the Hilbert transform has
been used to approximately remove the negative frequencies, and
windows with low side-lobes were designed to reduce overlap. Instead, we enhance the estimator by explicitly modeling the contribution of both the positive and negative frequency components.

−∞

where a coefficient v ∈ C encodes the amplitude and phase,
v = ρeiθ ,

(4)

and a spectral basis function fϕ (ω) ∈ C that has the parameter set
ϕ = [α, ω0 , ψ] is defined as

√
(5)
fϕ (ω) = πgψ exp gψ h2α,ω0 (ω) ,


β
1 + iβψ
gψ =
,
(6)
2 1 + β 2 ψ2
hα,ω0 (ω) = α + i(ω − ω0 ) .

(11)

3.1. Discretization

(7)

In order to apply the concept of nonlinear Bayesian regression, we
consider discretized data, basis functions, and regression coefficients, and express them in matrix form. Further, the parameters
and coefficients are considered to be stochastic, random variables
whose properties are described through their statistical distributions. In the following, the variables are normalized to make them
independent of the sampling rate, e.g. ω is in radians per sample.

Since the damped chirp in equation (1) is real, it consists of an
equal contribution of positive and negative frequency components,
fϕ (ω)v and f¯ϕ (−ω)v̄, respectively.
In theory, a Gaussian window and a damped chirp both have
infinite time support and are non-causal. Practically, since we process causal digital signals that have finite temporal support, we
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Data vector x ∈ CN ×1 contains N observations of a spectrum obtained by taking a zero-phased discrete Fourier transform
(DFT)1 of a truncated windowed signal with a duration of N samples, evaluated at frequencies ωn = 2π(n − 1)/N ,


x(ω1 )


x =  ...  .
(12)
x(ωN )

3.3. Priors
The vector of regression coefficients z is given a zero-mean normal prior with diagonal 2M × 2M precision (inverse covariance)
matrix Λ = Diag(λ) that is scaled by the data noise’s level σx2 ,


f¯ϕ(M ) (−ω1 )

..
.
.
f¯ϕ(M ) (−ωN )

(14)

ω
e0,m =

π(m − 1)
.
M

M
Y

(23)

NR (ψm |ψem , τψm ) ,

(24)


1 π
π
−
−ω
e0,m .
N 2
2

(25)

p(ψ) =

m=1

τψm =

This prior encourages the chirp rate to be within ±e
ω0,m /N because the instantaneous frequency, ω0,m ± ψm n, should be greater
than zero and less than the Nyquist frequency at n ± N/2. For example, if ω
e0,m is 0 or π, then τψm = 0, and the estimate of ψm
will be ≈ 0. If ω
e0,m = π2 , then the chirp rate is likely in the
π
π
range − 2N < ψm < 2N
. This parametrization is opposed to
directly relating the chirp rate to the frequency through a factor,
which would complicate the estimation of both variables.
Lastly, the mth component’s decay rate αm ∈ R has a normal
prior with mean α
em = 0 and variance τα = N −1 ,

(17)

(18)

Lastly, we define the composite matrix Q ∈ CN ×2M as
(19)

3.2. Data likelihood

p(α) =

Following from equation (10), the likelihood of the data x given z
and the entire parameter set ϕ is
p(x|z, ϕ) = NC (x|Qz, σx2 IN ) .

(22)

Assuming a normal prior distribution (even for positive-valued variables) simplifies estimation because it is a conjugate distribution to
the normal likelihood. The prior variance encourages the mth estimate to be close to ω
e0,m . Further, our inclusion of both positive
and negative components in the model enables accurate estimation
around the zero frequency.
The mth component’s chirp rate ψm ∈ R has a normal prior
with mean ψem = 0 and variance τψm ,

so v and z are related through a linear transformation,

−
→
←
−
Q = F C + F C̄ .

NR (ω0,m |e
ω0,m , τω0 ) ,

m=1

To simplify estimation and notation, we introduce the real-valued
vector of variables z ∈ R2M ×1 that is formed from the vertical
concatenation of v’s real and imaginary parts,
 
a
z=
.
(16)
b

v = Cz .

M
Y

p(ω0 ) =

Basis function parameters are concatenated in a 1×3M vector
ϕ = [α, ω0 , ψ]. The 1 × 3 subvector ϕ(m) = [αm , ω0,m , ψm ]
contains the mth component’s parameter set.
Vector v ∈ CM ×1 contains M complex-valued regression coefficients,
  

v1
a1 + ib1
  

..
v =  ...  = 
(15)
 = a + ib .
.
vM
aM + ibM

We define a M × 2M complex-valued matrix


C = IM iIM ,

(21)

Estimation of λ is key to relevance vector regression [15], a
method of finding sparse solutions to Bayesian regression problems that represents the data with only a few relevant components.
An irrelevant component is trimmed from the model as its coefficient magnitude |zj | is pushed towards the prior mean of zero.
Relevant components correspond to the underlying damped chirps,
while irrelevant components correspond to spurious peaks from
the noise-power spectral density estimate, secondary lobes of the
window, and distortion.
The mth component’s frequency ω0,m > 0 has a normal prior
with variance τω0 = M −1 and mean uniformly spaced in the
range (0, π) rad/sample,

←
−
Likewise, F ∈ CN ×M contains values of f¯ϕ(m) (−ωn ),
...
..
.
...

2
NR (zj 0, λ−1
j σx ) .

j=1

−
→
Matrix F ∈ CN ×M contains values of the basis function
fϕ(m) (ωn ) for each of the M damped chirps evaluated at the same
N discrete frequencies of x,


fϕ(1) (ω1 ) . . . fϕ(M ) (ω1 )
−
→ 

..
..
..
(13)
F =
.
.
.
.
fϕ(1) (ωN ) . . . fϕ(M ) (ωN )

¯
fϕ(1) (−ω1 )
←
− 
..
F =
.
f¯ϕ(1) (−ωN )

2M
Y

p(z) =

M
Y

NR (αm |e
αm , τα ) .

(26)

m=1

3.4. Joint Distribution

(20)

The joint distribution is the product of the likelihood and priors,

1 A zero-phased DFT x is one where the center of the analysis is at
time zero and is obtained by multiplying the linear DFT y by the factor
exp(iπn): x(ωn ) = y(ωn ) exp(iπn) for n = 0, . . . , N − 1. We center
the transform at time zero to be consistent with equation (3).

p(x, z, ϕ) = p(x|z, ϕ)p(z, ϕ)
= p(x|α, ω0 , ψ, z)p(α)p(ω0 )p(ψ)p(z) .
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Algorithm 1 Damped Chirps Estimator

4. ESTIMATION

input: x. initialize: ϕ, Λ.
repeat
Q ← G ET BASIS F UNCTIONS(ϕ)
Σz ← (Λ + QH Q)−1
H
µz ← Σz Q
 x

−1
Λ ← Diag diag( σ12 µz µT
z + Σz )

Applying Bayes’ theorem gives the posterior distribution over the
latent variables, ϕ and z, given the data,
p(x|z, ϕ)p(z, ϕ)
,
p(x)
Z Z
p(x) =
p(x|z, ϕ)p(z, ϕ)dzdϕ .

p(z, ϕ|x) =

(29)

x

∇ϕ ⟨ln p(x, ϕ, z)⟩qz⋆ ← G ET G RADIENT(µz , Σz ,ϕ)
ϕ ← ϕ + γ∇ϕ ⟨ln p(x, ϕ, z)⟩qz⋆
P
until j |∆ϕj | < threshold
output: ϕ, µz , Σz .

(30)

As with most non-trivial models, it is not possible to solve the
integral for the model evidence p(x) analytically.
Since exact inference is intractable for this model, we develop
a variational inference algorithm for approximate inference of the
posterior over the regression coefficients and the parameters,
p(z, ϕ|x) ≈ q(z, ϕ) .

As an element of µz and its variance go towards zero, its corresponding precision will go to infinity. In turn, a large element in
b causes the corresponding element in the estimate
Λ = Diag(λ)
µz to go to zero. Therefore, this variational estimation of the regression coefficient and precision leads to sparse solutions, since
irrelevant components (ones with small magnitudes and small variances) are driven to zero, while relevant components with significant magnitudes are not altered. This is referred to as a relevance
vector machine [15], or more generally, automatic relevancy determination [20].

(31)

Variational inference circumvents the intractable integral involved in minimizing the Kullback-Leibler (KL) [16] divergence
from q to p by instead maximizing the lower bound on model evidence [17, 18],
L(q) = ⟨ln p(x|z, ϕ)⟩q(z,ϕ) − DKL (q(z, ϕ)∥p(z, ϕ)) . (32)
Approximate posterior q is factorized between the regression
coefficients and basis function parameters,
q(z, ϕ) = qz (z)qϕ (ϕ) .

4.2. Basis function parameters (frequencies, chirp rates, decay rates)

(33)

The optimal log distributions that maximize the lower bound
are given by the calculus of variations,
ln qz⋆ (z) = ⟨ln p(x, z, ϕ)⟩qϕ (ϕ) + constant ,

(34)

⋆
ln qϕ
(ϕ) = ⟨ln p(x, z, ϕ)⟩qz (z) + constant .

(35)

⋆
(ϕ) introduced in equation
The optimal approximate posterior qϕ
(35) does not have a closed-form solution. However, with a Laplace
b σϕ2 I3M ) for σϕ2 ≈ 0, we
approximation [21], qϕ (ϕ) = NR (ϕ|ϕ,
b by maximizing the right hand
can estimate the variational mode ϕ
side of equation (35) w.r.t. ϕ.
Estimation of ϕ is an unconstrained optimization problem [22]
that can be addressed with gradient root finding. Gradient ascent
performs well in this application because it is less sensitive to different initializations when compared to Newton’s method but still
converges quickly. The algorithm updates ϕ as follows,

Each distribution is updated in turn to maximize L(q).
4.1. Regression coefficients (amplitudes and phases)
The optimal approximate posterior qz⋆ (z) introduced in (34) is normal and has a closed-form solution,
qz⋆ (z) = NR (z|µz , σx2 Σz ) ,

(36)


ϕ = ϕ + γ∇ϕ ⟨ln p(x, z, ϕ)⟩qz⋆ ,

where the mean µz and covariance matrix Σz are derived using the
properties [19] of marginal and conditional normal distributions,
µz = Σz QH x ,

−1
Σz = Λ + Q H Q
.

where ∇ϕ denotes the gradient w.r.t. ϕ and γ is the learning rate.
Section 8.1 provides closed-form equations for the gradient of the
expected log-joint, which is decomposed as

(37)
(38)


∇ϕ ⟨ln p(x, z, ϕ)⟩qz⋆ = ∇ϕ ⟨ln p(x|z, ϕ)⟩qz⋆ + ln p(ϕ) .
(43)

Indeed, Λ regularizes the ill-posed problem when QH Q is illconditioned, which may happen when |αm | is very large.
Amplitude and phase estimates are given by the absolute value
and argument (angle) of Cµz , respectively,
b = |Cµz | ,
ρ

(39)

θb = Arg(Cµz ) .

(40)

(42)

Pseudo-code for estimating damped chirps is presented in Algorithm 1. Its computational complexity is mainly from the 2M ×
2M matrix inverse in equation (38) to update µz , and the inner
product in equation (50), Section 8.1, to update the gradient.

Maximizing the expected log-prior ⟨ln p(z)⟩qz w.r.t. λ gives

−1
1
T
b
λ = diag
µz µz + Σz
.
(41)
σx2

4.3. Expected marginal likelihood
After inference, an interesting statistic that is directly available using the sum rule of probability is the expected likelihood of the
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data w.r.t. the inferred posterior over z,
Z
⟨p(x|z, ϕ)⟩qz⋆ (z) = p(x|z, ϕ)qz⋆ (z)dz ,
= NC (x|µx , Σx ) ,
µx = Qµz ,


Σx = σx2 QΣz QH + IN .

(r)

frequency in the range ω0
∈ (4π/N, π/4), as GRM, GDM,
(r)
and QIFFT had problems with ω0 < 4π/N . The chirp rate
(r)
was either ψ
= 0 (no FM) or randomly sampled in the range
ψ (r) ∈ (−2ω0 /N, 2ω0 /N ) (FM), so the instantaneous frequency
could span 2ω0 in N samples. Similarly, the decay rate was either
α(r) = 0 (no AM) or randomly sampled α ∈ (−2/N, 2/N )
(AM).
Figures 1 and 2 show the variance of error given stationary
signals (no FM or AM), and non-stationary, damped chirp signals
(FM and AM), respectively. ESPRIT is closest to the CRB for
stationary signals, but does not estimate chirp rate and its quality
degrades for damped chirp signals because it assumes that signals
have stationary frequencies (no FM). NLR has similar accuracy to
GRM, GDM, and QIFFT below 60dB and more accuracy above
60dB, remaining close to the CRB for all parameters. Compared
to a Gaussian window spectrum, a Hann window’s spectrum has a
small main lobe and low side-lobes enabling better frequency resolution. Indeed, NLR-H was better than NLR-G across all SNRs.

(44)
(45)
(46)
(47)

The mean is a smoothed (de-noised) representation of the data, and
the covariance measures uncertainty about the data.
4.4. Generalization to non-Gaussian windows

variance of error (log10)

The proposed method can be used with any analysis window. While
the Fourier transform of a damped chirp with a non-Gaussian window does not admit a closed-form solution, we can use the damped
chirp’s time domain basis function and derivatives given in Section
8.1, multiply them with a non-Gaussian window, then numerically
compute the DFTs. This provides us with the spectral basis functions and its derivatives w.r.t. the parameters for any analysis window. The Hann window is often used for spectral analysis because
it has a compact main lobe and attenuated side-lobes [23].
5. PRACTICAL EXPERIMENTS AND RESULTS
5.1. Accuracy experiments (single component)
Nonlinear Bayesian regression (NLR) was tasked with estimating
the parameters of damped chirps across a range of noise levels. It
was compared to the Cramér-Rao bound (CRB) defined in Section
8.2, and existing state-of-the-art non-stationary sinusoidal model
estimators discussed in Section 1.1: GRM [6, 7], GDM [9], QIFFT
[3], and ESPRIT [13].
For NLR, the spectral data was either obtained using a Gaussian window (NLR-G) or a Hann window (NLR-H). For NLR-G,
the closed-form expressions for the spectrum and derivatives were
used. The Gaussian window’s scale was set using equation (8)
with ν < 10−3 . For NLR-H, the spectral basis function and its
derivatives were computed numerically by taking DFTs of a Hannwindowed complex-valued damped chirp and its derivatives.
The duration of each test signal was N = 512 samples. The
signal-to-noise ratio (SNR) in dB was
PN −1 2 !
sn
SN R = 10 log10 Pn=0
.
(48)
N −1 2
n=0 ζn

R
1 X  (r) b(r) 2
ξ −ξ
,
R r=1
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Figure 1: Estimation of constant frequency and amplitude signals
(no AM or FM).

and went from 0dB to +120dB by steps of 20dB, where sn is the
signal and ζn is the zero-mean white noise of the nth time-domain
sample. Since NLR does not have access to the true noise variance,
we set σx2 = .1N constant for all tests.
For each SNR and each analysis method, the variance of error
was evaluated from R = 1000 Monte Carlo runs. The variance of
error was approximated by the equation
var(error) =

−2

5.2. Resolution experiments (multiple components)
Joint estimation of multiple frequency components in a noisy signal is a difficult problem. First, Figure 3 shows the result of using
NLR-G and ESPRIT to estimate eight stationary components from
a noisy signal of duration N = 256 that are close in frequency and
where some share the same spectral peak. The proposed method
demonstrates its high resolution, detecting obfuscated components
and estimating their parameters. The number of components was
set to M = 32, which allowed each component to be properly detected. Amplitudes of irrelevant components were automatically

(49)

where ξ (r) was a target value and ξb(r) was an estimate from the
rth Monte Carlo run. Monte Carlo run r involved randomly sampling from uniform distributions the phase θ(r) ∈ (0, 2π), and
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Figure 3: NLR and ESPRIT resolved close frequency components,
even when the components were obfuscated under the same local
maximum (peak) in the magnitude spectrum. Irrelevant components are not shown.
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Figure 2: Estimation of damped chirp signals (AM and FM).
attenuated thanks to the sparsity inducing prior over the regression
coefficients and the estimation of λ. Irrelevant components were
easily detected by checking for amplitudes lower than a threshold,
e.g. 10−6 . ESPRIT with order 24 (12 components) had a similar
resolution but was sensitive to the order, did not attenuate irrelevant components, and did not consider frequency modulation.
Figure 4 shows the results of estimating several damped chirp
components from a noisy signal of duration N = 256. Fast chirps
and decays created wide spectral lobes that caused significant phase
cancellation artifacts in the magnitude spectrum, most noticeably
at 4.3 kHz where a component’s center frequency is above a valley.
The proposed method resolved this difficult situation, estimating
each component’s chirp rate and decay rate, as shown in the bottom panels of Figure 4. GRM and GDM would not resolve these
components, as they detect components by picking spectral peaks.

5

Targets
NLR Estimates
NLR Irrelevant

0

-5
0
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Frequency (kHz)

Figure 4: NLR detected multiple damped chirps from a noisy signal, even though they had fast chirp and decay rates (middle and
bottom panels) and were obfuscated under the same peak in the
magnitude spectrum (top panel, line slopes represent chirp rates).
Components were classified as irrelevant if their estimated amplitudes were driven towards zero by the sparsity inducing prior.

hop length. Since the analysis frames do not overlap in time, we
can clearly show how the parameters evolve inside them. Chirpograms in Figures 5a and 5b show the short-term estimation of
noisy (20dB SNR) signals with fast chirp rates, and two cosine
FM components that cross in the time-frequency plane. When the

5.3. Short-term analysis with a sliding window
To analyze longer duration evolving sounds, we used a sliding
Gaussian window of N = 256 duration with an L = 256
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components cross at time 0.12 seconds, their chirp rates have the
same magnitude but are of opposite signs. NLR resolves the two
components and shows their crossing even though they are under
the same spectral peak at 4kHz. This quality is relevant for subsequent partial tracking [24] and additive synthesis, where incorrect
detection can lead to distortions in the re-synthesized sounds.

existing estimators for highly non-stationary signals. These qualities are especially relevant for analyzing, coding, and synthesizing
vocal sounds and polyphonic music. Future work could accelerate
the algorithm. While our structured variational approximation provided high resolution and accuracy, a mean-field factorization of
the model’s variables may significantly reduce the computational
complexity of estimation without altering its quality. A second order optimization algorithm like Newton’s method could improve
convergence speed after a careful initialization. Alternatively, a
variational auto-encoder could be used to map the data to approximate posterior means and variances of the model parameters.
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ϵk =

N
−1 
X
n=0

 n−n 
n − n0 k
0
exp 2α
,
N
N

k ≥ 0,

(65)

where 0 ≤ n0 < N is the time sample at which the parameters
are estimated. Djurić and Kay [1] noted that the optimal choice in
terms of the CRB is n0 = N2 , i.e. the center of the analysis frame.
The Fischer information matrix (FIM) and CRB for the amplitude and decay rate are


2ρ2 ϵ0 ρ12 −ϵ1 ρ1
Jρ,α = 2
,
(66)
ϵ2
σx −ϵ1 ρ1

8. APPENDIX
8.1. Gradients of the basis functions
The gradient of the log-likelihood w.r.t. ϕ is
 

−̇
→
←
−
2
˙
eH F ⊙ y + F ⊙ ȳ
∇ϕ ⟨ln p(x|z, ϕ)⟩qz⋆ = 2 ℜ x
,
σx
(50)
where ⊙ denotes element-wise multiplication and we defined

Second, the gradient of a log-prior w.r.t. ϕ is


e − ϕ Diag(τϕ )−1 ,
∇ϕ ln p(ϕ) = ϕ
h
i
e= ω
e α
ϕ
e0 ψ
e ,


τϕ = τω0 τψ τα .

(60)

where the index m is not subscripted to simplify the equations.
For non-Gaussian windows, the spectral basis function and its
derivatives are numerically computed with windowed DFTs of the
temporal basis function dϕ (t) and its derivatives,

[19] C. Bishop, Pattern Recognition and Machine Learning,
Springer, 2006.

e = x − Qµz ,
x
b = C (µz + diag(Σz )) ,
v
 T

y= v
b
bT v
bT
v

(58)
(59)

CRB

(51)
(52)

 
ρ
−1 
= diag Jρ,α
.
α

(67)

The FIM and CRB for the phase, frequency, and chirp rate are


ϵ
ϵ1 N ϵ2 N 2
2ρ2  0
(68)
Jθ,ω0 ,ψ = 2 ϵ1 N ϵ2 N 2 ϵ3 N 3  ,
σx
ϵ2 N 2 ϵ3 N 3 ϵ4 N 4

(53)

(54)



θ

−1
CRB ω0  = diag Jθ,ω
.
0 ,ψ
ψ

(55)
(56)
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ABSTRACT

one of the other two classes (noise). Verma and Meng [10] first
introduced the idea of a three-way decomposition, motivating that,
in the context of signal analysis and synthesis, the cemented sines
+ noise model could highly benefit from the inclusion of a third
component, transients. The motivation was to counter the transient
smearing that was typically leading to mediocre sound quality in
sines + noise modeling [10]. The sines + transients + noise model
was also used by Levine and Smith [11] for data compression and
for time and pitch scale modification.
Fitzgerald showed that it was possible to extract spectral masks
via horizontal and vertical median filtering of the STFT (ShortTime Fourier Transform) to decompose an audio signal into its
sinusoidal and transient component [12]. Later, Driedger et al. updated Fitzgerald’s technique by introducing again a noise class to
retrieve spurious information from the other two [13]. A followup method involving the use of spectral tensors to find predominant orientation angles and anisotropy in the time-frequency signal representation has been proposed by Füg et al. to improve the
separation quality when sinusoidal structures with vibrato are involved [14]. More techniques for sines–transients separation have
been recently proposed, with different approaches based on kernel
additive matrix [15], non-negative matrix factorization [16], sinusoidal modelling [17, 18], and neural networks [19]. However,
these methods do not involve a third class for the noise component.
While both [13] and [14] applied hard binary masks to define the sines, transients, and noise classes, STN decomposition
was extended with the concept of fuzzy logic by Damskägg and
Välimäki [1] in the context of time-scale modification. Fuzzy classification allows spectral bins to contribute simultaneously to the
three classes, hence providing a more refined basis for the separation. This decomposition method was then developed by Moliner et al. [2] to retrieve perfect reconstruction by ensuring that
the three spectral masks sum up to unity.
Typically, STN-decomposed sound quality is degraded by leakage in-between different components, loss of sinusoidality, or other
artifacts, e.g. musical noise. To evaluate the quality of STN separation, common metrics for blind audio source separation performance assessment such as SDR (Signal-to-Distortion Ratio), SAR
(Signal-to-Artifacts Ratio), and SIR (Signal-to-Interference Ratio)
have often been used [13, 14, 20]. However, this evaluation process presents substantial drawbacks. Tests usually require at least
three different sources to be mixed into one which is subsequently
decomposed again for the separation quality assessment: this prevents non-synthetic audio inputs, e.g. music or speech, to be put
under test. Also, unless dealing with perfectly sinusoidal / impulsive / noisy sources, the input sounds themselves are a composition
of unknown sinusoidal, transient, and noise parts. While listening

Decomposition of sounds into their sinusoidal, transient, and noise
components is an active research topic and a widely-used tool in
audio processing. Multiple solutions have been proposed in recent
years, using time–frequency representations to identify either horizontal and vertical structures or orientations and anisotropy in the
spectrogram of the sound. In this paper, we present SiTraNo: an
easy-to-use MATLAB application with a graphic user interface for
audio decomposition that enables visualization and access to the
sinusoidal, transient, and noise classes, individually. This application allows the user to choose between different well-known separation methods to analyze an input sound file, to instantaneously
control and remix its spectral components, and to visually check
the quality of the separation, before producing the desired output
file. The visualization of common artifacts, such as birdies and
dropouts, is demonstrated. This application promotes experimenting with the sound decomposition process by observing the effect
of variations for each spectral component on the original sound
and by comparing different methods against each other, evaluating
the separation quality both audibly and visually. SiTraNo and its
source code are available on a companion website and repository.
1. INTRODUCTION
Sound decomposition into sinusoidal, transient, and noise components1 has been a topic of interest for many years now. It has
proved itself as an useful tool in many application, such as beat
tracking and tempo estimation [4], tonality estimation [5], spectral
complexity reduction in cochlear implants [6], virtual bass systems [2], restoration of drum sounds and other music information
retrieval tasks [7]. The sines–transients–noise (STN) separation is
also applied in time-scale modification methods [8], having lately
been combined with fuzzy logic to improve [1, 9] or evaluate time–
stretching performance [3].
The idea behind STN separation is that any audio signal can be
described as a sum of tonal events (sines), impulsive events (transients), and a residual part that does not clearly belong to either
1 In recent literature, these components have been often referred to as
“Harmonic–Percussive–Residual”, but this terminology can be misleading,
as the first class aims at identifying sinusoidal structures more than harmonical ones. For this reason, the authors prefer the “Sines–Transients–
Noise” definition, following the Sines+Transients+Noise model formulation and being consistent with previous publications [1, 2, 3].

Copyright: © 2021 Leonardo Fierro et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.
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tests are uncommon and other objective measures have not been
proposed yet, matching visual and sound comparison of the separation outputs can be a suitable way to investigate and conduct a
lead-in evaluation of these decomposition techniques.
In this work, we propose a MATLAB application designed for
this specific purpose. Named SiTraNo after the sines + transients
+ noise model, this toolbox enables instantaneous control over the
desired separation method and the amount of sines, transients, and
noise in the audio input. The graphical user interface (GUI) shows
the current output waveform based on the chosen mix of spectral
components and features a selection of spectral tools, such as a
spectrum analyzer and the individual spectrograms for each of the
three classes. A simple visual detection of artifacts in sinusoidal
and transient classes based on small local maxima in the timefrequency representation is implemented to provide visual information to match the audible cues used to subjectively assess the
quality of the decomposition. While sines–transients separation is
already available in open–source libraries and applications, such as
Librosa [21], Zen [22] or the TSM Toolbox [23], SiTraNo stands
out for its goal of providing a visual tool for decomposition that is
immediate and both education- and evaluation-oriented.
The remainder of this paper is structured as follows. In Section
2, methods available in SiTraNo for STN decomposition are briefly
reviewed. Section 3 shows the GUI of the MATLAB application,
its functionalities, controls, plots and related user-controlled parameters. Some applications for which SiTraNo can be used are
described in Section 4. Finally, Section 5 concludes this paper
with a summary and general remarks.

Figure 1: Hard (dashed) and soft masks (solid lines) used for transients (red) and sines (blue) in Harmonic-Percussive separation.

where Xh and Xv are the resulting horizontally-enhanced STFT
and vertically-enhanced STFT, respectively, and Lf and Lt are the
median filter lengths (in samples) in frequency and time directions,
respectively. The two median-filtered spectrograms Xh and Xv
are then used to extract the tonalness Rs and transientness Rt :
Rs (m, k) =

Xv (m, k)
. (5)
Xh (m, k) + Xv (m, k)
In [12], Rs and Rt are used directly as soft spectral masks on X
to obtain the relative spectral component:

The separation methods implemented in SiTraNo are based on a
time-frequency representation of the input signal. For this reason,
the STFT of the audio signal x is computed as:

Xi (m, k) = Ri (m, k) X(m, k)

M/2

X

x(n + mH) w(n) e−jωk n ,

where x(n) is the input signal, w(n) is the analysis window, m
is the frame index, k is the spectral bin, H is the hop size, M is
the frame length in samples, j is the imaginary unit, and ωk is the
normalized central frequency of the kth spectral bin. This section
presents the four methods included in our current implementation.

Xs (m, k) = S(m, k) X(m, k)
Xt (m, k) = T (m, k) X(m, k).

2.1. Harmonic–Percussive (HP) separation

(6)

(7)

(8)
(9)

The relationship between the different masks is shown in Fig. 1.

The HP method aims at separating the sinusoidal component from
the transient component. Fitzgerald noted that sinusoids compose
flat lines in time direction in the spectrogram; vice versa, impulsive
events appear as flat lines in the frequency direction [12]. Hence,
horizontal (time-oriented) and vertical (frequency-oriented) median filtering can be applied on the signal STFT to highlight the
desired component and suppress the other [12]:

Xv (m, k) =
h
Lv
Lv i
= median |X(m, k −
+ 1)|, ..., |X(m, k +
)| ,
2
2

i = s, t.

Alternatively, a hard binary masking approach is possible:
(
1, if Rs > Rt
S(m, k) =
0, otherwise
(
1, if Rt > Rs
T (m, k) =
0, otherwise

(1)

n=−M/2

Xh (m, k) =
h
i
Lh
Lh
+ 1, k)|, ..., |X(m +
, k)| ,
= median |X(m −
2
2

(4)

Rt (m, k) = 1 − Rs (m, k) =

2. SEPARATION METHODS

X(m, k) =

Xh (m, k)
,
Xh (m, k) + Xv (m, k)

2.2. Harmonic–Percussive–Residual (HPR) separation
Driedger et al. [13] improved Fitzgerald’s technique by introducing a controllable separation factor β and a third class (noise),
meant to describe those parts of the sound that are neither sinusoidal nor transient. From (4) and (5), a new set of spectral masks
S (sinusoidal), T (transient), N (noise) can be derived by extending (7) and (8):
(
1, if Rs /Rt > β
S(m, k) =
(10)
0, otherwise
(
1, if Rt /Rs > β
T (m, k) =
(11)
0, otherwise

(2)

(3)
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Figure 3: Relationship between transient (red), noise (yellow) and
sines (blue) masks for ST, c = 0.6, rs = rt = 10 kHz. Angles αs
and αt are related to rs and rt , respectively, according to (16).

Figure 2: Hard masks used for transient (red), noise (yellow), and
sinusoidal (blue) in HPR separation, β = 2.5.

N (m, k) = 1 − S(m, k) − T (m, k)

processing tool, to obtain a measure of the frequency change rate
and local anisotropies in the spectrogram, which will then be used
as features to define the spectral masks. The orientation angles
α(m, k) and the anisotropy C(m, k) of the spectral bins are obtained as described in [14]. Instantaneous frequency change rate
R(m, k) is computed for each bin from the orientation angles:

(12)

and their relationship for a chosen β is shown in Fig. 2. The spectral masks are then used on X to obtain the three spectral components:
Xs (m, k) = S(m, k) X(m, k),
Xt (m, k) = T (m, k) X(m, k),
Xn (m, k) = N (m, k) X(m, k).

R(m, k) =
(13)

fs 2
tan α(m, k).
HM

The spectral masks are then obtained as follows:
(
1, if |R(m, k)| ≤ rs ∧ C(m, k) > c
S(m, k) =
0, otherwise

It was observed that the quality of the HPR separation largely
varies for sines and transients depending on the choice of the analysis window length M [24, 13]. A large window length for the
STFT, ensuring good frequency resolution but poor time resolution, results in a good sines extraction but a low-quality transient
output; vice versa, a small value of M leads to a better transients
extraction but a worse sinusoidal description. To overcome this
limitation, the decomposition process can be divided in two cascaded iterations [13]. In the first round, a larger analysis window
is applied to extract the sinusoidal component, while transients and
noise are mixed together:
h
i
xs (n) = ISTFT S1 (m, k) X(m, k) ,
(14)
h
i
xres (n) = ISTFT (T1 (m, k) + N1 (m, k))X(m, k) .

(
T (m, k) =

1, if |R(m, k)| ≥ rt ∧ C(m, k) > c
0, otherwise

(16)

(17)

(18)

where c is the anisotropy threshold and rs , rt are the frequency rate
thresholds. N (m, k) is again computed as in (12); the relationship
between the spectral masks and chosen values of parameters c, rs ,
and rt is shown in Fig. 3. The spectral components are then derived as in (13).
2.4. Fuzzy Separation
Damskägg and Välimäki [1] introduced the concept of fuzzy classification of the spectral bins, which was later extended by Moliner
et al. [2] to ensure perfect reconstruction. In [2], a third membership function for noisiness is derived from (4) and (5):
p
Rn (m, k) = 1 − |Rs (m, k) − Rt (m, k)|.
(19)

Subsequently, the residual from the first round is separated again
using a shorter analysis window, leading to the final decomposition:
h
i
xt (n) = ISTFT T2 (m, k) Xres (m, k) ,
(15)
h
i
xn (n) = ISTFT (S2 (m, k) + N2 (m, k))Xres (m, k) .

The spectral masks are computed as:
1
Rn (m, k),
2
1
T (m, k) = Rt (m, k) − Rn (m, k),
2
N (m, k) = 1 − S(m, k) − T (m, k) = Rn (m, k).
S(m, k) = Rs (m, k) −

2.3. HPR using Spectral Tensor (ST)
Füg et al. [14] noted that sounds exhibiting a vibrato, which carry
sinusoidal information and are perceived as sines, do not present
a strictly horizontal structure in the spectrogram, resulting in a
leakage of energy in-between different spectral components when
HPR separation is implemented. The strictness of the median filtering can be overcome using a structure tensor, a common image

(20)

and their relationship is shown in Fig. 4. The spectral masks are
once again used on X to obtain the spectral components, as in (13).
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compute STFTs. A standard window length M = 2048 samples is applied, except for two-stage HPR that uses M = 8192
samples for the first decomposition and M = 512 samples for
the second one. Window lengths have been chosen accordingly to
[13, 14]. The hopsize is fixed at M/8 samples, and the number
of FFT points is equal to the used window length. The Hann window function is used, following [1]. The horizontal median filter
length is 200 ms (4 time frames at 44.1 kHz, M = 2048 samples),
vertical median filter length is 500 Hz (23 frequency bins at 44.1
kHz, M = 2048 samples). For HPR, a separation factor β = 2.5
is used. Regarding ST, a Sobel filter is used as a differentiation
kernel. Standard parameters include anisotropy threshold c = 0.2,
frequency change rate thresholds rs = rt = 10000 Hz, Gaussian
filter variance σ = 2.8, and tolerance ϵ = 20, following [14].
Figure 4: Transient (red), noise (yellow) and sinusoidal (blue)
membership functions for Fuzzy separation.

3.4. Control Panel
The right panel in Fig. 5 is where most of the GUI controls reside.
The user has access to a scroll-down window to select one among
the separation methods described in Section 2 (double-round HPR
is set as default) and to three sliders, which determine the amount
of sines, transients, and noise to be mixed in the output sound. The
number of FFT points for the spectrogram computation and artifacts threshold (see Section 3.6) can be arbitrarily selected by the
user: valid candidate values for such thresholds usually lie in the
[−90, −80] dB range. The spectral plots can be refreshed at any
time by means of an apposite button. Four buttons in the lower section of the panel allow the user to, respectively, play and stop the
audio mix, open a new input file and save the current mix into an
output Wave file. The sound reproduction can be looped by ticking
a checkbox. The right panel also presents a lamp to monitor the
application status. The lamp has three possible conditions: red,
while main processing is ongoing after a new signal is imported or
the separation method is changed; yellow, while the spectrograms
are updated; green, while the application is active and running. Interactions with the GUI are disabled during yellow and red phases
to avoid conflicting conditions to appear.

3. IMPLEMENTATION AND GUI
3.1. Overview
SiTraNo aims at giving an immediate and easy access to STN spectral components. When an input file is imported, it is decomposed
into sines, transients, and noise signals according to the chosen
separation method, using ISTFT (Inverse STFT) to generate timedomain sounds. Through individual sliders, the amount of each
component in the output mix can be chosen continuously between
0% and 100%. The mixed audio can be reproduced at any time,
and saved as a Wave file.
The application puts its emphasis on the visualization of the
decomposition process: the user is presented with the current form
of the output waveform, plus the percentage of energy of each
component and the spectrum of the signal at the selected time location; the user can also access spectrograms of sines, transients, and
noise individually, which are complemented with a visual evaluation of possible artifacts. The SiTraNo GUI is shown in Fig. 5.
The elements of the interface can be grouped in three main blocks:
the Control (right) panel, where user controls and application status are accessible to the user; the Audio (bottom left) panel, where
the mixed waveform and energy percentages are presented and the
time location can be modified; and the Analysis (top left) panel,
comprising a group of spectral plots.

3.5. Audio Panel
The bottom panel in Fig. 5 features the time-domain plot of the
output mix, which is updated every time that either one of the slider
values or the separation method are changed, and three gauges,
used to visualize the amount of energy percentage per spectral
component at the current time frame, which is indexed by a red
cursor on top of the time-domain plot. Such a cursor automatically updates its position during audio playback, but can also be
manually moved by the user.

3.2. Architecture and Dependencies
SiTraNo has been developed through MATLAB’s App Designer
[25], with dependencies on the Image Processing Toolbox [26] and
the Audio Toolbox [27]. It has been tested for compatibility back
to MATLAB R2018b. Further plans for this application are described in Section 5. The application installer and its source code
can be accessed and downloaded both from the companion page
[28] and the GitHub repository [29]. At the moment of writing,
it is advised to use SiTraNo with audio inputs with a maximum
duration of around one minute.

3.6. Analysis Panel
The top left panel in Fig. 5 comprises a group of five tabs relative
to the spectral analysis and evaluation of the audio signal. The
first tab features a spectrum analyzer. The following three tabs
show the spectrograms of, respectively, the sinusoidal, transient,
and noise component. The last tab shows data relative to the evaluation of the decomposition.

3.3. Standard Parameters

3.6.1. Spectrum Analyzer

The application is set to work at a sample rate fs = 44.1 kHz.
The single-sided FFT (Fast Fourier Transform) is implemented to

The first entry in the tab group shows a spectrum analyzer, also
shown in Fig. 5, which is refreshed every time the time cursor is
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Figure 5: SiTraNo GUI, comprising the Analysis panel (top left), the Control panel (right) and the Audio panel (bottom left).

updated. A sliding window centered in the current time location is
used to compute the single-sided FFT of the audio mix, which is
plotted on a logarithmic frequency axis with a [−90, 0] dB magnitude scale. The quickness of the component mixing using the sliders, combined with the promptness of the time navigation, makes
the spectrum analyzer a powerful tool for the visualization of each
spectral component’s contribution to the sound mix. For example,
it is very easy to spot when a harmonic structure is present or to
investigate how the spectral behavior changes during an impulsive
event.

is not much sense in looking for artifacts in noise). Energy bins
showing local maxima below a certain threshold (that can be set
in the Control panel) are marked in red in the spectrogram. In this
way, a visual evaluation, combined with the audio playback, can
be performed: intuitively, the denser a cluster of flagged bins is,
the higher is the chance that an artifact is audible. The simplicity
of this detection method may cause relevant content to be visually
classified as an artifact if the threshold is ill-chosen, and that is
why the use of the audio cues remains necessary.
3.6.3. Evaluation

3.6.2. STN Spectrograms
In the last tab, some comprehensive statistics are displayed. In
particular, each component’s energy percentage is compared with
the total amount of energy for all the flagged bins. Also, the number of flagged bins in each spectrogram per time frame is plotted.
Again, intuitively, a tall peak in the number of flagged bins in a
single time frame suggests the presence of a strong artifact.

In the following tabs in SiTraNo, the logarithmic spectrograms for,
respectively, the sines, transients, and noise component are shown.
Some examples of sinusoidal-only spectrograms and transient-only
spectrograms are shown, respectively, in the left side and the the
right side of Fig. 7. The STFT window length can be modified
from the Control panel. The spectrograms are updated only when
a different separation method is selected, or the user manually
presses the refresh button. Time-frequency representations of the
individual spectral components are particularly useful from a visual analysis point of view, as it makes very easy to compare
the quality of transient and sinusoidal extraction among multiple
methods.
A basic artifact visualization tool is also provided for the sines
and transients spectrograms (due to the component’s nature, there

4. APPLICATIONS
In this section, a few relevant cases of use for the proposed app are
discussed. SiTraNo is particularly useful for educational purposes,
as the visualization of the STN decomposition process greatly simplifies its understanding, when paired with the instantaneous audible cues. SiTraNo also proves useful to perform dynamic range
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compose the three spectral classes are known, as discussed in Section 1. SiTraNo allows for a visual and audible comparison of the
output of different separation methods by matching the visual information provided by the spectrograms and the flagged bins with
the audible cues. In Fig. 7, a full comparison between single-round
HPR, double-round HPR, ST, and Fuzzy is reported for audio excerpt cast-viol. A window size M = 2048 samples and artifact
thresholds Ts = Tt = −85 dB have been used for this example.
Sinusoidal spectrograms show a common pattern of artifacts
and interference appearing towards high frequencies, which seems
to be more sparse for single-round HPR (Fig. 7a) and double-round
HPR (Fig. 7c), while denser clusters of flagged bins emerge in ST
(Fig. 7e) and Fuzzy (Fig. 7g). Looking at transient spectrograms,
artifacts and interference are very noticeable in single-round HPR
(Fig. 7b) and Fuzzy (Fig. 7h) for low frequencies. Double-round
HPR (Fig. 7d) returns a better separation, although spurious energy is still detected between the impulsive events. This energy
is mostly musical noise coming from the spectral subtraction process [31]. ST (Fig. 7f) provides the best isolation of the transients,
but heavy energy dropouts can be spotted in low and mid-low frequencies, which contribute to a partial loss of bass presence and
prominence [32]. Audio excerpts and video tutorials are available
in the companion page [28].

(a) S: 100%, T: 100%, N: 100%

(b) S: 100%, T: 50%, N: 100%

5. CONCLUSIONS
(c) S: 100%, T: 0%, N: 20%

In this work, a MATLAB app with GUI for decomposition of audio
signals into sines, transients, and noise has been proposed. The implementation gives control over the amount of each spectral component to be mixed into the output signal and allows to select several among the most recent sines-transients-noise separation methods. Additionally, users have access to spectral representations
of the signal to investigate the behavior of individual components
and the quality of the separation. A simple visualization overlay
highlights the presence of artefacts in each spectrogram. Examples of relevant uses of this app, such as dynamic range reduction
and comparison of decomposition quality for multiple separation
methods, have been reported. SiTraNo is available on the companion website [28] and on its GitHub repository [29].
In future releases, the authors would like to include standard
parameters control and more separation methods, to improve the
artifacts detection and optimize the code implementation. A parallel version of SiTraNo as a real-time VST plugin is also under
consideration, as it would enable to extend the evaluation to CPU
usage and computational cost for each method, and to enable a
real-time one-in three-out implementation for creative use.

Figure 6: Dynamic range reduction of the cast-viol excerpt,
achieved by acting on the transient and noise sliders.

compression and to compare different separation methods against
each other. Provided examples are discussed below and in a video
tutorial available at the companion webpage [28].
4.1. Dynamic Range Reduction
In the context of audio mixing, it is often useful to pre-process
sounds by applying a compressor to reduce the signal dynamics:
this enables a great set of operation, e.g. making quieter parts of
music audible in the mix, boosting the perceived loudness or deessing [30]. Often, the dynamics of a sound are defined by impulsive or high-energy percussive events. A straightforward yet effective way of taking advantage of the mixing capabilities of SiTraNo
is to decrease the amount of transients in the sounds while leaving sines and noise untouched. An example of this application is
shown in Fig. 6. A mixture of castanets and violins (cast-viol)
is imported in SiTraNo and STN decomposition is applied using
HPR. As shown in Fig. 6a, the castanet events are occupying the
entirety of the signal dynamics. By acting on the transient and
noise sliders, it is possible to see how the magnitude of the impulsive events can arbitrarily reduced (Fig. 6b) to the point of being
completely suppressed. (Fig. 6c). Audio examples for the different
mixes described above available on the companion webpage [28].
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(a) Sines - HPR (single-round)

(b) Transients - HPR (single-round)

(c) Sines - HPR (double-round)

(d) Transients - HPR (double-round)
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(f) Transients - ST

(g) Sines - Fuzzy

(h) Transients - Fuzzy

Figure 7: Parallel comparison of the single-round HPR, double-round HPR, ST, and Fuzzy methods using SiTraNo, with sinusoidal spectrograms in the left column and transients spectrograms in the right column. Artifacts are highlighted in red.
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ABSTRACT
Normalized Amplitude

1.2

Sinusoids are widely used to represent the oscillatory modes of
music and speech. The estimation of the sinusoidal parameters
directly affects the quality of the representation. A parabolic interpolation of the peaks of the log-magnitude spectrum is commonly
used to get a more accurate estimation of the frequencies and the
amplitudes of the sinusoids at a relatively low computational cost.
Recently, Werner and Germain [1] proposed an improved sinusoidal estimator that performs parabolic interpolation of the peaks
of a power-scaled magnitude spectrum. For each analysis window type and size, a power-scaling factor p is pre-calculated via
a computationally demanding heuristic. Consequently, the powerscaling estimation method is currently constrained to a few tabulated power-scaling factors for pre-selected window sizes, limiting
its practical applications. In this article, we propose a method to
obtain the power-scaling factor p for any window size from the
tabulated values. Additionally, we investigate the impact of zeropadding on the estimation accuracy of the power-scaled sinusoidal
parameter estimator.
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Figure 1: Comparison of the shape of the magnitude spectrum of
a Hann window under linear, logarithmic, and power scaling.

High-resolution methods such as MUSIC [19] and ESPRIT [20] provide accurate estimation for multiple sinusoids in
additive noise. Iterative estimation via least-squares [21] also converges to accurate values. However, these estimators suffer from
the demanding computational cost of matrix algebra. Keiler and
Marchand [22] compared the sinusoidal parameter estimators most
commonly used for audio, including parabolic interpolation on a
logarithmic scale. To the best of our knowledge, their performance has not been compared to recent state-of-the-art estimators [12, 13, 14, 1, 15].
Recently, Werner and Germain [1] developed an estimator based on parabolic interpolation of DFT samples of a power-scaled
magnitude spectrum. They heuristically pre-calculated the power
p that distorts the main lobe of the window to make its shape more
parabolic and minimize the estimation error (see Fig. 1). Then,
they compared the performance of their estimator with the state-ofthe-art estimators of Duda [12] and Candan [14] in additive noise.
Werner and Germain determined p for 12 commonly used
windows [23], showing that p depends on the window size M .
Thus, obtaining p for non-tabulated M would require performing
the computationally demanding heuristic. Consequently, powerscaling estimation is currently constrained to a few tabulated values (see Table 1 reproduced from [1]), severely limiting its practical applications. In this article, we propose a simple method to
estimate p for any M starting from the existing tabulated values,
bridging the gap between [1] and practical use of the proposed
estimator. Additionally, we check the impact of zero-padding on
spectral estimation via log and power-scaled parabolic interpolation.
The next section briefly reviews spectral estimation of sinusoidal parameters via parabolic interpolation of DFT samples of
the magnitude spectrum. Then, the method for obtaining a power
scaling parameter for any window size is presented, followed by
a study into the impact of zero-padding on spectral estimation via

1. INTRODUCTION
Sinusoids are widely used to represent the oscillatory modes of
musical sounds [2] and speech [3]. The sound is typically modeled as a sum of time-varying sinusoids parameterized by their
amplitudes, frequencies and phases. Sinusoidal parameter estimators play a crucial role in sinusoidal modeling because the quality
of the representation depends on the accuracy of the estimation.
The estimation of the parameters of sinusoids in noise has a
long history in the signal processing literature [4, 5, 6, 7, 8, 9, 10,
11, 12, 13, 14, 1, 15]. Spectral estimators based on the interpolation of three DFT samples [14, 1, 15] commonly fit a parabola
to local peaks of the magnitude spectrum. Parabolic interpolation
on a logarithmic scale has been shown to outperform parabolic
interpolation on linear scale for both stationary [16, 17] and nonstationary [18] sinusoids. Fig. 1 shows that the shape of the main
lobe of the Hann window changes dramatically under linear or log
scaling of the magnitude spectrum.
∗ This work has received funding from the European Union’s Horizon
2020 research and innovation program under the Marie Skłodowska-Curie
grant agreement No 831852 (MORPH)
† Thanks to the Natural Sciences and Engineering Research Council of
Canada (NSERC) Discovery Grant (RGPIN- 2018-05662) for funding
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2.2. Parameter Estimation by Parabolic Interpolation

parabolic interpolation under log and power scaling. Finally, conclusions and perspectives are presented.

Parabolic interpolation improves the estimation by fitting a
parabola to the main lobe of |X (ν)| to estimate δkm from km
and its immediate neighbors km−1 and km+1 . Fig. (2a) illustrates parabolic interpolation with the dashed line resulting from
the fit of the parabola to the three points surrounding the maximum Pkm−1 , Pkm , Pkm+1 , where point Pki = (ki , S (ki )).
Given the shape of W (ν) for each window, the logarithm of
the magnitude spectrum usually results in a better fit. Fig. (2b)
illustrates such a case where a parabolic interpolation is performed
after a logarithmic scaling of S (k), i.e. on log10 S (k). Note how
the parabola fits the main lobe better than in the linear case shown
in Fig. (2a). However, there are still errors in frequency ν̂0 and
amplitude â0 estimates.
To further improve the parabolic fit, Werner and Germain [1]
showed that a well-chosen power scaling of the magnitude spectrum S (k) leads to better estimations of ν̂0 and â0 . They heuristically found the values of power p that distort the main lobe of the
spectrum of the window W (ν) to make its shape more parabolic
and thus decrease the estimation error εν . However, p depends on
the window type and window size M and the optimization procedure is complex and computationally demanding, requiring precomputation of p for practical use. For example, Table 1 lists the
optimum value of p for four windows of different sizes as found
by Werner and Germain [1]. Fig. (2c) illustrates parabolic interpolation with power scaling, where the parabola is fit to S p (k) with
p taken from Table 1.

2. SPECTRAL ESTIMATION
Let us consider the discrete-time cisoid (i.e., complex sinusoid)
c (n) = a0 ej(2πν0 n+ϕ0 ) .

(1)

where n is the sample index, a0 is the amplitude, ν0 is the normalized frequency, and ϕ0 is the initial phase in radians. The sampling
period Ts = 1/fs , where fs is the sampling frequency, provides the
connection between discrete-time samples n and time in seconds.
So tn = n Ts are discrete-time values in seconds and f0 = ν0 fs
is the fundamental frequency in Hertz. Since c (n) has infinite support, let us consider further x (n) = w (n) c (n), where w (n) is
a window function with M non-zero samples. The discrete-time
Fourier transform (DTFT) of x (n) is
X (ν) = a0 ejϕ0 W (ν − ν0 ) ,

(2)

which is the DTFT of w (n) shifted in frequency by ν0 and scaled
by the complex amplitude a0 ejϕ0 . Fig. 2 shows the main lobe of
the Fourier transform of the Hann window modulated by a sinusoid
with a0 = 1 and f0 = 2100 Hz. The solid line inPFig. 2 is the
M −1
magnitude of X (ν) w-normalized by W (0) =
w (n).
0
Since ν is a continuous variable in eq. (2), the estimations ν̂0 and
â0 , of ν0 and a0 respectively, can be easily found at the maximum
of |X (ν)| and lead to the unbiased values ν̂0 = ν0 and â0 = a0 .
However, the practical use of the discrete Fourier transform (DFT)
only provides samples of X (ν) at discrete normalized frequencies
νk =

k
,
N

k = 0, . . . , N − 1;

Table 1: Optimum power scaling factor p for four window sizes M
(in samples) and four window types. Values reproduced from [1].

(3)

M

where N is the size of the DFT (N ≥ M ) and k is the discrete
frequency index also called frequency bin. From now on we will
consider the magnitude spectrum S defined as S (k) = |X (νk )|,
k
fs is the frequency in Hz. Fig. 2 shows the
where fk = νk fs = N
w-normalized DFT samples S (k) as *, |X (ν)| as the solid line,
and the frequency bins k as the vertical dotted lines.

As shown in Fig. 2, ν0 and a0 can be estimated from the discretefrequency spectrum S (k) as a spectral peak (i.e., a local maximum). A local maximum of S (k) is found at km whenever
S (km − 1) < S (km ) > S (km + 1). Then, ν̂0 = νkm and
â0 = S (km ) are the nearest neighbor estimates of ν0 and a0 .
The maximum of |X (ν)| actually lies at ν0 in between two DFT
samples. So, using eq. (3), it can be written as
km + δkm
k0
=
,
N
N

=

εa (a0 )

=

ν0 − ν̂0 ,
a0 − â0
.
a0

2048

4096

0.22911

0.22915

0.22917

Gaussian

0.12024

0.12074

0.12099

0.12112

Blackman-Harris

0.08552

0.08553

0.08553

0.08554

Dolph-Chebychev

0.08403

0.08403

0.08404

0.08404

2.3. Analysis Windows and Parabolic Estimation
The shape of the main lobe of the DTFT W (ν) of a window has an
important impact on the parabolic fit, which, in turn, impacts the
estimation. For example, the DTFT WG of a Gaussian window
wG is also Gaussian. So its main lobe on a logarithmic scale is
a prefect parabola and thus parabolic interpolation of log(|WG |)
is the best possible fit [17, 18]. However, wG has infinite support
and thus must be truncated in practice. This truncation distorts the
parabolic shape of the main lobe of log |WG |. Another important
example is the rectangular window wR , whose main lobe width
only spans two frequency bins when N = M . Since parabolic
interpolation requires three samples, the use of wR with parabolic
estimation should be avoided unless a zero-padding step is added.

(4)

where km is an integer bin number and δkm is the correction term
called bin offset that, when added together, result in the fractional
bin k0 . The estimation errors εν and εa are defined as
εν (ν0 )

1024

0.22903

Note that the mathematical operation denoted exponentiation
written as f (β, p) = β p , where both β and p are real positive
values, has an opposite effect whether β ∈ [0, 1] or β ∈ (1, ∞)
for a given value of p. Thus, we ensure that S (k) lies in the interval [0, 1] after being w-normalized. Since p ∈ [0, 1] (cf. Table 1), S p (k) systematically bends outward above the identity line
g (β) = β for β ∈ [0, 1].

2.1. Nearest Neighbor Estimation

ν0 =

512

Hann

(5)
(6)

So, according to eq. (4), nearest neighbor estimation yields
εν (ν0 ) = δkm/N with |δkm | ≤ 0.5.
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Figure 2: Parabolic interpolation for multiple scalings. The figure shows the main lobe of a N = 512 DFT of the Hann window with
M = 512 samples modulated by a sinusoid with a0 = 1 and f0 = 2.1 kHz, (fs = 44.1 kHz). Table 1 shows the value of p used in Fig. (2c).

process for a few window sizes. Consequently, estimation with
power scaling is currently constrained to the four tabulated window sizes M . They speculated that p depends on M in a structured way, as shown in Fig. 4 reproduced from [1]. Fig. 4 shows
four curves p (M ) corresponding to the the maximum frequency
estimation error ε̃ν , the maximum amplitude estimation error ε̃a ,
the mean frequency estimation error ε̄ν , and the mean amplitude
estimation error ε̄a for the Hann window. The horizontal axis of
Fig. 4 is labeled with values of M but varies linearly in octaves
as m = log2 M . They also suggested to use piece-wise linear
interpolation of p (M ) for values of M not found in Table 1.
We note, however, that the curves in Fig. 4 visually resemble the step response of a first order linear time-invariant system.
Therefore, in this work, we propose to model p(m) as



m−m0
−
τ
p (m) = ατ 1 − e
,
(9)

Finally, the estimation of multiple sinusoids is achieved simply by
independently estimating the parameters of each sinusoid [7, 17]
provided that the spectral peaks are properly resolved [23, 7, 17].
The choice of the windows for this study used two of the many
possible features of the windows (see [23] for details), namely the
width of the main lobe and the height of the side lobes. Thus,
we considered the Hann window for its relatively narrow main
lobe, the (truncated) Gaussian window (σ 2 = 2.5) for the theoretically approaching parabolic shape on a log scale, the minimum
four-sample Blackman-Harris window for its very low side-lobe
structure (-92 dB), and the Dolph-Chebychev window for the same
reason (-100 dB for the chosen one).
2.4. Estimation Bias
In the absence of noise, the only source of error εa and εν is the
bias of the estimator, which is the systematic error due to its structure. Fig. 3 shows the estimation bias for εa and εν respectively
as a function of the bin offset |δkm | ≤ 0.5 for the log and power
parabolic estimators using the Hann, Gaussian, Blackman-Harris,
and Dolph-Chebychev [23] windows. We can see that both amplitude and frequency bias vary smoothly. Note the different orders
of magnitude for the log and power cases, indicating an increasing
order of estimation accuracy. Finally, these curves are independent
of the values of ν0 and a0 , and also of M as long as N = M .
The estimation bias curves shown in Fig. 3 allow us to define
the maximum estimation error ε̃ as
ε̃ =

max |ε (δk)|,
δk∈[0, 0.5]

parameterized by the arbitrary constants m0 , τ , and α. In general
terms, m0 shifts the curves along the horizontal axis, τ controls
the rate of growth and ατ determines the horizontal asymptote.
The next step is to fit the curve in eq. (9) that models p (m) to get
an estimate of the optimal p for any window size M (not limited
to the tabulated values) without having to perform the costly optimization. We propose to first reformulate the relationship between
p and M into a linear expression, and then perform a linear fit of
the form y = ax + b whose coefficients would allow us to predict
p for arbitrary window sizes.

(7)
3.1. Linear Regression

where the interval for δk is restricted to [0, 0.5] because the estimation bias curves are symmetrical around 0. Note that the definition of the maximum estimation error is the same for the amplitude
error ε̃a and the frequency bin error ε̃ν . Additionally, the mean estimation error ε̄ is given as
Z 0.5
ε̄ = 2
|ε (δk)| dδk.
(8)

As noted above, the horizontal axis is linearized by
m = log2 (M ) .

(10)

If we assume that the general expression of eq. (9) appropriately
models p (m), we can rewrite it as


p (m)
= a m + b,
(11)
ln 1 −
κ

0

Fig. 3 shows ε̃ and −ε̃ as solid horizontal lines delimiting the
range of εν and of εa , and ε̄ as the dashed horizontal line.

where a = − τ1 , b = mτ0 , and κ = ατ . We will fit a straight line
to the relationship in eq. (11) by considering observed values of p
and M as the ones from Table 1. However, eq. (11) depends on an
unknown constant κ. In this study, we will determine the optimal
value of κ as the one that best explains the linear dependence that
links the values as in eq. (11). In what follows, we describe how κ
is empirically determined to fulfill this constraint.

3. POWER SCALE FOR ANY WINDOW SIZE
As already mentioned, Werner and Germain [1] provide the power
scaling factors p shown in Table 1, evaluated via an optimization
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Figure 3: Amplitude and frequency estimation bias for log scaling (top) and power scaling (botom) with optimal value of p.

performed by sweeping the value of κ (starting at κ = p (12) + µ,
with µ arbitrarily small) and selecting the one that corresponds to
the highest R2 for each window in Table 1. The solid line in each
panel of Fig. 5 is R2 (κ) and the vertical dashed line indicates the
value of κ that maximizes R2 listed in the first column of Table 2.
Fig. 5 reveals that R2 (κ) for the Hann and Gaussian windows have a clear maximum, whereas R2 (κ) has no clear maximum for the Blackman-Harris and Dolph-Chebychev windows.
For Blackman-Harris, R2 (κ) reaches a plateau at approximately
R2 = 0.9, suggesting that increasing κ above an initial threshold
does not improve the linearity of eq. (11). For this window, Table 2
shows the highest value of κ used in the sweep, but Fig. 5 suggests that any κ > 0.1 would suffice. For the Dolph-Chebychev
window, we get a similar behavior than the one observed for the
Blackman-Harris window, with a R2 (κ) that is constant at around
R2 = 0.8 with respect to κ. These low R2 values for the two last
windows suggest that the model of p(m) might be different from
the one proposed in eq.(9), as discussed below.
Table 2 shows the values of κ that maximize the linearity of
eq. (11) and the corresponding a and b for the estimated model of
p (M ). Using eq. (9) and eq. (10), the final model be written as
h
i
p (M ) = κ 1 − e(a log2 (M )+b) .
(12)

Figure 4: Original curves p (M ) from [1]

We know from eq. (9) that κ is the upper asymptote of p(m),
thus κ > p (m). Note, that this is also the condition that keeps the
argument of the logarithm in eq. (11) strictly positive. Therefore,
we seek the value of κ > p (m) that maximizes the linearity of
eq. (11). The empirical method relies on the use of the coefficient
of determination R2 to measure the linearity of the model. This is

Fig. 6 shows the line fit on the top panel and the corresponding
p (m) on the bottom panel. The dots are predicted by the model
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Figure 5: R2 as a function of κ for the windows under investigation.
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Figure 6: Interpolation of optimal p for the windows under investigation. The top panel shows the line fit with the corresponding R2 and
the 95% confidence interval. The bottom panel shows the curve fit p (m). The optimal values of p from Table 1 are marked as * whereas
the values predicted by the model are represented with dots.

Table 2: Line fit parameters for the windows under investigation.
Window

κ

a

b

Hann

0.22919

-0.69315

-1.0288

Gaussian

0.12125

-0.67356

1.2765

Blackman-Harris

0.16554

−7.4991 × 10−5

-0.72627

Dolph-Chebychev

0.085039

−3.9824 × 10−3

-4.3969

the relationship between the optimal values of p and the tabulated
values of M in Table 1.
Fig. 6 shows that the Hann window fits the model perfectly
while the Gaussian window has nearly perfect fit. However, the
Blackman-Harris and Dolph-Chebychev windows have lower fits,
which can be visually confirmed on the top panel of Fig. 6 by inspecting the alignment of *. Additionally, a for the BlackmanHarris and Dolph-Chebychev windows are respectively 4 and 2
orders of magnitude smaller than those for the Hann and Gaussian
windows. Note that a = −1/τ , so a is inversely proportional to the
rate of growth τ in eq. (9). Given the poor fit (low R2 and a) to the
model of eq. (12) for the Blackamn-Harris and Dolph-Chebychev
windows (see Fig. 6), we conclude that a linear model of p(m) is a
better fit for these two windows. This conclusion is confirmed by
visual inspection of p(m) on the bottom panel of Fig. 6.
Although not formally proven, analyses performed on other
types of windows seem to confirm that windows with a Fourier
transform that exhibits a narrow main lobe fit well the model of
eq. (12) while those that exhibit a wide main lobe and a low sidelobe structure fit a linear model better than the one in eq. (12)

whereas * represents the optimal p data from Table 1. The top
panel in Fig. 6 also shows the 95% confidence interval (solid lines)
around the linear fit. Note that p (M ) is an analytic function of M ,
allowing to get p for any M , not only between tabulated values
(interpolation) but also beyond them (extrapolation), as shown in
Fig. 6. Naturally, the prediction power of p (M ) for each window
depends on the line fit. The values of R2 can be interpreted as an
indication of how well p and M in Table 1 fit the model of eq. (9),
or how well p (M ) in eq. (9) using values from Table 2 captures
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in the considered range of M (≤ 220 ). See the results for all
12 windows at https://marcelo-caetano.github.io/
dafx2021.html, which also contains sound examples.

0.03
0.025
0.02

4. IMPACT OF ZERO-PADDING

0.015

This section reports on the impact of zero-padding for the estimation of frequencies and amplitudes of sinusoids via parabolic interpolation for logarithmic and power scale. We perform parabolic
interpolation of the three consecutive bins corresponding to the
spectral peak of the scaled and zero-padded magnitude DFT. More
specifically, we want to compare the use of zero-padding and powerscale for the quality of the estimation.
As is widely known and briefly reviewed at the beginning of
Sec. 2, the DTFT of a signal x of duration M is X(ν), and its DFT
for a size N ≥ M is simply the sampling of X(ν) at evenly spaced
k
frequencies νk = N
with 0 ≤ k < N . Increasing N results in
a finer sampling of the same shape X (ν) and provides spectral
samples that are closer together. This is known as zero-padding
due to its practical implementation by padding a vector of M nonzero samples with M −N zeroes before computing the DFT on the
resulting vector of size N . Overall, we expect to get better results
for higher values of N as the three points used for the parabolic
interpolation get closer to the maximum, and consequently are a
better fit to a Taylor expansion of order 2 around 0 of a scaled
version of X (ν).
In theory, we can make εν and εa arbitrarily small by increasing N via zero-padding while holding M fixed. However, even if
we use the FFT algorithm, this brute force nearest-neighbor estimator will become too computationally demanding as N grows.
In practice, it is common to combine zero-padding with parabolic
interpolation [16].
Defining L = N/M as the zero-padding factor, Smith and
Serra [16] suggest to use L ≈ 5 and a parabolic interpolation on
the log-scaled magnitude spectrum to achieve values of εν of the
order of 0.05% of the width of the main lobe. Hereafter, this estimator will be denoted ZP-Log-PI for the sequence of operations:
Zero-Padding, Log scaling, and Parabolic Interpolation. By extension, the estimator ZP-Pow-PI uses power scaling. Additionally,
the absence of the prefix ZP will denote PI when N = M . For
example, Pow-PI denotes the parabolic interpolation with power
scaling and no zero-padding (N = M ) as proposed by Werner
and Germain [1]. Next, we determine the zero-padding factor L
for ZP-Log-PI that results in performance comparable to Pow-PI.
4.1. Zero-Padding and Log-Scaled Parabolic Interpolation
In this section, we will determine how much zero-padding is required by the ZP-Log-PI estimator to get estimation errors below
those of Pow-PI. The motivation is to decide whether ZP-Log-PI
can be a practical substitute for Pow-PI. For such, we calculate εν
and εa for ZP-Log-PI as a function of L and compare with PowPI, as illustrated in Fig. 7 for the Hann window. The solid line in
Fig. 7 is εa as a function of L for ZP-Log-PI and the horizontal
dashed line is εa for Pow-PI when N = M (so L = 1). Note how
zero-padding dramatically decreases the estimation error εa for the
Hann window. As the figure shows, εa for ZP-Log-PI goes below
that of Pow-PI for L ≈ 2. Therefore, we need to set N ≥ 2M to
guarantee that parabolic interpolation on a log scale will result in
εa below the one obtained with power scaling when N = M .

0.01
0.005
0

4

6

8

10

12

14

16

Figure 7: Maximum amplitude estimation error as a function of the
zero-padding factor for the Hann window. The figure illustrates
how to determine the minimum amount of zero-padding with the
ZP-Log-PI estimator to achieve estimation errors below those of
the Pow-PI estimator.
Table 3: Minimum zero-padding factor where ZP-Log-PI results
in estimation error below that of Pow-PI.
Window

min L for εa

min L for εν

Hann

2

6

Gaussian

3

9

Blackman-Harris

4

> 16

Dolph-Chebychev

4

> 16

Table 3 shows the minimum value of L for which ZP-LogPI results in εa and εν below those of Pow-PI. Firstly, notice that
the values of L for the amplitude error are consistently smaller
than those for the frequency error. Additionally, we note that the
Blackman-Harris and Dolph-Chebychev windows require L > 16
for εν , making ZP-Log-PI an impractical alternative to Pow-PI
when we require comparable frequency estimation errors. Naturally, we must use the value of L for εν if we want to guarantee
that both εa and εν for ZP-Log-PI will fall below those of Pow-PI.
In that case, ZP-Log-PI is not a beneficial alternative for Pow-PI
for the windows shown in Table 3. Both Blackman-Harris and
Dolph-Chebychev require L > 16, which is impractical in most
situations. The Gaussian window requires L = 9, which is also
rather impractical. For the Hann window, L = 6 would result
in fairly high N depending on the minimum required value for
M . For example, the analysis of a C3 note corresponding to a
fundamental frequency f0 ≈ 131 Hz using a window that spans
approximately 3T0 to get enough frequency resolution, requires
M > 1000 samples when fs = 44.1 kHz, which, in turn, requires
a DFT with N > 6000 for ZP-Log-PI with the Hann window to
achieve performance similar to Pow-PI with M = N = 1024.
Finally, we note that the errors εa and εν have different orders
of magnitude depending on the chosen window. Table 4 shows εa
and εν for Pow-PI when N = M = 512. Firstly, notice that the
Blackman-Harris and the Dolph-Chebychev windows yield estimation errors below of those for the Hann and Gaussian windows.
Consequently, using ZP-Log-PI to match εν with Pow-PI for the
Blackman-Harris and Dolph-Chebychev windows requires a larger
L to decrease εν sufficiently. This observation is consistent with
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the pattern of minimum L in Table 3 because, in general, L for
ZP-Log-PI must be higher to match a lower ε̃ for Pow-PI. A practical strategy to achieve lower estimation errors is then to select
the windows appropriately. According to Table 4, the BlackmanHarris window is the best choice and the Hann window should
be avoided. However, zero-padding may also be combined with
power-scaling parabolic estimation (ZP-Pow-PI). The next section
investigates the impact of zero-padding in parabolic interpolation
over power-scaled samples of the magnitude spectrum.

5. CONCLUSIONS

Table 4: Maximum amplitude and frequency estimation errors for
power scaling parabolic interpolation when N = M = 512.
Window

εa

εν

Hann

9.6417 × 10−4

3.2654 × 10−4

Gaussian

2.1980 × 10−4

9.9713 × 10−5

Blackman-Harris

1.0921 × 10−5

8.1425 × 10−6

Dolph-Chebychev

1.6889 × 10−5

1.2056 × 10−5

4.2. Zero-Padding and Power-Scaled Parabolic Interpolation
In this section, we will investigate the impact of zero padding on
the power-scaled parabolic interpolation. As before, we measure
εa and εν as a function of L for the four windows, as shown in
Fig. 8. The motivation is to visualize the behavior of ZP-Pow-PI
and understand whether zero-padding is also beneficial for parabolic
estimation with power-scaling. Otherwise, we are constrained to
the condition N = M of Pow-PI. Additionally, we aim to compare the estimation performance using the model p (M ) of eq. (12)
against the original optimal values of p from Table 1. Fig. 8 shows
εa (L) and εν (L) for three values of M corresponding to different
conditions, namely extrapolation (M = 500) and interpolation
(M = 600) using eq. (12), as well as tabulated p (M = 512).
Firstly, we note that the errors have different orders of magnitude depending on the window as shown in Table 4. Additionally,
we note that the curves for tabulated (M = 512), extrapolation
(M = 500) and interpolation (M = 600) present comparable values across L for all windows except for interpolation (M = 600)
for the Gaussian window, which deviates slightly from the others
(around the maximum between L = 1 and L = 1.5).
More importantly, the curves εa (L) and εν (L) do indicate
that zero-padding decreases further the estimation error for parabolic estimation with power scaling. However, comparing Fig. 7 with
Fig. 8 reveals a different behavior of ZP-Log-PI and ZP-Pow-PI.
The error decreases monotonically for ZP-Log-PI as L increases,
whereas ZP-Pow-PI has a range of values of L for which the error
increases after an initial steep decline. For the Hann and Gaussian windows, this increase remains below the initial value of ε, so
zero-padding is always beneficial (even if not monotonically decreasing with L). However, zero-padding can worsen the estimation performance for the Blackman-Harris and Dolph-Chebychev
windows depending on L. For these windows, the condition L > 3
always results in beneficial estimation performance, so a suggested
rule of thumb is 4 ≤ L ≤ 5.
The implementation of the sinusoidal model available at https:
//github.com/marcelo-caetano/sinusoidal-model
includes power-scaling estimation of the sinusoidal parameters with
the model p (M ) described here.

The estimation of the amplitudes and frequencies of sinusoids embedded in a signal mixture is an important topic in several applications of signal processing, and more specifically in audio processing. Sinusoidal parameter estimation classically requires estimating both the position and the height of local maxima of a
scaled version of the magnitude spectrum. This typically relies on
a parabolic interpolation. In this paper, we propose a few improvements and further characterization of a method recently developed
by Werner and Germain [1], who worked on a power-scaled magnitude spectrum. They heuristically determined the power scale p
for each window type and a few window sizes. In this article, we
propose a simple model to get the power-scaling factor p for any
window size M . Parameters of the model of p are derived from
the original optimal tabulated values of p available in [1].
We further re-visited the role of zero-padding in this context
to see how much zero-padding a parabolic estimation performed
on log-magnitude peaks requires presenting performance comparable to parabolic estimation of power-scaled peaks without zeropadding. We found that the Hann window requires the lowest zeropadding factor (L = 2 for amplitude and L = 6 for frequency)
while both Blackman-Harris and Dolph-Chebychev windows require L > 16 getting comparable results. Additionally, we verified
that zero-padding also decreases the estimation error for parabolic
estimation of power-scaled peaks. However, L > 3 must be satisfied to ensure that zero-padding is beneficial for any window.
We also found two groups of windows with different behavior. The Hann and Gaussian windows consistently behave comparably, so do the Blackman-Harris and Dolph-Chebychev windows.
This different behavior seems to be linked to their main features in
terms of width of the main lobe, and height of the side-lobes. It appears that the wider the main lobe and the lower the side lobes, the
more linear the evolution of p (M ) is (e.g. for Blackman-Harris
and Dolph-Chebychev). Conversely, the narrower the main lobe
and the higher the side lobes, the better p (M ) fits the shape of a
unit step response to a first order filter (for Hann and Gaussian).
Finally, there are conditions that change the shape of the main
lobe of the window, such as additive noise, adjacent sinusoidal
peaks, and non-stationary sinusoids. Among those, future work includes investigating the robustness of the method to non-stationary
sinusoids.
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ABSTRACT

Our work goes in the direction of [15]: its aim is approximating the amplitude response of a fractional order low-pass filter
with that of an integer order filter in the sense of least squares, on
a log-log scale. On the other hand, we use a different approach:
after simplifying the problem, we find a closed-form expression
for the best solution, give a mathematical proof of optimality and
show that the error decays quadratically with the order of the approximating filter. Our formulas for poles and zeros show low
computational cost, so they are also manageable in time-varying
applications. Finally, they can be easily extended in order to obtain other filters (high-pass, band-pass, etc.) with arbitrary slopes.
The paper is organized as follows. Section 2 defines the precise setting of the problem, including the approximation used. Section 3 is the heart of the paper and contains the optimality proof.
In Section 4 we evaluate our result and compare it to the current
state of the art approach. Finally, conclusions are drawn in Section
5, where we also suggest ideas for further research.

Fractional order filters have been studied since a long time,
along with their applications to many areas of physics and engineering. In particular, several solutions have been proposed in
order to approximate their frequency response with that of an ordinary filter. In this paper, we tackle this problem with a new approach: we solve analytically a simplified version of the problem
and we find the optimal placement of poles and zeros, giving a
mathematical proof and an error estimate. This solution shows improved performance compared to the current state of the art and is
suitable for real-time parametric control.
1. INTRODUCTION
Fractional calculus is a classical branch of mathematical analysis that studies possible definitions and properties of derivatives of
non-integer order. The origin of fractional derivative dates back to
Leibniz [1] and a variety of different approaches have been proposed, including the ones from Abel [2], Riemann-Liouville [3],
Riesz [4], Caputo [5] and Caputo-Fabrizio [6]. Apart from its theoretical importance, fractional calculus has been extensively studied
in view of its applications in several areas of physics and engineering, such as system identification [7] and filter design [8]; recently
it has also been applied to modeling of COVID-19 transmission
[9]. An overview of fractional calculus from the signal processing
point of view can be found in [10]: see references therein for more
examples of applications.
Linear filters exhibit a spectral rolloff that is an integer multiple of −20 dB/decade. Fractional order filters remove this constraint: their steepness can be any real number. In audio DSP,
they can be used to transform white noise into pink, blue or any
"fractional" noise [11], which in turn can be used for dithering algorithms [12]. They have also been recently applied in physical
modeling of brass instruments [13].
Unfortunately, it is not possible to reproduce the exact behaviour of fractional order filters in both ordinary analog circuits
and DSP algorithms. Therefore, several attempts to approximate
them with ordinary filters have been made so far. One of the most
celebrated paper on this subject is [14], where the authors, for the
first time to our knowledge, use equally spaced poles and equally
spaced zeros on a log scale. The papers by Hélie [15, 16] and
Smith and Smith [17] are more specifically designed for audio applications and propose approximations based on different optimality criteria.

2. PROBLEM STATEMENT
A fractional order low-pass filter is a linear filter whose transfer
function is
1
α ,
H(s) = s
(1)
+
1
ωc
where α > 0 is the order of the filter and ωc > 0 is the anguωc
lar cutoff frequency corresponding to a cutoff frequency fc = 2π
.
According to our definition
|H(jωc )| =

1
,
2α/2

(2)

hence the gain of the filter at the cutoff frequency fc is
|H(jωc )|dB = 20 log10 |H(jωc )| ≈ −3α dB.

(3)

We aim to develop an approximation of such a filter by another
filter of order ≤ N whose transfer function is



s
− 1 ζs2 − 1 . . . ζsN − 1
ζ1
b


,
H(s, ζ, ρ) = s
(4)
− 1 ρs2 − 1 . . . ρsN − 1
ρ1
b and ρ = (ρ1 , . . . , ρN )
where ζ = (ζ1 , . . . , ζN ) are the zeros of H
are the poles. All zeros and poles are non-zero. In our case the
gain at dc is 1 and that is coherent with (1).
In this work we also assume that all zeros and poles are real,
hence to ensure BIBO stability it must be ρ1 , . . . , ρN < 0. Finally,
the original filter can be seen as the series of two filters, one of
integer order and another of order between 0 and 1, so it is not
restrictive to assume α ∈ (0, 1).
b approximates H in
Poles and zeros will be chosen so that H
terms of magnitude response. In order to evaluate and minimize

Copyright: © 2021 Pier Paolo La Pastina et al. This is an open-access article distributed under the terms of the Creative Commons Attribution 3.0 Unported License,
which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.
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6

the error we choose to measure amplitudes in dB and to consider
frequencies on the logaritmic scale. Hence, evaluating the transfer
functions on the imaginary axis, i.e. substituting s = j2πf , and
remapping frequencies on the logarithmic scale by f = 10x , our
problem can be formally expressed as choosing ρi and ζi so that
the target magnitude response function
η(x) = 20 log10 |H(2πj · 10x )|

2

2π
x
= −10α log10
· 10
+1
ωc

log10 (1 + 102β )
2βu(β)
4

(5)

2

is best approximated by
b
ηb(x, ζ, ρ) =20 log10 |H(2πj
· 10x , ζ, ρ)|

2

N 
X
2π
+1
· 10x
=10
log10
ζi
i=1

2

2π
− log10
· 10x
+1
.
ρi

0
−3

(6)

(log10 (102(x−zi ) + 1)

2

3

(12)

For minimization purposes we can safely consider xmin = x0
as the contribution to the error as expressed in (12) would be null
for x ∈ [x0 , xmin ], and conversely it would also be irrelevant if
x0 < xmin . Clearly, we can suppose that z1 ≤ · · · ≤ zN and
p1 ≤ · · · ≤ pN . We also observe that, if zi = pk for some
i, k ≤ N , the corresponding terms in the previous sum cancel, so
we obtain a filter of order lower than N .
Finally, we assume that

(8)

− log10 (102(x−pi ) + 1)),
and the independent variables for the minimization procedure are
now z = (z1 , ..., zN ) and p = (p1 , ..., pN ).

x0 ≤ p1 ≤ z1 ≤ · · · ≤ pN ≤ zN .

(13)

It is intuitively clear that the optimal curve should satisfy this property. Indeed, the slope of the amplitude response of a filter of order
α is −20α dB/decade. If the approximating filter satisfies (13), the
slope is alternatively 0 and −20 dB/decade; otherwise, the slope
will be less than −20 dB/decade or even positive in some regions.

2.1. Error metric
The least squares method can arguably be considered the preferred
choice for minimization problems such as ours. In this case the
error metric to minimize is
Z xmax
Eη (z, p) =
(η(x) − ηb(x, z, p))2 dx,
(9)

2.2. Optimal solution

xmin

Theorem. The absolute minimum point of (12) in the domain
D ⊂ R2N defined by

for a given range of interest x ∈ [xmin , xmax ].
Unluckily, we have not been able to minimize this quantity
analytically so far. Instead, we were successful after further approximating η and ηb. Observe that

x0 ≤ p1 ≤ z1 ≤ · · · ≤ pN ≤ zN ≤ xmax

(14)

is

(10)

2i − 1 − α
(xmax − x0 ),
2N + 1 − α
2i − 1 + α
ẑi = x0 +
(xmax − x0 ),
2N + 1 − α
and the minimum value is

2
α(1 − α)
400
(xmax − x0 )3 .
Eθ (ẑ, p̂) =
3
2N + 1 − α
p̂i = x0 +

where u is the Heaviside function. This is the classical approximation we use to draw Bode diagrams and is already very accurate
for |β| > 1: we will call it Bode approximation from now on (see
Figure 1). Applying (10) to (8), we obtain the new functions
θ(x) = −20α(x − x0 )u(x − x0 ),
b z, p) = 20
θ(x,

1

xmin

i=1

log10 (1 + 102β ) ≈ 2βu(β),

0
β

and the new error to minimize:
Z xmax
b z, p))2 dx.
Eθ (z, p) =
(θ(x) − θ(x,

η(x) = − 10α log10 (102(x−x0 ) + 1),
N
X

−1

Figure 1: The Bode approximation.

Here we notice that, for this purpose, the sign of ζi is irrelevant, so we assume ζi < 0 to obtain minimum phase approximations. Setting
 




ωc
ζi
ρi
x0 = log10
, zi = log10 −
, pi = log10 −
,
2π
2π
2π
(7)
the previous equations can be more conveniently expressed as

ηb(x, z, p) =10

−2

N
X
((x − zi )u(x − zi ) − (x − pi )u(x − pi ))

(15)

(16)

An example of this approximation is shown in Figure 2. Our proposed filters are then obtained by plugging (15) into the original

i=1

(11)
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0

approximated magnitude response ηb(x, z, p): Figure 3 shows the
result of the approximation for different values of α.
The optimal poles ρ̂i and zeros ζ̂i can be computed from (7)
as:

 2i−1−α
fmax 2N +1−α
ρ̂i = −2πfc ·
,
fc
(17)

 2i−1+α
fmax 2N +1−α
ζ̂i = −2πfc ·
.
fc

b
θ(x)
θ(x)

−5
dB

2.3. Other filter types
Once we have built a good approximation of fractional order lowpass filters, it is easy to extend it to other types of fractional order
filters.
A fractional order high-pass filter is a linear filter whose transfer function is



−10

HHP (s) =
−2

−1

0

1
x

2

3

4

s
ωc

s
ωc

α

+1

.

(18)

As before, evaluating the transfer function on the imaginary axis
and using a log-log scale, we obtain:

Figure 2: Optimal solution to the simplified problem (α = 0.3).

ηHP (x) = 20 log10 |HHP (2πj · 10x )|


102(x−x0 )
= 10α log10
102(x−x0 ) + 1

(19)

Now we notice that ηHP (x) can be obtained from η(x) in (8) via
the reflection x 7→ 2x0 − x. In order to get the analogous approximation of the high-pass filter, we simply apply this reflection to
(15), obtaining:
2i − 1 − α
(x0 − xmin ),
2N + 1 − α
2i − 1 + α
ẑi = x0 −
(x0 − xmin ).
2N + 1 − α

p̂i = x0 −
0

(20)

The corresponding poles and zeroes are therefore:
−10

dB

ρ̂i = −2πfc ·
−20


ζ̂i = −2πfc ·

−30

1

2

3

fmin
fc

 2i−1−α

2N +1−α

,


(21)

2i−1+α
2N +1−α

.

A fractional order band-pass filter can be defined as a series of
a fractional order low-pass and a fractional order high-pass filter,
possibly of different orders. Accordingly, it can be approximated
by the series of two filters of the form (4), where poles and zeroes
are given respectively by (17) and (21). Inverse fractional order
(low-pass and high-pass) filters are defined again by Equations (1)
and (18), with α < 0. It is clear that their integer order approximation can be constructed by simply swapping poles and zeroes in
(17) and (21).
Finally, other filter types (such as low and high shelving) can
be obtained as a combination of the filters above. However, our solution does not contemplate the possibility of placing poles or zeros on the imaginary axis and is bound to chosen frequency ranges
which cannot contain dc, therefore it is not suitable for full-range
approximations of fractional integrators and differentiators.

−40
0

fmin
fc

4

x
Figure 3: Exact and approximated fractional order filters (x0 = 2,
α = 0.1, 0.2, . . . , 0.9 and N = 4).
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3. PROOF

In the domain (14), Equation (12) assumes the form:

Now we are ready to prove the theorem in Section 2. According to
the discussion therein, θb has the form:

0
x ≤ p1



20(Pi p − Pi−1 z − x) p ≤ x ≤ z
i
i
k
k
k=1
k=1
b z, p) =
P
θ(x,
20 ik=1 (pk − zk )
zi ≤ x ≤ pi+1


 PN
x ≥ zN
20 k=1 (pk − zk )
(22)
and we want to minimize (12) on the domain D. It is clear that the
absolute minimum is among the critical points of E(z, p) in the
interior of D, or on the boundary of D. We will prove that there
is a unique critical point of E in the interior of D and this is the
absolute minimum.
Let us assume, by induction, that this is true for (N − 1)-th
order filters. First, we observe that the interior of D is given by
points in R2N that satisfy (14) with strict inequalities, while the
boundary is given by points that satisfy (14) with some equality
sign. Therefore, the boundary of D is the union of the regions
defined by:
x0 = p1 ≤ z1 ≤ · · · ≤ pN ≤ zN ≤ b,

p1

Z
=400

2

2

α (x − x0 ) dx +
x0

+x+

i−1
X

i
X

zk −

xmax

Z

pk

dx

− α(x − x0 ) +



zN

2
(zk − pk )

dx

2 
N
X
(zk − pk ) dx
i=1

X
N Z
=400
N Z
X

zi


2
i−1
i
X
X
(1 − α)x + αx0 +
zk −
pk dx

pi

i=1

k=1

pi+1


− α(x − x0 ) +

zi

i=0

i
X



− α(x − x0 ) +

+

− α(x − x0 )
pi

k=1

+

(23)



2

zi

i=1

zi

k=1

N
−1 Z pi+1
X

+

N Z
X
i=1

k=1

i
X

k=1

2
(zk − pk )


dx .

k=1

(28)
For simplicity, we have set z0 = x0 and pN +1 = xmax .
We notice that E is a C 1 function, even if θb is not; in fact,
it is a cubic polynomial in z and p. In order to compute partial
derivatives of E, we use Leibniz integral rule:

x0 ≤ p1 ≤ z1 ≤ · · · ≤ zi = pi+1 ≤ · · · ≤ pN ≤ zN ≤ xmax
(25)
for i = 1, . . . , N − 1 and
(26)

∂
∂xi

We notice that the central equations represent situations in which
a zero coincides with a pole, so the order of the filter becomes
N − 1. By induction, we already know the absolute minimum
on these regions of the boundary, so we are left with finding the
minimum in the regions (23) and (26). We observe that the last
region can be identified with the situation in which there are N
poles and N − 1 zeros, because the last zero is xmax and therefore
has no influence on the region where we want to approximate the
filter.
The regions (23) and (26) can be identified with domains of
R2N −1 , so we have to understand again if the minimum is in the
interior or on the boundary. The boundary is given by points where
some inequalities hold with the equality sign. We observe that, if
some equality of the form pi = zi or zi = pi+1 holds, we are
again in a region of the form (24) or (25), where by induction we
already know the minimum. If instead one of the extreme inequalities hold, we are in the region
x0 = p1 ≤ z1 ≤ · · · ≤ pN ≤ zN = xmax ,

b z, p))2 dx
(θ(x) − θ(x,

xmin

x0 ≤ p1 ≤ z1 ≤ · · · ≤ pi = zi ≤ · · · ≤ pN ≤ zN ≤ xmax
(24)
for i = 1, . . . , N ,

x0 ≤ p1 ≤ z1 ≤ · · · ≤ pN ≤ zN = xmax .

xmax

Z
Eθ (z, p) =

Z

µ(x)

ψ(x, t)dt = ψ(x, µ(x))
λ(x)

− ψ(x, λ(x))

∂µ
∂xi

∂λ
+
∂xi

µ(x)

Z

λ(x)

∂ψ
(x, t)dt.
∂xi
(29)

We have:


2
l−1
l
X
X
∂Eθ
=400
(1 − α)zl + αx0 +
zk −
pk
∂zl
k=1
k=1


Z
i−1
N
i
z
X
X
X
i
+
2 (1 − α)x + αx0 +
zk −
pk dx
pi

i=l+1

k=1

k=1


2
l
X
− α(zl − x0 ) −
(zk − pk )
k=1

(27)
+

where we have to study the problem again.
We will proceed in the following way. First, we study the
problem in the interior of (14), we find the critical point and we
evaluate the error (12). This error will depend on N , so to show
that it is smaller than the error in the regions (24) and (25) it suffices to verify that it decreases with N . Finally, we find the critical
points in the regions (23), (26) and (27) and we compute the respective errors: once we have verified that they are greater than
the error in the inner critical points, the proof is complete.

N Z
X
i=l

pi+1

2 − α(x − x0 ) +

zi

i=l+1

zi

zi

 
(zk − pk ) dx



i−1
i
X
X
(1 − α)x + αx0 +
zk −
pk dx

pi

N Z pi+1
X
i=l

i
X

k=1

 X
N Z
=800

+



k=1


− α(x − x0 ) +

i
X

k=1




(zk − pk ) dx .

k=1

(30)
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For i = 1, (38) is obvious and (39) follows directly from (36).
Suppose then that 1 < i ≤ N + 1 and Equations (38) and (39)
hold for every index below i. Then:

 i−1
2 X
pi =
(zk − pk ) + αx0 − zi−1
α
k=1

X
i−1
2
2α
=
(p1 − x0 ) + αx0
α
1−α

Analogously, we get:
i−1
N  Z zi 
X
X
∂Eθ
= − 800
(1 − α)x + αx0 +
zk
∂pl
pi
i=l
k=1

Z pi+1 
i
X
−
pk dx +
− α(x − x0 )

+

i
X

(31)

zi

k=1

 
(zk − pk ) dx .

k=1

− x0 −

k=1

Now, if we set

2i − 3 + α
(p1 − x0 )
1−α

4(i − 1)
2i − 3 + α
(p1 − x0 ) + 2x0 − x0 −
(p1 − x0 )
1−α
1−α
2i − 1 − α
=x0 +
(p1 − x0 ),
1−α
(40)
as desired. In the same way you can prove (39) for 1 ≤ i ≤ N .
Equation (38) for i = N + 1 becomes
=

Z

zi

Ai =



i−1
i
X
X
(1 − α)x + αx0 +
zk −
pk dx;

pi

Z

k=1

pi+1


− α(x − x0 ) +

Bi =
zi

i
X

k=1

(32)


(zk − pk ) dx,

k=1

N
X

Ai +

N
X

i=l+1

i=l

N
X

N
X

Ai +

i=l

1−α
(b − x0 ).
2N + 1 − α
Substituting this equation in (38) and (39) we get
p 1 − x0 =

(33)
Bi = 0.

pi = x0 +

(34)

Computing the integrals (32), we get:


i−1
i
X
X
1−α 2
(zi − p2i ) + αx0 +
zk −
pk (zi − pi ) = 0;
2
k=1
k=1


i
X
α 2
− (pi+1 − zi2 ) + αx0 +
(zk − pk ) (pi+1 − zi ) = 0.
2
k=1
(35)
We are searching for the critical points in the interior of D, so
pi < zi < pi+1 . This means that we can divide the first equation
by zi − pi and find zi :
pk −

k=1

pi+1

X
i

i−1
X

+

i=1

+

− pi .

(36)


− zi


2
i−1
i
X
X
(1 − α)x + αx0 +
ẑk −
p̂k dx

p̂i

k=1


− α(x − x0 ) +

ẑi

and
zi = x0 +

2i − 1 + α
(p1 − x0 ).
1−α

k=1

2
(ẑk − p̂k )


dx .

k=1

ξ = (1 − α)x + αx0 +

(37)

i−1
X

ẑk −

k=1

i
X

p̂k ,

(47)

k=1

and we get:
2
Z ẑi 
i−1
i
X
X
(1 − α)x + αx0 +
ẑk −
p̂k dx

Now we prove by induction that
2i − 1 − α
(p1 − x0 )
1−α

i
X

(45)
The first integral is trivial:

3
2
Z p̂1 
α2 (1 − α)(xmax − x0 )
− α(x − x0 ) dx =
.
3
2N + 1 − α
x0
(46)
We solve the second integral in (45) by the substitution

k=1

(zk − pk ) + αx0

ẑi

N Z p̂i+1
X
i=1


zk − αx0

N Z
X

k=1

pi = x0 +

(43)

x0

Analogously, we divide the second equation by pi+1 − zi and we
find pi+1 :
2
=
α

2i − 1 − α
(b − x0 ),
2N + 1 − α

zi = x0 +

A1 = · · · = AN = B1 = · · · = BN = 0.

2
1−α

(42)

2i − 1 + α
(b − x0 ).
(44)
2N + 1 − α
Let us denote these values by (ẑ, p̂) and compute the corresponding error. We notice that formula (43) also holds for pN +1 =
xmax , while (44) does not hold for z0 = x0 . So, setting p̂N +1 =
xmax , we obtain:
 Z p̂1 
2
Eθ (ẑ, p̂) =400
− α(x − x0 ) dx

These equations are equivalent to

zi =

(41)

so
Bi = 0;

i=l

X
i

2N + 1 − α
(p1 − x0 ),
1−α

xmax = x0 +

it is clear that ∇Eθ (z, p) = 0 if and only if

(38)

p̂i

k=1

k=1


3
α(xmax − x0 )
2
= (1 − α)2
.
3
2N + 1 − α
(48)

(39)
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The third integral in (45) can be computed in the same way:

4. EVALUATION

i
X

Equation (17) gives explicit expressions for pole and zero placement which are shown to minimize the approximated error (12).
Such expressions are relatively easy to compute, hence suitable
for real-time usage, and fully parametric: they depend on the original fractional filter order α, the chosen approximating filter order
N , the maximum frequency in the range of interest fmax , and the
cutoff frequency fc , which can also be considered as the minimum
frequency in the range of interest as pointed out in Subsection 2.1.
Even when α approaches the limit values 0 and 1, we get the
correct result. For α = 0, the filter (1) reduces to an identity filter
(the output coincides with the input). If α goes to 0 in (15), we get
p̂i = ẑi for every i, so every pole coincides with the following zero
and we get the identity filter. For α = 1, the filter (1) becomes a
first-order filter. If α goes to 1 in (15), we get ẑi = p̂i+1 for
i = 1, . . . , N − 1, so all these zeros and poles cancel. Only the
−x0
and the last zero xmax do not get canceled,
first pole x0 + xmax
2N −1
and the latter has no effect in the range [xmin , xmax ]. The first pole
does not coincide with the pole x0 of the original filter, but it goes
to x0 as N goes to infinity.

Z

p̂i+1


− α(x − x0 ) +

ẑi

2
(ẑk − p̂k )

dx

k=1


3 (49)
2 2 (1 − α)(xmax − x0 )
= α
.
3
2N + 1 − α

Finally,

3
α(xmax − x0 )
2N
(1 − α)2
3
2N + 1 − α

3 
2N + 1 2 (1 − α)(xmax − x0 )
+
α
3
2N + 1 − α

2
α(1 − α)
400
=
(xmax − x0 )3 .
3
2N + 1 − α


Eθ (ẑ, p̂) =400

(50)

We observe that Eθ decreases with N12 as desired, in particular it
goes to 0 for N → ∞.
Now we find the critical points in the regions (23), (26) and
(27) and the corresponding errors. The computation is formally
analogous to the one we performed for the interior of D, so we
only give the results. In the interior of (23), the only critical point
is
2(i − 1) − α
pi = x0 +
(xmax − x0 )
2N − α
2(i − 1) + α
(xmax − x0 )
zi = x0 +
2N − α

4.1. Analytic and numerical solution
Equation (15) gives an analytic expression for the minimum of
(12), which approximates (9), but this result can be further improved by means of numerical optimization. In this subsection,
we choose two instances of the problem and we compare, for each
of them, the frequency response of (1) with the ones obtained
by plugging both (15) and its numerical improvement in (4). In
both cases we run the optimization on the interval [xmin , xmax ] =
[log10 2 − 2, log10 2 + 4], which corresponds to [fmin , fmax ] =
[0.02 Hz, 20000 Hz]. This range is suitable if the cutoff frequency
varies in the whole spectrum 20 Hz-20 kHz of audible frequencies: indeed, the passband is at least as wide as the stopband,
so the numerical result is reasonably accurate in both parts of the
spectrum. We stress that this choice is arbitrary, the most suitable
range depends on the application at hand. A GNU/Octave implementation using the leasqr function in the optim Octave Forge
package for the numerical optimization can be found at http:
//www.dangelo.audio/dafx2021-fracfilt.html.
The first instance we consider is x0 = 2, α = 0.3, N = 4.
In Table 1 we report the analytic and the numerical values for the
zi ’s and the pi ’s, while in Figure 4 we plot the error ηb(x) − η(x)
in the two cases.

i = 2, . . . , N,
(51)
i = 1, . . . , N

and the corresponding error is

2
400 α(1 − α)
(xmax − x0 )3 .
3
2N − α

(52)

In the interior of (26) the only critical point is
2i − 1 − α
(xmax − x0 )
2N − 1 + α
2i − 1 + α
(xmax − x0 )
zi = x0 +
2N − 1 + α

pi = x0 +

i = 1, . . . , N,
(53)
i = 1, . . . , N − 1

and the error is
400
3



α(1 − α)
2N − 1 + α

2

(xmax − x0 )3 .

(54)

Finally, in the interior of (27) the only critical point is
2(i − 1) − α
(xmax − x0 )
2(N − 1) + α
2(i − 1) + α
zi = x0 +
(xmax − x0 )
2(N − 1) + α

pi = x0 +

Table 1: Values obtained for x0 = 2, α = 0.3, N = 4.

i = 2, . . . , N,
z1
z2
z3
z4
p1
p2
p3
p4

i = 1, . . . , N − 1
(55)

and the error is
400
3



α(1 − α)
2(N − 1) + α

2

(xmax − x0 )3 .

(56)

But 2N − α, 2N − 1 + α and 2(N − 1) + α are all smaller than
2N + 1 − α, so we conclude that (50) is the absolute minimum of
Eθ (z, p).

Analytic
2.343832068317607
2.872804481113924
3.401776893910242
3.930749306706559
2.185140344478711
2.714112757275029
3.243085170071347
3.772057582867664

Numerical
2.279616275567339
2.881335053060714
3.526431869946629
4.244046225353371
2.137606600592802
2.691901860686028
3.331052735238103
4.004548535923683

We do the same for the second instance: x0 = 3, α = 0.8,
N = 5. Results are given in Table 2 and Figure 5.
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Table 2: Values obtained for x0 = 3, α = 0.8, N = 5.
Analytic
3.229593528646585
3.484697449365012
3.739801370083440
3.994905290801868
4.250009211520296
3.025510392071843
3.280614312790270
3.535718233508698
3.790822154227126
4.045926074945553

z1
z2
z3
z4
z5
p1
p2
p3
p4
p5

1.5
ηban (x) − η(x)
ηbnum (x) − η(x)

dB

1

2

0.5

1.5

−1

0

1
x

2

3

ηban (x) − η(x)
ηbnum (x) − η(x)
ηbHélie,5 (x) − η(x)
ηbHélie,20 (x) − η(x)

1

4

dB

0
−2

Numerical
3.148247223022702
3.439993019764529
3.784192323454005
4.176617234105366
4.904210559694439
3.011234625407794
3.199230918296403
3.506038645221784
3.857245939142739
4.269913348230429

0.5
Figure 4: Frequency responses for x0 = 2, α = 0.3, N = 4.
0
−0.5
−2

−1

0

1
x

2

3

4

Figure 6: Comparison with [15].

From the plots we observe that the analytic solution is rather
accurate, except for the highest frequencies: in particular, in the
first example the error |b
ηan (x) − η(x)| goes up to 1.5 dB. Indeed,
from Table 1 and 2 one can notice that the last zeros and poles
are sensibly higher in the numerical solution. To address this issue, one can use Equation (15) with a higher value of xmax : this
will give a less accurate solution in the range [x0 , xmax ], but will
reduce the absolute error near xmax .

0
ηban (x) − η(x)
ηbnum (x) − η(x)

dB

−0.2

−0.4

4.2. Current state of the art
Now we compare our solution (15) with that proposed in [15].
Firstly, we notice that our formulas are remarkably simpler and
easier to compute, which is especially desirable in real-time and
time-varying applications. Then, Hélie’s approximating filter (7)
in [15] does not exhibit unitary dc gain, so for this comparison we
added dc compensation. We compare Hélie’s filter of order 5 and
20 with our analytic and numerical solutions of order 5, for x0 = 3
and α = 0.8 (second example of Subsection 4.1) in Figure 6.
We notice that our approach leads to sensibly reduced error
when using 5 poles, while the solution in [15] needs 20 poles to
produce comparable results. This is probably due to the fact that
in [15] pole frequencies are chosen beforehand, while in our case
pole and zero frequencies are subject to optimization.

−0.6
−2

−1

0

1
x

2

3

4

Figure 5: Frequency responses for x0 = 3, α = 0.8, N = 5.

DAFx.7

95

rd
Proceedings of the 24
International Conference on Digital Audio Effects (DAFx20in21),
Vienna,Austria,
Austria,September
September2020-21
8-10, 2021
23th
(DAFx2020), Vienna,

5. CONCLUSIONS AND FUTURE WORK
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ABSTRACT

to derive a digital response which closely matches the desired analog response below the Nyquist limit. These approaches, though
optimal, are not ideal in cases where there are time-varying filter
parameters, as they are computationally intensive and require offline processing to compute interpolatable coefficient tables. A
separate approach is to reconstruct the desired continuous-time
signal using Shannon’s interpolation theorem, but this technique
suffers from poor resolution near the Nyquist limit [14]. Another
set of methods aims to modify the original prototype filter design
to account for frequency warping such that, when discretized, the
resulting response more closely matches the desired prototype response. These approaches either attempt to adjust the quality factor (Q) of the prototype filter [15–17] or match the asymptotic high
frequency gain to the prototype Nyquist limit gain [18, 19]. These
methods, however, are limited to specific filter designs and require
some knowledge of the original prototype filter’s construction.
In this paper, we propose a new method for discretizing known
analog systems through the use of conformal mapping. Conformal maps are complex functions which map a simply connected
domain onto another simply connected domain [20] and have a
wide range of applications in audio signal processing. The bilinear transform, which maps the complex s-domain to the complex
z-domain, is a conformal map in the family of Möbius transformations [20, 21]. Conformal maps are utilized in the field of warped
filter design [22, 23] and other discretization methods, such as the
bark scale bilinear transform [8]. Conformal maps are sometimes
referred to as spectral transforms and are used to design lowpass,
highpass, bandpass, and bandstop filters from prototype lowpass
filters [24,25]. We will highlight a use for conformal maps as spectral transforms outside of these specific cases and derive peaking
and shelving conformal maps. These new conformal maps will allow us to discretize analog systems with behavior near the Nyquist
limit, and a matrix representation of said conformal maps will aid
us in applying and inverting them.
The paper is structured as follows. Section 2 will review the
definition of the bilinear transform and the work done by [18],
Section 3 will explore conformal maps and their matrix representation, Section 4 will derive the peaking and shelving filter conformal map. In Section 5, the approach to using said conformal maps
for discretization will be demonstrated and compared to existing
methods, and Section 6 will conclude.

We propose a new analog filter discretization method that is useful
for discretizing systems with features near or above the Nyquist
limit. A conformal mapping approach is taken, and we introduce
the peaking conformal map and shelving conformal map. The proposed method provides a close match to the original analog frequency response below half the sampling rate and is parameterizable, order preserving, and agnostic to the original filter’s order
or type. The proposed method should have applications to discretizing filters that have time-varying parameters or need to be
implemented across many different sampling rates.
1. INTRODUCTION
Accurate analog filter discretization is a common concern when
digital filters are derived from prototype filters or when modeling
analog audio effects [1–5]. Once the characteristics of an analog system are known, a method for discretization which maps the
Laplace transform s-Plane onto the Z-transform z-Plane is often
used to derive a representation of the analog system in the digital
domain [6, 7].
The bilinear transform is a popular discretization method,
which maps the highest and lowest continuous frequencies to the
highest and lowest discrete frequencies exactly once. As there is
a direct one-to-one mapping from the s-Plane to the z-Plane, the
bilinear transform avoids aliasing and preserves order and stability
in the discretized system [6]. However, a byproduct of mapping
infinite continuous frequencies to a finite range of digital frequencies is frequency warping. This distorts the original response and
is particularly severe near the half the sampling rate: the Nyquist
limit. A technique known as “prewarping” allows for some correction of the effects of frequency warping by directly mapping
one continuous frequency to one discrete frequency, but it will
not completely correct for frequency warping near the Nyquist
limit [8].
A standard approach when discretizing analog filters with features near or above the Nyquist limit is to oversample and perform the processing at a higher sampling rate before downsampling back to the original sampling rate [9]. This approach can be
disadvantageous as it requires more cycles and special care taken
to avoid aliasing. Another option is to use optimization methods,
such as least squares [10–12] or warped filter design methods [13],

2. REVIEW OF DISCRETIZATION

Copyright: © 2021 Champ C. Darabundit et al. This is an open-access article distributed under the terms of the Creative Commons Attribution 3.0 Unported License,
which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.

2.1. The bilinear transformation
The bilinear transformation can be viewed as a substitution from
the continuous-time s-Plane to the discrete-time z-Plane where the
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forward and inverse transformation are defined as [6]:
1 − z −1
1 + z −1

z −1 =

1 + s/c
1 − s/c

where c is the bilinear constant, which is normally
c=

2
T

(2)

and T = 1/fs and fs is our sampling rate. If a perfect mapping
from a singular analog frequency Ω to a digital frequency ΩT is
desired, then c is modified to
c=

Ω
tan(ΩT /2)

ωs =

G2B − G20
∆Ω,
G2C − G2B

10k

2πfs
= 2π
fs

in Figure 1 where we have G0 = 0 dB, GC = 12 dB, ωc = 0.5π,
∆ω = 0.2π, and GB = 9 dB. What is critical in approaches like
Orfanidis’, where a prototype filter is modified in anticipation of
discretization, is that the discretized response matches the analog
response below the Nyquist limit and that it is formed by designing
a modified analog prototype.
3. CONFORMAL MAPPING
Conformal maps are complex functions which map a simply connected domain onto another simply connected domain by composing the conformal mapping function with an analytical function. In
the case of a discrete transfer function H and conformal mapping
function g, a mapped transfer function H ′ is derived by

(4)

B = GC A

H ′ (z −1 ) = (H ◦ g)(z −1 ) = H(g(z −1 ))

2

G1 s + Bs + G0 W
s2 + As + W 2

(9)

where ◦ defines function composition. In this paper, we will notate
the application of a conformal map as a substitution, like so

(5)

z −1 ← g(z −1 )

(10)

A class of conformal maps in the digital domain, which are particularly useful to us, is the allpass transformation.

(6)

Orfanidis then modifies the transfer function to
H ′ (s) =

1k
Frequency (Hz)

Figure 1: Correction of peaking equalizer as done in [18]. fs =
48 kHz

G0 s2 + Bs + G0 Ω20
H(s) =
s2 + As + Ω20

A=

4

100

(3)

The analog prototype in [18] has the parameters {fc , ∆f , G0 , GC ,
GB } which correspond to the boost/cut peak frequency, the bandwidth of the peak, the gain at dc, the gain at fc , and the bandwidth
gain. The corresponding transfer function is:

s

6

0

In [18], Orfanidis compensates for the effects of frequency warping in the bilinear transform by adjusting the prototype filter such
that the asymptotic high frequency gain matches the gain at the
Nyquist limit. This is done because the bilinear transform maps
the gain at infinite frequency to the gain at the highest digital frequency, the Nyquist limit. A similar approach can also be found
in [19].
We will utilize the same shorthand as Orfanidis to distinguish
continuous-time frequencies in Hertz and rad/seconds, and discretetime frequencies in rads/sample. Say, for our sampling rate fs in
Hz, we express the equivalent frequencies in rad/s and rads/samples
by copying the subscript.

where

8

2

2.2. Review of prior work

Ωs = 2πfs ,

Continuous
Discretized Correction

10

(1)
Magnitude (dB)

s=c

12

g(z −1 ) = ejθ
2

(7)

n
Y
pi − z −1
1 − pi z −1
i=1

(11)

pi is the pole location of each 1st -order section, and n is the order
of the conformal map. The allpass transformation is in fact a digital allpass filter. When used as a conformal map, the allpass filter’s
unity gain results in points on the unit circle being mapped to other
points on the unit circle through warping only their angle.
The order of a conformal map determines the resulting order
of the transformed system. First order conformal maps have the
property of being order preserving, while higher order mappings
will increase the order by a factor of the conformal map’s order
[8, 26].
As an example, we will apply what [26] refers to as the “littlest
conformal map”

H ′ is now dependant on the parameter G1 , the magnitude of (5)
at the Nyquist limit, and W , which is a parameter related to, but
not equal to Ω0 . W can be found by solving the following set of
equations
d
|H ′ (Ωc )|2 = 0, |H ′ (Ωc )|2 = G2C , |H ′ (Ω1,2 )|2 = G2B (8)
dΩ
The first equation enforces the requirement that the boost/cut peak
is located at Ωc , the second equation requires the magnitude at Ωc
is still GC , and at the analog bandedges Ω1,2 (∆Ω = Ω2 − Ω1 )
the gain is still GB . The bilinear transform is applied to the transfer function in (7) and Orfanidis prewarps the bilinear transform
based on the bandwidth. The result of these corrections is shown

z −1 ← g(z −1 ) =
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transforms in [25]. These transforms are well known and are denominated by the effect each mapping has on a lowpass filter [4,24,
25]. Where the shorthands LP → LP , LP → HP , LP → BP ,
and LP → BS, refer to the lowpass to lowpass, highpass, bandpass, and bandstop transformations respectively.

1.0
0.5

Table 1: General allpass transforms in the s-Plane

0.0
0.5
1.0
1.0

0.5

0.0

0.5

1.0

Figure 2: First order allpass conformal mapping, the dotted lines
are constant radius semicircles in the left half of the s-Plane
mapped to the z-1 -plane by the equivalence z = e−sT . The
solid lines represent the first order mapping in (12) where 0.3π
is warped to 0.5π.

a = tan

 

1
π
βT −
2
2

1 + s/c
1 − z −1
← g(z −1 ) ←
1 + z −1
1 − s/c

Transform

Analogy

1

LP → LP

Shift

1

LP → HP

Flip

2

LP → BP

Mirror about dc and shift

2

LP → BS

Mirror about ∞ and shift

g(s)
s←

β
s
Ωc

s ← −βΩc 1s
s←

s2 +Ω2
β
o
Ω2 −Ω1
s

s
s ← β(Ω2 − Ω1 ) s2 +Ω
2

o

For all our transforms, β is the frequency we are mapping
from, and, in our 1st -order transforms, Ωc is the frequency we are
mapping to. In our second order transforms, we map β to Ω1 and
Ω2 . And, we have Ωo = Ω1 Ω2 . The advantage of performing
these transforms in the s-Plane is that our mappings are no longer
bandlimited and we avoid any additional warping that may occur
in the z-Plane.
While these transformation are characterized by the effect each
mapping has on a lowpass filter, it is worth acknowledging that
these transforms can be applied to any type of filter. As such, we
provide analogies that reflect the behavior of each conformal map
on the frequency axis rather than just how each mapping affects
a lowpass filter. Nevertheless, we will continue to refer to these
transformation by how they affect a lowpass filter.

(13)

which is a 1st -order allpass transformation where the coefficient a
maps the frequency at π2 radians to the frequency at βT radians
and β is the continuous-time angular frequency we are mapping
to.
We illustrate this transformation in Figure 2, by applying our
“littlest” mapping to constant radius semicircles in the left half
of the s-Plane that have been transformed to the z-1 -Plane by the
n ωs
equivalence z = e−sT . We have chosen radii equivalent to 10
2
where n = 1, 2, . . . 10, and for our transform we chose βT =
0.3π. Our plot can be read by looking at the increasing radial lines
from right to left and noticing that the 3rd solid line — representing our mapping — now intersects with the unmapped 5th dotted
line on the unit circle. When applied, the conformal map causes
response at 0.3π to be “substituted” by the response at 0.5π.
It is possible to derive a continuous-time equivalent of any
discrete-time conformal map by composing our discrete-time conformal map with the bilinear transform and its inverse, and using
the frequency warping
property of the bilinear transform where

Ω/c = tan ω2 .
c

Order

3.1. Predicting the bilinear transform
The continuous-time bandstop transform maps frequencies from
dc to +∞ to the frequency range from dc to Ωo such that β is
mapped to Ω1 . The response is then geometrically mirrored about
Ωo such that β is also mapped to Ω2 . The compression of an infinite frequency range to a finite one draws similarity to how the
bilinear transform maps the s-Plane to the z-Plane. The bilinear
transform also has mirrored responses above Nyquist limit as we
traverse the lower half of the unit circle in the z-Plane. The difference between these two transforms is that the warping in the
bilinear transform is fixed and the mirroring is periodic, occurring
at n f2s , n = 1, 2, 3....
Due to the similarities between these two conformal maps, we
can replicate the frequency warping in the first “mirroring” of the
bilinear transform using the bandstop conformal map. To do this,
we take Ωo = Ωs /2 and then map β to the frequency it would be
warped to by the bilinear transform.
 
β
Ω1 = c · arctan
(16)
c

(14)

The equivalent continuous-time conformal map of the “littlest”
mapping is then
Ωs
s ← g(s) =
s
(15)
4β
which intuitively demonstrates when s = jβ, we have g(s) =
jΩs /4.
By applying this method, we can derive continuous-time equivalents, shown in Table 1, of the generalized discrete-time allpass
transformations in [24], unifying them with the continuous-time

where c is the normal definition of the bilinear constant in (2). We
then find Ω2 by geometrically mirroring Ω1 about Ωo .
Ω2 =
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10

for s in our general transfer function and multiplying our numerator and denominator by (s2 + d)M , we have the bandstop mapped
response:

Magnitude (dB)

0

H(s) =
10

(21)
The coefficient map can be found by computing the powers of
(s2 + d)m using the binomial theorem
!
m
X
m 2k m−k
2
m
(s + d) =
s d
(22)
k

20
30
100

Continuous
Bilinear Transform
BE Mapping
1k

k=0

Frequency (Hz)

10k

and representing each additional multiplication s2k as a skip up
two rows in a coefficient transformation matrix. We then have
a (2M+1) x (M+1) rectangular matrix which maps an (M+1) x 1
vector of general coefficients c to (2M+1) x 1 conformally mapped
bandstop filter coefficients c′

Figure 3: Bilinear transform and bandstop mapping applied to
a resonant lowpass filter. Frequencies above fs /2 demonstrate
periodic behavior of the bilinear transform. Frequencies below
the fs /2 show the bandstop mapping replicating the behavior of
the bilinear transform
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In Figure 3, we use the above parameters and apply a bandstop
mapping on a resonant lowpass filter having the transfer function
in (18), fc = 15 kHz, and Q = 3 to replicate the warping in the
bilinear transform below fs /2.
H(s) =

1
1 2
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returns our original filter coefficients. We compute A+ using existing methods, such a pinv in Matlab or Python. Intuitively,
representing a conformal map as a matrix operation on the coefficients applies the equivalent conformal map in the filter coefficient
space. The pseuedo-inverse approximates the inverse conformal
map in the same coefficient space, provided that we parameterize
our original transform A correctly.
The pseudo-inverse can only be usefully applied to filters that
have been previously mapped by a general bandstop transform as
in (20), meaning it must have the mirroring properties defined in
(17). Additionally, the mirroring frequency Ωo must be the same in
our forward and pseudo-inverse mappings to ensure that symmetry
in the transformation is preserved.

(19)

Where M and N are the order of our denominator and numerator
polynomials, and M ≥ N . We have zero padded our numerator
coefficients so, representationally, the numerator and denominator
are polynomials of the same order M . We then have two ordered

T
(M+1) x 1 coefficient vectors a = aM aM −1 · · · a0

T
and b = bM bM −1 · · · b0 . Then, substituting in a general bandstop mapping,
gs
s2 + d

..
.

0

2N

By necessity, the inverse of a higher order conformal map is a fractional order conformal map. We wish to avoid fractional order filters so we instead rely on a pseudo-inverse derived by representing
a conformal map as a transformation matrix.
It was demonstrated in [27], that it is possible to represent a
conformal map as a matrix operation on filter coefficients. First,
we define a general IIR transfer function in the s-Plane.

g(s) =

...

(23)
To invert our mapping we utilize a pseudo-inverse matrix. From
the formulation of our coefficient transformation matrix we know
the columns are linearly independent and the pseudo-inverse will
be a left inverse. For the original transformation matrix A, we
have the pseudo-inverse matrix A+ where
 ′   
c0
c0
 c′   c 
 1   1
 ′  c 
2
c 
A+ 
(24)

 2 =
.. 
 ..  
 .   . 
′
cN
c

3.2. Matrix representation of conformal maps and their inversion

(0)sM + (0)sM −1 · · · + bN sN + · · · + b0
aM sM + aM −1 sM −1 · · · + a0

0

0

As we can replicate the bilinear transform’s frequency warping
using the bandstop mapping, we can also use the bandstop mapping to better predict frequency warping. Viewed another way:
if we can design a filter that closely matches our desired analog response below fs /2 that is geometrically mirrored about our
Nyquist limit, and if we can invert said filter with an inverse bandstop mapping, we will derive a filter — upon discretization — that
will be a close match to our desired response.

H(s) =

bM g M sM +bM −1 g M −1 sM −1 (s2 +d)1 ···+b0 (s2 +d)M
aM g M sM +aM −1 g M −1 sM −1 (s2 +d)1 ···+a0 (s2 +d)M

4. PEAKING AND SHELVING ALLPASS TRANSFORMS
As our goal is to match our continuous-time response below the
Nyquist limit, we propose a 2nd -order conformal map with real coefficients which generates a peaking — specifically a cut filter —
from a lowpass filter. We will design our transformation in the
digital domain using the allpass transformation. Designing in the

(20)
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Figure 4: Left: Peaking conformal map in the z-Plane. The solid lines represent the mapping in (33) where ωc = 0.3π and ωˆo = π2 . On
the unit circle 0.3π is evaluated only once at the 5th constant radial line, signifying the mapping of 0.3π to 0.5π and zero group delay at
that point. The other mapped constant radius lines are evaluated twice on the unit circle around the 5th line.
Right: Stabilized shelving conformal map in the z-Plane. The inverse mapping of z −1 ← z −2 has been applied to the peaking transformation shown on the left. The constant radial lines are compressed and are only mapped between dc and 0.3π, as the frequency response is
now truncated to 0.3π

z-Plane provides an avenue to directly evaluate mappings to infinite frequency in the s-Plane. Additionally, the design of allpass
filters is a well explored topic [28] and the form of the allpass filter
provides adequate constraint to derive an analytical mapping.
Our desired conformal map will proceed along the unit circle
to an angle ωo and then, effectively, reverse direction to mirror our
response. We will demonstrate that a shelving conformal map can
be found by applying an inverse bandstop mapping to our peaking
conformal map. As with the commonly defined spectral transformations, we designate these conformal maps by their respective
effects on a lowpass filter.

The latter solution represents the case where our transformation is
unity and our group delay everywhere is zero. Thus, we choose
the former solution for p1 . From the bounds of cos, our solution
(28) results in one of our poles appearing outside the unit circle,
meaning our mapping is inherently unstable. We will, however,
ignore the issue of stability for now.
If one pole exists outside the unit circle, to have real valued
coefficients, p1 and p2 cannot be complex conjugates and must
be real. To simplify our derivation, we request that our peaking
frequency ωo = π2 . [26] has pointed the "magic" of π2 as it will
create a symmetric frequency response, but for our purposes it is
also easier to evaluate. We now have

4.1. Peaking Allpass Transform

p1 = −

st

We start with a cascade of two 1 -order allpass sections with possibly complex poles p1 and p2
p1 − z −1 p2 − z −1
g(z −1 ) =
1 − p1 z −1 1 − p2 z −1

(25)

g(z −1 ) =

p2 cos(ωo ) − 1
p2 − cos(ωo )

or

1
p2

−pz −2 + (p2 − 1)z −1 + p
pz −2 + (p2 − 1)z −1 − p

We now solve for p by mapping some frequency ωc to
e−jωc = g(e−jπ/2 ) =

(26)

(30)
π
2

p − j(p2 − 1) + p
−p − j(p2 − 1) − p

Solving this equation for p, we find
ω 
c
or
p = tan
4

And for our cascaded transformation, our group delay is


p22 − 1
p21 − 1
G(ω) = −T
+
p21 − 2p1 cos(ω) + 1
p22 − 2p2 cos(ω) + 1
(27)
Setting G(ωo ) = 0, and solving for p1 in terms of p2 we have
p1 =

(29)

Substituting in p1 into (25), and with no loss of generality dropping
the subscript in p2 , our 2nd -order mapping is

Similar to [18], we deduce that for our mapping to peak at ωo we
d
Θ(ωo ) = 0, where Θ(ω) is
must have group delay G(ω) = − dω
the phase response of our transform. The group delay for a single
allpass section is
p21 − 1
G1 (ω) = −T 2
p1 − 2p1 cos(ω) + 1

1
p2

−

1
tan

ωc
4



(31)

(32)

We take the first solution to be our solution for p, as the other
solution expresses the relationship between p1 and p2 from (29)
due to our choice of ωo . The effect of this mapping is shown in
Figure 4. As expected, because our conformal map is unstable, the

(28)
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mapping causes our previously stable constant radial lines to now
also appear outside the unit circle.
By composing the peaking conformal map with the “littlest”
conformal map from Sec. 3, we can generalize our peaking transformation further by shifting our peaking frequency ωo = π2 to
some frequency ω̂o on the unit circle. Our general peaking filter
mapping is
z −2 + γ1 z −1 + γ0
g(z −1 ) =
(33)
γ0 z −1 + γ1 z −1 + 1
where

2 cos ω2c

γ1 = −
(34)
cos 2ω̂o2+ωc

cos 2ω̂o2−ωc

(35)
γ0 =
cos 2ω̂o2+ωc

In the analog domain, we must compute a pseudo-inverse matrix to invert our peaking transformed filter. We start with the general bandstop transform (20) to compute our forward transform.
As required, we set d = Ω2o to match our peaking transformation.
g(s) =

2Ωo Ωc s
s2 − Ω2o

Ω̂ is the frequency that our original β is mapped to. We find Ω̂
by substituting in β to (36) and choosing the lesser solution to our
quadratic, which represents the lower bandedge of our “peaking”
response. We then have
Ω̂ =

(36)

(41)

5. DISCRETIZATION WITH CONFORMAL MAPS
We now apply the peaking and shelving conformal maps from the
previous section to the task of adjusting and discretizing the response of filters with behavior near the Nyquist limit.

4.2. Shelving Allpass Transformation
We derive the shelving transform from the peaking transform in
both the discrete and continuous domains once the transformed filter has been stabilized. To create a shelving allpass transformation
in the z-Plane we make use of the property that any second order
allpass transformation is a composition of a shift transformation, a
squaring transformation, and another shift transformation [20, 26].

5.1. Discretization of an analog equalizer

12
10

(37)
Magnitude (dB)

a + z −1
b + z −1
← z −2 ←
1 + az −1
1 + bz −1

p
Ωo
(Ωc − Ω2c − β 2 )
β

By computing the pseudo-inverse of the matrix representation
of this transform and applying it to a stabilized filter transformed
by the peaking mapping in (36) we can generate a shelving filter.
The discrete-time peaking and shelving allpass transformation
are shown in Figure 4. In both cases we choose ωc = 0.3π and in
the case of the peaking transformation ω̂o = π2 .

where Ωo corresponds to ω̂o .
Notice that the continuous-time peaking conformal map has
the same form as the general bandstop conformal map. As previously mentioned, our peaking conformal map is unstable and any
filter produced as a result of this mapping will also be unstable.
We can stabilize our system by assuming minimum phase and reflecting any unstable poles and zeros inside the unit circle, in the
discrete-time case, or to the left half plane in the continuous-time
case.

g(z −1 ) =

(39)

We then solve for g such that when s = j Ω̂ we instead map to
s = j β̂.
β̂
g = (Ω2o − Ω̂2 )
(40)
Ω̂

And, our continuous-time equivalent conformal map is
g(s) = −

gs
s2 + Ω2o

In the digital domain, we need only apply an inverse squaring mapping to our peaking conformal map in (30) to derive the our shelving filter. To do this we utilize the matrix representation of a conformal map, and notice that the z −1 ← z −2 mapping is a (2M+1)
x (M+1) rectangular permutation matrix formed from an identity
matrix interleaved with rows of zeros, where M is the order of our
shelving filter.


1 0 ... 0 0
0 0 . . . 0 0 


0 1 . . . 0 0 




..
(38)
Az−2 = 

.


0 0 . . . 1 0


0 0 . . . 0 0
0 0 ... 0 1

Continuous
Peaking Mapping
Shelving Mapping
Proposed
Orfanidis

8
6
4
2
0
100

1k
Frequency (Hz)

10k

Figure 5: Proposed discretization with steps corresponding to
numbered curves in figure:
1. We apply the peaking mapping with Ωc = Ωs /2 and Ωo =
Ωs /4 to truncate the continuous response to fs /2.
2. We then use the inverse mapping in (39) to generate a “shelving” filter whose peak is at the warped frequency in 42.
3. The “shelving” response is discretized using the bilinear transform and is a close match to the results in [18] and the original
continuous response.

The inverse of a permutation matrix is its transpose. We can derive our digital shelving filter response by applying ATz−2 to our
coefficients following a stabilized peaking transform.
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Figure 6: Comparison of the proposed method to various optimization based filter design schemes.

Figure 7: Discretization of a single 4th -order analog response
across multiple sampling rates, offset by ±1 and ±2 dB

As an example, we examine the analog equalizer (5) from Sec.
2. To generate a similar result to [18], we need to truncate the original response to the Nyquist limit and then account for the effects
of frequency warping. This is done by utilizing the continuoustime shelving conformal map to generate a truncated response that
is also prewarped.
First, we apply the continuous-time lowpass-to-peaking transform by choosing Ωc = Ωs /2 and Ωo = Ωs /4, resulting in a 4th
order filter mirrored about fs /4 and where our original response is
truncated at fs /2. After stabilizing our filter, we then use the inverse of the mapping in (39) to generate our “shelving” response.
As with [18], we choose β = Ω/4 by evaluating the geometric
mean of our poles.
To compensate for the bilinear transform warping, we choose
β̂ to be the prewarped digital frequency of β


βT
β̂ = c tan
(42)
2

formal mapping matrices and is parameterizable. A more exact
match to the overall analog response could be derived by adjusting
the proposed method’s parameters in exchange for losing a perfect
mapping at, say, the Nyquist limit.
5.3. Matched analog response across multiple sampling rates
The proposed method can be used to discretize the same analog filter across multiple sampling rates while maintaining the characteristic of the analog filter below each sampling rates’ Nyquist limit.
This is useful in the case we want to replicate the same response
across different systems with different operating frequencies.
The filter we are discretizing is a 4th-order filter that is a cascade of a 2nd -order lowshelf section with of cutoff frequency of
10 kHz and 2nd -order highshelf section with a cutoff frequency
of 30 kHz, both designed as defined in [4]. We choose 24kHz,
32kHz, 44.1kHz, and 96kHz as our operating frequencies to represent common audio sampling rates as well as lower sampling
rates for embedded systems applications. As our Nyquist limit for
the lower sampling rates truncate the full analog response, we similarly modify our choice of β to be below each Nyquist limit.
We choose to use the geometric mean of our poles to compute
β, but limit our geometric mean to be the filter poles whose radii
are below our Nyquist limit.

Lastly, we discretize our shelving transformed filter with the bilinear transform to generate our matched digital response. This
process is shown in Figure 5 as a series of three steps. The result
of the proposed method is a digital filter whose response is a close
match to the result in [18] and the original response.
As we double and then later halve the order of our system, the
proposed method is order preserving. Unlike [18], the proposed
method requires no knowledge of the original filter’s construction
and is parametrized by only fs , Ωo , Ωc , and β̂.

β = |(

N
Y

p′i )1/N |

(43)

i

where
5.2. Comparison to optimization methods

p′ = {pi : |pi | < πfs }

(44)

The results of these discretizations are shown in Figure 7, demonstrating that the responses for all our desired operating frequencies
are well matched to our continuous-time response below each operating frequency’s Nyquist limit.

In Figure 6, we utilize the proposed method to discetize the resonant lowpass filter originally shown in Figure 3 and compare the
results to optimization schemes presented in [11–13]. The first
two responses are formed using the Matlab library’s invfreqz
and stmcb methods.
While the proposed method’s magnitude response deviates
more from the continuous-time response compared to the warped
Prony and Steiglitz-McBridge methods, the optimization methods
shown require that a frequency and impulse response — truncated
to fs /2 — are precomputed to feed the optimization. In comparison, the proposed method only requires computation of the con-

6. CONCLUSIONS AND FUTURE WORK
We have proposed a new parametrizable and order preserving discretization method based on conformal mapping and derived peaking and shelving conformal maps. Additionally, a method for inverting conformal maps based on their matrix operation on filter
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coefficients has been demonstrated. The proposed method produces similar results when compared to other methods that directly modify the construction of a prototype filter and optimization methods based on a desired response. However, the proposed
method is invariant to the original filter it is discretizing and can be
parameterized based on the sampling rate and critical frequencies.
We believe the proposed method would be well applied to future work in analog modeling, where filters in units such as WahWah pedals, EQs, and synthesizers have behavior near the Nyquist
limit and are also time-varying. As the proposed method is parameterizable, discretization could be based on said time-varying
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ABSTRACT

2. BACKGROUND

This paper introduces hexaphonic distortion as a way of achieving
harmonically rich guitar distortion while minimizing intermodulation products regardless of playing style. The simulated hexaphonic distortion effect described in this paper attempts to reproduce the characteristics of hexaphonic distortion for use with ordinary electric guitars with mono pickups. The proposed approach
uses a parallel comb filter structure that separates a mono guitar
signal into its harmonic components. This simulates the six individual string signals obtained from a hexaphonic pickup. Each of
the signals are then individually distorted with oversampling used
to avoid aliasing artifacts. Starting with the baseline of the distorted mono signal, the simulated distortion produces fewer intermodulation products with a result approaching that of hexaphonic
distortion.

In any guitar pickup, vibrations in the strings are converted to an
electrical signal that is then amplified. The output of a standard
mono guitar pickup is the combined signal of all six strings. Because of this, guitarists will sometimes limit their use of distortion
to single notes or power chords consisting of fifths and octave intervals to prevent the sound from becoming muddled.
2.1. Hexaphonic Distortion
The Os Mutantes secret to avoiding intermodulation was to use
an independent pickup for each string and one distorter for each
pickup, for a total of six fuzz distorters per guitar [2]. A hexaphonic pickup, as it is commonly known, provides individual signals for each string. Distorting these signals separately results in
fewer intermodulation products while retaining the harmonic enrichment.
The hexaphonic pickup has many uses beyond distortion. It
found its most widespread use in guitar synthesizers. Early guitar synthesizers such as the EMS Synthi Hi-Fli (1973) were nothing more than multi-effects processors without actual synthesis circuitry. The late 1970s saw the introduction of three guitar synthesizers; the ARP Avatar, the 360 Systems Spectre, and notably, the
Roland GR-500 [3]. Unlike earlier guitar synthesizers, these three
comprised a controller guitar fitted with a hexaphonic pickup and
a separate polyphonic synthesizer module connected by a multiconductor patch cable. While the ARP Avatar and the Spectre were
commercial failures, the GR-500 was well received and Roland
went on to develop a variety of guitar synthesizer products.
There are numerous other companies now offering hexaphonic
guitars and aftermarket conversion kits. Hexaphonic distortion effects have occasionally appeared on the market, such as the Roland
GR-100, and most recently, the Spicetone 6Appeal [4]. Unfortunately, these effects all require an expensive hexaphonic pickup
guitar and for this reason hexaphonic effects have remained niche.

1. INTRODUCTION
Distortion effects have been around since the inception of the electric guitar. They add sustain and harmonic overtones to create a
richer, warmer sound. The distorted sounds that characterize many
rock genres are the result of a non-linear process that produces frequencies not present in the original signal. When the input signal
comprises a single sinusoidal frequency, the output of a non-linear
system will contain integer multiples of the input frequency. However, if multiple frequencies are present in the input, the output
of the system will also contain intermodulation products that may
not be harmonically related to each other [1]. The resulting spectrum can be so dense that it can sound harsh and undefined. While
useful for many music genres, it is not always what is desired.
1.1. Motivation
This research comes at the request of a musician who wished to
recreate the hexaphonic distortion effects used by the Brazilian
psychedelic rock group, Os Mutantes. Since a hexaphonic pickup
was unavailable to the musician and likewise for many others, it
became of interest to research a method by which hexaphonic distortion could be simulated through digital signal processing techniques, allowing guitarists with regular mono pickups to achieve
this iconic sound.

2.2. Reducing Intermodulation Distortion
While there is much literature on digital distortion effects, the role
of intermodulation is not often addressed and only a few algorithms attempt to minimize intermodulation distortion in their design. Such approaches are based on multiband distortion units, the
most popular of which is the Quadrafuzz [5]. By splitting the input signal into separate frequency bands and applying a clipping
distortion to each band independently, multiband distortion limits
the intermodulation components to those in a given band.
Fernández-Cid and Casajús Quirós [6] took this concept to the
extreme, combining a waveshaping function with a 13-band filter

Copyright: © 2021 Sebastian Laguerre et al. This is an open-access article distributed under the terms of the Creative Commons Attribution 3.0 Unported License,
which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.
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breakout box provides ¼" outputs for each string. These were connected to the high impedance instrument inputs of an RME Micstasy 8-channel preamplifier and A/D converter. The mono neck
pickup was simultaneously recorded on the seventh channel.
Plucking each string with a capo at each fret position creates
a complete set of recordings covering the entire chromatic scale
over three octaves from E2 to E5 . As an example, Fig. 1 shows
the six-channel hexaphonic pickup recording and Fig. 2 the mono
neck pickup recording of the open strings.

bank. Their research was focused on achieving a highly customizable type of distortion through the use of Chebyshev polynomials that offer precise control over the harmonic partials. Timoney
et al. [7] furthered this concept by showing that static waveshaping could be used to emulate analog distortion circuits. Abel and
Werner [8] applied this technique to a modal reverberator architecture to produce distortion without intermodulation products.
However, no one has yet explored a method to simulate hexaphonic distortion. Guitar pickups exhibit their own non-linear behaviour [9]. With the addition of cross-talk between individual
pickups and sympathetic vibrations [10], the individual signals of
a hexaphonic pickup will always contain some unrelated harmonics. When distorted, these introduce limited amounts of intermodulation thereby giving hexaphonic distortion its distinctive tone.
2.3. Harmonic Sound Separation

Amplitude [dB]

Many instruments, including the guitar, produce predominantly
harmonic sounds that consist of integer multiples of a fundamental
frequency f1 . A comb filter also exhibits peaks at integer multiples
of a fundamental frequency and can therefore be used to reduce
harmonic interference or to enhance a harmonic signal buried in
noise, provided the “teeth” of the comb coincide with the harmonics of the signal.
Välimäki et al. [11] demonstrated several such approaches. A
comb filter is used to attenuate the harmonic components of a signal thereby extracting the background noise component. By cascading the comb filter with a 2nd-order resonance filter, it is possible to extract a single harmonic component.
When used in parallel, comb filters can separate harmonic signals. A comb filter with peaks located at the multiples of the second harmonic f2 will extract even harmonics and a complementary
comb filter with peaks shifted by f2 /2 will extract odd harmonics.
This method is used in digital color TV systems to separate the
interlaced luminance and chrominance signals in composite video
signals [12].
Comb filters have been employed in sound source separation
and polyphonic pitch detection, where the application is automatic
music transcription. Miwa et al. [13] developed a method of detecting the pitch of music played by several instruments by observing the intermediate outputs of a series combination of twelve
comb filters each attenuating a tone from C to B.
Gainza et al. [14] revisited the use of comb filters for musical
sound source separation, this time relying on multi-pitch estimation (MPE) to detect the comprising signal pitches, followed by
frequency-domain filtering.
In classical waveform synthesis, the sampling of continuoustime waveforms with frequencies above the Nyquist limit introduces aliasing distortions. J. Pekonen and V. Välimäki [15] proposed a combination of IIR comb filter and DC blocking filter to
attenuate aliasing distortions that lie between the harmonics.

−6
−∞
−6

E4 , 329.6 Hz

−6
−∞
−6

B3 , 246.9 Hz

−6
−∞
−6

G3 , 196.0 Hz

−6
−∞
−6

D3 , 146.8 Hz

−6
−∞
−6

A2 , 110.0 Hz

−6
−∞
−6

E2 , 82.4 Hz

0

10

20

30
40
Time [s]

50

60

Amplitude [dB]

Figure 1: Open strings hexaphonic pickup recording. There is a
small amount of signal cross-talk (bleed) to adjacent pickups. The
presence of a signal in the low E2 pickup when plucking high E4
is due to sympathetic vibrations.
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Figure 2: Open strings mono pickup recording. Plucks of low E2
to high E4 followed by two strums.
Vibrating strings generally exhibit harmonic spectral content.
In the case of the electric guitar, a single guitar tone consists of
frequency components at a fundamental plus all odd and even harmonics with magnitudes of the higher partials diminishing as the
frequency increases [1]. This intrinsic characteristic of plucked
strings is made evident by the strong presence of harmonics in the
individual pickup signals. As seen in Fig. 3, the separate outputs
of the hexaphonic pickup are predominantly harmonic with a magnitude response resembling the teeth of a comb filter.

3. HEXAPHONIC PICKUP RECORDINGS
The recordings of an actual hexaphonic pickup provided vital insights into hexaphonic audio signal characteristics and later served
as the reference in the evaluation of the simulated hexaphonic distortion.
The Ubertar Hex Plus hexaphonic pickup [16] takes the shape
of a single coil pickup but consists of six low-noise HC coils. The
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4.2. IIR Comb Filter
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The infinite impulse response (IIR) feedback comb filter is obtained by summing an input signal with a delayed version of the
output attenuated by a feedback gain aM . This produces a magnitude response with the appearance of a comb where a larger gain
factor produces sharper peaks. The feedback comb filter has the
difference equation
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y[n] = x[n] + aM y[n − M ].
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The corresponding transfer function is given by

1k

HFB (z) =

4. SEPARATION OF HARMONIC SIGNALS
Frequency analysis of the hexaphonic pickup signals inspired a
parallel comb filtering structure that separates a mono signal into
harmonically related signals for subsequent effect processing. This
section describes the harmonic signal separation algorithm by introducing several digital signal processing concepts and discussing
their implementation in the system.
4.1. FIR Comb Filter
The finite impulse response (FIR) feedforward comb filter is obtained by summing an input signal with the same signal delayed
by M samples. The difference equation of the feedforward comb
filter is given by

Y (z)
= b0 + bM z −M .
X(z)

The series combination of the feedforward (2) and feedback (5)
comb filters leads to the universal comb filter with a new response
given in the frequency-domain as

(1)

HUNI (z) = HFF (z)HFB (z) =

1
(1 + z −M ).
2

b0 + bM z −M
.
1 − aM z −M

(6)

The direct-form I difference equation of the universal comb filter
is given by

(2)

y[n] = b0 x[n] + bM x[n − M ] + aM y[n − M ].

(7)

This implementation requires two delay lines. Alternatively, the
canonical implementation shown in Fig. 4 requires a single delay
line and is described by the difference equations

The feedforward comb filter has spectral peaks at frequencies that
are multiples of 2π/M for positive values of bM and nulls at multiples of 2π/M for negative values of bM . In other words, changing the sign of bM results in a comb filter with peaks shifted by
π/M . To extract a harmonic signal, the peaks must coincide with
the integer multiple harmonics so only positive coefficients are of
interest.
For a normalized magnitude response between 0 and 1, the
transfer function becomes [11]
H(z) =

(5)

4.3. Universal Comb Filter

where x[n] is the input signal and y[n] is the output signal. bM is
the feedforward gain coefficient and b0 is the blend coefficient.
The transfer function relates the Z-transforms of input signal
and output signal of the described system,
HFF (z) =

1
.
1 − aM z −M

In a similar fashion to the feedforward comb filter, the feedback
comb filter has peaks at frequencies that are multiples of 2π/M for
positive values of aM and nulls at multiples of 2π/M for negative
values of aM .
The magnitude response has a minimum of 1/(1 + aM ) at the
nulls and a maximum of 1/(1 − aM ) at the peaks, with |aM | < 1
required for stability. Unlike with the FIR comb filter, a null magnitude of 0 is unattainable. However, the IIR comb filter has an
adjustable peak width ∆ω better suited to the separation of harmonic signals.
The ideal comb filter for harmonic separation would offer both
an adjustable peak width and a normalized magnitude response
with null values of 0 corresponding to a −∞ dB attenuation between harmonic frequencies. This filter is achieved in the form of
the universal comb filter constructed from the combination of the
FIR and IIR comb filters [1].

Figure 3: Magnitude spectrum of plucked open A2 and G3 strings
recorded using a hexaphonic pickup.

y[n] = b0 x[n] + bM x[n − M ],

(4)

xh [n] = x[n] + aM xh [n − M ]
y[n] = b0 xh [n] + bM xh [n − M ].

(8)

In the special case where b0 = −aM and bM = 1, this filter structure reverts to a first-order allpass filter used in Schroeder
reverberators [17].

(3)

4.4. Parameters
The delay of the filter M is fixed according to the fundamental
frequency of interest. To extract frequencies that are multiples of
f1 the length of the delay line is set to

The 3-dB width ∆ω of the comb filter is defined as the width of
the peaks at half the maximum of the magnitude squared response.
The 3-dB width of the peaks of the FIR comb filter is ∆ω = π/M .
This corresponds to the maximum possible peak width, equal to
the separation between peaks at the 3-dB level.

M=
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where ω1 =
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.
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4.5. Impulse Response

b0
×
x[n]

xh [n − M ]

z −M
aM
×

+
xh [n]

bM
×

+

The filtering operation results in an inherent temporal smearing of
the signal that has the effect of smoothing out sharp transitions.
The amount of temporal smearing is dictated by the filter impulse
response. The universal comb filter has the causal impulse response, found by inverse Z-transform of the transfer function by
partial fraction expansion,

y[n]

Figure 4: The canonical universal comb filter.
h[n] = b0 δ[n] + (aM b0 + bM )

∞
X

akM δ[n − kM − M ]. (15)

k=0

The coefficients are chosen such that the peaks of the comb
filter are normalized for unity-gain:
aM =

1−β
,
1+β

β
,
1+β

(10)

,

(11)

b 0 = bM =

where


β = tan

M ∆ω
4

After sample M , the impulse response of a pole-zero filter with
M zeros behaves like that of an all-pole filter [12]. Since M is
fixed, the aM coefficient solely defines the impulse response decay
time for a given sampling frequency. The decay time is typically
represented by the t60 measure, defined as the time for the impulse
response to decay by 60 dB. Given the definition in (10) and the
constraints of (12), it can be observed that the maximum amplitude
of the impulse response occurs not at n = 0 but rather n = M :



for a desired 3-dB width ∆ω in the range 0 ≤ ∆ω ≤ π/M .
This maximum ∆ω occurs when the peak width is equal to the
separation between peaks at the 3-dB level. This limit applies the
following constraints on β and aM :
0 ≤ β ≤ 1,

0 ≤ aM ≤ 1.

h[M ] = aM b0 + bM = aM b0 + b0 ,

(16)

which is greater than h[0] = b0 . This is illustrated in Fig. 6. By
considering the start of the decay at n = M , the decay time is


M
−3
t60 =
+1 .
(17)
fs log aM

(12)

Figure 5 shows the comb filter frequency response for different
3-dB widths.

h(t)
Δω = π/M

Δω = 0.5π/M

Δω = 0.2π/M

aM b0 + bM

|H(ω)|2

1

tfs /M − 1
aM
(aM b0 + bM )

b0
Δω

1
2

0

t60

M
fs

t

0

∠H(ω)

π
2

Figure 6: Typical impulse response of the comb filter with h[0],
h[M ], and t60 annotated. The dashed line shows the exponential
decay function.

0
−π2

0

2π
M

4π
M

ω

6π
M

8π
M

Using the definition in equation (14), the aM coefficient can
be expressed as
1 − tan(π/2Q)
aM =
.
(18)
1 + tan(π/2Q)
With the addition of definition (9), equation (17) can be expressed
solely in terms of f1 and Q factor:


1 
−3

 + 1 .
t60 =
(19)
f1 log 1−tan(π/2Q)

π

Figure 5: The magnitude squared and phase responses for different
choices of ∆ω where M = 10.
The corresponding quality factor is given by
Q=

2π/M
ω1
=
,
∆ω
∆ω

1+tan(π/2Q)

This relationship between f1 , Q, and t60 is illustrated in Fig. 7.
The pluck or attack part of a guitar note is severely attenuated
for a very long decay time t60 . The individual onsets get blurred
together when played in fast succession. At the same time, a higher
Q results in a smaller peak width and is more effective in attenuating neighbouring frequencies. This creates a trade-off between
harmonic separation and sharp transitions. In the implementation,
this is left as a user-adjustable parameter.

(13)

such that a narrower peak results in a higher Q. An equivalent
expression for β is


π
β = tan
.
(14)
2Q
where Q ≥ 2.

DAFx.4

108

rd
Proceedings of the 24
International Conference on Digital Audio Effects (DAFx20in21),
Vienna,Austria,
Austria,September
September2020-21
8-10, 2021
23th
(DAFx2020), Vienna,

0.4

Q=5
Q = 10
Q = 20

0.3
0.2

Amplitude [dB]

t60 Decay Time [s]

0.5

0.1
80

100

120
f1 [Hz]

140

160

Figure 7: Three choices of Q are plotted with their corresponding
t60 decay time for the frequency 110 Hz. t60 values are extended
for constant Q (solid line) and constant ∆ω (dashed line).

5. PARALLEL COMB FILTERS

−24
−∞
−24

E4 , 329.6 Hz

−24
−∞
−24

B3 , 246.9 Hz

−24
−∞
−24

G3 , 196.0 Hz

−24
−∞
−24

D3 , 146.8 Hz

−24
−∞
−24

A2 , 110.0 Hz

−24
−∞
−24

E2 , 82.4 Hz

0

The separation of a mono signal into harmonic signals is illustrated
in the comparison of the original six-channel hexaphonic recording in Fig. 1, the mono recording in Fig. 2, and the six channels
extracted from the mono signal in Fig. 8. The parallel comb filters recover each of the individual string plucks by separating each
tone.

10

20

30
40
Time [s]

50

60

Figure 8: Output signals of six comb filters with peaks aligned
to the harmonics of the open string frequencies. Input signal is
the mono pickup recording. Where the peaks of the comb filters
overlap, the harmonics of the tones appear at the output of multiple
comb filters.

5.1. Simulating Sympathetic String Effects
As seen in Fig. 1, the hexaphonic pickup exhibits small amounts
of cross-talk in which an individual pickup will capture the vibrations of an adjacent string. In addition to cross-talk, strings that
are not directly interacted with also resonate due to sympathetic
vibrations. Interestingly, the parallel filter bank exhibits a characteristic analogous to the sympathetic vibrations captured by a
hexaphonic pickup. For example, as seen in Fig. 8, the comb filter with fundamental frequency 82.4 Hz has peaks that capture the
partials of the B3 string (246.9 Hz) and also those of the high E4
string (329.6 Hz). In effect, it recaptures some of the sympathetic
vibration signals found in hexaphonic recordings.

rounding error caused by an integer sample delay, with a sample
rate of 44.1 kHz, is at most 0.17%. However, with 16× oversampling, which is necessary for the distortion processing to be
discussed in Sec. 6.1, the rounding error is reduced to 0.01% in
the worst case, avoiding the need for fractional delay line methods.
The combined transfer function of the filter bank is obtained
by summing the frequency response of the parallel filters,
Hsum (z) =

X

Hp (z) = HE (z)+HF (z)+· · ·+HD♯ (z). (21)

p

5.2. Filter Bank

The combined magnitude response, |Hsum (z)|, is shown in Fig.
10 for different Q factors.
The first null of each comb filter combine to create a large single null at 55.4 Hz. With a high Q factor, the overlapping harmonic
peaks and nulls of the parallel filters create an irregular magnitude
response at high frequencies. A smaller Q factor minimizes the
irregularities but is less effective at separating the signal into harmonic components. A good compromise exists at Q = 10 or
∆ω = 0.2π/M , where the magnitude response is nearly linear in
the range f1,E = 82.4 Hz to f1,D♯ = 155.6 Hz.
The parallel filters can be designed with either a constant Q
factor or a constant ∆ω. When the comb filters have constant Q,
as shown here, the peak width increases with f1 , which makes the
summed magnitude response of the parallel comb filter bank flatter. On the other hand, as was in seen Fig. 7, the impulse response
decay times t60 vary widely over the frequencies that make up the
filter bank. For this reason, a constant ∆ω, which provides nearly
constant t60 across the filter bank frequencies, may be preferred.

Guitar fundamental frequencies range from 82.4 Hz to a little over
1 kHz with the upper limit depending on the number of frets. A filter bank of twelve comb filters is sufficient to separate all harmonics belonging to the musical notes in the equal temperament tuning
of the fretboard. The fundamental frequencies of these filters are
set to the chromatic progression of the low E string. Higher octaves of a given fundamental frequency are captured in the higher
harmonic peaks. With inspiration from Miwa et al. [13], the ith
harmonic of tone p is notated fi,p , with each harmonic being a
multiple of the fundamental frequency,
fi,p = if1,p ,

p = E, F, . . . , D♯ .

(20)

The magnitude response of the filter bank is shown in Fig. 9. Notes
separated by consonant intervals will have overlapping harmonic
peaks.
The comb filter transfer function with peaks at the harmonics
of tone p is denoted Hp (z). Without the use of oversampling, the
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Figure 9: Magnitude response of the twelve parallel comb filters where ω = 0.05π/M . Annotated are the f1,p fundamental frequencies.
Overlapping peaks occur at the coincident partials, e.g. f2,B = 246.9 Hz and f3,E = 247.2 Hz.
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Figure 10: Summed magnitude response of the parallel comb filters for different Q factors. Overlapping harmonic peaks and nulls of the
parallel filters result in an irregular magnitude response at high frequencies.

where g is the distortion gain. This symmetrical soft clipping produces only odd harmonics. It is chosen for its computational simplicity and predictable behaviour.
A well documented artifact of digital distortion is aliasing,
whereby the harmonics produced by the non-linear effect extend
beyond the Nyquist limit and wrap around to harmonically unrelated frequencies [1]. To accurately evaluate the spectral characteristics of the effect, the distortion must not introduce any aliased
frequencies which would confound the analysis. Alias-free distortion is achieved by the use of sixteen-times oversampling using the
popular r8brain-free-src library [18].

5.3. Microtonal Pitch Variations
Since the peaks of the filter bank are tuned to a chromatic scale,
pitches that lie between semitones are attenuated. The magnitude
response of Fig. 10 provides some insight into the behaviour of the
filter during string bending, slides, or the use of a whammy bar.
These playing techniques are all forms of glissandi — a continuous frequency increase or decrease from one note to another. As
the pitch slides across harmonic peaks, it experiences amplitude
modulations with an envelope resembling that of the magnitude
response. This is yet another tradeoff in the choice of peak width
and a further motivation for making the parameter user-adjustable.

6.2. Comparison of Distortion Structures

6. EVALUATION
The simulated hexaphonic distortion effect is compared to mono
and real hexaphonic distortion with regards to intermodulation products. The type of pickup and pickup position used on an electric
guitar will result in very different tones. This makes comparisons
difficult between the real hexaphonic distortion and the simulated
effect when applied to a mono pickup. For this reason, the subsequent analyses and comparisons make use of a mono signal created
by averaging the individual signals of the hexaphonic pickup.

In Fig. 11, the mono signal is distorted by the clipping function,
f (x). In the simulated distortion structure of Fig. 12, the same
mono signal is separated into harmonic signals by the parallel comb
filter bank prior to distortion. The comb filters are set to constant
peak width of ∆ω = 0.0015/16 corresponding to a geometric
mean Q of 10.75. In hexaphonic distortion, the clipping function
is applied to each string separately, as shown in Fig. 13. In each
case, the distortion gain is 100.0 and the post-distortion output signal is normalized to the root mean square (RMS) value of −12 dB.
Oversampling is employed throughout each structure.

6.1. Distortion
6.3. Magnitude Response Comparison

The non-linear clipping function [1] used in the evaluation of the
simulated hexaphonic distortion is given by
f (x) = sgn(x)(1 − e−|gx| ),

To best demonstrate the ability of the effect to reduce intermodulation distortions, recordings of the individual plucks of the open
strings are combined to create pairs of varying note intervals.

(22)
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x[n]

↑N

f (x)

↓N

y[n]

x1 [n]
x2 [n]

Figure 11: The mono distortion structure.

↑N

HE (z)
HF (z)

f (x)
f (x)

+

↓N

x6 [n]

↑N

f (x)

+

↓N

y[n]

..
.
↑N

f (x)

Figure 13: The hexaphonic distortion structure.

..
.
f (x)

Figure 12: The simulated distortion structure.

Consider the minor seventh interval consisting of the tones G3
(196 Hz) and A2 (110 Hz). Shown in Fig. 14, when mono distortion is applied to the averaged hexaphonic signal, the three largest
intermodulation products have the sum and difference frequencies
given in Table 1. The difference between the peak amplitude at
110 Hz and each of these intermodulation components is shown
for each distortion effect. On average, the comb filtering method
in the simulated distortion attenuates the intermodulation products
seen in the mono distortion by 11.6 dB, while hexaphonic distortion achieves 34.4 dB. This suggests the algorithm is about a third
as effective at reducing intermodulation distortion in this particular
note pair when compared to hexaphonic distortion.

306
−18.3
−26.0
−50.7

416
−18.3
−31.2
−54.4

0
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Simulated

200

400
600
Frequency [Hz]

Hexaphonic

−20
−40
−60
−80
0

800

1k

Figure 14: Magnitude spectrum of each distortion output for the
note pair G3 –A2 . The dashed lines show the three largest intermodulation components.

begins with upsampling the mono input signal. A loop performs
sample-based processing of each upsampled buffer. The parallel
comb filter bank is implemented using twelve non-interpolating
delay lines. Each individual signal is then distorted using the exponential distortion given in equation (22). Once distorted, the
signals are mixed and downsampled to the original sampling frequency. Runtime measurements are summarized in Table 2. While
the individual comb filtering operations are cheap, the cumulative
cost of computing twelve parallel comb filters at sixteen times the
sample rate quickly adds up. The upsampling and downsampling
processes are comparatively cheap. The results also show that the
implementation can in fact run in real-time, utilizing 1.324 s/8 s =
0.17 real-time blocks.

Table 1: Comparison of intermodulation product magnitudes for
note pair G3 –A2
Intermodulation component [Hz]
Mono distortion [dB]
Simulated distortion [dB]
Hexaphonic distortion [dB]

+

+

..
.
HD♯ (z)

f (x)

..
.

y[n]

Power Spectral Density [dB]

x[n]

↑N

636
−19.8
−34.1
−54.6

6.4. Spectrogram and Sound Comparisons
Figure 15 shows spectrograms for each distorted pairwise note
combinations of the open string notes for frequencies up to 1 kHz.
The double octave interval E4 –E2 shows no intermodulation products in any of the distortion outputs. Conversely, the interval G3 –
A2 has few coincident partials. The resulting spectrogram of the
mono distortion output is very dense. In the simulated distortion,
the intermodulation products are partly attenuated. The reader is
encouraged to compare the sound files available online [19]. For
example, there is a discernible buzz in the mono-distorted E4 –D3
interval which is not present in the other two. In the interval B3 –
G3 , the mono distortion quickly decays into a noisy, dull, and undefined sound. In the simulated and hexaphonic distortion outputs,
the harmonics are prominant and sustained for the entire duration.

Table 2: Computational expense averaged over three runs. Clang
optimization level -Os (fastest, smallest). Running on a 1.6 GHz
Intel Core i5.
8 s of 24-bit audio at 44.1 kHz, 16× oversampling
Process
Time [s] Weight [%]
File Read
0.030
2.28
Upsample
0.042
3.14
Parallel Filters 16 × 12 × 0.00311 = 0.598
45.14
Distortion
16 × 12 × 0.00265 = 0.510
38.54
Mix
16 × 12 × 0.00024 = 0.046
3.47
Downsample
0.045
3.38
File Write
0.054
4.05
Total
1.324
100.00

6.5. Algorithm Performance
The filter bank and distortion structures were implemented using
the Synthesis ToolKit in C++ (STK) [20]. The algorithm process
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[11]
Figure 15: Distortion spectrograms for pairwise combinations of
open string notes.
[12]
7. CONCLUSIONS

[13]

The simulated hexaphonic distortion effect described in this paper
attempts to reproduce the characteristics of hexaphonic distortion
for use with ordinary electric guitars with mono pickups. A parallel comb filter structure has been shown to separate a mono guitar
signal into predominantly harmonic signals akin to that of a hexaphonic pickup signal. In addition, the overlapping spectral peaks
of the comb filters simulate the sympathetic vibrations captured by
hexaphonic pickups. Individually distorting the harmonically separated signals results in clear, sustained, and harmonically rich distortion with fewer intermodulation products. The algorithm therefore provides guitarists with greater flexibility in their choice of
chords when using distortion. The proposed structure may be used
in real-time with any sufficiently optimized distortion algorithm.

[14]

[15]

[16]
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ABSTRACT

Virtual Studio Technology (VST) plugin containers allow software controls to be mapped onto external hardware via DAW-level
automation, MIDI or Open Sound Control (OSC) protocols. Hardware MIDI controllers usually distribute a predefined number of
sliders, knobs and pads on static layouts. Obviously, such layouts
cannot offer one-to-one control mappings suitable for every software product. More advanced controllers offer two-way communication to provide visual feedback via e.g. LED or LCD screens
displaying the current assignment and state of parameters, whose
value may not correspond to the actual position of a physical control. Controllers with motorized elements (e.g. faders) also exist,
whose position depend on the value of the mapped parameters [2].
Although such elements are just meant to change their position
(e.g. according to pre-recorded envelope tracks), they may be also
used interactively to provide haptic feedback [3]. Similarly to sliding faders, rotary knobs could also be motorized to enable haptic
feedback.

Live music performances and music production often involve the
manipulation of several parameters during sound generation, processing, and mixing. In hardware layouts, those parameters are
usually controlled using knobs, sliders and buttons. When these
layouts are virtualized, the use of physical (e.g. MIDI) controllers
can make interaction easier and reduce the cognitive load associated to sound manipulation. The addition of haptic feedback can
further improve such interaction by facilitating the detection of the
nature (continuous / discrete) and value of a parameter. To this
end, we have realized an endless-knob controller prototype with
programmable resistance to rotation, able to render various haptic effects. Ten subjects assessed the effectiveness of the provided
haptic feedback in a target-matching task where either visual-only
or visual-haptic feedback was provided; the experiment reported
significantly lower errors in presence of haptic feedback. Finally,
the knob was configured as a multi-parametric controller for a
real-time audio effect software written in Python, simulating the
voltage-controlled filter aboard the EMS VCS3. The integration
of the sound algorithm and the haptic knob is discussed, together
with various haptic feedback effects in response to control actions.

In this paper we deal with resistive (i.e. passive) force feedback as a means to mark-up specific positions in controllers. A
common example is offered by the left/right balance slider/pot
found on home stereo amplifiers: through physically marking the
mid position with a point-wise change of the resistance operating
in both sliding/rotating directions, it was far easier for the hi-fi
listener to reset the stereophony to the center position. Standard
knobs provide constant resistance to turning, and sometimes add
detents emphasizing regular scale points or specific positions depending on the encoder’s mechanical design. Our research goal is
to freely program the resistance offered by such physical controls.

1. INTRODUCTION
Vintage analog synthesizers and effects are increasingly fascinating musicians and producers around the world, so that a continuous effort is being made by the audio industry to reproduce those
machines as software replicas. Besides providing their soughtafter sound, these replicas must also reproduce the original layouts
made of elements such as knobs, sliders and buttons. While hardware reproductions can copy the physical layout, software simulators usually provide a graphical user interface (GUI). In spite of
the growing diffusion of touchscreens, one of the most appreciated
features of hardware audio technology consists in the tangibility of
the available controls. This feature improves user interaction for
two main reasons: first, physical controls allow precise parameters manipulation and, secondly, they can be effectively operated
also when visual attention is focusing elsewhere, contrarily to what
can be done with GUIs, e.g. on touchscreens. In this regard, the
benefits of additional haptic feedback on touchscreens have been
recognized for audio mixing [1].

A haptic knob was designed with programmable resistive
force based on electromagnetic technology, which can render different haptic effects. The proposed solution results in a significant reduction of costs, weight, space and power consumption as
compared to existing products (see Sec. 2). We present the design
of various haptic effects and their possible binding with physical
controls. Furthermore, we report on the results of a user study consisting in an abstract target-matching task which compared visualonly and visual-haptic feedback conditions to assess the effect on
performance of the proposed resistive feedback. Finally, as an application, the haptic knob was used to control a digital model of
the voltage-controlled filter (VCF) from the EMS VCS3 synthesizer.1 To this end, we developed a software framework in Python
implementing both haptic feedback effects and the filter algorithm.

Copyright: © 2020 Yuri De Pra et al. This is an open-access article distributed under
the terms of the Creative Commons Attribution 3.0 Unported License, which permits
unrestricted use, distribution, and reproduction in any medium, provided the original
author and source are credited.

1 https://en.wikipedia.org/wiki/EMS_VCS_3
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2. RELATED WORK

Rotary controllers have been researched from different perspectives: ergonomic studies have defined guidelines concerning knob
sizes and shapes [4, 5], while other studies focused on user interaction aspects [6]. Park et al. found that haptic knobs are
more fun and interesting than standard input devices like mice
and keyboards, moreover improving the focus of the user on the
main task [7]. Experiments comparing physical and virtual knobs
have highlighted that tangibility has positive effects on several aspects of interaction [8]. For instance, it was proved that tangible
control allows for better performance in terms of error rate and
interaction speed: interaction with physical knobs was found to
be 20% faster than with their virtual counterparts and, additionally, subjective performance remained unaltered also when one’s
visual attention focused on a different task [9]. These results are
especially relevant when a knob is used as a multi-parameter controller, integrating browsing and selection of items through turnand-click actions. Also for this reason, some recent smart gadgets
incorporate or offer additional physical knobs: examples include
Google Nest [10], an intelligent touchscreen-based thermostat, and
the Bluetooth multimedia controllers Griffin PowerMate [11] and
Microsoft Surface Dial [12].

Figure 1: Schematic of the knob controller: the end-effector (A)
is connected to the encoder (C) by means of the electromagnetic
braking system (B).

3. DESIGN
Our programmable knob offers variable mechanical resistive force
which, in response to active rotation imparted by the user, induces
haptic illusions of active force feedback. Mechanical resistance is
generated by an electromagnetic clutch used as a braking system.
As described in [23], the other main hardware components are a
rotary encoder and a microcontroller used to drive the electromagnetic braking system through one of its pulse-width modulation
(PWM) output. To this end, a single microcontroller can manage
multiple haptic knobs, depending on the available number of PWM
outputs: for instance, the Arduino NANO that we used in our prototype can manage up to 6 programmable knobs. The cost of the
knob hardly exceeds 40 Euros and, with large-scale manufacturing, it can be easily kept within 10 Euros, especially if multiple
knobs are controlled with a single microcontroller. The specific
hardware architecture and the control algorithms have been filed
to the Italian Patent Office (IPO) [24].
Compared to existing solutions, the use of an electromagnetic
braking system has advantages and drawbacks. The main advantage is the possibility to couple a standard knob with an encoder using the braking hardware as a connection point, as shown in Fig. 1.
Other benefits are the low weight, thickness and cost compared to
similar designs based on DC motors [16]. Power consumption is
also reduced compared to DC motors, enabling battery-supplied
portable solutions. The main shortcoming of our system is the lack
of active force feedback, which limits the available haptic effects
to perceived changes in torque, selection of detents, and definition
of endpoints.
Although the knob provides resistance to rotation in both directions, the system takes advantage of the unidirectional shift performed by users during their action. Its control algorithm in fact
determines the strength and duration of the resistive force based on
the encoder position and the estimated rotation speed. The encoder
position is sampled at fixed frequency rate and it is used to determine the speed of the rotation. The current prototype is equipped
with a magnetic encoder having 4096 points per revolution, resulting in a resolution of 0.1 degrees per step.
The output voltage of the microcontroller (between 0 and
VCC ) depends on the relative length of the PWM duty cycle. For
example, if a constant torque is set, the output is always active with

In the last decade product designers have furthermore started
to “brand” tactile cues [13]. Thus, haptic feedback design is
going beyond a traditional process linking mechanical features
(e.g. torque, number of resistive detents) to functional behavior [14, 15], and is progressively embracing the idea of giving a
unique “feel” to a machine interface. For instance, the EMS VCS3
synthesizer became popular also for its unique joystick controller,
at that time not found elsewhere in the market of electronic musical instruments. Such joystick, assignable through the synthesizer’s own routing matrix, enabled an especially creative interaction with several sound processing components, including the VCF
simulated in this work.
Force-feedback rotary controllers can be found in many contexts, including car dashboards, piloting systems, audio/video editors, robot controls, medical devices, household and professional
appliances. Most of them make use of DC motors to generate force
feedback [16, 15, 17]. The use of such motors enables complex
actuation, such as bouncing effects, at affordable costs. Hybrid
solutions that combine motors and brakes have been proposed as
well [18]: while they allow the design of previously unavailable
subtle effects, additional components increase complexity, cost
and size of the hardware. Even more advanced and expensive solutions make use of magneto-rheological fluids to generate variable
torques [19, 20]: in this case, magnetic fields variations are used
to change the density of a fluid in which the knob shaft is immersed, allowing the precise control of torque up to end-stop simulation. Although variable-resistance knobs have been available
for many years through the technologies mentioned above, their
relatively high cost, complexity and encumbrance still limit their
effective use in commercial products. Specifically concerning the
music market, the Traktor Kontrol S4 is a DJ console offering a jog
wheel which incorporates programmable haptic feedback technology [21]. A further interesting project is the Torquetuner [22], a
rotary device with programmable force-feedback based on a DC
motor that can render various haptic effects for use on digital musical instruments.
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Figure 2: Temporal evolution of control variables for detents simulation: when the encoder position (blue line) reaches a detent,
force feedback is activated by switching on the output signal (black
line) until the counter (green line) is reset to zero. The PWM values of the effects are 100% and 50% of the duty cycle, respectively
generating a proportional force.

Figure 3: Example of different haptic feedback effects for a constant torque input.

parts. However, these features can be adapted to the specific application (e.g. a smaller diameter of the knob if multiple controls
must be provided by a device).

a voltage proportional to the selected torque.
The available force-feedback effects include detents: once the
encoder hits a position corresponding to a detent, the algorithm
sets the PWM duty cycle and a counter depending on the programmed resistance and estimated rotation speed. The electromagnetic brake remains active (with a constant PWM value) until
the counter reaches zero. The counter in its turn is decremented at
every cycle. The deeper the detent, the longer the knob is blocked.
Figure 2 shows the temporal evolution of the mentioned variables
for two different detent effect examples. During the leftmost event,
a soft detent stops hand movement for 50 ms, while during the
second event the hand force is greater than the knob resistance,
with consequently partial activation of the braking system slowing
down the hand movement without stopping it.
Since a high frequency PWM control is needed to avoid the
generation of audible noise, modulation was programmed using
the low-level timer instructions offered by the Arduino microcontroller: for instance, using the 8-bit timer of Arduino NANO the
highest PWM frequency is 16 MHz/255 = 62.7 kHz. Alternatively,
it is possible to use methods such as those provided by the Arduino
Motor Driver library,2 which offers an abstraction of the timer for
various microcontrollers.
Regarding input signals, the knob also features a button-press
function resulting in 6 different control configurations: clockwise
(CW) rotation, counterclockwise (CCW) rotation, short press, long
press, press + CW rotation and press + CCW rotation.
The current prototype provides a metal cylindrical handle having diameter of 65 mm. The latter is hosted on a 3D-printed PLA
structure (100x80x40 mm) embedding electronics and mechanical

4. RESISTIVE EFFECT DESIGN
The resistive force feedback technology calls for a specific design of the haptic effects, too. Whilst the Torquetuner [22] makes
available a series of haptic effects encoded as transfer functions
between angle/velocity and torque, our knob needs to be programmed in the duration of the resistance to design many of the
effects. For instance, the illusion of soft and hard detents is generated by locking the knob for different amounts of time. Some
haptic feedback effects that can be designed with the proposed
controller are listed below. The first two effects provide discrete
information, whereas the third and fourth effect are continuous.
Haptic markers: movements along a graduated scale trigger resistance points simulating soft detents. The top-left plot in
Fig. 3 shows the encoder position during 500 ms in presence of a constant torque input. The absence of resistance
enables fast motion, resulting in the completion of multiple
steps in a short time (steep segments); otherwise, the knob
resistance almost stops hand movement for 100 ms (flat segments). This effect has a visual counterpart corresponding
to a graduated slider or knob.
Multiple selector: movements across markers generate a resistive feedback simulating hard detents. The bottom-left
plot in Fig. 3 shows the corresponding feedback: hard detents are rendered by almost stopping hand movement for
350 ms; otherwise, no resistance is generated. This effect
has a logical counterpart corresponding to e.g. a set of radio buttons or a rotary selector. A common practice is to

2 https://github.com/adafruit/
Adafruit-Motor-Shield-library
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Figure 4: Graphical user interface used in the experiment.
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Figure 6: Box plots of the absolute error (mismatch) as a function
of feedback condition and target position.

equally spaced round markers placed on a segment, a vertical red
cursor, and two buttons for trial sequence control (1=Confirm and
2=Repeat, operated by the computer keyboard). The position of
the vertical red cursor was controlled by the haptic knob with a ratio equal to 11.4 pixels per degree; the space between subsequent
round markers, hence, amounted to about 320 pixels (i.e. 28 degrees).
The task consisted in rotating the haptic knob and move the
vertical cursor until matching the center of the marker highlighted
in red color. At each trial, a different marker could become red.
Such task was performed under two conditions: i) Multiple selector resistance type (see Fig. 3) was conveyed every time a marker
was crossed; ii) No haptic feedback was delivered. Five marker
positions (Dot1–Dot5) were combined with such conditions (with
or without haptic feedback) resulting in 5×2=10 factor combinations, each of which was repeated 10 times. The resulting 100
trials were randomly balanced.
Figure 5 describes the procedure followed in the test. At the
beginning of each trial the cursor was positioned at the left side of
the GUI (“Home” marker on the left side of Fig. 4); then, participants were asked to press the knob with their dominant hand and
rotate it until matching the target. At that point, participants had
to press the Confirm button (key 1) on the keyboard with their free
hand. For each trial the execution time from knob press to Confirm and the mismatch, i.e. the distance between the target and the
cursor position when Confirm was pressed, were recorded.
Ten people (7 males, 3 females) aged between 24 and 57 (M
= 39.9, SD = 10.3), all right-handed, participated in the study on
a voluntary basis and were not paid. Prior to starting the test, a
training session consisting of 10 trials was offered, in which each
factor combination was presented once in random order.

Figure 5: Test procedure.

use such controls to select source signals, waveforms, or to
switch among audio channels.
Variable resistance: resistance is proportional to the encoded
value (see the top-right plot of Fig. 3). This control can be
used to linearly regulate effects’ parameters (e.g. wet/dry,
intensity, etc.). Additionally, sudden discontinuities of the
resistance can be programmed to signal positions of the
knob featuring some specific event (i.e. a binary switch following a parameter maximization, or a peculiar value of the
same parameter).
Constant resistance: the resistance of the knob is constant, independent of the position (see the bottom-right plot of Fig. 3).
Different values of resistance may be used to implement
softer/harder knobs.
5. EVALUATION
For its general applicability to diverse contexts, not limited to the
control of digital musical instruments or sound effects, the performance of the haptic knob was evaluated quantitatively through
an abstract task rather than qualitatively in a musical production
scenario. To this extent, we conducted a user study assessing the
effect of haptic feedback on a target-matching task.

5.2. Results
Figure 6 and 7 respectively show box plots of the absolute error
(mismatch) and time-to-match, for all factor combinations. Tests
on the data distributions with the D’Agostino method [25] confirmed no significant deviation from normality.
A two-way ANOVA was conducted to study the influence of
the two independent variables (position, feedback) on mismatch.

5.1. Setup and procedure
The haptic knob was connected to a computer running a GUI
developed in Processing 3.5 (shown in Fig. 4) consisting of five
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Figure 8: Python software architecture for interactive control of an
audio effect with the haptic knob.

Figure 7: Box plots showing the time-to-match as a function of
feedback condition and target position.

Position included five levels (1-5) and feedback consisted of two
levels (with and without haptic feedback). Using a GreenhouseGeisser correction for insphericity , the main effect for feedback
yielded F(1, 9) = 13.4, p < .005, indicating a significant difference between trials in presence of haptic feedback (M = 3.7,
SD = 0.31) and without it (M = 4.54, SD = 0.31). The main
effect for position yielded F(1.5, 13.6) = 0.2, p > .05, indicating that the effect of position was not significant. The interaction
effect was not significant too: F(2.5, 22.5) = 2, p > .05.
Similarly, a two-way ANOVA was performed to study the
influence of the two independent variables (position, feedback)
on the time to match the target. After a Greenhouse-Geisser
correction for insphericity, the main effect for feedback yielded
F(1, 9) = 0.43, p > .05, indicating that the effect for feedback was not significant. The main effect for position yielded
F(1.4, 12.8) = 22.3, p < .001, indicating a significant difference
between position 1 (M = 1396, SD = 150), position 2 (M =
1720, SD = 145), position 3 (M = 1799, SD = 133), position 4
(M = 2049, SD = 184) and position 5 (M = 2223, SD = 170).
The interaction effect was not significant: F(1.5, 13.3) = 1.4,
p > .05.

Figure 9: Audio effect GUI: Python-based visual interface displaying the available user controls and spectrum of the processed
sound output.

that haptic feedback created a resistance to knob rotation, however
this had no significant consequences on the time-to-match. What is
more, the medians corresponding to factor combinations with haptic feedback were generally lower, suggesting that resistive force
allowed the execution of slightly faster trials.

5.3. Discussion
Our results are in agreement with the studies reported in [26]:
visual-haptic feedback yields significantly higher performance
than visual-only condition.
The target matching was generally very precise, since it was
always guided by visual feedback: as a matter of fact, absolute errors were always smaller than 1 degree (that is 11.4 pixels). However, Figure 6 shows a significant performance increase in terms
of mismatch reduction. This result is not surprising, as resistive
force appeared each time the cursor was crossing a marker, hence
allowing the participants to stop their action as soon as they felt an
increase in torque. On the other hand, the position of the marker
was not significant, meaning that the number of traversed resistive
markers did not affect matching accuracy.
As shown in Fig. 7, the time needed to complete a trial depended on the position, with longer trials associated to farther targets. While this may appear obvious at first, one must consider

6. INTERACTIVE CONTROL OF A REAL-TIME
DIGITAL AUDIO EFFECT
In the light of the experiment results, the haptic knob was configured as a multi-parametric input device to control different digital
sound effect parameters. In particular, the device was mapped to
a digital model of the EMS VCS3 voltage-controlled filter, previously presented in [27]. Given the computational complexity of the
model, we updated the original Processing 3.5 implementation by
developing a multi-threading software architecture in Python 3.6
and adopting the Python real-time audio programming approach
described in [28].
Despite the fact that Python offers a fast learning curve, rapid
prototyping tools, and that powerful libraries for scientific com-
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puting are available, it is still rarely used for real-time sound
processing, mainly due to its dynamic and interpreted nature,
therefore computationally inefficient. Our methodology [28] bypasses such inefficiency through a hybrid approach, in which external functions running native machine code are made available
to the Python interpreter. This solution dramatically decreases
the computation time of critical code sections (for instance the
iterative computation of nonlinear functions at audio rate), often matching the real-time constraint on modern machines. The
complete Python implementation of the EMS VCS3 VCF digital model, complemented by a computational benchmark, can be
found in [28].
Figure 8 shows the implemented software architecture: the
haptic device communicates with the digital effect through the Arduino microcontroller via serial connection. The related thread
asynchronously receives commands and positional data, whereas
the main control thread makes them available to the DSP algorithm, and in parallel updates the GUI shown in Fig. 9. The audio thread realizes a simple oscillator synthesizing a sine wave, a
square wave, or white noise; in the meantime it processes sampleby-sample chunks of audio through the VCF algorithm. Such algorithm can be easily developed in Python and processed by the
Numba library or can be developed in C code and, hence, made
available to the Python interpreter through the so-called cythonization [28]. Two input modalities were made available through the
knob:
• The navigation mode, allowing to select a control, is enabled by keeping the knob pressed while browsing over the
controls through CW or CCW rotations;
• The control mode is enabled by simply rotating the knob
CW or CCW once a control parameter has been selected,
and allows to change its values.
With regard to the implemented haptic feedback, in navigation mode a hard detent (Multiple selector of Fig. 3) is generated each time the user jumps to a different control, while in control mode the following effects are produced: the selection of the
sound source as well as the filter on/off switching are rendered by
hard detents (visually displayed as radio buttons); the VCF cutoff frequency (visually represented by a slider) is rendered with
a fixed low resistance; finally, the VCF resonance (visualized using a slider) is rendered with a variable resistance. The knob can
be also used to select the fundamental frequency of the oscillator:
in this case the knob actuates no feedback, just conveying its own
physical resistance. All the controls visually represented by sliders
furthermore provide a barrier effect corresponding to the sliders’
endpoints
Figure 10 shows code excerpts of the Python threads forming the software architecture represented in Fig. 8. When
a control is selected using the knob in navigation mode, the
function change_control(x) is called, which populates the
selected_control object attributes with the content of the
argument x. The object selected_control embeds information such as the controlled parameter and its current value, the
functions mapping the knob position into this value and, finally,
information needed by the visual display and haptic effects. Thus,
when the active instance of selected_control is changed,
the GUI is updated and a consequent command is sent to the knob
controller to configure the corresponding haptic effect. Next, after some processing by the serial_read() thread, the selected
control is set with positional data coming from the knob.

Figure 10: Threads forming the Python software architecture.

The audio_callback function, called by the stream object s of the PyAudio library, generates and processes audio signal
buffers according to user parameters setting the sound source and
the effect properties. The function process_vcf(y) realizes
the VCF and belongs to the library vcf, independently compiled
and then imported as shown at the beginning of the code example.
The simple GUI, generated using Matplotlib widgets, is regularly
updated by the audio thread concerning the FFT window, and by
the control thread concerning the visual elements forming the con-
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7. CONCLUSIONS
A low-cost knob controller was prototyped, offering programmable resistive-feedback and affording four different haptic effects. The effectiveness of the available haptic effects was
assessed in a user study implementing a visually based targetmatching task. A significant reduction of the error size was found
when haptic effects were added. As a test application, the digital
model of a voltage-controlled filter was interfaced with our haptic
controller through a Python software architecture integrating realtime sound processing and interactive control.
The prototype demonstrates the concrete possibility to push
the design of digital audio generation and processing beyond
sound accuracy and quality, by including programmable hardware
behaviors. In the analog domain, hardware controls contributed to
the unique character of sound devices, and likely also to configurations that were finally preferred by musicians and engineers while
crafting their sound. To this end, we are planning to test how knob
rotation optimally scales with changes of the parameters, and how
to fine-tune the haptic feedback for an optimal control of the same
parameters.
As future work, we plan to improve the communication with
the knob controller by implementing also MIDI/OSC protocols,
and to specify a communication protocol encoding haptic information for the controller from the sound application: this way, an
audio effect could respond to a parameter configuration with specific haptic feedback in addition to sound.
Regarding the software architecture, we plan to develop a
structured framework hosting multiple digital effects, endowed of
advanced GUIs realized using the Qt framework inside a Python
environment.
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ABSTRACT
A central challenge for a cappella singers is to adjust their intonation and to stay in tune relative to their fellow singers. During
editing of a cappella recordings, one may want to adjust local intonation of individual singers or account for global intonation drifts
over time. This requires applying a time-varying pitch-shift to the
audio recording, which we refer to as adaptive pitch-shifting. In
this context, existing (semi-)automatic approaches are either laborintensive or face technical and musical limitations. In this work,
we present automatic methods and tools for adaptive pitch-shifting
with applications to intonation adjustment in a cappella recordings. To this end, we show how to incorporate time-varying information into existing pitch-shifting algorithms that are based on
resampling and time-scale modification (TSM). Furthermore, we
release an open-source Python toolbox, which includes a variety
of TSM algorithms and an implementation of our method. Finally,
we show the potential of our tools by two case studies on global
and local intonation adjustment in a cappella recordings using a
publicly available multitrack dataset of amateur choral singing.

Figure 1: F0-trajectories of four-voice a cappella performance (soprano=orange, alto=red, tenor=green, bass=blue). The score reference is indicated in grey.

1. INTRODUCTION
A cappella singing is a wide-spread vocal performance practice
where one or multiple singers sing together without instrumental accompaniment. Without having an instrumental reference, it
becomes crucial that a cappella singers adjust their pitch relative
to their fellow singers [1, 2]. Performances (in particular of amateur or semi-professional ensembles) can exhibit different kinds
of intonation inaccuracies, ranging from individual, local intonation problems (e.g., singers singing a note too low or too high) to
global intonation drifts over time [1, 3, 4, 5]. Figure 1 exemplifies
such inaccuracies with an excerpt from an SATB (Soprano, Alto,
Tenor, Bass) quartet performance, showing fundamental frequency
(F0) trajectories on top of a reference derived from a musical score
(visualized in gray). The figure illustrates two phenomena: first,
the performance exhibits local intonation inaccuracies such as for
the tenor voice (green), which sings the beginning of the first note

slightly too low. Second, the performance exhibits a global intonation drift downwards over the course of the excerpt (all four
F0-trajectories lay below the gray score reference at the end of the
excerpt).
During postprocessing of a cappella recordings, one may want
to adjust local or global intonation deviations using pitch-shifting
techniques. Pitch-shifting is the task of changing an audio recording’s pitch without altering its duration. Over the last decades,
several conceptually different approaches have been proposed in
the literature, ranging from time-domain algorithms [6, 7, 8, 9] to
frequency domain approaches [10, 11]. An overview on several
pitch-shifting approaches can be found in [12]. However, for adjusting local and global intonation in a cappella recordings, it is
not sufficient to apply a single fixed pitch-shift to the recording,
as Figure 1 demonstrates. Instead, it is necessary to apply a timevarying pitch-shift to the audio recording, which we refer to as
adaptive pitch-shifting.
A naïve approach for adaptive pitch-shifting is to apply indi-

Copyright: © 2021 Sebastian Rosenzweig et al. This is an open-access article distributed under the terms of the Creative Commons Attribution 3.0 Unported License,
which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.
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vidual pitch-shifts to small sections of an audio signal, e.g., using
user-guided functionalities provided by most digital audio workstations. However, besides being labor-intensive, this approach
can lead to audible “clicking” artifacts at pitch-shift transitions due
to phase and other discontinuities. Previous research on adaptive
pitch-shifting has been conducted in the context of audio restoration and “wow” reduction of gramophone and tape recordings [13,
14, 15]. Recently, a deep learning-based approach for adaptive
pitch correction of singing performances with instrumental accompaniment has been proposed in [16]. State-of-the-art commercial tools such as Melodyne1 or Antares AutoTune2 offer semiautomatic functionalities for pitch correction according to different
scales and tunings. However, due to the presence of global intonation drifts over time and a varying local intonation depending
on the musical context, the assumption of a fixed (time-invariant)
scale or tuning is problematic for a cappella music [1]. Popular
open-source music processing libraries such as librosa [17] are often limited to fixed pitch-shifting functionalities. As an exception, the C++ library Rubber Band3 provides an interface for realtime pitch-shifting of an audio stream. Furthermore, the PyTSMod
package [18] includes an adaptive pitch-shift implementation designed for monophonic audio.
In this article, we propose automatic methods and tools for
adaptive pitch-shifting with applications to intonation adjustment
in a cappella recordings. We base our work on an existing pitchshifting method, which makes use of resampling and time-scale
modification (TSM) [11]. As one contribution, we propose and
formalize an extension to this method, which enables time-varying
pitch-shifts. Furthermore, we release a Python re-implementation
of a Matlab TSM toolbox [19], which we extended with an implementation of our adaptive pitch-shifting method. In order to show
the potential of our method, we consider two case studies based on
Dagstuhl ChoirSet [20], a publicly available dataset of a cappella
performances. The first study targets the adjustment of global intonation, whereas our second study targets the adjustment of local
intonation.
The remainder of this article is structured as follows. In Section 2, we review pitch-shifting via resampling in combination
with TSM and introduce our adaptive pitch-shifting method.
In Section 3, we give details on our Python toolbox. Finally, we
address our two case studies in Section 4 and summarize our work
in Section 5.

Figure 2: Pitch-shifting via resampling and TSM illustrated using
power spectrograms. (a) Input signal. (b) Resampled signal. (c)
Pitch-shifted signal after TSM application.

time-domain and frequency-domain approaches. Time-domain
approaches typically rely on variants of the overlap-add (OLA)
principle. In this case, an input signal is first decomposed into
overlapping frames, which are relocated on the time axis in a second step to achieve the actual time-scale modification. Examples
of time-domain algorithms are SOLA (Synchronized OLA) [21],
TD-PSOLA (Time-Domain Pitch-Synchronized OLA) [6, 22, 23]
or WSOLA (Waveform-Similarity OLA) [24]. A well-known
frequency-domain approach is based on the phase vocoder technique [25, 26]. In order to obtain a time-scaled version of the
input signal, the method relocates the frames of the input signal’s short-time Fourier transform (STFT) [27] and applies a
frequency-dependent phase correction. Recent works on TSM
propose modifications of the phase vocoder technique [28] or
use the phase vocoder in combination with non-negative matrix
factorization [29]. While time-domain TSM methods are known
to be well-suited for recordings with strong transient sound components, frequency-domain approaches typically perform well
on recordings with strong harmonic sound components. This
observation has been exploited by the approach in [30], which
first conducts harmonic–percussive separation and then applies
OLA on the percussive component and the technique based on
the phase vocoder on the harmonic component. A more detailed
review of several TSM methods can be found in [11].

2. PITCH-SHIFTING VIA RESAMPLING AND TSM
Pitch-shifting can be seen as the complementary task to TSM [11,
12]. While TSM attempts to alter the duration of an audio recording without changing its pitch, pitch-shifting attempts to alter the
pitch of an audio recording without changing its duration. In the
following, we summarize existing TSM algorithms (Section 2.1),
explain the basic principle of fixed (time-invariant) pitch-shifting
using resampling and TSM (Section 2.2), and finally introduce our
adaptive pitch-shifting method (Section 2.3).

2.2. Fixed Pitch-Shifting
Resampling a given audio signal and playing it back at the original sampling rate changes its duration and pitch at the same time.
In other words, resampling can be interpreted as a TSM procedure that additionally modifies the pitch of an audio signal. Pitchpreserving TSM algorithms, such as the ones mentioned in Section 2.1, can be used to compensate for the change in duration
after resampling. Note that pitch-shifting can also be achieved by
processing in reverse order (first performing TSM and then resampling) [12].
The processing steps for fixed (time-invariant) pitch-shifting

2.1. TSM Algorithms
Over the last decades, several TSM algorithms have been proposed. In general, TSM algorithms can be subdivided into
1 https://www.celemony.com/en/melodyne
2 https://www.antarestech.com
3 https://breakfastquay.com/rubberband/
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via resampling and subsequent TSM are illustrated in Figure 2.
For illustrative purposes, we use a synthetic signal as input signal,
which contains three sequentially played sinusoidal tones. Figure 2a shows a power spectrogram of our input signal. Let us
assume our input signal is equidistantly sampled at a rate Fsin and
we are given a fixed pitch-shift p ∈ R in cents. In a first step,
we resample the given signal to have a new sampling rate Fsout
defined by
Fsout := Fsin · 2−p/1200 .
(1)
When playing back the resampled signal at the original sampling
rate Fsin , one can observe two effects. First, the signal’s duration
is scaled by a factor αRS ∈ R>0 defined as
αRS :=

Fsout
= 2−p/1200 .
Fsin

(2)

Second, the signal is pitch-shifted by p cents. These two effects
can be seen in Figure 2b for a pitch-shift of p = 1200 cents, which
is equivalent to an octave in musical terms or a doubling of frequency in physical terms.
To compensate for the undesired time-scale modification, we
then use a suitable pitch-preserving TSM algorithm to scale the
signal to it’s original duration. To this end, we stretch the signal
with the factor αTSM ∈ R>0 defined by
−1
= 2p/1200 .
αTSM := αRS

(3)

For a pitch shift of p = 1200 cents we obtain αTSM = 2. The
resulting pitch-shifted signal is depicted in Figure 2c.
2.3. Adaptive Pitch-Shifting
Adaptive pitch-shifting is the task of applying a time-varying pitch
shift to an audio signal. To this end, we extend the method for fixed
pitch-shifting from Section 2.2. More specifically, we combine
non-linear resampling with a technique referred to as non-linear
TSM [11]. In the following, we explain our approach along with
the example depicted in Figure 3.
Let us assume we are given an audio signal, which is equidistantly sampled at a sampling rate of Fsin . As illustrative example,
we again consider an input signal with three sequential sinusoidal
tones, as visualized in Figure 3a. For the task of adaptive pitchshifting, we model the pitch-shift p as a continuous time-varying
function p : R → R, which maps a time instance t ∈ R in seconds
to a musical interval given in cents. Figure 3b shows p in our example, which consists of three parts: in the first part (0 to 2 s), the
input signal should be left unshifted, in the second part (2 to 4 s),
the signal should be frequency modulated, and in the third part (4
to 6 s), a frequency sweep should be applied.
In a first processing step, we perform non-linear resampling
of our input signal. As explained earlier, resampling can be interpreted as a kind of pitch-modifying TSM. In this light, we first
define a scaling factor function αRS : R → R>0 that maps a time
instance t to a scaling factor by
αRS (t) := 2−p(t)/1200 .

(4)

Figure 3: Adaptive pitch-shifting via non-linear resampling and
non-linear TSM. (a) Power spectrogram of input signal. (b) Pitchshift function. (c) Scaling factor function. (d) Time-stretch function. (e) Power spectrogram of resampled signal. (f) Inverse timestretch function. (g) Power spectrogram of pitch-shifted signal.

The resulting αRS (t) for our example is depicted in Figure 3c.
Subsequently, we introduce a non-linear and strictly monotonously
increasing time-stretch function τRS : R → R, which defines a
mapping between time instances of an input and an output signal,
by
Z
t

τRS (t) :=

αRS (t) dt.

(5)

0
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The function τRS for our example is depicted in Figure 3d. As one
can see, the first part of the function has a slope equal to one. As a
consequence, this part of our example signal is mapped to the output signal without modification. The overall slope of the function’s
second part is slightly larger than one, leading to an expansion of
this region in the output signal. The overall slope of the function’s
third part is slightly smaller than one, leading to a compression of
this region in the output signal. By performing non-linear resampling according to the mapping defined by the function τRS , we
obtain the signal depicted in Figure 3e.
Note that in practice, non-linear resampling can be done in
many different ways [31, 32]. A comparison of resampling implementations in digital audio workstations can be found online4 . Advanced resampling methods such as multirate filterbanks include
lowpass filtering to avoid aliasing artefacts, but also require a windowing of the time-stretch function τRS . However, our goal is to
adjust intonation with pitch-shifts in the order of a few cents up to
roughly a semitone, where aliasing artefacts are less problematic.
For the sake of simplicity, we therefore use cubic interpolation to
non-linearly resample the input signal.
In a second processing step, we perform non-linear TSM on
the resampled audio signal to retain the signal’s original duration. To this end, we use a pitch-preserving TSM algorithm to
−1
non-linearly stretch the signal with respect to τRS
, which is depicted in Figure 3f. Further details on non-linear TSM can be
found in [11, Section 7.1]. The resulting pitch-shifted audio signal
is depicted in Figure 3g. As one can see, the adaptive pitch-shift p
has been applied to our input signal.

9
10
11
12
13
14
15

17
18
19

3
4

# Load
import
import
import

21
22
23
24
25
26

7
8

# Adaptive Pitch-Shifting (Figure 3)
t = np.arange(0, len(x)/Fs, 1/Fs) # sec
N = len(t)
t_1 = t[0:N//3]
t_2 = t[N//3:2*N//3]
t_3 = t[2*N//3:]

27
28

p = np.concatenate((np.zeros(len(t_1)),
800*np.sin(2*np.pi*1*t_2),
np.linspace(0, 1200, len(t_3)))) # cents

29
30

y_psa = libtsm.pitch_shift(x, p, t)

Listing 1: Code example using functions of libtsm.
As one can see in line 2, the TSM toolbox can be imported as
a Python package libtsm. The toolbox includes short demo audio files, including our synthetic audio example from Section 2.2
and Section 2.3, which is loaded in lines 7–8. Lines 11–15 demonstrate the main TSM functions of the toolbox called with default
settings. Note that each of the functions provides various other input arguments to tune the parameters of the algorithms. The input
arguments are documented in the functions’ docstrings.
Along with the TSM implementations, we added a function
pitch_shift() to the toolbox, which implements our fixed
and adaptive pitch-shifting algorithm. Lines 18–19 replicate the
fixed pitch-shift by 1200 cents, as visualized in Figure 2. Adaptive
pitch-shifting can be achieved using the same function by handing
over two arrays of equal length, as shown in lines 22–28. The
first array contains the pitch-shift values in cents, whereas the second array contains the time axis in seconds. Our example replicates the adaptive pitch-shift shown in Figure 3. A more detailed
demonstration of all toolbox functions can be found in the Jupyter
notebook demo_libtsm.ipynb, which is part of our toolbox.
4. APPLICATION: INTONATION ADJUSTMENT IN A
CAPPELLA RECORDINGS
In the previous sections, we have presented a method for adaptive pitch-shifting (Section 2.3) as well as a Python toolbox with
implementations of our method and a variety of TSM algorithms
(Section 3). In this section, we show the potential of our method
and our tools for adjusting global and local intonation in a cappella
recordings.
As indicated in Section 2, the technical realization of our adaptive pitch-shifting method, in particular, the choice of a suitable
resampling and TSM algorithm, depends on the acoustic properties of the input signal. In our application scenario, the versatility of the human voice imposes additional challenges on our
pitch-shifting setup. Especially, an appropriate handling of fricatives, plosives, and formants is required to aviod a degradation of
the audio quality. In the following, we present an extension to

packages
libtsm
librosa
numpy as np

5
6

# Fixed Pitch-Shifting (Figure 2)
p = 1200 # cents
y_psf = libtsm.pitch_shift(x, p)

20

The release of open-source implementations along with scientific
publications has become increasingly important in the field of music signal processing [12, 33]. Besides allowing for reproducing
experimental results, publicly available implementations stimulate
and support further research activities. In this spirit, we ported
an exisiting Matlab TSM toolbox [19] to Python and expanded its
functionality with our adaptive pitch-shifting method. Python is
currently considered as the most used programming language in
data science and machine learning. Our Python TSM toolbox is
released an open source license5 .
In our re-implementation of the toolbox, we ensured that the
naming conventions and usage of our Python implementation are
basically the same as in the Matlab version. Table 1 provides
an overview on the main algorithms, functions, and naming conventions of the Matlab and the Python toolbox. Furthermore, we
tested all Python functions with respect to numerical identity to
the Matlab implementations. In the following, we demonstrate the
main functions of the Python toolbox using the code example in
Listing 1.
2

y_wsola = libtsm.wsola_tsm(x, alpha)
y_pv = libtsm.pv_tsm(x, alpha)
y_hps = libtsm.hps_tsm(x, alpha)

16

3. PYTHON TOOLBOX

1

# TSM Algorithms
alpha = 1.8 # scaling factor

# Load Audio File
fn_in = ’data/three_sinusoidals.wav’
x, Fs = librosa.load(fn_in, sr=22050)
4 https://src.infinitewave.ca/
5 https://www.audiolabs-erlangen.de/resources/

MIR/2021-DAFX-AdaptivePitchShifting
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Table 1: Main algorithms and implementations of the Matlab and Python TSM toolbox.
Algorithm

Matlab Function

Python Function

wsolaTSM()

wsola_tsm()

Phase Vocoder TSM [25, 26]

pvTSM()

pv_tsm()

Harmonic–Percussive Separation TSM [30]

hpTSM()

hps_tsm()

pitchShiftViaTSM()

pitch_shift()

-

pitch_shift()

WSOLA/OLA [24]

Fixed Pitch-Shifting
Adaptive Pitch-Shifting

Figure 4: Overview on our intonation adjustment setup.
Figure 5: (a) Excerpt of F0-trajectories and score reference for
a performance of Locus Iste (DCS, Quartet B, Take 3, measures
30–34). (b) Detailed view of the notes on the first beat in measure 31. Horizontal lines represent 12-TET pitch of the note (dark
grey) and the median of the respective F0-trajectories (S=orange,
A=red, T=green, B=blue).

our adaptive pitch-shifting method that accounts for these challenges. Our setup is depicted in Figure 4. Similar to the approach
in [30], we first apply harmonic–percussive separation [34] on the
input signal (also referred to as HPS). In a vocal recording, the
percussive component typically includes fricatives, plosives, and
other non-tonal background noise, whereas the harmonic component contains tonal elements. In our setup, we apply adaptive
pitch-shifting only on the harmonic component. We use cubic interpolation for non-uniform resampling and the technique based
on the phase vocoder for TSM. In order to avoid unnatural sounding pitch-shifted voices (sometimes referred to as the “chipmunk
effect”), we include a formant preservation step [12, 22, 23] in our
setup for monophonic input signals (recordings where only one
voice is present). The formant preservation step first involves estimating the spectral envelopes of the original and the pitch-shifted
signal from smoothed spectrogram representations. Subsequently,
using the approach outlined in [35], the envelope of the pitchshifted signal is corrected.
Note that this technical setup is only one possible way to realize adaptive pitch-shifting for our application scenario. A comparison of different pitch-shifting setups as well as a detailed evaluation of the musical quality is beyond the scope of this article and
is left for future work. For an evaluation of the perceptual audio
quality of the HPS-TSM approach, we refer to [30].
Given this technical setup, we show in two case studies how
suitable pitch-shift functions p can be computed to achieve global

intonation adjustments (Section 4.1) and local intonation adjustments (Section 4.2). Our studies are based on recordings from
the Dagstuhl ChoirSet (DCS) [20], a multitrack dataset of amateur choral singing. The dataset includes quartet and choir performances of two choir pieces. The singers were recorded using
a room microphone and several close-up microphones with little cross-talk (dynamic, headset, and larynx microphones). Furthermore, the dataset provides annotations of F0-trajectories for
all singers and time-aligned score information. Figure 5a shows
an excerpt of an SATB quartet performance of Locus Iste with a
global intonation drift and several local intonation issues, which
serves as a running example in our case studies. Figure 5b provides a detailed view on local intonation deviations and pitch fluctuations. Accompanying audio examples for our case studies are
available online5 .
4.1. Case Study 1: Global Intonation Adjustment
In this case study, the task is to compensate a global intonation drift
over the course of a performance. To this end, we first measure the
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Figure 6: Global intonation adjustment in performance of Locus
Iste (DCS, Quartet B, Take 3, measures 30–34). (a) Adaptive
pitch-shifting function. (b) Globally adjusted F0-trajectories. (c)
Detailed view of the notes on the first beat in measure 31.

Figure 7: Local intonation adjustment in performance of Locus
Iste (DCS, Quartet B, Take 3, measures 30–34). (a) Adaptive
pitch-shifting functions for each voice. (b) Locally adjusted F0trajectories. (c) Detailed view of the notes on the first beat in measure 31.

intonation drift over time and then input the inverted drift as a function p to our adaptive pitch-shifting algorithm. One way to measure intonation drift is to compute the deviations of the singers’
F0-trajectories from the time-aligned musical score. Since the
singers in our recordings tuned to tones played on a piano right
before the performance, we compute the deviations to the notes’
MIDI frequencies using 440 Hz as reference frequency for the note
A4.

4.2. Case Study 2: Local Intonation Adjustment

However, computing the deviations on a fine temporal level
leads to highly fluctuating drift curves, which result in an unnatural “wobbling” in the pitch-shifted recording. Therefore, we introduce a temporal quantization of the measured intonation drifts.
More precisely, we first compute the note-wise F0-median (see
vertical colored lines in Figure 5b), and then average the notewise deviations on a measure-level. After inverting the measured
intonation drift curve, we obtain the pitch-shift function p, as depicted in Figure 6a for our excerpt. As one can see, p increases
from roughly 77 cents to roughly 110 cents over the course of the
excerpt, since the quartet drifts downwards.

In our second case study, we show how to use adaptive pitchshifting to adjust local intonation. As opposed to Section 4.1, we
now compute an individual pitch-shift function p for each singer
in the performance. To this end, we again compute the note-wise
F0-median and its deviation from the aligned score reference, but
this time, the temporal quantization of our measured deviations remains on a note-level. By inverting the measured deviations for
the individual voices, we obtain the pitch-shift functions depicted
in Figure 7a for our example. Note that adjusting local intonation
to MIDI pitches in 12-TET is musically problematic in the context
of western choral music [1]. In general, the task of measuring intonation in a cappella music using computational tools is subject
to ongoing scientific discussions [3, 36, 37]. Therefore, the above
described strategy mainly serves illustrative purposes.

The intonation adjustment can now be conducted either by applying the adaptive pitch-shift defined by the function p on each
individual singer’s microphone signal or on the polyphonic room
microphone signal. The drift-corrected F0-trajectories for our example are shown in Figure 6b and a detailed view is provided
in Figure 6c. As one can see, the drift is adjusted over the course
of the four bars, whereas the local intonation is still fluctuating
around the score reference. Furthermore, all note-internal pitch
fluctuations are preserved.

The locally adjusted F0-trajectories are depicted in Figure 7b,
while a detailed view is provided in Figure 7c. In contrast to the
global intonation adjustment in Figure 6c, we can see that after
pitch shifting, the note-wise F0-median now corresponds exactly
to the 12-TET reference. Pitch variations within notes (e. g. vibrati
and portamenti at the beginning of notes) are again preserved. In
order to adjust these fluctuations, one would have to apply pitchadjustments on a finer temporal level at the cost of an increasing
unnaturalness of the pitch-shifted recordings.
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5. CONCLUSIONS
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In this work, we presented an automatic method for adaptive pitchshifting of audio recordings based on non-linear resampling and
TSM. Furthermore, we created an open source toolbox that includes implementations of various TSM algorithms and our proposed method. Finally, we showed the potential of our tools for
adjusting global and local intonation in a cappella music. In future
research, we plan to evaluate the perceptual quality of different
intonation adjustment setups and investigate methods for computing musically meaningful pitch-shifting functions for intonation
adjustments in a cappella recordings.
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ABSTRACT

can also be used for creating random variations in impact sounds
[12] or variations based on physical properties of the resonant object and the exciting force [13, 14]. However, the latter two do
not run in real time. Recently, various machine-learning methods have also been applied to synthesize impact sounds [15, 16].
A deep-learning architecture was proposed for efficient real-time
modal synthesis of impact sounds [15]. Another approach uses
conditional WaveGAN for synthesizing knocking sounds [16].
Lloyd et al. suggested the use of a multi-notch filter with random adjustment to produce plausible variations [12]. To obtain
good results, they recommended using ten biquad filters. The center frequencies were distributed uniformly on the logarithmic frequency axis, and the filter gains and Q-values randomized. However, appropriate ranges for these random filter parameters were
not discussed in detail.
This paper introduces a new solution to the problem in which
only one sample is available, and with the goal to produce many
realistic variations efficiently at playback time. We refer to this
as the small-data problem [17], as opposed to the more common
big-data problem, which leads to very different challenges. We
propose a signal-processing method, that applies a short and sparse
velvet-noise filter (VNF) to the source sample and further filters it
using a shelf filter. The VNFs and the shelf filter are designed so
that the resulting spectral changes convey natural variations, which
are learned from a set of recordings in this work.
Velvet noise was originally proposed as an efficient and perceptually smooth alternative to white noise for modeling late reverberation [18]. Velvet noise can also be used as the input signal for
subtractive synthesis of stationary sounds [17, 19], but the same
approach is not directly applicable to percussive samples. Alary
et al. proposed the use of short VNFs as efficient decorrelation
filters [20]. These filters were shown to produce some spectral
coloration, which was subsequently reduced by an optimization
scheme [21]. In this work, we exploit the spectral coloration effect
of VNFs.
This paper is organized as follows. Section 2 recapitulates
the basics of VNFs. Section 3 introduces the new algorithm for
one-to-many mapping. Section 4 discusses the calibration of the
algorithm parameters for four test signals. Section 5 validates the
proposed method by analyzing the spectrum of the chosen signals,
by assessing them in a listening test, and by comparing the computational cost with a previous method. Section 6 concludes the
paper.

A filtering algorithm for generating subtle random variations in
sampled sounds is proposed. Using only one recording for impact
sound effects or drum machine sounds results in unrealistic repetitiveness during consecutive playback. This paper studies spectral
variations in repeated knocking sounds and in three drum sounds:
a hihat, a snare, and a tomtom. The proposed method uses a short
pseudo-random velvet-noise filter and a low-shelf filter to produce
timbral variations targeted at appropriate spectral regions, yielding potentially an endless number of new realistic versions of a
single percussive sampled sound. The realism of the resulting
processed sounds is studied in a listening test. The results show
that the sound quality obtained with the proposed algorithm is at
least as good as that of a previous method while using 77% fewer
computational operations. The algorithm is widely applicable to
computer-generated music and game audio.
1. INTRODUCTION
Sampling is a widely used sound synthesis technique in music synthesizers and drum machines as well as in sound effects for video
games [1, 2, 3, 4]. However, repeatedly using a single sample
results in a mechanical output, often called the “machine-gun effect” [5]. An endless variety of signal-processing techniques can
be used to dramatically modify samples, such as filtering and temporal envelope shaping [1, 6]. However, natural and subtle variations between consecutive sounds are needed to achieve realism,
and these are difficult to generate.
In computer games, the desired variations are often achieved
by storing multiple recordings of each sound, such as gunshots or
footsteps, and using round-robin for playback [7]. Morphing techniques have been proposed to synthesize new sounds with subtle
differences, when at least two example recordings are available
[8, 9]. The cross synthesis of different samples using linear prediction is another possibility [10]. However, these techniques are
limited to variations between two or more samples, requiring more
memory than a single sample and not necessarily yielding the full
range of realistic alterations.
Linear prediction has been applied to produce different versions of a sampled sound by using the same prediction filter and
replacing the excitation signal every time with a different random
sequence [11]. However, high filter orders, like N = 1000, are
needed for accurate spectral details. Modal synthesis techniques
Copyright: © 2021 Jon Fagerström et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.

2. SPARSE FILTERING BASED ON VELVET NOISE
Velvet noise is a sparse pseudo-random signal, comparable to white
noise, having a small percentage of non-zero samples [18]. By
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Figure 3: (a) Example impulse response of the proposed variation
filter and (b) its Bark-smoothed magnitude response. The VNF
here is the one that was also presented in Fig. 1.

The sparsity of the VNF v(n) allows an efficient time-domain convolution with a signal x(n) [20], i.e.,

(1)

which is called the grid size [23]. The VNF consists of M impulses, where the sign of each impulse is

(x ∗ v)(n) =

M
−1
X

x(n − k(m))se (m),

(7)

m=0

(2)

where ∗ denotes the discrete convolution.

where m = 0, 1, 2, ..., M − 1 is the impulse index, ⌊·⌉ is the
rounding operation to the nearest integer, and r1 (m) is a uniformly
distributed random number between 0 and 1, i.e, r1 (m) ∼ U(0, 1)
[23]. The length of the filter is then Ls = M Td . The mth impulse
of the sequence is located at

3. PROPOSED VARIATION FILTER
The block diagram of the proposed variation filter structure, shown
in Fig. 2, consists of a direct and a filtered path. The filtered path
contains a first-order low shelf [24] followed by the VNF. Additionally, the filtered path has a gain gw to control the magnitude of
variations introduced at the output. An example impulse response
(IR) of the proposed variation filter is shown in Fig. 3a. The effect of the direct path is seen in the IR at time zero and that of
the low-shelf filtered response of the VNF follows shortly after.
The corresponding Bark-smoothed magnitude response is shown
in Fig. 3b.
The core of the variation filter structure is the VNF that generates random coloration in the input sample. The VNF is a sparse
FIR filter parametrized by its length Ls in ms, the number of impulses M , and the total target decay LdB in dB. For each unique
output sample a new random VNF filter is needed. The purpose
of the low-shelf filter is to target the generated variations at higher
frequencies. The effect of the low-shelf filter is further explained
by Fig. 4.

(3)

where r2 (m) ∼ U(0, 1) [23].
To prevent the smearing of transients, consecutive pulses are
attenuated exponentially, i.e.,
(4)

where α > 0 is the decay rate and r3 (m) ∼ U(0.5, 2) allows
some extra variation [20, 21]. The VNF v(n) is then
(
se (m) for k(m) = n,
v(n) =
(5)
0
otherwise,
and the total energy decay is
LdB = 20 log10 e−αM .

15
10
5
0
-5
-10
-15
50

taking advantage of the sparsity of the VNFs, computing its timedomain convolution with another signal becomes very efficient
[18, 22]. Conceptually, the first step in generating velvet noise
is to create a sequence of evenly spaced impulses with a desired
density [22]. The sign and location of each impulse are then randomized, but impulses still remain within a given interval, having
a range dictated by the desired impulse density [18]. Fig. 1 shows
an example of a VNF consisting of eight non-zero samples and its
magnitude response.
For a given density ρ and sampling rate fs , the average spacing
between two neighboring impulses in a VNF is

se (m) = e−αm s(m) r3 (m),

2

(a) Time-domain response

Figure 1: (a) Impulse response of an exponentially decaying VNF
(Ls = 2 ms) and (b) its Bark-smoothed magnitude response.

k(m) = ⌊mTd + r2 (m)(Td − 1)⌉,

1.5
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s(m) = 2 ⌊r1 (m)⌉ − 1,
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Td = fs /ρ,

y(n)
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Figure 2: Block diagram of the proposed variation filter structure.
The shelving block consists of a single first-order low shelf.
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Table 1: Proposed filter parameters for the four test sounds.
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sion of a previous random filter method [12]. Instead of the randomized center frequencies we opted to use a graphical equalizer
(GEQ) consisting of ten biquad sections [24] and randomized only
the filter gains. By using fixed center frequencies, we ensured each
frequency area would always have only a single filter. The filter
gains were limited to the maximum of the spectral analysis of the
ground truth at each center frequency. Only negative gains were
used, as suggested by Lloyd et al. [12].
The capability of the proposed one-to-many mapping was further tested using various unique samples. These sound examples,
generated with the proposed method, are available online1 using
the web audio player from [25].
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In this section, both objective and subjective test results are presented to assess the sound quality of the proposed and previous
methods. Additionally, the computational cost is discussed.

(c) Proposed Filter

Figure 4: Magnitude response of (a) the low-shelf filter, (b) VNF
filters, and (c) the proposed variation filter. Statistical values in
(b) and (c) are computed from 500 Bark-smoothed responses.

5.1. Spectral Analysis
The spectral variations generated by the proposed filtering structure and the previous random GEQ filter were compared against
the variations present in real recordings of each test sound type described in Sec. 4. The spectral analysis was conducted by investigating the pairwise magnitude spectrum differences of 30 samples
resulting in 870 permutations. Bark-smoothing was used on the
spectra to approximate the frequency resolution of human hearing.
Figure 5a shows the actual variations retrieved from 30
recorded hihat sounds. Figures 5b and 5c show the same analysis
of 30 filtered samples generated with the proposed and previous
methods, respectively. The source sample for each filtered signal
was the first sample in the recorded set.
As seen in Fig. 5c, the GEQ filter approximates the overall
spread of variations in different frequency areas. However, it fails
to capture some of the details, e.g., the strong resonance around
800 Hz. On the other hand, the proposed filter in Fig. 5b models
also some of the finer details, as seen from the jagged edge of the
variations. However, in the case of the hihat sound, we opted to use
longer 30-ms VNFs, that produce less variations than the shorter
VNFs, and fail to reach the level of variation seen in Fig. 5a. Additionally, the longer 30-ms VNF results in some temporal smearing. We suspect that the more salient differences between the hihat
recordings are in the time domain and were better modeled with
the longer 30-ms VNFs.
Figure 6 shows the same spectral analysis conducted on the
snare-drum sounds. Variations between the recorded set of 30
snare strokes are shown in Fig. 6a. The 4-ms long VNFs used
for the snare drums are relatively short compared to the ones used

Figure 4a shows an example magnitude response of the lowshelf filter with Fc = 50 Hz and Glo = −20 dB. The magnitude
response of a VNF is shown in Fig. 4b. The response is analyzed
from 500 random 3-ms long VNFs with M = 8 impulses. Finally,
Fig. 4c shows the spread of the magnitude responses of the complete filter structure. Figure 4b shows that the VNF produces a
wide spread of variations, especially at the low frequencies. Introducing the direct path and adding the low-shelf filter on the filtered
path reduces the low-frequency variations. Thus, large variations
are only produced on the passband of the low-shelf filter, as shown
in Fig. 4c.
4. TEST SAMPLES AND FILTER PARAMETERS
The proposed variation filter was tested on four different sound
types: hihat, snare-drum, tomtom, and door knock sounds. A
set of 30 recordings of each sound type were used as the ground
truth of the real variations. The recordings were captured by hitting each object multiple times, concentrating on using consistent
force and location of each individual stroke on the drum. All the
drum sounds (hihat, snare, tomtom) were performed by a semiprofessional drummer with over 20 years of practise on the instrument, whereas the door-knocking sounds were performed by an
amateur percussionist.
Table 1 shows the filter parameters used in this study. These
parameters were calibrated with the help of a statistical spectral
analysis, and by listening to the generated samples within each
sound type and comparing them to the ground truth.
The proposed filtering algorithm was compared against a ver-

1 http://research.spa.aalto.fi/publications/
papers/dafx21-one2many/
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Figure 5: Statistical analysis of pairwise magnitude-spectrum differences in 30 hihat sounds. A comparison between (a) the unique
recordings, (b) the samples filtered with the proposed method, and
(c) the samples filtered with the random-GEQ method. Each spectrum is Bark-smoothed.

Figure 6: Statistical spectral analysis of the (a) recorded and (b),
(c) processed snare-drum sounds, cf. Fig. 5.
Table 2: Computational operations count of the proposed method
compared with the GEQ based on ten second-order sections.
Method
GEQ
Proposed

with the hihat sound. This results in smoother variations and does
not produce the ragged detail, as seen in Fig. 6b. Overall, the magnitude of the variations is matched well with the actual recordings.
Again, the GEQ filter in Fig. 6c behaves similarly as with the hihat
sound, capturing the overall shape of the variations, while missing
some of the narrow resonant details.
The variations in the tomtom sounds are shown in Fig. 7a.
Whereas the actual variations in the hihat and snare sounds were
concentrated at the middle frequencies, with the tomtom sound
there are large variations also at higher frequencies. The GEQ
filter models the overall shape of variations accurately, as seen in
Fig. 7c, but again lacks the finer details of the actual variations.
On the other hand, the proposed filter in Fig. 7b has some more
detail but does not produce as much variations above 6 kHz as in
the ground truth in Fig. 7a.
Finally, Fig. 8a shows the variations between 30 door-knock
recordings. These sounds have the largest variations of all the
sound types with maximum variations reaching up to 20 dB. The
larger variance may be explained by the more complex excitation
produced by multiple knuckles hitting the door as compared to the
drum sounds with the tip of the stick as the exciting object. Another explanation may be that the amateur performing the door
knocking was less meticulous than the semi-professional drummer who played the drum sounds. Figure 8b shows the variations
generated by the proposed filter structure. It produces smaller variations at the higher frequencies as compared to the ground truth,

ADD
40
10

MUL
50
11

Total
90
21

Saving
Reference
77%

but otherwise matches the actual variations well. The GEQ filter in Fig. 8c performs similarly as with all the other sound types,
by capturing the smoothed shape of the spectrum while failing to
produce finer details.
5.2. Computational Cost
The numbers of operations per output sample for the compared
methods are shown in Table 2. Here, the GEQ corresponds to the
previous random-notch-filter method with ten biquad filters [12].
Each biquad uses four adders and five multipliers. Our proposed
method uses eight adders and multipliers for the VNF computation and two additional adders and three multipliers for the lowshelf filter. A saving of 77% in the total number of operations
is achieved with the proposed method compared to the previous
technique.
5.3. Perceptual Test
A Multiple Stimuli with Hidden Reference and Anchor
(MUSHRA) test was conducted to assess the realism of the generated samples. In total, 21 participants took the test. All of the
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Figure 7: Statistical spectral analysis of the (a) recorded and (b),
(c) processed tomtom sounds, cf. Fig. 5.

Figure 8: Statistical spectral analysis of the (a) recorded and (b),
(c) processed knocking sounds, cf. Fig. 5.
Table 3: Items included in the listening test.

participants reported having normal hearing, and 20 of them had
participated in a formal listening test before. The mean age of the
participants was 28.3 years with a standard deviation of 2.87. The
test was implemented using webMUSHRA [27] and conducted in
sound-proofed listening booths at the Aalto Acoustics Lab using
Sennheiser HD-650 headphones. The task in the test was to assess
the realism of the timbral variations within a single stimulus compared to the variations within the reference item. Each test item
was a time-quantized sequence of 20 samples. The total energy
of each sample was normalized. The temporal quantization and
normalization were applied to eliminate any timing and loudness
variations, and to focus the study purely on the timbral variations.
The test included one training page and three experiment pages
for each of the tested sound types. The subjects were allowed to
adjust the sound level suitably during the training phase. Each experiment contained five stimuli and the hidden reference, which
are listed in Table 3 with short descriptions. The order of the experiments as well as the order of each item was randomized for
each participant. With 21 participants, 63 data points per test item
were gathered. For the reference item (Ref1), we selected a set of
20 recorded samples, and for the anchor, a loop of the first sample in Ref1. The anchor was assumed to receive a low score as it
contained no variations. The stimuli included also a second item
having real recordings (Ref2). Ref2 was obtained from Ref1 by
shuffling the order of the samples. This item was added as a sanity
check to find out whether a shuffled set of real recordings would
be rated as realistic.
The remaining three stimuli in the listening test were all sequences of sounds filtered with the different methods, as sum-

Test item
Ref1
Ref2
Anchor
VNF
GEQ
Proposed

marized in Table 3. The first recording of Ref1 was used as the
source sample for each filtering method. Test item “proposed”
corresponded to the proposed variation filter using the parameters
given in Table 1 for each sound type, whereas “VNF” was created
with a naive VNF without the low-shelf filter or the direct path.
Finally, “GEQ” corresponded to the previous method using a randomized GEQ [12].
The rating scale was from 0–100 with five text labels, as seen
in Fig. 10. At the top, corresponding to a scoring range 80–100
was the label “realistic” followed by “almost realistic” (60–80),
“slightly realistic” (40–60), “unrealistic” (20–40), and, finally, at
the bottom “very unrealistic” (0–20).
Figure 9 shows the perceptual test results. The hidden reference (Ref1) received a median score of 100 with all tested sound
types with a 75% confidence interval within the “realistic” label. Ref2 achieved similar results as Ref1 but with a larger variance. This indicates that distinguishing Ref1 and Ref2 was quite
challenging. Additionally, many participants reported finding two
items very close to the reference in most of the experiments. The
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(a) Hihat

(b) Snare

(c) Tomtom

(d) Door knock

Figure 9: Perceptual test results for the (a) hihat, (b) snare, (c) tomtom, and (d) door-knock sounds, shown using the violinplot function
[26]. The boxplot shape is included as a black line in the center of the violin. The central mark indicates the median, and the bottom
and top edges of the box indicate the 25th and 75th percentiles, respectively. The violin outline shows the kernel density estimation and is
overlaid with the data points.

anchor received a median score of 0 with each sound type with
the 75% confidence interval within the “very unrealistic” label, as
expected.
Of the compared filtering methods, the proposed method
achieved the highest median score, which was within the “slightly
realistic” label with each of the sound types. It was rated clearly
as more realistic than the anchor with each sound type. However,
it was not shown to be statistically better than the previous GEQ
method. The GEQ method was the second-best filtering method,
based on the median score with all sounds, except in the case of
the hihat, where the naive VNF received a higher median score.
The door-knock sound received the widest distribution of
scores. It might have been harder to rate the door-knock sounds
than the musical sounds of the hihat, snare, and tomtom. The latter group of sounds is commonly heard in music, so there might
have been a better consensus on their realism, whereas door-knock
sounds might not be listened to with as much focus on detail in
everyday life.
Overall, the listening test method itself could be improved.
Especially the difficulty of distinguishing between Ref1 and Ref2
is problematic in a MUSHRA test. Moreover, the relatively wide
distribution of scores, even for the hidden reference, suggests that
the task was very challenging, and there was no clear consensus
among test subjects of what is considered a realistic variation in
percussive sounds. Finally, a direct comparison against the reference in a MUSRHA test would require the filtered variations
to match precisely those of the reference signal to achieve a high
score, as indicated by the results of test items Ref1 and Ref2.

Figure 10: Graphical User Interface (GUI) of the perceptual test.

sounds—were analyzed and used as the ground truth. The variations generated with the proposed method and a previous randomequalization method were compared against the ground truth objectively. The proposed method was shown to produce detailed
variations with each test sound. However, the previous method
matched the range of variations better with some test sounds. A
perceptual test was conducted to assess the subjective quality of
the generated sounds. The proposed method was shown to produce
variations that improved the realism over the repetitive playback of
a single sample. Furthermore, the proposed method outperformed
the previous method marginally in the listening test while using
77% fewer computational operations.
The proposed method may be used to humanize sampling syn-

6. CONCLUSIONS
A novel algorithm for creating realistic variations of a single percussive source sample was proposed. The new method employs a
short and sparse VNF for creating random variations and a firstorder low-shelf filter for targeting the variations in the desired frequency range. A scaled version of this processed signal is added
to the original sample to change it. The introduced variations are
modeled based on a statistical analysis of multiple recordings of
the same sound type.
The variations in the magnitude spectrum in real recordings
of four sound types— hihat, snare, tomtom, and door knocking
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[12] D. B. Lloyd, N. Raghuvanshi, and N. K. Govindaraju,
“Sound synthesis for impact sounds in video games,” in
Proc. Symp. Interactive 3D Graphics and Games (I3D), San
Francisco, CA, USA, Feb. 2011, pp. 55–62.
[13] C. Zheng and D. L. James, “Toward high-quality modal contact sound,” ACM Trans. Graphics, vol. 30, no. 4, pp. 1–12,
July 2011.
[14] J. Traer, M. Cusimano, and J. H. McDermott, “A perceptually inspired generative model of rigid-body contact sounds,”
in Proc. 21st Int. Conf. Digital Audio Effects (DAFx-19),
Birmingham, UK, Sep. 2019, pp. 136–143.
[15] X. Jin, S. Li, T. Qu, D. Manocha, and G. Wang, “Deepmodal: Real-time impact sound synthesis for arbitrary
shapes,” in Proc. 28th ACM Int. Conf. Multimedia (MM’20),
Seattle, WA, USA, Oct. 2020, pp. 1171–1179.
[16] A. Barahona-Ríos and S. Pauletto, “Synthesising knocking
sound effects using conditional WaveGAN,” in Proc. 17th
Sound and Music Computing Conf., Torino, Italy, Jun. 2020,
pp. 450–456.
[17] V. Välimäki, J. Rämö, and F. Esqueda, “Creating endless sounds,” in Proc. 21st Int. Conf. Digital Audio Effects
(DAFx-18), Aveiro, Portugal, Sep. 2018, pp. 219–226.
[18] M. Karjalainen and H. Järveläinen, “Reverberation modeling
using velvet noise,” in Proc. Audio Eng. Soc. 30th Int. Conf.
Intell. Audio Environ., Saariselkä, Finland, Mar. 2007.
[19] S. D’Angelo and L. Gabrielli, “Efficient signal extrapolation
by granulation and convolution with velvet noise,” in Proc.
21st Int. Conf. Digital Audio Effects (DAFx-18), Aveiro, Portugal, Sep. 2018, pp. 107–112.
[20] B. Alary, A. Politis, and V. Välimäki, “Velvet-noise decorrelator,” in Proc. Int. Conf. Digital Audio Effects (DAFx-17),
Edinburgh, UK, Sept. 2017, pp. 405–411.
[21] S. J. Schlecht, B. Alary, V. Välimäki, and E. A. P. Habets,
“Optimized velvet-noise decorrelator,” in Proc. Int. Conf.
Digital Audio Effects (DAFx-18), Aveiro, Portugal, Sept.
2018, pp. 87–94.
[22] B. Holm-Rasmussen, H.-M. Lehtonen, and V. Välimäki, “A
new reverberator based on variable sparsity convolution,” in
Proc. Int. Conf. Digital Audio Effects (DAFx-13), Maynooth,
Ireland, Sept. 2013, pp. 344–350.
[23] V. Välimäki, H.-M. Lehtonen, and M. Takanen, “A perceptual study on velvet noise and its variants at different pulse
densities,” IEEE/ACM Trans. Audio, Speech, Language Process., vol. 21, no. 7, pp. 1481–1488, Jul. 2013.
[24] V. Välimäki and J. Reiss, “All about audio equalization: Solutions and frontiers,” Applied Sciences, vol. 6, no. 5, May
2016, paper 129.
[25] N. Werner, S. Balke, F.-R. Stöter, M. Müller, and B. Edler,
“trackswitch.js: A versatile web-based audio player for presenting scientific results,” in Proc. 3rd Web Audio Conf.,
London, UK, Aug. 2017.
[26] B. Bechtold, “Violin Plots for Matlab, Github Project,”
Available at https://github.com/bastibe/Violinplot-Matlab,
accessed Jun 3, 2021.
[27] M. Schoeffler, S. Bartoschek, F.-R. Stöter, M. Roess,
S. Westphal, B. Edler, and J. Herre, “WebMUSHRA—A
comprehensive framework for web-based listening tests,” .
Open Res. Softw., vol. 6, no. 1, pp. 1–8, Feb. 2018.

thesis of drum and contact sounds, for example. As the algorithm
has only a few parameters, it is easy to adjust for use with many
different sounds for which only a single recording is available.
Further research is needed to understand better the effect of the
filter parameters on the perceived variations and to improve the
overall audio quality to better match the ground truth perceptually.
The method is widely applicable in music, gaming, and virtual reality.
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ABSTRACT

lower-dimensional characterizations of objects. Previous methods have either used signal-based heuristics [10, 11] or physicsinspired intuitive modelling [12, 13, 14, 15]. These models are
able to convey some intended physical parameters, but thus far
have not been fully perceptually convincing.
We previously introduced a method to synthesize impact
sounds by characterizing material-specific impulse response distributions, sampling from them, and convolving them with simple
spring-based models of impact forces [16]. In that paper, we extended the method to synthesize scraping sounds using force derived from a surface depth map, but the sounds produced were
not fully realistic, sounding excessively rough and not producing a
fully accurate sense of motion.
Here we introduce a new method to synthesize scraping and
rolling sounds from object properties. The key innovations are a
nonlinearity in the calculation of the contact force from the surface
depth map and the use of normal forces that more accurately reflect
typical scraping motions. These are combined with a method for
generating more realistic location-dependent impulse responses via
morphing within the same material, similar to that proposed in
[17], and a periodic force produced by rolling objects due to misalignment of the center-of-mass with the geometric center [18, 10].
We term the approach ‘object-based’, as it relies on perceptuallyrelevant macroscopic properties of objects and their motions.
The resulting sounds are substantially more realistic and recognizable than those from previous methods. We first describe and
evaluate our scraping synthesis. We then show that the scraping
synthesis can be extended to generate realistic rolling sounds. You
can listen to demos of sounds from all our experiments at http:
//mcdermottlab.mit.edu/scraping_rolling.html.

Sustained contact interactions like scraping and rolling produce a
wide variety of sounds. Previous studies have explored ways to
synthesize these sounds efficiently and intuitively but could not
fully mimic the rich structure of real instances of these sounds.
We present a novel source-filter model for realistic synthesis of
scraping and rolling sounds with physically and perceptually relevant controllable parameters constrained by principles of mechanics. Key features of our model include non-linearities to constrain
the contact force, naturalistic normal force variation for different
motions, and a method for morphing impulse responses within a
material to achieve location-dependence. Perceptual experiments
show that the presented model is able to synthesize realistic scraping and rolling sounds while conveying physical information similar to that in recorded sounds.
1. INTRODUCTION
Collisions, scraping, and rolling are commonplace in daily life,
and the sounds they produce convey information about physical
events in the world. Often this information is uniquely available
via sound. For instance, the visual evidence that an object is in
contact with another is often ambiguous, but objects in contact
will make sound if they move.
The synthesis of contact sounds is accordingly important for a
wide range of applications including virtual reality, game engines,
auditory displays, and the training of machine perception systems.
Such synthesis requires mapping physical variables (object materials, shapes, and motions) to sound. These generative models
of sound could also contribute to theories of perception, which
involves inferring physical causes from sound [1], potentially by
inverting internal generative models [2].
Contact sound synthesis is possible via detailed but expensive
physical simulations [3, 4, 5, 6, 7, 8, 9]. However, many applications require more efficient synthesis, as might be enabled by
∗

2. SCRAPING SOUND SYNTHESIS MODEL
We use a source-filter approach depicted in Figure 1. Similar to
[16, 11, 19], we generate a sound waveform by the convolution
of a contact force function and a net impulse response (IR). The
contact force f (t) is obtained by modelling the microscopic trajectory of the scraper on the scraped surface. We use a weighted
sum of the impulse responses of both the scraper and the scraped
surface to get the net impulse response of the interaction. To reflect the variation in object resonances with position, the impulse
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Figure 1: Complete scraping synthesis model. Yellow boxes: inputs to model. Green boxes: intermediate representations computed from
inputs. Blue box: sound waveform computed from contact force and net impulse response.

the micro-impacts. The velocities vx and vy determine the density
of these impacts in time. β1 , β2 are free parameters that we set to
0.05 and 1, respectively.
We model the contribution of the horizontal and vertical force
components to the resulting sound as a convolution with the same
impulse response. Because the convolution operator is linear and
the resulting sound waveforms add together (y(t) = fv (t) ∗ h(t) +
fh (t) ∗ h(t)), for notational convenience we denote a total force
term given by a scalar sum ftot (t) = fv + fh .

response of the surface changes continuously over the motion. We
describe the force, impulse response and audio waveform calculation in more detail below.
2.1. Contact force for scraping
The contact between scraper and surface causes the two bodies to
undergo continuous micro-collisions. Previous authors have sampled the friction force as 1/f β noise [19, 10] or from a distribution over concentrated impact events [11, 20, 21]. In our model,
the only major assumption is that the scraper follows the surface
without bouncing. We also assume that the masses of the scraper
and surface do not change over the course of the motion.
The microscopic interaction force is modelled in two parts - a
vertical force fv (from pressing the scraper down) and a horizontal
force fh (from horizontal micro-collisions with surface asperities).
We also calculate an additional macroscopic normal force (§2.3),
which modulates the microscopic interaction force.
The vertical force fv is estimated as:
fv (t) = mp S̈(x, y)
 2

∂ S(x, y)
∂ 2 S(x, y)
2
2
= mp
|v
(t)|
+
|v
(t)|
x
y
∂x2
∂y 2

2.2. Trajectory of the scraping object
One of the most critical components of our model is the vertical
trajectory S(x, y) of the scraper near the surface. Most previous models have assumed the scraper’s vertical trajectory to be the
same as the surface depth profile z(x, y) [16, 11]. In our model, we
use z(x, y) to derive the estimated vertical trajectory of the scraper
but additionally incorporate nonlinear physical constraints on the
scraper-surface interaction. As in previous work, we assume the
scraper to be in contact with the surface at a single point.
We obtained surface depth profiles for several everyday materials using a scanning confocal microscope (Keyence VK-X260K,
horizontal resolution of 5.6 µm, vertical resolution of 0.1 nm) [16].
In the future, we plan to synthesize surface depth maps as textures
using relevant texture statistics of measured depth profiles [22].
The assumption that the scraper exactly follows the surface
depth profile z is physically unrealistic for two reasons: 1) the
forces involved would be exceptionally high near the locations on
the surface where the slopes change rapidly, and 2) both the surface
and scraper materials would have to be abnormally elastic.
To solve these issues, we have to constrain the allowed curvatures of the scraper trajectory S(x, y) to limits that are physically
realizable given bounded applied force. The applied force bounds
the curvature of the turns that the scraper can take over the surface
asperities, limiting its acceleration and hence the second derivative
of S (Figure 2). To achieve this, we used a tanh non-linearity with

(1)
(2)

where mp is the mass of the scraper, S(x, y) is the scraper’s vertical trajectory over the surface, and vx (t) and vy (t) are the velocities of the scraper in the x and y directions respectively (which
define the plane of the surface).
We assume the horizontal contact force fh to originate from
the horizontal collisions of the scraper and steep asperities of the
surface texture. Based on previous literature [16], we assume the
following relation:
fh (t) = β1 vx (t)

∂S(x, y)
∂S(x, y)
+ vy (t)
∂x
∂y

β2

(3)

where the partial derivatives with respect to the position (x,y) reflect the slopes of the surface texture and determine the intensity of
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S2(Nmin)

force is maximal when close to the torso and minimal when furthest away. The normal forces at both ends of the trajectory are
then given by:

S1(Nmax)
z(x)

Figure 2: Trajectory S of the scraper point. The trajectory is determined by the surface depth profile (z(x), shown in grey) and the
normal force N . Larger normal forces (red) produce more extreme
scraper trajectories than smaller normal forces (yellow).

(8)

Nmin

(9)

This normal variation is characteristic of back-and-forth scraping
motion (e.g. from sanding or scrubbing). The normal force variation influences the scraping sound via αx and αy as described
in the previous section. For each motion trajectory, we similarly
modelled the normal force variation assuming a scraping cylinder
held at a fixed angle to the surface.

limits dictated by the elasticity of the material and the macroscopic
normal force N .


∂ 2 S(x, y)
∂ 2 z(x, y)
1
=
tanh
α
(N
)
(4)
x
∂x2
αx (N )
∂x2


∂ 2 z(x, y)
∂ 2 S(x, y)
1
tanh αy (N )
=
(5)
2
∂y
αy (N )
∂y 2
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αx and αy change the limits of the non-linearity depending on the
normal force:
α(N ) = (1 − ν)αmax + ναmin
ζ

N − Nmin
ν=
Nmax − Nmin

mg + ω 2 mL tan θ
1 − µ tan θ
mg − ω 2 mL tan θ
=
1 − µ tan θ

Nmax =

θ
,

(6)

-.&/
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(7)

,

-.)1
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Figure 3: Macroscopic forces on the scraper when undergoing
human-produced simple harmonic motion (as when scraping a
held object back and forth on a surface). The normal force (red
vector) varies with position due to the variation in the applied
force Fapplied .

Nmax and Nmin are determined by the variation in normal force
described in the next section; for constant N we substitute fixed
values for αx and αy . The current synthesis process is dependent
on a judicious choice of ζ, αmax and αmin (we found values of
0.95, 0.05, and 0.01, respectively, to yield realistic sounds). In
the future, we aim to estimate these parameters from the applied
vertical force and hardness of the material.
This procedure is a form of soft clipping which introduces
high-frequency components, presumably because the tanh function does not limit the higher-order derivatives of the scraper trajectory to an extent that is physically correct. To obtain realistic
sounds, we found it necessary to apply a Gaussian moving average following the non-linearity to remove these high-frequency
components. The window size in each dimension was proportional
to αx and αy , with an average half window size of 5 samples at
a sampling rate of 44.1kHz. Alternative choices of non-linearity
might obviate the need for this additional step.

2.4. Morphing impulse responses
The impulse responses on the surface depend on the location on
the surface currently being excited, because the boundary conditions change with the scraper position. Our measurements of object impulse responses indicated that the modal frequencies and
their powers typically vary smoothly with location. To generate an
impulse response for an arbitrary surface location, we thus morph
from one measured impulse response to another by smoothly interpolating between both the modal frequencies and powers (similar
to [17]), in contrast to our previous work where we cross-faded
impulse responses [16].
We used impulse responses measured in previous work [16] at
different locations on the surfaces of objects. We then extracted
the mode parameters of the 50 strongest modes using sinusoidal
modelling, giving us the frequency fi of each mode and its timedependent mode power Ai (t). To obtain the mode parameters for
an impulse response at a location intermediate between two measured impulse responses we logarithmically interpolated between
the measured modes in both frequency and amplitude. The impulse response for the location was then synthesized as a superposition of decaying sinusoids using these morphed parameters.
As the scraper applies a force on the surface, the surface applies an equal and opposite reaction force on the scraper. If the
scraper is not damped, it also contributes to the overall sound because of the effect of this forcing on the scraper’s resonances. To
account for this, we sum the synthetic impulse response calculated

2.3. Effect of macroscopic normal force
The applied force dictates how closely the scraper tracks the surface, which in our model is reflected in the force-dependent nonlinearity parameters (αx , αy ) that influence the modulation of the
normal force (Figure 2). The applied force can vary over the scraping trajectory, in part due to constraints on how the human hand applies forces. For example, consider back-and-forth scraping with a
cylindrical object held by hand (Figure 3). This action can be approximated as simple harmonic motion with an angular frequency
ω. We calculate the resulting normal force assuming that 1) the
applied force is along the length of the cylinder 2) the force is
proportional to the horizontal acceleration of the cylinder, and 3)
the cylinder is at an angle θ from the horizontal. As a result, the

DAFx.3

138

rd
Proceedings of the 24
International Conference on Digital Audio Effects (DAFx20in21),
Vienna,Austria,
Austria,September
September2020-21
8-10, 2021
23th
(DAFx2020), Vienna,

wood and the surface material was basswood, poplar wood, or ceramic. The motion was one of five variants: slow back-and-forth,
fast back-and-forth, circular, short single scrape, and long single
scrape. Each listener evaluated a total of 30 trials comprising a
fully-crossed set of these parameters (2 scraper materials × 3 surface materials × 5 motions). For each description, listeners rated
the realism of seven synthetic sounds, each generated with a different method. The methods were (1) the full model, (2) an ablated
model using only the surface impulse response (η = 0), (3) an ablated model lacking variation in the normal force (omitting §2.3)
(4) an ablated model without a non-linearity to constrain the trajectory curvatures (omitting §2.2), (5-7) the baseline models. All
seven sounds were presented in a single trial using a MUSHRAlike paradigm (Fig. 4A). The order of the sounds was randomized
on each trial. We did not include audio recordings in this experiment because they typically have distinguishing features that do
not relate to scraping (e.g. room noise).

using morphed parameters with the measured impulse response of
the scraping object weighted by η, which determines the relative
amplitude of the surface and scraper impulse responses.
Since each position on the surface has a different impulse response, and because the scraper moves continuously, the traditional linear view of the sound waveform being the result of a
convolution of force and a fixed impulse response does not hold.
To accommodate a different impulse response at each location, we
calculate the waveform y(t) using a modified convolution:

hsur
x,y (τ )

 50
 P A (τ ) sin(2πf τ ) 0 ≤ τ ≤ t
i
i
0
= i=1

0
otherwise

(10)

sur
scr
htot
(11)
x,y (τ ) = hx,y (τ ) + h (τ )
(
ftot (t) 0 ≤ t ≤ t1
(12)
f (t) =
0
otherwise
 t
P tot


hx,y (t − m)f (m)
0 ≤ t ≤ t0




m=1
t
0
P tot
hx,y (t0 − m)f (t + m − t0 ) t0 ≤ t ≤ t1
y(t) =

m=1


tP
2 −t



htot
x,y (t0 − m)f (t + m − t0 ) t1 ≤ t ≤ t2

The results (Fig. 4B) show that our model produces scraping sounds that are more realistic than previous scraping synthesis
methods. The non-linearity ablation caused the biggest decrease in
the realism. The ‘Only surface IR’ and normal force ablations produced relatively small impairments of the realism, potentially because there exist alternative realistic physical explanations of those
sounds (e.g. damping of the scraper).

m=1

(13)

A

where t2 = t0 + t1 , hscr (t) has the same form as hsur
x,y (t) but is
independent of position, htot
x,y (t) is the total impulse response when
the scraper is at (x, y), and ftotal is the excitation at the surface.

Slow back and forth motion of
a PVC rod on a hard wood surface.

3. PERCEPTION OF SYNTHETIC SCRAPING

Condition 1

To assess whether our synthesis model produces perceptually compelling scraping sounds, we conducted two psychophysical experiments in which listeners made judgments about synthesized scraping sounds. We compared our synthesis model to several ‘ablated’
versions of the model, in which we omitted model components
in order to test their perceptual relevance. For baselines, we also
compared our model to our implementations of previous synthesis
methods based on (1) physical synthesis [16], (2) signal manipulation [11], and (3) minimalist modulated noise that has previously been shown to elicit accurate motion judgments [23]. These
experiments were conducted online using Amazon’s Mechanical
Turk platform, using a standardized test to verify that participants
were wearing headphones [24]. We have previously found that
online participants can perform about as well as in-laboratory participants [25, 26, 27] provided basic steps are taken to maximize
the chances of reasonable sound presentation by testing for earphone/headphone use and to ensure compliance with instructions.
All participants had self-reported normal hearing and had IP addresses from North America.
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Figure 4: Experiment 1: Realism of synthesized scraping. A) Participants (N=40; mean age = 38.3 years) rated the realism of 7
different renderings of an object scraped back-and-forth over a
surface, using a MUSHRA paradigm. Each rendering was via a
different synthesis method. Participants were given a text description of the scraping event. B) Results of Experiment 1, showing
mean realism for each synthesis method. Error bars plot SEM.

3.1. Experiment 1. Realism of synthetic scraping sounds
We first tested whether our model could convincingly render descriptions of physical scraping events, by asking listeners to rate
the realism of synthetic scrapes. Participants were presented with
a text description of the scraping event, which specified the material of the scraper, its motion, and the material of the surface
(Fig. 4A, top). The scraper material was either PVC or poplar
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3.2. Experiment 2. Perception of motion from scraping sounds

Our implementation of this force differed from prior work in being based on the trajectory of the ball, derived as in our scraping
model as a nonlinear function of the surface depth map:

We next asked whether participants could infer the motion that
produced the scrape. In addition to testing whether the synthesis
conveys an important physical parameter, this experiment provides
a more fine-grained examination of the effect of the various ablations as it allows analysis of confusions between different motions.
Listeners were presented with a single scraping sound and then
asked to choose the most probable path (Fig. 5A) traced by the object from five options: 1) a scribble, 2) four scrapes in a straight
line, 3) four back-and-forth scrapes, 4) a single long line, or 5)
a circle (Fig. 5B). The scribble motion was obtained by optical
tracking [16] and the other motions were modelled using ideal
trajectories. We chose these motions because they provide pairs
which share a velocity profile, but differ spatially: back-and-forth
and four-in-one line, and the circle and single line. Based on previous literature [23] we expected that listeners would make mistakes
within these pairs but would make accurate judgments between
them. We tested the seven synthesis conditions of Experiment 1 as
well as real audio recordings.
As expected, the confusion matrices (Fig. 5C) show that listeners experienced confusions when listening to recorded as well
as synthesized audio. However, the confusion patterns for our full
model are more similar to those of recorded audio than were the
other synthesis methods. We quantified this similarity between the
confusion matrix for recorded audio Crecorded and each synthesis
method Csynth,i as follows:

Similarity(i) = 1 −

∥Crecorded − Csynth,i ∥2
∥Crecorded ∥2

froll (ρ, ρ̇) = kρ3/2 + λρ3/2 ρ̇

(15)

where ρ denotes penetration depth (the deviation of the ball center
of mass from its mean vertical position), k denotes the equivalent
spring constant of the ball material and λ is a dissipation constant
which we set by ear. ρ and its derivative are given by
x
(16)
ρ = R − r cos + S(x, y)
R
∂S(x, y)
r
x
ρ̇ = ẋ sin + ẋ
(17)
R
R
∂x
where x is the horizontal position of the center of mass:
x = Rθ − r sin θ

(18)

with r the distance between the center of mass and the geometric
center, R the mean radius of the ball, and θ the angular displacement of the ball.
The total contact force is given by
f (t) = β1

∂S
v(t)
∂x

β2

+ mp

∂2S
|v(t)|2 + (kρ3/2 + λρ3/2 ρ̇)
∂x2
(19)

The relative contribution of the scraping and rolling terms likely
depends on how much slip is present in the rolling motion and the
roughness of the materials, and can be adjusted using the existing
free parameters β1 , β2 , k and λ .
For all three force terms, the vertical trajectory S(x, y) of the
point of contact on the surface is determined as in the scraping
model. A tanh non-linearity was used to constrain the curvatures
of the vertical trajectory based on the amount of normal force. The
only difference is that the normal force varies periodically over the
rolling interaction due to the offset between the center of mass and
the geometric center of the sphere, being maximal when the centre
of mass moves downwards, and minimal when it moves up (Figure
6). This variation in the normal force affects the penetration of
the ball into the surface, which we modeled by varying the nonlinearity parameter α and the subsequent smoothing.

(14)

As shown in Figure 5D, the full model achieves the highest
similarity to listeners’ judgments on recorded audio. The ‘Only
surface IR’ model performs similarly to the full model, while the
normal force and non-linearity ablations greatly decrease the similarity. These results indicate that capturing naturalistic variation
in the normal force and constraining the trajectory curvature are
important for the perceptual estimation of motion from scraping.
4. ROLLING SOUND SYNTHESIS MODEL

4.2. Impulse responses
To synthesize rolling sounds, we use a similar source-filter model
where the filter changes with time due to the change in the position
of the rolling object, but with a contact force that differs from that
for scraping. Pure rolling is a unique form of sustained contact
where the surface is excited without the point of contact on the
object being in relative motion with the surface. Previous efforts to
synthesize rolling sounds have proposed a force term arising from
the offset of the object’s centre of mass from its geometric center
(due to slight deviations from perfect sphericity). We hypothesized
that there would be an additional contribution from a scraping-like
term due to the catching and release between surface asperities
that would depend on the trajectory of the point in contact. Figure
6 depicts a schematic of the overall contact force for rolling. The
first two terms reflect the same calculation used in scraping, and
the third term is unique to rolling.

Location-dependent impulse responses for rolling were synthesized in the same way as for scraping. An impulse response for
the rolling object is added to the surface impulse response, with
the relative weighting depending on the ball material. At present
we set the relative weighting by hand. In the rolling sound recordings we sought to emulate in our experiments, the surfaces were
planks, and typically had a much higher contribution to the overall
sound than the balls. If modeling the sound of a ball rolling on
a floor, which is typically damped, the weighting would instead
upweight the contribution of the ball.
5. PERCEPTION OF SYNTHETIC ROLLING
To evaluate the synthesis model, we asked human listeners to rate
the realism of synthetic sounds generated in various ways, using
the MUSHRA paradigm from Experiment 1. We again compared
our model to ablated models with omitted components and to two
previous baselines using types of physics-based [18] and signalbased synthesis [11].

4.1. Contact force for rolling
We used a rolling-specific force term similar to that previously
proposed [18, 10], including a non-linear dissipative component.
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Figure 5: Experiment 2: Motion recognition from scraping. A) Participants (N=41; mean age = 40.3 years) listened to a sound and selected
the path traced by the scraping object. B) Sounds were generated for each of five possible motions. C) Confusion matrices for each of the
eight conditions. D) Similarity of the confusion matrix of each synthesized condition compared to that for the recorded sounds.

5.1. Experiment 3. Realism of synthetic rolling sounds

properties of objects and their motions. The key innovations compared to previous methods are the introduction of a nonlinearity in
the relationship between contact force and the surface depth map
and the use of normal forces that more accurately reflect scraping by biological organisms. We combine these two ideas with
variants of several previous proposals for synthesis in this domain.
The resulting synthesis is substantially more realistic than previous
methods.
Our experiments explored the contribution of different components of the synthesis model. We found that the non-linearity
used to constrain the curvatures of the vertical trajectory of the
scraper (and thus the resulting contact force) was critical. Without
the nonlinearity, the contact force is unrealistically high and the
sounds are unrealistically rough.
The normal force variation was also important for compelling
synthesis. Its effect was most evident in the motion estimation
experiment, where it was necessary to convey motion comparable
to actual audio recordings. Motion recognition for the full model
containing this normal force variation qualitatively matched that
for audio recordings, despite using ideal velocity profiles which do
not follow empirical relations for human-generated profiles [23].
Several synthesis components did not produce a clear benefit in some of the experiments, but this may be be a limitation of
the experiments rather than of the synthesis. For instance, realism judgments for scraping did not distinguish between the full
model and the ablated model without the normal force variation.
This is plausibly because sounds without variation in the normal
force correspond to an alternative physically possible situation in

In each trial, online participants were presented with a test description of a rolling event which specified the material of the rolling
object and the surface, incline of the surface and the motion of the
object (Figure 7A). The ball material was ceramic, glass or wood.
The surface material ceramic, bass wood or poplar wood. The surface had a gradual incline in all the sounds and the ball was rolled
up or down the incline. The different synthesis conditions were
(1) full model, ablated models with (2) only the surface IR contribution, (3) a constant surface IR (omitting the location-dependent
morphing), (4) only the ball IR contribution, (5) no nonlinearity
in the calculation of contact force from the depth map, and (6-7)
baseline methods [18, 11].
As shown in Figure 7B, our model produced more realistic
rolling sounds than the previous baseline models. The surface resonance was more important than the ball resonance for overall realism (‘Only Surface IR’ vs. ‘Only Ball IR’). As with the scraping
sounds of Experiment 1, the non-linearity had a significant impact
on the realism of rolling sounds (without it, sounds were unrealistically rough). In contrast, morphing the impulse responses did
not significantly contribute to the realism.
6. DISCUSSION
We developed a novel method for synthesizing scraping and rolling
sounds and evaluated it with perceptual experiments. The model is
object-based, in the sense of depending on relatively macroscopic
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responses in the same manner as for scraping (shown in Figure 1).
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Figure 7: Experiment 3: Realism of synthesized rolling. A) Participants (N=33; mean age = 36.2 years) rated the realism of 7
different renderings of a ball rolling down or up an inclined surface, using a MUSHRA paradigm. Each of the 7 renderings was
from a different synthesis method. The ball and surface varied in
material. B) Results of Experiment 3, showing mean realism for
each synthesis method. Error bars plot SEM.

which the normal force does not change over the path. Participants
would rate the sound as realistic because they can envision a physical scenario that could have produced the sound, even though that
scenario deviates from the one that was intended. The same issue
may explain why there was little effect of omitting the contribution of the scraper impulse response, as this could correspond to a
situation with damping.
We suspect that the failure to demonstrate a benefit of locationdependent impulse response morphing (Experiment 3; Fig. 7) is
also a limitation of the realism judgments we used. There are realistic physical explanations for both the cases where impulse responses change with position and where they do not. For example,
rolling on a damped floor would not lead to location-dependent impulse responses, whereas rolling on a small wooden plank yields
a much more appreciable location-dependence. Overall, our subjective sense is that all components of the synthesis that we tested
here contribute meaningfully to the resulting sound, but additional
work is needed to better understand and demonstrate the situations
in which each component of the synthesis is most perceptually relevant.
The model presented here can be further improved in several
respects. At present several parameters of the model are set by
hand. For instance, we currently lack an empirical relationship between the non-linearity parameter and the normal force. We plan
to investigate the impact of the softness/hardness of the materials empirically and to base this parameter on empirical measurements in the future. At present we also set the balance between
the rolling and scraping components of rolling sounds by hand,
when this should ultimately be determined by physical parameters
of the motion and surface characteristics. It also seems likely that
the perception of scraping and rolling is based on summary statistics [28] that capture surface roughness (as opposed to detailed
representations of the underlying depth maps). Synthesis could
thus plausibly be based on depth maps synthesized from summary
statistics, which would make for a more parsimonious model.
Efficient and high-fidelity synthesis will open the door to new
perceptual studies of ecological audition by enabling sound gen-

eration for physical events whose properties can be varied in a
controlled manner. Relatively simple synthesis methods with input variables that are both physically meaningful and perceptually consequential can also provide the foundation for models of
human auditory perception. If prior distributions are determined
for the physical variables, the principles of Bayesian inference
can be leveraged to invert the synthesis method and thereby estimate latent physical variables from sound [29, 2]. We plan to develop a complete contact sound synthesis model (including scraping, rolling, and impacts) within an inference framework that can
be used to make predictions about the mechanisms underlying human physical inference. In principle, this could be combined with
inverse graphics [30, 31] to achieve multimodal physical event perception. Bayesian inference could also provide a way to set the
values of the free parameters, given corpora of recorded contact
sounds.
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ABSTRACT
For physical modelling sound synthesis, many techniques are available; time-stepping methods (e.g., finite-difference time-domain
(FDTD) methods) have an advantage of flexibility and generality
in terms of the type of systems they can model. These methods do,
however, lack the capability of easily handling smooth parameter
changes while retaining optimal simulation quality and stability,
something other techniques are better suited for. In this paper,
we propose an efficient method to smoothly add and remove grid
points from a FDTD simulation under sub-audio rate parameter
variations. This allows for dynamic parameter changes in physical models of musical instruments. An instrument such as the
trombone can now be modelled using FDTD methods, as well as
physically impossible instruments where parameters such as e.g.
material density or its geometry can be made time-varying. Results show that the method does not produce (visible) artifacts and
stability analysis is ongoing.
1. INTRODUCTION
The operation of most musical instruments can be subdivided into
excitation and resonator components [1]. Examples of excitationresonator combinations are the bow and violin and the lips and
trumpet. In most instruments, the parameters describing the excitation are continuously varied by the performer to play the instrument. As an example, the bow velocity, bow position and bow
force for stringed instruments, and lip pressure and frequency for
brass instruments. Naturally, the resonator is also altered by fingering the strings of the violin or pressing valves on the trumpet to
change the instrument pitch. But, even under such variable playing conditions, physical properties of the resonators do not change:
the string length and tension stay the same and the total tube length
remains unchanged; it is only the portions that resonate that are
shortened or lengthened.
There are several examples where the parameters of the resonator are also modified. A prime example of this is the trombone,
where the tube length is dynamically changed in order to generate
different pitches. The slide whistle is another example in this category. Guitar strings are another category where the tension can be
smoothly modulated during performance using the fretting finger
or a whammy bar to create smooth pitch glides. The same kind of
tension modulation is used for the membranes of timpani or “hourglass drums" to change the pitch. It is these direct parameter mod-

ifications of the resonators that we are interested in simulating. In
addition to simulating existing instruments, one could potentially
simulate instruments that can be manipulated in physically impossible ways. Examples of this could be to dynamically change material properties such as density or stiffness, or even the geometry
and size of the instrument where this is physically impossible.
Finite-difference time-domain (FDTD) methods are flexible
and generalisable techniques which have seen increased use in
physical modelling sound synthesis applications [2]. The normal
approach, for a given system such as a musical instrument, is to describe its motion by a set of partial differential equations (PDEs).
The instrument is then represented over a spatial grid, and a timestepping method is developed, yielding a fully discrete approximation to the target PDE system.
In many cases, the system itself is static, so that the defining parameters do not change over time. In others, such as the
trombone and others mentioned above, this is not the case, and
various technical challenges arise when trying to design a simulation using FDTD methods; all relate to the choice of the spatial
grid. For example, the grid density is usually closely tied to the
parameters themselves through a stability condition. Also, adding
and removing points from the grid is nontrivial and can cause audible artifacts and new stability concerns. The default approach of
defining a grid globally, according to a very conservative stability condition, as done in [3], is possible, but introduces numerical
dispersion and bandlimiting effects. Full-grid interpolation [2, Ch.
5] could be used to change between grid configurations, but extremely high sample rates are necessary to avoid audible artifacts
and low-passing effects, rendering any implementation offline.
In this paper, a new method is proposed, allowing the efficient
and smooth insertion and deletion of grid points from 1D finitedifference grids to allow for dynamic parameter changes. We are
interested in varying parameters ‘slowly’ (i.e., at sub-audio rate
corresponding to human gestural control). In a companion paper
we present a physical model of the trombone using the method proposed in this paper [4]. Notice that other techniques do allow for
dynamic parameter changes but come with their own drawbacks
[2]. Examples of dynamic parameters using modal synthesis [5]
are shown in [6, 7] and digital waveguides [8] are shown in [9].
This paper is structured as follows: Section 2 presents the 1D
wave equation, to be used as an illustrative example for the proposed method. Section 3 gives an introduction to numerical methods, stability and simulation quality. The proposed method for
dynamic grids is then presented in Section 4 and applied to the
1D wave equation. Section 5 shows the results of an analysis performed on the method, which are discussed in Section 6. Finally,
concluding remarks and future perspectives are given in 7.

Copyright: © 2021 Silvin Willemsen et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.
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2. CONTINUOUS SYSTEMS

the total number of intervals between the grid points, and thus the
total domain length is L = N h. The temporal variable can be
discretised using tn = nk with positive integer n, time step k =
1/fs (in s) for sample rate fs (in Hz). The state variable q can then
be approximated using qln ≊ q(x = lh, t = nk).

The wave equation is a useful starting point for investigations of
time-varying behaviour in musical instruments. In 1D, the wave
equation may be written as
∂2q
∂2q
= c2 2 ,
2
∂t
∂x

The following operators can then be applied to qln to get the
following approximations to the derivatives in Eq. (1)

(1)

and is defined over spatial domain x ∈ [0, L], for length L (in m)
and time t ≥ 0 (in s). c (in m/s) is the wave speed. The dependent
variable q = q(x, t) in Eq. (1) may be interpreted as the transverse
displacement of an ideal string, or the acoustic pressure in the case
of a cylindrical tube. Two possible choices of boundary conditions
are
q(0, t) = q(L, t) = 0 (Dirichlet),
∂
∂
q(0, t) =
q(L, t) = 0 (Neumann),
∂x
∂x

∂2q
,
∂t2
∂2q
.
∂x2


1
q n+1 − 2qln + qln−1 ≈
k2 l
1 n
n
δxx qln = 2 (ql+1
− 2qln + ql−1
) ≈
h
δtt qln =

Substituting these definitions into Eq. (1) yields the following
finite-difference (FD) scheme

(2b)

δtt qln = c2 δxx qln .

(5)
qln+1

Expanding the operators as in (4) and solving for
following update equation

2.1. Dynamic parameters

which is suitable for direct software implementation. Here,

yields the

n
n
qln+1 = 2qln − qln−1 + λ2 (ql+1
− 2qln + ql−1
),

In the case of the 1D wave equation, only the wave speed c and
length L can be altered (in the case of an acoustic tube, only L
is variable, and for a string, c could exhibit variations through
changes in tension). If the same boundary condition is used at both
ends of the domain, and under static conditions, the fundamental
frequency f0 of vibration can be calculated according to
c
.
2L

(4b)

(2a)

and describe ‘fixed’ or ‘free’ boundary respectively in the case of
an ideal string, and ‘open’ or ‘closed’ conditions respectively in
the case of a cylindrical acoustic tube.

f0 =

(4a)

λ=

ck
h

(6)

(7)

is referred to as the Courant number, constrained by numerical stability conditions, and also has an impact on the quality and behaviour of the simulation. This will be described in detail in Sections 3.2 and 3.3.

(3)
In the FD scheme described in Eq. (5), the boundary locations
are at l = 0 and l = N . Substituting these locations into Eq. (6)
seemingly introduces the need of grid points outside of the defined
n
n
domain, namely q−1
and qN
+1 . These can be referred to as virtual
grid points and can be accounted for using the boundary conditions
in Eq. (2). Discretising these yields

In the dynamic case, and under slow (sub-audio rate) variations of
c or L, Eq. (3) still holds approximately. From Eq. (3), one can
easily conclude that in terms of fundamental frequency, halving
the length in Eq. (1) is identical to doubling the wave speed and
vice versa. Looking at Eq. (1) in isolation, f0 is the only behaviour
that can be changed. One can thus leave L fixed and allow time
variation in c, so that c = c(t), which will prove easier to work
with in the following sections. This fact can more easily be seen
if Eq. (1) is scaled or non-dimensionalised as in [2], where scaled
domain x′ = x/L ⇒ x′ ∈ [0, 1] and γ = c/L such that f0 =
γ/2. For clarity, however, we will employ a fully dimensional
representation here.

δx· q0n

n
q0n = qN
= 0,
n
= δx· qN = 0,

(Dirichlet)
(Neumann)

(8a)
(8b)

where

1 n
∂q
n
(ql+1 − ql−1
) ≈
(9)
2h
∂x
is a second-order accurate approximation of the first-order spatial derivative. The Dirichlet condition in (8a) says that the displacements of q at the boundary locations are always 0. In practice, this means that these grid points do not need to be updated
and the spatial range of calculation for Eq. (6) then becomes
l ∈ {1, . . . , N − 1}. If the Neumann condition is used, the boundary points do need to be updated as these are not necessarily 0;
rather, their ‘slope’ is 0. Eq. (8b) can then be expanded to yield
defnitions for these virtual grid points
δx· qln =

3. NUMERICAL METHODS
This section will provide a brief introduction to physical modelling
using FDTD methods, including details on stability and quality
of the simulations based on these methods. In this section, c is
assumed constant.
3.1. Discretisation

n
q−1
= q1n

In FDTD methods, the first step is the definition of a grid. The
spatial variable can be discretised using xl = lh with integer l ∈
{0, . . . , N }. The grid spacing h (in m) is the distance between
adjacent grid points, and the total number of points covering the
domain, including endpoints, is N + 1. Here, integer N describes

and

n
n
qN
+1 = qN −1 .

(10)

Now that the full system is described, audio output at sample
rate fs can be drawn from the state qln in Eq. (6) at 0 < l < N
(when using Dirichlet boundary conditions).
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3.2. Stability

We propose a method that allows for a non-integer number
of intervals to smoothly change between grid configurations, i.e,
the number of grid points used. This removes the necessity of the
flooring operation in Eqs. (13) and (14), and consequently satisfies
the CFL condition in (11) with equality at all times. Introducing
fractional number of intervals N , where N = ⌊N ⌋, Eq. (3) can be
rewritten in terms of N by substituting the calculation of N from
(13) into Eq. (3) (using h = ck) yielding

Explicit FDTD methods for hyperbolic systems such as the 1D
wave equation must necessarily satisfy a stability condition. In the
case of the update in Eq. (6) it can be shown – using von Neumann
analysis [10] – that the system is stable if
λ ≤ 1,

(11)

which is referred to as the Courant-Friedrichs-Lewy (CFL) condition. The more closely λ approaches this condition with equality,
the higher the quality of the simulation (see Section 3.3) and if
λ = 1, Eq. (6) yields an exact solution to Eq. (1). If λ > 1
the system will become unstable. Recalling (7), Eq. (11) can be
rewritten in terms of grid spacing h to get
h ≥ ck.

f0 =

1
2N k

with

N = L/h.

(15)

This shows that if λ = 1, N solely determines the fundamental
frequency of the simulation.
Ideally, a method that dynamically changes the grid size of a
FD scheme should

(12)

r1. generate an output with a fundamental frequency f0 which
is proportional to the wave speed c (f0 ∝ c),

This shows that the CFL condition in (11) puts a lower bound on
the grid spacing, determined by the sample rate and wave speed.
Usually, the following steps are taken to calculate λ:
 
L
ck
L
h := ck, N :=
,
(13)
, h := , λ :=
h
N
h

r2. allow for a fractional number of intervals N to smoothly
(without audible artifacts) transition between different grid
configurations,
r3. generate an output containing N − 1 modes which are integer multiples of the fundamental (fp = f0 p with integer
p),

where ⌊·⌋ denotes the flooring operation. In other words, condition
(12) is first satisfied with equality and used to calculate number
of intervals N . Thereafter, h is recalculated based on integer N
and used to calculate λ. The calculation of λ in Eq. (13) can be
compactly rewritten as
 
L
ck
·
.
(14)
λ=
L
ck

r4. work in real time to have a playable simulation.
These requirements will be used in Section 6 to evaluate the proposed method.
4.1. Proposed Method
In the following, the location of a grid point (in m from the left
boundary) ql at time index n is denoted by xn
ql . Furthermore, some
variables are now time dependent as indicated by superscript n.
These are cn , hn , N n , N n and f0n .

The flooring operation causes the CFL condition in (11) to not always be satisfied with equality and results in a reduced simulation
quality described in the following section.

4.1.1. System Setup

3.3. Simulation Quality

n
Consider two grid functions, un
lu and wlw defined over discrete
n
domains lu ∈ {0, . . . , M } and lw ∈ {0, . . . , Mwn } respectively
with integers M n = ⌈0.5N n ⌉ with ⌈·⌉ denoting the ceiling operation and Mwn = ⌊0.5N n ⌋, i.e., half the number of points allowed
by the stability condition, plus one for overlap. The two grid functions are assumed to lie adjacent to each other on the same domain
x. For now, the grid locations lu = M n and lw = 0 are assumed
n
n n
to overlap so that xn
uM n = xw0 = M h , and are referred to as
the inner boundaries. The grid locations lu = 0 and lw = Mwn
n
are placed at xn
u0 = 0 and xwM n = L and will be referred to
w
as the outer boundaries. See Figure 1a. The following boundary
conditions are then imposed:

Choosing λ < 1 in Eq. (6) will decrease the simulation quality in
two ways. Firstly, it will decrease the maximum frequency that the
simulation is able to produce, i.e., it will decrease the bandwidth
of the output sound of the system.
By analysing the scheme in Eq. (6), it can be shown that the
maximum frequency produced by the system can be calculated using fmax = fs sin−1 (λ)/π [2, Chap. 6]. Note that only a small
deviation of λ from condition (11) leads to a large reduction in
output bandwidth. Secondly, choosing λ < 1 causes numerical
dispersion. Harmonic partials become unnaturally closely spaced
at higher frequencies (i.e. spurious inharmonicity increases) as λ
decreases, which is generally undesirable.

n
n
un
0 = wMw
n
δx· uM n = δx· w0n

4. THE DYNAMIC GRID
The time variation of the wave speed c leads to various complications in the simulation framework presented above. First of all, a
change in c causes a change in λ according to Eq. (14), affecting
the simulation quality and bandwidth. Secondly, and more importantly, a change in c could result in a change in N through Eq. (13).
As N directly relates to the number of grid points, this raises questions as to where and especially how one would add and remove
points to the grid according to the now-dynamic wave speed.

= 0,

(Dirichlet)

(16a)

= 0.

(Neumann)

(16b)

In other words, grid points at the outer boundaries are fixed, according to the usual Dirichlet condition, and those at the inner
boundaries are free. It is important to note that the Neumann condition is just used as a starting point for the method here, but will
be modified in Section 4.1.2. The systems can then be connected
at the inner boundaries using a rigid connection
n
un
M n = w0 ,
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Notice that this condition only needs to be satisfied when the inner
boundaries perfectly overlap, which is not always the case when
cn is varied (see Section 4.1.2).
To sum up, a grid function with N intervals as per Eq. (13) is
divided into two separate subsystems connected at their respective
inner boundaries.

(a)

With the above boundary conditions imposed, the following
state vectors can be defined:
T
n
T
n
n
n
n −1 ] ,
(18)
un = [un
1 , . . . , uM n ] , and w = [w0 , . . . , wMw

with T denoting the transpose operation, and have M n and Mwn
points respectively. Note that the grid points at the outer boundaries are excluded as they are 0 at all times due to the Dirichlet
boundary condition in (8a). A vector concatenating (18) is then
defined as
 n
u
Un =
.
(19)
wn

(b)

Even though the new system has an extra (overlapping) grid
point, the behaviour of the new system should be identical to that
of the original system in Eq. (5) with (static) N n = N n . That this
holds will be shown below.

(c)

Figure 1: Illustration of the proposed method. In all figures, the
x-axis shows the location of the respective grid points, but ‘xn ’ is
omitted for brevity. (a) Locations of the states of two (1D wave)
systems connected at the inner boundaries (N n = 30, xn
uM n =
n
n
xn
w0 ). (b) When c – and consequently h – are decreased and the
n
positions of the grid points change (N n = 30.5, xn
uM n ̸= xw0 ).
(c) Figure 1b zoomed-in around the inner boundaries. The virtual
n
grid points un
M n +1 and w−1 are shown together with the distance
between them expressed using α in Eq. (24).

n
Using un
lu and wlw in the context of the 1D wave equation, a
system of FD schemes can be defined as
(
n 2
n
n
n
δtt un
lu = (c ) δxx ulu + Ju (xuM n )F ,
(20)
n
n 2
n
n
n
δtt wlw = (c ) δxx wlw − Jw (xw0 )F ,

with spreading operators
(
Ju (xn
i ) =

0,
(

Jw (xn
i )

=

1
,
hn

1
,
hn

0,

n
lu = ⌊xn
i /h ⌋
otherwise

n
n
lw = ⌊xn
i /h ⌋ − M
otherwise
n

2

time derivative yields the update of the inner boundaries
( n+1
n
n−1
2
n
n
uM n = 2un
M n − uM n + λ (uM n −1 − 2uM n + w1 ), (23a)

and
(21)

n
n
w0n+1 = 2w0n − w0n−1 + λ2 (un
M n −1 − 2w0 + w1 ),

which, (again, recalling Eq. (17)) are indeed equivalent expressions for the connected point which is necessary to satisfy the
rigid connection. System (20) can be shown to exhibit behaviour
identical to that of the original scheme in Eq. (5) using (static)
N n = N n . In (23), w1n in Eq. (23a) acts as virtual grid point
n
n
un
M n +1 , and uM n −1 in (23b) as virtual grid point w−1 . This important fact is what the proposed method relies on and will be extensively used in the following.

2

applying the effect of the connection F (in m /s ) to grid points
n
un
M n and w0 respectively. Expanding the spatial operators in system (20) at the inner boundaries, recalling the Neumann condition
in (16b) and the definition for the virtual grid points needed for
this condition in Eq. (10) yields
(
n
n
n
λ2
1
δtt un
M n = k2 (2uM n −1 − 2uM n ) + hn F ,
(22)
2
δtt w0n = λk2 (2w1n − 2w0n ) − h1n F n .

4.1.2. Changing the Grid

It is important to note that the time index n in M n will not be
affected by the δtt operator and all obtained terms after expansion (Eq. (4a)) will use the same value for M n . Because of the
n
rigid connection in (17), it is also true that δtt un
M n = δtt w0 (if
n
n
n
xuM n = xw0 ), and F can be calculated by setting the right side
of the equations in (22) equal to each other:
2

(23b)

The previous section describes the case in which N n is an integer.
We now continue by varying cn such that this is not the case.
n
The locations of the outer boundaries xn
u0 and xwMw are fixed:
0
xn
u0 = xu0 = 0
n

2

and

0
xn
wM n = xwM n = L ∀n.
w

w

If the wave speed c is then decreased, and consequently the grid
spacing hn according to Eq. (12) (with equality), all other points
move towards their respective outer boundary (see Figure 1b). Calculating hn this way allows this method to always satisfy the CFL
condition in Eq. (11) with equality, solving issues regarding simulation quality and numerical dispersion described in Section 3.3.

λ
1 n
λ
1
n
(2un
(2w1n − 2w0n ) − n F n ,
M n −1 − 2uM n ) + n F =
k2
h
k2
h
λ2
F n = hn 2 (w1n − un
M n −1 ).
k
Substituting this into system (22) after expansion of the second-
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As mentioned in Section 4.1.1, the state of the virtual grid
n
points at the inner boundaries are defined as un
M n +1 = w1 and
n
w−1
= un
when
the
inner
boundaries
perfectly
overlap
(i.e.,
n
M −1
n
n
n
xn
uM n = xw0 ). If this is not the case (xuM n ̸= xw0 ) a Lagrangian
n
interpolator I(xn
i ) at location xi (in m from the left boundary) can
be used to calculate the value of these virtual grid points (also see
Figure 1c for reference). The interpolator I is a row-vector with
the same length as U n (from Eq. (19)) and its values depend on
the interpolation order. In the following, the fractional part of N n
is defined as
α = αn = N n − N n ,
(24)
and for clarity, I and U n are indexed
following quadratic interpolator

−(α − 1)/(α + 1),



1,
I2 (xn
i ) =

(α − 1)/(α + 1),



0,
and its flipped version


(α − 1)/(α + 1),

1,
I2← (xn
i ) =

−(α − 1)/(α + 1),



0,

Figure 2: The moment when a point is added to u at location
xn
uM n +1 in Eq. (29). This figure shows an extreme case where
this location is far from xn
w0 , i.e., α ̸≈ 0 in Eq. (30).

by m. Now, consider the
4.1.3. Adding and Removing Grid Points
m = mn
i −1
m = mn
i
m = mn
i +1
otherwise

n
m = (m←
i ) −1
← n
m = (mi )
n
m = (m←
i ) +1
otherwise

When cn , and consequently hn , are decreased and the inner boundn
ary points surpass the virtual points (i.e. xn
uM n ≤ xw−1 and
n
n
n−1
n
. A point is then
xw0 ≥ xuM n +1 ), this means that N > N
added to the right boundary of u and the left boundary of w (for
both time indices n and n − 1) in an alternating fashion:
(
un = [(un )T , I3 vn ]T
if N n is odd,
(29)
n
← n
n T T
w = [I3 v , (w ) ]
if N n is even.

(25a)

(25b)

Here,
n
n T
n
vn = [un
M n −1 , uM n , w0 , w1 ] ,

n
← n
n
n
n
with mn
i = ⌊xi /h ⌋ and (mi ) = ⌊xi /h + (1 − α)⌋, where
the shift in the latter is necessary to transform the location xn
i to
the correct indices of U n . When applied to Eq. (19) this yields the
definitions for the virtual grid points

and cubic Lagrangian interpolator
h
α(α+1)
2α
I3 = − (α+2)(α+3)
α+2

α−1 n
α−1 n
uM n + w0n −
w1 ,
α+1
α+1
(26a)
α−1 n
α−1 n
n
n
n
= I2 (xw−1 )U = −
uM n −1 + uM n +
w0 .
α+1
α+1
(26b)

These definitions for the virtual grid points at the inner boundaries
will replace the Neumann condition in Eq. (16b). One can show
that when N n is an integer, and thus α = 0, Eqs. (26a) and
(26b) can be substituted as w1n and un
M n −1 into Eqs. (23a) and
(23b) respectively (as these acted as virtual grid points un
M n +1
n
and w−1
). Then recalling Eq. (17) it can be seen that the system
reduces to (23) and exhibits the same exact behaviour as the usual
case in Eq. (5).

(30)

In Eqs. (29) and (31), the even and odd conditions can be inverted.
To keep the difference between u and w a maximum of one grid
point, the ceiling and flooring operations when calculating M n
and Mwn will need to be inverted as well.
Until now, only adding and removing points in the center of
the original system has been considered. This location could be
moved anywhere along the grid, the limit being one point from
n
the boundary. In other words, both un
lu and wlw need to have at
least one point (excluding the grid points at the outer boundaries).
Furthermore, one does not have to add and remove points from u
and w in an alternating fashion as in (29), but can just add to and
remove from, for example, u leaving w the same size throughout
the simulation. In the extreme case where M n = N n − 1 and
Mwn = 1 (leaving wlnw with only one moving grid point, w0n ) the
method still works.

Now that the virtual grid points at the inner boundaries are
not determined by the Neumann boundary condition in (16b), but
rather by the definitions in Eqs. (26), system (20) can simply be
re-written to
(
n 2
n
δtt un
lu = (c ) δxx ulu ,
(27)
n
n 2
δtt wlw = (c ) δxx wlnw ,
where the Dirichlet condition in (16a) is (still) used for the outer
boundaries and the Neumann condition at the inner boundaries in
(16b) is replaced by the definitions in (26):
←
n
n
un
M n +1 = I2 (xuM n +1 )U

i
2α
− (α+3)(α+2)
,

with I3← being a flipped, not shifted (as I2← in Eq. (25b)) version
of (30). See Figure 2. Notice that N n is only going to be slightly
bigger than an integer at the moment that a point is added and Eq.
(24) will return α ≳ 0. This means that that I3 ≈ [0, 0, 1, 0] and
the displacement of the newly added point is nearly fully based on
the grid point at the inner boundary of the other system.
Removing grid points happens when cn , and consequently hn ,
n
n
are increased and xn
< N n−1 ). Grid points
uM n > xw0 (or N
are simply removed from u and w (again for both n and n − 1) in
an alternating fashion according to
(
n
n
T
un = [un
if N n is even,
0 , u1 ..., uM n −1 ]
(31)
n
n
n
n
T
w = [w1 , w2 ..., wMwn ]
if N n is odd.

←
n
n
un
M n +1 = I2 (xuM n +1 )U =

n
w−1

2
α+2

n
n
and w−1
= I2 (xn
w−1 )U . (28)
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n
outer boundaries of the system, un
0 and wMw are 0 at all times and
do not have to be included in the calculation. The ranges of calculation for Eq. (37a) and (37b) then become lu ∈ {1, . . . , M n }
and lw ∈ {0, . . . , Mwn − 1} respectively.
The grid points at the inner boundaries are calculated by expanding (27) (ignoring the displacement correction for now)

4.1.4. Displacement correction
A problem that arises when increasing cn , is that it is possible that
n
the displacements un
M n ̸≈ w0 at the time when a grid point needs
n
to be removed. As the grid locations xn
uM n ≈ xw0 at the time
of removal, this violates the rigid connection in (17) and causes
audible artifacts. A method is proposed that decreases the relative
displacement of the inner boundaries the closer their grid-locations
are together, i.e., the closer α in (24) is to 0. We thus extend system
(27) with an artificial spring force as
(
n 2
n
n
n
δtt un
lu = (c ) δxx ulu + Ju (xuM n )Fc ,
(32)
n
n 2
n
n
n
δtt wlw = (c ) δxx wlw − Jw (xw0 )Fc .


1 n+1
q
+ qln−1 ,
2 l

1
q n+1 − qln−1 ,
δt· qln =
2k l

(33a)
(33b)

the correction effect is defined as
Fcn

(38b)

4.3. Implementation

n

n

= β (µt· η + σ0 δt· η ) ,

(34)

A MATLAB implementation of the proposed method and audio
examples can be found online1 and Algorithm 1 shows the order
of calculation of this implementation. Especially important to take
into account, is to only retrieve a change in cn at time index n once
n
before all other calculations. This is to ensure that un
lu and wlw are
calculated with the same α and β for all lu and lw .

with the difference in displacement between the inner boundaries
η n ≜ w0n − un
Mn ,

(35)

and damping coefficient σ0 . Furthermore, β scales the effect of
the displacement correction and is defined as
β = β(α) =

(38a)

n
w0n+1 = w−1
+ w1n − w0n−1 ,

n
where virtual grid points un
M n +1 and w−1 can be calculated using
Eq. (26).
Then, when N n > N n−1 , a point is added to un and un−1 (or
n
w and wn−1 ) using Eq. (29), and when N n < N n−1 , a point is
removed from the same vectors using Eq. (31). In order to prevent
audible artifacts when increasing cn (and thus decreasing N n ) due
to a violation of the rigid connection in (17), a method is proposed
in Eq. (32) to ensure that the grid points at the inner boundaries
have a similar displacement when one of them is removed.

Using centred temporal averaging and difference operators
µt· qln =

n
n
n−1
un+1
M n = uM n +1 + uM n −1 − uM n ,

1−α
,
α+ε

while application is running do
Retrieve new cn
Calc. hn (Eq. (12) with equality)
Calc. N n and N n (Eqs. (15) and (13))
Calc. α (Eq. (24))
if N n ̸= N n−1 then
Add or remove point (Eq. (29) or (31))
Update M n and Mwn
end
Calc. virtual grid points (Eqs. (26))
Calc. un+1
and wln+1
(Eqs. (37) and (38))
lu
w
Calc. and apply displacement corr. (Eq. (34))
Retrieve output
Update states (U n−1 = U n , U n = U n+1 )
Update N n−1 (N n−1 = N n )
Increment n
end

(36)

where ε ≪ 1 prevents a division by 0. Despite the operators in
(33) introducing states at n + 1, it is possible to calculate the force
explicitly (such as in [2] or [11]). Furthermore, it can be shown
that even when ε = 0 this calculation is always defined. In that
case, as α → 0, β → ∞ which acts as a rigid connection such
as Eq. (17). Essentially, the displacement correction attempts to
have η n → 0 in Eq. (35) as α → 0 to satisfy the rigid connection
in Eq. (17). Although the correction presented here is not based
on some physical process, it can be justified by the fact that large
differences in displacement between two spatially adjacent points
is not physical.
Notice that when cn is decreased, the rigid connection will not
n
be violated as un
M n ≈ w0 when a point is added. This is due to
n
the fact that I3 ≈ [0, 0, 1, 0] and either un
M n or w0 is the newly
added point which almost solely based on the other.
4.2. Summary

Algorithm 1: Pseudocode showing the order of calculations.

Here, Section 4.1 is summarised and describes the final version of
the proposed method.
The proposed method subdivides a grid function qln with N
n
n
n
intervals into two grid functions un
lu and wlw with M and Mw
n
intervals respectively for a total of N + 2 grid points. Knowing
that λ = 1 ∀n, Eq. (6), written for both grid functions, becomes
n
n−1
un+1
= un
lu +1 + ulu −1 − ulu ,
lu

(37a)

.
wln+1
= wlnw +1 + wlnw −1 − wln−1
w
w

(37b)

5. ANALYSIS AND RESULTS
5.1. Modes
Writing system (32) in matrix form, one can perform a modal analysis while changing cn to obtain the frequencies and damping coefficients for each mode over time. As a test case, the wave speed
1 https://github.com/SilvinWillemsen/DAFx21DynamicGridFiles/

Due to the Dirichlet boundary condition in (16a) imposed at the
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of a system running at fs = 44100 Hz is linearly varied from
c0 = 2940 (N 0 = 15) to cnend = 2205 (N nend = 20) where
nend = tdur fs is the simulation length in samples and tdur = 10
s. Grid points are added and removed as close to the right boundary as possible, i.e., M n = N n − 1 and Mwn = 1 (similar behaviour can be observed if M n = 1 and Mwn = N n − 1). The
result of the analysis is shown in Figure 3a where higher damping
(induced by the displacement correction) is indicated using thinner and bluer lines. Figure 3b shows the resulting spectrogram,
with the displacement correction deactivated, of the system excited
with u01 = 1 and the output retrieved at un
1 , and Figure 3c shows
a system with the same excitation but the change in cn inverted
(N n = 20 → 15) and displacement correction activated.
In the following, the lowest mode generated by the analysis
is referred to as f1n and should ideally be equal to f0n calculated
using Eq. (3). The first thing one can observe from Figure 3a
is that the frequencies of the modes decrease as cn decreases (as
desired). The lower the mode, the more linear this decrease happens. Between N n = 15 and N n = 16, f1n maximally devin
ates by −0.15 cents. In this same interval f15
maximally deviates
by −67 cents. This deviation gets less as N n increases. Experiments with higher even-ordered Lagrange interpolators show that
these frequency deviations become smaller, but not by a substantial
amount. The quadratic interpolator has thus been chosen for being
simpler and more flexible while not being substantially worse than
higher order interpolators.
Another observation from Figure 3a is that there are always
N n modes present, corresponding to the number of moving points
of the system. As can be seen in Figure 3b the highest mode is
not excited. If the system is excited when N n is not an integer,
the highest mode will also be excited. Comparing the implementation of the system using this method with integer N n (without
changing cn ) to a normal implementation of the 1D wave equation
(shown in Section 3) with (static) N n = N n , identical outputs are
observed, even though the latter has N n − 1 moving points.
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(b)
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10
5
0
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2

3

4
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(c)

Figure 3: Experiments showing (linearly) varying wave speed between c0 = 2940 (N 0 = 15) and cnend = 2205 (N nend = 20) with
M n = N n − 1 and Mwn = 1 running at fs = 44100 Hz for 10
s (nend = 10fs ). (a) Modal analysis of system (32). Thinner and
bluer lines indicate a higher amount of damping. (b) Output of the
system while decreasing cn (N n = 15 → 20) without displacement correction, excited using u01 = 1 and retrieved at un
1 . The
sound output follows the same pattern as predicted by the analysis shown in Figure 3a. (c) Output of the system while increasing
cn (N n = 20 → 15) with displacement correction activated (essentially flipping the analysis in Figure 3a along the x-axis and
applying this to a 10 s simulation).

5.2. Displacement Correction
In the experiments, σ0 = 1 in Eq. (34). The displacement correction has a low-pass-comb-filtering effect on the system, where
the position and amount of damped regions directly relates to the
position of where grid points are added and removed. The best behaviour, i.e., least affecting lower frequencies, is when grid points
are added and removed as close to the boundary as possible, i.e.,
M n = N n − 1, and only has one damped region as shown in
Figures 3a and 3c.

6. DISCUSSION

5.3. Limit on Rate of Change of c

To decide whether the proposed method is satisfactory, the results
presented in the previous section are compared to the method requirements listed in Section 4.
It can be argued that the frequency deviations of f1n from f0n
are sufficiently small to say that r1 is satisfied. As for r2, a fractional number of intervals N n has been introduced and smooth
transitions are indeed observed from Figure 3b, in the case when
cn is decreased and N n is increased. When cn is increased instead, the displacement correction prevents (visible) artifacts when

The current implementation of the proposed method can only add
or remove a maximum one point per sample using Eqs. (29) and
(31). The rate of change of f0n according to (15) is thus limited
by |N n − N n−1 | ≤ 1. Though this is the maximum limitation
on speed, a much lower limitation needs to be placed to keep the
system well-behaved. The usual stability and energy analyses performed on FD schemes are not valid anymore in the time-varying
case. Frozen coefficient analysis as in [10] could be applied here
and hold for slowly varying coefficients, but is left for future work.
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grid points are removed as seen in Figure 3c. Despite this, the filtering effect that the displacement correction has on the system
(mentioned in Section 5.2) is not ideal as it creates damped regions in the spectrum of the output sound. The least intrusive filtering happens when points are added and removed as close to the
boundary as possible, i.e., when M n = 1 or Mwn = 1 where
the damping only occurs in the higher end of the spectrum. Although artifacts do not show in Figure 3c, to confirm the absence
of audible artifacts, formal listening tests have to be carried out.
Furthermore, higher speeds of parameter variation might cause artifacts anyway. The value of σ0 could therefore also be made dynamic and depending on the rate of change of cn to have a higher
effect when cn is increased faster and vice versa. Either way, as
this is still not ideal, another method for reducing artifacts that less
affects the frequency content of the system should be devised, if
possible. Furthermore, higher modes will be lost after decreasing
N and will not return after increasing N again. They can, however, be activated again by re-exciting the system.
The modal analysis in Figure 3a shows that the method generates N n rather than N n − 1 modes as set by r3. However, the
output does contain the correct number of modes as shown in Figure 3b due to the highest mode not being excited. This is a result
of the rigid connection imposed on the inner boundaries, forcing
them to have the same displacement and act as one point. The latter part of r3, however, is not satisfied. The modes deviate from
integer multiples of f0n , moreso for higher modes. Other interpolation techniques could be investigated to improve the behaviour
and decrease this deviation.
Finally, the method only adds a few extra calculations for the
inner boundaries so r4 is also easily satisfied.

higher orders of computations necessary to approximate this solution with, for example, full-grid interpolation.
Although this method has only been applied to the 1D wave
equation it could be applied to many other 1D systems. Other parameters, such as material density or stiffness could also be made
dynamic, going beyond what is physically possible. An application of the method that could be investigated is that of non-linear
systems, such as the Kirchhoff-Carrier string model [13] where the
tension is modulated based on the state of the system.
Other future work includes creating an adaptive version of the
displacement correction that changes its effect depending on the
speed at which the grid is changed. Finally, stability and energy
analyses will have to be performed to show the limits on changes
in parameters and grid configurations.
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ABSTRACT

and lip reed interaction in continuous time. Section 3 briefly introduces FDTD methods and the discretisation of the aforementioned
continuous equations. Section 4 presents the dynamic grid used to
simulate the trombone slide and details on the implementation are
provided in Section 5. Section 6 presents simulation results, and
some concluding remarks appear in Section 7.

In this paper, a complete simulation of a trombone using finitedifference time-domain (FDTD) methods is proposed. In particular, we propose the use of a novel method to dynamically vary the
number of grid points associated to the FDTD method, to simulate
the fact that the physical dimension of the trombone’s resonator
dynamically varies over time. We describe the different elements
of the model and present the results of a real-time simulation.

2. CONTINUOUS SYSTEM

1. INTRODUCTION
The trombone is a musical instrument that presents distinct challenges from the perspective of physical modelling synthesis. In
particular, the excitation mechanism between the lips and the player
has been extensively studied, and simulated mostly using a simple mass-spring damper system [1]. Because the majority of the
bore is cylindrical, nonlinear effects can appear at high blowing
pressures [2], leading to changes in timbre, or brassiness; such effects have been investigated and simulated [1, 3, 4]. However, the
defining characteristic of the trombone is that the physical dimensions of the resonator vary during playing. Synthesis techniques
such as digital waveguides allow an approach to dynamic resonator
changes in a simple and computationally efficient way, simply by
varying the length of the corresponding delay line. This feature
has been used in real-time sound synthesis [5], for simplified bore
profiles suitable for modelling in terms of travelling waves.
However, when attempting more fine-grained modelling of the
trombone resonator using finite-difference time-domain (FDTD)
methods, the issue of the change in the tube length is not trivial.
Previous implementations of brass instruments using these methods focus on the trumpet [6] and various brass instruments (including the trombone bore) under static conditions [7]. To our
knowledge, the simulation of a trombone varying the shape of
the resonator in real time using FDTD methods has not been approached. We can tackle this problem by having a grid that dynamically changes while the simulation is running as presented
in a companion paper [8]. Briefly described, we modify the grid
configurations of the FDTD method by adding and removing grid
points based on parameters describing the system.
In this paper, we propose a full simulation of a trombone, describing all its elements in detail with a specific focus on the dynamic grid simulation. Section 2 presents the models for the tube
Copyright: © 2021 Silvin Willemsen et al. This is an open-access article distributed

Wave propagation in an acoustic tube can be approximated using a
1-dimensional (1D) model, for wavelengths that are long relative
to the largest lateral dimension of the tube. Consider a tube of
time-varying length L = L(t) (in m) defined over spatial domain
x ∈ [0, L] and time t ≥ 0. Using operators ∂t and ∂x denoting
partial derivatives with respect to time t and spatial coordinate x,
respectively, a system of first-order partial differential equations
(PDEs) describing the wave propagation in an acoustic tube can
then be written as:
S
∂t p = −∂x (Sv),
ρ0 c 2
ρ0 ∂t v = −∂x p,

(1a)
(1b)

with acoustic pressure p = p(x, t) (in N/m2 ), particle velocity
v = v(x, t) (in m/s) and (circular) cross-sectional area S(x) (in
m2 ). Furthermore, ρ0 is the density of air (in kg/m3 ) and c is the
speed of sound in air (in m/s). System (1) can be condensed into
a second-order equation in p alone, often referred to as Webster’s
equation [9]. For simplicity, effects of viscothermal losses have
been neglected in (1). For a full time domain model of such effects
in an acoustic tube, see, e.g. [10].
System (1) requires two boundary conditions, one at either end
of the domain. The left boundary condition, at x = 0, will be set
according to an excitation model to be described in Section 2.1.
The right boundary, at x = L, is set according to a radiation condition. The radiation model used here, is the one for the unflanged
cylindrical pipe proposed by Levine and Schwinger in [11] and
discretised by Silva et al. in [12]. As this model is not important
for the contribution of this work it will not be detailed here in full.
The interested reader is instead referred to [7, 13] for a comprehensive explanation.
2.1. Coupling to a Lip Reed
To excite the system, a lip reed can be modelled as a mass-springdamper system including two nonlinearities due to flow, and the
collision of the lip against the mouthpiece. In the following, y can
be seen as the moving upper lip where the lower lip is left static

under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.
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and rigid. A diagram of the full lip-reed model is shown in Figure
1. Using dots to indicate time-derivatives, the lip reed is modelled
as
Mr ÿ = −Mr ωr2 y − Mr σr ẏ + ψ(ψ̇/η̇) + Sr ∆p,
(2)

wr

with displacement from the equilibrium y = y(t), lip mass Mr (in
kg), externally
supplied (angular) frequency of oscillation ωr =
p
ωr (t) = Kr /Mr (in rad/s) and stiffness Kr = Kr (t) (in N/m).
We extend the existing models of lip reeds [1] by introducing
a nonlinear collision between the lips based on potential quadratisation proposed by [14]. The collision potential is defined as

1/2
2Kc
c +1
,
(3)
[η]α
ψ(η) =
+
αc + 1

Pm

∆p

p(0, t)
−η

−H0

poral index n ∈ Z0+ and time step k (in s). The grid function un
l
represents an approximation to u(x, t) at x = lh and t = nk.
Shift operators can then be applied to grid function un
l . Temporal and spatial shift operators are
n+1
,
et+ un
l = ul
n
n
ex+ ul = ul+1 ,

(4)

n−1
,
et− un
l = ul
n
ex− ul = un
l−1 ,

(8)

from which more complex operators can be derived. First-order
derivatives can be approximated using forward, backward and centred difference operators in time
δt+ =

et+ − 1
1 − et−
et+ − et−
, δt− =
, δt· =
,
k
k
2k

(9)

(all approximating ∂t ) and space

(in m3 /s) with effective lip-reed width wr (m). Another volume
flow is generated by the lip reed itself according to

δx+ =

(6)

1 − ex−
ex+ − ex−
ex+ − 1
, δx− =
, δx· =
,
h
h
2h

(10)

(all approximating ∂x ) where 1 is the identity operator.
Furthermore, forward, backward and centred averaging operators can be defined in time

(in m3 /s). Assuming that the volume flow velocity is conserved,
the total air volume entering the system is defined as
S(0)v(0, t) = UB (t) + Ur (t).

0

Figure 1: Diagram of the lip-reed system with the equilibrium at
0 and the distance from the lower lip H0 . The various symbols
relate to those used in Eq. (2).

is the difference between the externally supplied pressure in the
mouth Pm = Pm (t) and the pressure in the mouthpiece p(0, t)
(all in Pa). This pressure difference causes a volume flow velocity
following the Bernoulli equation
s
2|∆p|
UB = wr [−η]+ sgn(∆p)
,
(5)
ρ0

dy
Ur = Sr
dt

y

Sr

Mr

with collision stiffness Kc > 0 and dimensionless nonlinear collision coefficient αc ≥ 1, The inverted distance between the lips
η = η(t) ≜ −y − H0 (in m), for static equilibrium separation
H0 (in m). [η]+ = 0.5(η + |η|) indicates the “positive part of
η”. Notice, that if η ≥ 0, the lips are closed and the collision
potential will be non-zero. This quadratic form of a collision potential allows for a non-iterative implementation [14]. This will be
explained further in Section 3.
Finally, Sr (in m2 ) is the effective surface area and
∆p = Pm − p(0, t)

σr

Kr

µt+ =

(7)

et+ + 1
1 + et−
et+ + et−
, µt− =
, µt· =
,
2
2
2

(11)

and space

This condition serves as a boundary condition at x = 0 for system
(1).

µx+ =
3. DISCRETISATION

1 + ex−
ex+ + ex−
ex+ + 1
, µx− =
, µx· =
. (12)
2
2
2

Finally, an approximation δtt to a second time derivative may
be defined as

The continuous system described in the previous section is discretised using FDTD methods, through an approximation over a grid
in space and time. Before presenting this discretisation, we briefly
summarize the operation of FDTD methods.

δtt = δt+ δt− =

1
(et+ − 2 + et− ) .
k2

(13)

3.2. Discrete Tube
3.1. Numerical Methods

As a first step, the domain x ∈ [0, L] can be subdivided into N
equal segments of length h (the grid spacing). Interleaved grid
functions approximating p and v may then be defined. Grid function pn
l with l ∈ {0, . . . , N } approximates p(x, t) at coordinates
n+1/2
x = lh, t = nk and vl+1/2 with l ∈ {0 . . . , N − 1} approximates v(x, t) at coordinates x = (l + 1/2)h, t = (n + 1/2)k.

Consider a 1D system of (static) length L described by state variable u = u(x, t) with spatial domain x ∈ [0, L] and time t ≥ 0.
The spatial domain can be disctretised according to x = lh with
spatial index l ∈ {0, . . . , N }, number of intervals between the
grid points N , grid spacing h (in m) and time as t = nk with tem-
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In addition, a discrete cross-sectional area Sl ≈ S(x = lh) with
l ∈ {0, . . . , N } is assumed known. System (1) can then be discretised as
S̄l
n+1/2
δt+ pn
l = −δx− (Sl+1/2 vl+1/2 ),
ρ0 c 2
n+1/2

ρ0 δt− vl+1/2 = −δx+ pn
l ,

Here, following [14],
 r

 κ Kc (αc + 1) ·(η n+1/2 ) αc2−1 if η n+1/2 ≥ 0 (19a)



2




ψn
if η n+1/2 < 0 (19b)
g n+1/2 = −2 η ⋆ − η n−1/2





if η n+1/2 < 0



0,
(19c)

and η ⋆ = η n−1/2

(14a)
(14b)

where Sl+1/2 = µx+ Sl and S̄l = µx− Sl+1/2 are approximations
to the continuous cross-sectional area S(x). The values for S̄l at
the boundaries, i.e., S̄0 and S̄N , are set equal to S(0) and S(L).

where κ = 1 if ψ n ≥ 0, otherwise κ = −1. It should be noted
that condition (19c) has been added to the definition of g from [14]
to prevent a division by 0 in (19b). Finally, η ⋆ = −y ⋆ − H0 where
y ⋆ is the value of y n+3/2 calculated using system (18) (after expansion) without the collision potential. This means that system
(18) needs to be calculated twice every iteration, once without the
collision term and once with. The process of calculating the pressure difference ∆pn+1/2 in (18) will not be given here, but the
interested reader is referred to [13, Ch. 5] for a derivation.

Expanding the operators, we obtain the following recursion
ρ0 cλ
n+1/2
n+1/2
(Sl+1/2 vl+1/2 − Sl−1/2 vl−1/2 ), (15a)
S̄l
λ n
n−1/2
(pl+1 − pn
(15b)
= vl+1/2 −
l ),
ρ0 c

pn+1
= pn
l −
l
n+1/2

vl+1/2

where λ = ck/h is referred to as the Courant number and
λ≤1

h ≥ ck

=⇒

(16)

4. DYNAMIC GRID

in order for the scheme to be stable [15]. In implementation, the
following steps are taken to calculate λ:
 
L
ck
L
h := ck, N :=
, h := , λ :=
,
(17)
h
N
h

The defining feature of the trombone is its slide that alters the
length of the tube, changing the resonant frequencies. In a companion paper [8], we present a method to dynamically change grid
configurations of FD schemes by inserting and deleting grid points
based on an instantaneous value of the time-varying wave speed
c(t). Although here, the tube length L(t) is varied, the method
still applies. Note that this method only works for slow (sub-audio
rate) parameter changes.
We can split a tube with time-varying length Ln into two smaller
n
n
n
n
sections with lengths Ln
p and Lq (in m) such that L = Lp + Lq .
Splitting the schemes in (14) in this way yields two sets of firstorder systems. The pressure and particle velocity of the first (left)
n+1/2
system pn
lp and vlp +1/2 are both defined over discrete domain
n
lp ∈ {0, . . . , M }, and those of the second (right) system qlnq

where ⌊·⌋ denotes the flooring operation and is necessary because
N is an integer. This causes (16) to not be satisfied with equality
for all choices of L.
Equations (15a) and (15b) hold for l ∈ {0, . . . , N } and l ∈
{0, . . . , N − 1} respectively, and thus, in analogy with the continuous case, two numerical boundary conditions are required in
order to update pn+1
and pn+1
0
N . These are provided by numerical
equivalents of the excitation condition (see Section 3.3 below) and
the radiation condition (in [13]).

n+1/2

and wlq −1/2 are defined over discrete domain lq ∈ {0, . . . , Mqn },
with
M n = ⌈Ln
and Mqn = ⌊Ln
(20)
p /h⌉,
q /h⌋
where ⌈·⌉ denotes the ceiling operation. Note, that the domains for
v and w have an extra grid point when compared to the regular case
in (14) and that w is indexed with lq − 1/2 rather than lq + 1/2.
The resulting system of FD schemes then becomes

3.3. Lip reed
As the lip reed interacts with the particle velocity of the tube via
Eq. (7), it is discretised to the interleaved temporal grid, but to
the regular spatial grid as it interacts with the boundary at x = 0.
Equations (2) - (7) are then discretised as follows:

S̄l
n+1/2
δt+ pn
lp = −δx− (Sl+1/2 vlp +1/2 ),
ρ0 c2
n+1/2

ρ0 δt− vlp +1/2 = −δx+ pn
lp ,

Mr δtt y n+1/2 = − Mr (ωrn+1/2 )2 µt· y n+1/2

S̄l
n+1/2
δt+ qlnq = −δx+ (Sl−1/2 wlq −1/2 ),
ρ0 c2

− Mr σr δt· y n+1/2 + (µt+ ψ n ) g n+1/2 + Sr ∆pn+1/2 ,
(18a)
∆p

n+1/2

n+1/2

UB

=

Pmn+1/2

−

µt+ pn
0,

Urn+1/2 = Sr δt· y n+1/2 ,
=

n+1/2
UB

(21c)
(21d)

Here, due to the different indexing for w, the spatial derivatives
for the right system are flipped (δx+ became δx− and vice versa).
Also note, that l is still used for the spatial indices of S̄ and S
which now approximate S(x) according to
(
S(x = lh)
for x ∈ [0, Ln
p ],
Sl ≈
(22)
n
n
n
S(x = L − (Mq − l)h) for x ∈ [Ln
p , L ].

(18c)
(18d)

+

(21b)

(18b)

= wr [−η n+1/2 ]+ sgn(∆pn+1/2 )
q
· 2|∆pn+1/2 |/ρ0 ,

n+1/2
µx− (S1/2 v1/2 )

n+1/2

ρ0 δt− wlq −1/2 = −δx− qlnq .

(21a)

Urn+1/2 .

(18e)
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Figure 2: Schematic showing data flow of how different grid points at time index n + 1 are calculated with α = 0.25 in Eq. (25). To
prevent cluttering, arrows going straight up (indicating that the state of a grid point at time step n is needed to calculate the state of that
grid point at n + 1) are suppressed. As an example of the usual case (refer to Eq. (15)), the points required to calculate pn+1
are shown.
2
n+1
Furthermore, the points needed to calculate pn+1
are shown. The most important difference with the usual case is that the virtual
M n and q0
n
grid points pn
M n +1 and q−1 are the result of the interpolation of known pressure values at n using Eq. (27).

The conditions for the outer boundaries of this system, i.e., at lp =
0 and lq = Mqn , are the same as for the full system. The inner
boundaries, lp = M n and lq = 0 are connected according to
the method described in [8] to be explained shortly. To be able
n+1
to calculate pn+1
, the domains of v and w have been
M n and q0
n+1/2
n+1/2
extended at the inner boundaries to include vM n +1/2 and w−1/2 .
These, however, require points outside of the domains of pn
lp and
n
qlnq , i.e., pn
M n +1 and q−1 . In [8] we propose to calculate these
virtual grid points based on known values of the system. Despite
the fact that [8] presents the method using a second-order system,
n+1
it can still be applied here. The process of how pn+1
are
M n and q0
calculated is visualised in in Figure 2. Notice that all time steps
use the same value of M n and Mqn . In other words, the expansion
of the temporal operators in (9) do not affect the temporal indices
n in M n and Mqn .

can then be calculated using
α = αn = N n − N n ,

which describes the distance between the inner boundaries along
the grid in terms of how many times h would fit in-between (which
is always less than once). If N n = N n and α = 0, the inner
n
boundary locations perfectly overlap, and xn
pM n = xq0 . This also
means that the domain x can be exactly divided into N n equal inn
tervals of size h = ck. As the virtual grid points pn
M n +1 and q−1
respectively,
these
values
perfectly overlap with q1n and pn
n
M −1
can be used directly to calculate the grid points at the inner boundaries. This situation effectively acts as a rigid connection between
the grid points at the inner boundaries defined as
n
pn
M n = q0 ,

if α = 0.
pn
M n +1

In the following, the location of a grid point ul along the grid (in
m from the left boundary) at time index n is denoted as xn
ul .
The two pairs of first order systems in (21) are placed on the
same domain x with
and

n
n
xn
qlq = L − (Mq − lq )h,

α−1 n
α−1 n
pM n + q0n −
q1 ,
α+1
α+1
α−1 n
α−1 n
=−
pM n −1 + pn
q0 ,
Mn +
α+1
α+1

pn
M n +1 =

(27a)

n
q−1

(27b)

n+1/2

n+1/2

which can then be used to calculate vM n +1/2 and w−1/2 and
n+1
consequently pn+1
(see Figure 2). This process is reM n and q0
peated every sample. It can be shown through the rigid connection
in (26), that if α = 0, the definitions in (27) reduce to pn
M n +1 =
n
q1n and q−1
= pn
M n −1 as stated before.

(23)

describing the locations of the left system and right system respectively. Here, it can be observed that as the tube length Ln changes,
the locations of the grid points of the right system will change.
More specifically, as the trombone-slide is extended and Ln increases, all grid points of the right system move to the right, and
to the left for a contracting slide. If Ln is changed in a smooth
fashion, the continuous domain x ∈ [0, Ln ] will not necessarily be subdivided into an integer amount of intervals N n (of size
h = ck). This is where a fractional number of intervals is introduced and is defined as
N n = Ln /h,

(26)
n
q−1

and
needs to be
If α ̸= 0, some other definition for
found. We use quadratic Lagrangian interpolation according to

4.1. Changing the Tube Length

xn
plp = lp h,

(25)

4.2. Adding and removing grid points
n
As the tube length Ln changes, Ln
p and Lq also change according
to
n−1
Ln
+ 0.5Ln
p = Lp
diff ,

(24)

which is essentially the calculation of N in Eq. (17) without the
flooring operation, and N n = ⌊N n ⌋. The fractional part of N n

n−1
Ln
+ 0.5Ln
q = Lq
diff ,

(28)

where
n
n−1
Ln
,
diff = L − L
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which causes the number of intervals between grid points M n and
Mqn to change as well, according to Eq. (20).
The following state vectors are introduced for the pressure,
defined for n + 1 and n
T
n
n
T
n
n
n
n
pn = [pn
0 , p1 , ..., pM n ] , q = [q0 , q1 , ..., qMqn ] ,

w. As the radiating boundary is implemented on the pressure grid,
this leaves w without any boundary condition; it is only “held in
place” by the pressure values of q, or more specifically, by derivatives (both spatial and temporal). As FD schemes are an approximation, it does not give a perfect solution and w tends to ‘drift’
during the simulation, especially when Ln is changed.
Luckily, as the pressure values are also calculated from derivatives of the velocity, the absolute state of w does not matter. The
difference in values at the connection point is also irrelevant as
there is no spatial derivative taken between v and w (refer to Figure 2). Finally, the pressure values are used for the output audio of
the simulation, so the drift does not affect the audio.
The absolute states of the velocity vectors do, however, need
to be accounted for when adding points to the v and w using (32).
The current drift can be approximated by observing the differn−1/2
n−1/2
ence between w−1/2 and vM n +1/2 , as these have approximately
n
the same x location (xw−1/2 ≈ xn
vM n +1/2 ) when a grid point is

(30)

and for the velocity, defined for n + 1/2 and n − 1/2
n−1/2

vn−1/2 = [v1/2

n−1/2

, v3/2

n−1/2

n−1/2

, ..., vM n +1/2 ]T ,

n−1/2

wn−1/2 = [w−1/2 , w1/2

n−1/2

, ..., wM n −1/2 ]T ,

(31)

q

and contain the different states over the discrete domains defined
at the beginning of this section. Here, T denotes the transpose
operation.
If N n > N n−1 , points are added to the left and right system
in an alternating fashion:
(
pn = [(pn )T , I3 rn ]T
if N n is odd,
n−1/2 T
vn−1/2 = [(vn−1/2 )T , I3 zv
]
(32)
(
qn = [I3← rn , (qn )T ]T
n
if N is even,
n−1/2
, (wn−1/2 )T ]T
wn−1/2 = [I3← zw

added. This is then used in a drift-correction vector η n−1/2 presented in (35). When a point is added to v, the values of w in zv
are offset by the aforementioned difference and when a point is
added to w the same happens (inverted) for the values of v in zw .
This way, the drift is allowed, but does not affect the state of the
newly added grid points. Notice that the drift does not affect the
operations of point removal in (36).

where
n
n T
n
rn = [pn
M n −1 , pM n , q0 , q1 ] ,
n−1/2

n−1/2

n−1/2

n−1/2

n−1/2

n−1/2

zn−1/2
= [vM n −1/2 , vM n +1/2 , w1/2
v

n−1/2 T

, w3/2

2
α+2

4.4. State Correction

(33)

As Ln , and consequently the number of grid points, is decreased,
it might occur that the grid points at the inner boundaries pn
M n and
q0n have a very different value when α ≳ 0, i.e., right before a
point is removed. This violates the rigid connection in Eq. (26).
We propose in [8] to add an artificial spring-like connection
between the grid points at the inner boundaries that “corrects” the
state of these points. Applying this to system (21) extends Eqs.
(21a) and (21c) according to

] + η← ,

n−1/2 T

zn−1/2
= [vM n −3/2 , vM n −1/2 , w−1/2 , w1/2
w
and cubic Lagrangian interpolator
h
α(α+1)
2α
I3 = − (α+2)(α+3)
α+2

] − η,

i
2α
− (α+3)(α+2)
.

(34)

Here,


n−1/2
n−1/2
η = η n−1/2 = w−1/2 − vM n +1/2 · [0, 0, 1, 1]T

(35)

S̄l
n+1/2
n
n
δt+ pn
lp = −δx− (Sl+1/2 vlp +1/2 ) + Jp (xpM n )Fsc , (37a)
ρ0 c2
S̄l
n+1/2
n
δt+ qlnq = −δx+ (Sl−1/2 wlq −1/2 ) − Jq (xn
(37b)
q0 )Fsc ,
ρ0 c 2

adds an offset to half of the elements in the z vectors depending on
n−1/2
n−1/2
the difference between vM n +1/2 and w−1/2 . Why this is necessary will be further explained in Section 4.3. Finally, I3← and η ←
are flipped versions of (34) and (35) respectively.
If N n < N n−1 , points are simply removed from the vectors
according to
(
n
T
pn = [pn
0 , . . . , pM n −1 ]
if N n is even,
n−1/2
n−1/2
n−1/2
v
= [v1/2 , . . . , vM n −1/2 ]T
(36)
( n
n
T
q = [q1n , . . . , qM
n]
n
q
if
N
is
odd.
n−1/2
n−1/2
wn−1/2 = [w1/2 , . . . , wM n −1/2 ]T

where the spreading operators are defined as
(
1
, lp = ⌊xn
i /h⌋
n
Jp (xi ) = h
and
0, otherwise,
(
n
1
, lq = ⌊xn
i /h⌋ − M
h
Jq (xn
)
=
i
0, otherwise.

(38)

Furthermore, the correction effect is defined as

q

n
n
Fscn = β (µt· ηsc
+ σsc δt· ηsc
),

Notice that the even and odd conditions in Eqs. (32) and (36) can
be swapped. To stay as close to the desired location of adding
and removing grid points as possible, this requires the ceiling and
flooring operations in (20) to be swapped as well.

(39)

with spring damping σsc , pressure difference
n
ηsc
≜ q0n − pn
Mn ,

4.3. Drift of w

(40)

and scaling coefficient

The inner boundaries of the pressure states p and q are connected
by (27), but no such connection exists for the velocity states v and

β = β(α) =
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Table 1: Geometry of a measured trombone taken from [16]. Numbers correspond to Figure 3.

(1)

(2)
(3)

Part of tube
Inner slide (1)
Outer slide (extended) (2)
Slide crook (3)
Outer slide (extended) (4)
Inner slide (5)
Gooseneck (6)
Tuning slide (7)
Bell flare (8)

Length (cm)
70.8
53
17.7
53
71.1
24.1
25.4
50.2

Radius (cm)
0.69
0.72
0.74
0.72
0.69
0.71
0.75, 1.07
1, 10.8

(6)

Symbol (unit)

Value

L (m)
ρ0 (kg/m3 )
c (m/s)
S (m2 )

2.593 ≤ L ≤ 3.653⋆
1.1769**
347.23**
See Table 1.

Mr (kg)
ωr (rad/s)
Pm (Pa)
σr (s−1 )
Sr (m2 )
wr (m)
H0 (m)
Kc (N/m)
αc (-)

5.37 · 10−5 *
20 ≤ ωr /2π ≤ 1000
0 ≤ Pm ≤ 6000
5*
1.46 · 10−5 *
0.01*
2.9 · 10−4 *
104
3

σsc
fs (Hz)

1
44100

(4)

(7)
(8)

Figure 3: Diagram showing the trombone geometry (not to scale).
Numbers correspond to the parts of the tube found in Table 1 and
dashed lines highlight where the different parts are separated. The
tube is split in the middle of the slide crook with the colours corresponding to those in Figure 2.

Table 2: List of parameter values used for the simulation. Taken
from ⋆ [16], *[13] or **[17] with temperature T = 26.85◦ C.
Name
Tube
Length
Air density
Wave speed
Geometry
Lip reed
Mass
Frequency
Mouth pressure
Damping
Eff. surface area
Width
Equilibrium sep.
Coll. stiffness
Nonlin. coll. coeff.
Other
State corr. damping
Sample rate

(5)

and integrating over the bell area.
5.1. Parameters
For the most part, the parameters used in the simulation have been
obtained from [13, 16, 17]. The lengths and radii of different parts
of the tube can be found in Table 1 and a diagram showing this
geometry is shown in Figure 3. The system is split in the middle
of the slide crook such that the ranges for the lengths of the two
n
tubes are Ln
p ∈ [0.797, 1.327] and Lq ∈ [1.796, 2.326].
Other parameters used in the simulation can be found in Table
2. Not included here is λ, which has been set slightly lower than
the stability condition in (16), i.e., λ = 0.999. Although the implementation works when λ = 1, this is done to tolerate (much)
higher speeds of change in Ln before instability occurs (see Section 5.2). Not satisfying condition (16) causes bandlimiting and
dispersive effects [15], but such a small deviation from the condition has no perceptual influence on the output sound and outweighs
the problems caused by instability.
As the tube acts mainly as an amplifier for specific resonant
frequencies it is important to match the frequency of the lip reed
to a resonating mode of the tube. This frequency depends on Ln
in the following way

Here, ε ≪ 1 to prevent division by 0. Just like in [8], the implementation of the correction effect allows for an infinite β when
α = ε = 0 acting like a rigid connection between Eqs. (37a) and
(37b).

ωrn+1/2 = F

5. IMPLEMENTATION

2πc
,
ρ0 Ln+1/2

(42)

where Ln+1/2 = Ln and scalar multiplier F = 2.4 was heuristically found to best match the 4th resonating mode of the tube and
generates a recognisable brass sound.

The implementation has been done in C++ using the JUCE framework 1 , and is available online2 as well as a demo showcasing it.3
The audio output of the system can be retrieved by selecting a grid
point on the pressure grid and listening to this at the given samn
ple rate fs . Here, the radiating boundary qM
n is chosen, as this
q
is where the sound enters the listening space in the real world. To
mimic low-pass filtering happening due to a distributed radiating
area, a 4th -order p
low-passing Butterworth filter with a cutoff frequency of fc = c2 π/S(L) ≈ 3245 Hz is used. This equation
is retrieved by choosing the listening point to be at the bell surface

5.2. Limit on speed of change
To reduce audible artifacts and instability issues from adding and
removing points, and to stay in the sub-audio rate regime, a limit
can be placed on (29) as
Ln
diff ≤ Nmaxdiff h,

(43)

where Nmaxdiff is the maximum change in N per sample and has
been set to Nmaxdiff = 1/20. This means that a grid point can be
added or removed every 20 samples and allows the entire range of
L to be traversed in ca. 0.06 s at a sample rate of fs = 44100 Hz.

1 https://juce.com/
2 https://github.com/SilvinWillemsen/cppBrass/releases/
3 https://youtu.be/Ht5gVNrshYo
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while application is running do
Retrieve new parameters
(Ln , ωrn and Pmn )
n
n
Update Lp and Lq
(Eqs. (29), (43) & (28))
Calc. N n and N n
(Eqs. (24) and (17))
Calc. αn
(Eq. (25))
if N n ̸= N n−1 then
Add or remove point (Eq. (32) or (36))
Update M n and Mqn (Eq. (20))
end
n
(Eqs. (27))
Calc. pn
M n +1 and q−1
n+1/2
Calc. v
and wn+1/2 (Eqs. (21b) and (21d))
Calc. y n+3/2 w/o collision (Eqs. (18))
(Eq. (19))
Calc g n+1/2
Calc. y n+3/2 with collision (Eqs. (18))
n+1/2
n+1/2
(Eqs. (18c) and (18d))
Calc. UB
and Ur
n+1
n+1
(Eqs. (37))
Calc. p
and q
Retrieve output
Update system states (pn−1 = pn , pn = pn+1 )
(same for vn−1/2 = . . .,
y n−1/2 , y n+1/2 , and ψ n )
n−1
Update N
(N n−1 = N n )
Increment n
end

Figure 4: Screenshot of the graphical user interface (GUI). The
geometry (in orange) as well as the states of the pressure (in blue)
and velocity scaled by S (in green) are shown. For clarity, the start
and end of the outer slide are denoted by dashed lines. The drift
of w as explained in Section 4.3 is visible from the “kink” in the
green line exactly in the middle of the outer slide.

5.3. State correction

Algorithm 1: Pseudocode showing the order of calculations of
the algorithm implementing the trombone.

The introduction of system states at n + 1 through the centred
operators in Eq. (39) seem to make the scheme implicit. It is,
however, possible to calculate Fsc explicitly [15, 18]. The same
n−1
operators also introduce the need for values at n − 1, i.e., pM
n
and q0n−1 . Therefore, the vectors pn−1 and qn−1 will need to
be stored, and the operations to add and remove grid points as
described in 4.2 need to be applied to these as well. One could
argue that only two points at the inner boundaries are needed for
the calculation and to create r in (33) at n − 1. For generality, we
continue with the entire vectors defined over the same domains as
pn and qn respectively.

6. RESULTS AND DISCUSSION
The real-time implementation has been tested on a MacBook Pro
with a 2.2 GHz Intel i7 processor and was informally evaluated
by the authors. The speed of the algorithm was tested with and
without the graphics-thread and using three different styles of interaction: static excitation at the shortest and longest length, and
rapidly (and continuously) changing L and ωr between their minimum and maximum values given in Table 2. The pressure was
kept at Pm = 3000 Pa at all times. The results are shown in Table 3. Differences in CPU usage between a short and long tube
length are because more grid points need to be calculated in the
long case. The recalculation of the geometry maximally once every 20 samples in the rapidly moving case explains the increase in
CPU usage there. These results show that the implementation can
easily be used as an audio plugin, with or without graphics.

5.4. Graphical User Interface and Control Mapping
A screenshot of the graphical user interface (GUI) is shown in
Figure 4. The geometry of the tube is plotted along with paths
showing the pressure states in blue and the velocity (scaled by the
geometry S) in green. The audio thread of the application runs at
44100 Hz whereas the graphics are updated at a rate of 15 Hz.
The real-time application is controlled by interacting with the
bottom panel using the mouse. The x-axis is mapped to tubelength Ln and also modifies the lip-reed frequency ωr according
to Eq. (42). The y-axis changes the multiplier F in Eq. (42) and
the black line in the vertical middle of the control panel is mapped
to F = 2.4. The pressure is modulated by a slider at the bottom
of the control panel. As of now, no focus has been put on intuitive parameter mapping; it has only been implemented for simple
parameter exploration.

Table 3: Average CPU usage (in %) for different graphics settings
and various interactions with the application.
Tube length
Short (Ln = 2.593 m)
Long (Ln = 3.653 m)
Rapidly changing

Graphics (%)
12.1
14.4
17.7

No graphics (%)
4.3
5.2
10.1

Informal listening tests by the authors confirm that the audio
output of the simulation exhibits brass-like qualities. However,
the implementation requires some further refinements to be considered as a complete trombone. Possible extensions to improve

5.5. Order of Calculation
Algorithm 1 shows the order in which the different parts of the
system presented in this paper are calculated.
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the realism of the simulation sound could be to add viscothermal
losses [19] or nonlinear effects [3]. Furthermore, for lower values of the lip frequency ωr , the sound exhibits extra oscillatory
behaviour making the output “non-smooth”. This might be due a
higher average displacement of y for lower ωr and the nonlinear
collision present in the lip model will have a greater effect on its
displacement. Variable collision stiffness might solve this issue
but is left for future work.
Informal listening by the authors shows that the method used
to implement the dynamic grid does not introduce perceivable audible artifacts, even when Ln is changed very rapidly. Naturally,
this needs to be confirmed by formal listening tests. Despite the
limit placed on the speed of change of Ln in (43) the control of the
application does not exhibit a noticeable delay and changes in Ln
feel immediate.
The main difference between the method in [8] and the version
used here, is that the method is applied to a system of first-order
equations rather than the second-order 1D wave equation. Because
the connection between the inner boundaries is only applied to the
grid functions describing pressure, a drift occurs in w as it is left
without boundary conditions. Although this drift does not have an
effect on the output sound, as discussed in Section 4.3, too high
or low values might cause rounding errors in the simulation. As it
is expected that this only happens at extremely high or low values
after a long simulation length, the drift is not considered an issue
at this point.

[4]

[5]
[6]

[7]

[8]

[9]

[10]

7. CONCLUSION
[11]

In this paper, we have presented a full implementation of the trombone including a lip reed, radiation and a tube, discretised using
FDTD methods on a dynamic grid. Informal evaluation by the authors shows that the implementation exhibits no audible artifacts
when grid points are added and removed, even under relatively
fast variation in tube length. Naturally, this needs to be confirmed
by formal listening tests. Moreover, the simulation easily runs in
real-time allowing it to be used as an audio plugin.
Future work will include extending the tube model to include
more realistic viscothermal and nonlinear effects and variable collision stiffness in the lip model. Furthermore, the investigation of
more intuitive control parameter mappings is a necessary step towards a real-time instrument.

[12]

[13]

[14]
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ABSTRACT
Air absorption effects lead to significant attenuation in high frequencies over long distances and this is critical to model in wide-band
virtual acoustic simulations. Air absorption is commonly modelled
using filter banks applied to an impulse response or to individual
impulse events (rays or image sources) arriving at a receiver. Such
filter banks require non-trivial fitting to air absorption attenuation
curves, as a function of time or distance, in the case of IIR approximations, or may suffer from overlap-add artefacts in the case of FIR
approximations. In this study, a filter method is presented which
avoids the aforementioned issues. The proposed approach relies on a
time-varying diffusion kernel that is found in an approximate Green’s
function solution to Stokes’ equation in free space. This kernel acts
as a low-pass filter that is parametrised by physical constants, and can
be applied to an impulse response using time-varying convolution.
Numerical examples are presented demonstrating the utility of this
approach for adding air absorption effects to room impulse responses
simulated using geometrical acoustics or wave-based methods.
1. INTRODUCTION
Air absorption leads to significant dissipation in high frequencies
over long distances and it is crucial to include these effects in wideband virtual acoustic simulations for auralization [1], artificial reverberation [2], and auditory research [3]. In wave-based simulation
methods, air absorption may be simulated directly from lossy wave
models [4, 5, 6], but computational complexity must naturally increase over lossless models – e.g., at least a 50% increase in memory
in time-domain methods [7] – and computational costs are already
quite high when the aim is to accurately simulate high frequencies.
In geometrical acoustics methods – which are more commonly used
for virtual acoustics [8] – and in delay networks for artificial reverberation [9, 10, 11], air absorption is typically modelled using
digital filters. However, any filter approach is complicated by the fact
that air absorption is a distance-dependent effect that does not trivially translate to simple filter structures. When separate frequencyband geometrical simulations are run, one can apply distance-based
energy-attenuation to image sources or rays, and subsequently recombine band-specific simulation outputs with appropriate filter
banks [12, 13, 8]. Alternatively, one can fit low-order IIR low-pass
filters to air absorption data and apply them to individual rays or
image sources [14, 15] that make up an impulse response.

Rather than apply air attenuation to each image source or ray, one
can also simulate lossless sound propagation in air and post-process
resulting impulse responses with time-varying low-pass IIR filters,
using non-linear optimisations against air absorption curves at each
time-sample to obtain filter coefficients [16]. Similarly, windowmethod-designed FIR filters can be used in an overlap-add timefrequency modification framework [17, 18] and this has the advantage that air absorption attenuation curves may be sampled directly in
the frequency-domain. The overlap-add FIR approach is straightforward, but inherent are the usual time-frequency resolution trade-offs
(high frequency resolution requires long time windows) and possible
phase incoherences at frame overlaps [19]. Processing of individual
image sources or rays would also be possible with window-method
FIR filters [20, 21] but – for computational efficiency reasons – is
less common than the use of low-order IIR filters [15].
In this paper, an alternative approach is proposed which sidesteps all of the aforementioned issues. From a high level, this method
is another time-varying filter method applied to a room impulse response simulation without air absorption. However, the proposed
method does not suffer from the usual time-frequency artefacts and
does not require IIR filter fitting. It is expressed as a convolution
with a time-varying smoothing kernel derived from a physical model
for classical air absorption, with an efficient discrete implementation.
Numerical experiments are presented to show the effectiveness of
the proposed method in the context of geometrical and wave-based
simulations.
2. BACKGROUND
2.1. Air absorption model
The standard model of air attenuation due to atmospheric effects can
be described by the frequency-dependent attenuation factor coefficient α(ω), which appears in a distance-based exponential damping
applied to an otherwise lossless plane wave; i.e.:
p(x, t) = e−α(ω)x ei(kx−ωt) ⇒ |p(x, t)| = e−α(ω)x |p(0, t)| ,
(1)
with real-valued angular frequency ω and wavenumber k, and wavequantity p (e.g., pressure). According to the literature [22], α(ω)
can be expressed as:
α(ω) =

This work was funded in part by grant ERC-StG-2011-279068-NESS.

γω 2 X (αν λ)m
ω 2 τν
+
,
2c
πc 1 + (ωτν )2
|{z}
ν |
{z
}
αcl
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(2)

αν

where c is the sound speed (assumed constant), γ is a time constant
related to viscothermal effects, (αν λ)m represents the maximum
absorption per wavelength associated with the ν-type relaxation
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is already at a point where the effect of air absorption starts to be negligible in the context of room acoustics (e.g., 1.5dB attenuation per
km at fN2 ). It is therefore reasonable to model only the power-law absorption from oxygen, as in [7]. As such, for the proposed approach
we rely on the following assumption for audible frequencies:
α(ω) ≈ α̃O2 (ω) ,

α̃O2 (ω) = ω 2

(αO2 λ)m τO2
πc

(4)

2.2. Stokes’ equation
The proposed method is primarily based on Stokes’ equation [28],
which can be written in the inhomogeneous form:
1 2
∂t g − ∇2 g − γ ′ ∂t ∇2 g = δ(t)δ(x)
(5)
c2
Here, g = g(t, x) is the Green’s function for (5), t is time, x is a
3-D spatial coordinate, ∂t is a temporal partial derivative, ∇2 is the
3-D Laplacian operator, δ(t) is the Dirac delta in time, and δ(x) is
a 3-D Dirac delta in space. The constant γ ′ is a time-constant and
is typically on the order of one nanosecond (for indoor air). Without
loss of generality, the source term is centered at the origin so that any
receiver will be at distance R = ∥x∥. In the case of γ ′ = 0, Eq. (5)
reduces to the wave equation in inhomogeneous form. In Stokes’
original formulation γ ′ only included viscous effects [28], but one
can lump in thermal effects as well [22].
It is straightforward to check that the dispersion relation for the
homogeneous form of (5) (with right-hand side equal to zero) is:
ω
k̂ = √
(6)
c 1 − iγ ′ ω

Figure 1: Distance attenuation in dB/m as a function of frequency, for air
conditions of 20◦ C and 50% relative humidity.

process, and τν is the associated relaxation time. Conventionally we
consider two relaxation processes: one from oxygen molecules and
one from nitrogen molecules (ν ∈ {O2 , N2 }). The associated phase
speed is frequency-dependent in theory, but typically varies from c
by less than 0.04% across audible frequencies [22]. The constants
in (2) depend on temperature and humidity, for which the full details
may be found in the literature (e.g., [23, 24]).
The air absorption model in (2) has three parts: the first term, αcl ,
represents classical power-law absorption (αcl ∝ ω 2 ), which comes
from viscothermal effects [22] and which been included in wavebased room simulation models [5, 7, 25]. Additionally there are two
relaxation effects αν ∈ {αO2 , αN2 }. These relaxation effects have
the following behaviours:
(αν λ)m τν
, ω ≪ 1/τν
πc
(αν λ)m
αν (ω) ≈
, ω ≫ 1/τν
πcτν
αν (ω) ≈ ω 2

where k̂ is a complex wavenumber. When ωγ ′ ≪ 1, one has the
approximation:
ω
γ ′ ω2
k̂ ≈ + i
(7)
c
2c
While the real part of the above is clearly the dispersion relation of
the wave equation, the imaginary part describes a distance-based
attenuation coefficient. Normally then one would set γ ′ = γ and this
would reproduce the classical air absorption coefficient, αcl (with,
e.g., γ = 3.2 × 10−10 s for the air conditions in Fig. 1). However,
under the assumption (4) we instead take the following value:

(3a)
(3b)

γ′ =

In other words, below the associated relaxation frequency, fν =
(2πτν )−1 , a relaxation effect tends to contribute a power-law absorption, and a constant absorption above the relaxation frequency. A
graphical representation of these three effects is shown in Fig. 1 for
typical indoor air conditions.
It is worth pointing out that, as can be seen in Fig. 1, air attenuation can vary by large amounts within octave bands. For example,
one finds a variation of 39dB/km and 143dB/km across upper and
lower edge-frequencies of the 4kHz and 8kHz octave bands, respectively for these air conditions. Thus, it is problematic to only use one
averaged air attenuation coefficient per octave band. Not surprisingly,
this common practice has been shown to lead to incorrect predictions [26]. Using third-octave band data would lead to improvements,
but errors are still bound to increase with increasing frequency bands
and could potentially exceed masking thresholds [27].
Fig. 1 also shows that, at least for this choice of indoor conditions,
absorption from oxygen molecules is the dominant effect in high
frequencies (below the audible limit), and that is mostly a power-law
effect. Looking towards lower frequencies, the behaviour deviates
from a power law near the relaxation frequency of nitrogen, but this

(αO2 λ)m
2
τO (αO2 λ)m =
π 2
π 2 fO2

(8)

As such, we will have ℑ{k̂(ω)} ≈ α̃O2 (ω), linking Stokes’ equation to our choice of a simplified model of air absorption (as in [7]).
Expressions for (αO2 λ)m and fO2 are left out for brevity but may
be found in [23]. With the air conditions in Fig. 1, one arrives at
γ ′ = 3.0 × 10−9 s.
3. APPROXIMATE GREEN’S FUNCTION METHOD
3.1. Approximate Green’s function
Returning to the inhomogeneous form of Stokes’ equation, in the
case of γ ′ = 0, Eq. (5) has a well-known Green’s function solution [29] g = g□ , where:
δ(t − R/c)
(9)
4πR
Here, R = ∥x∥, and because of the inherent symmetry in this
problem it also makes sense to henceforth write g□ = g□ (t, R).1
g□ (t, x) =

1 The “box” symbol (□) represents the d’Alembert operator.
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(a) R = 0.1 m

(b) R = 10 m

(c) R = 1000 m

Figure 2: Evaluation of reference solution g and approximations g̃ and ĝ for distances as indicated. Top: signals, bottom: errors

With γ ′ > 0 a closed-form expression for the Green’s function
g is currently not available. Fortunately, a close approximation is
available in closed-form [30, 31, 32], which is useful for small γ ′
and large times t [32]. For this we can write g ≈ g̃, where:
g̃(t, R) =



u(t)
(t − R/c)2
√
exp
−
2tγ ′
4πR 2πtγ ′

dispersion relation (6):


F −1 e−ℑ{k̂}R e−iℜ{k̂}R
g(t, R) =

(10)

Here, u(t) is the Heaviside function, which is included for causality.
It is also useful to express this approximate Green’s function as the
following non-stationary convolution:
Z ∞
g̃(t, R) = g□ (t, R) ⊗ g△ (t, t′ ) =
g□ (t − t′ , R)g△ (t, t′ )dt′
−∞

(11)
where now:


u(t)
t′2
g△ (t, t′ ) = √
exp
−
2tγ ′
2πtγ ′

(12)

4πR

(13)

where k̂ = k̂(ω) and the above is evaluated with regularly-spaced
samples in time and frequency, and F −1 (·) is carried out using an
inverse DFT. Comparisons of g and g̃ (sampled in the time-domain)
are shown in Fig. 2 for distances R ∈ {0.1, 10, 1000} m. It can
be seen that in these cases g and g̃ are indistinguishable (ĝ will be
defined and discussed shortly), and errors are small relative to signals. In these examples, signal-to-noise (SNR) ratios are -55dB,
-74dB, and -94dB, respectively. It is important to note that while
one can reasonably expect distances between source and receiver to
be greater than 10 cm in room acoustics scenarios, errors will tend
to increase as distances between source and receiver decrease (as
expected). It is also worth mentioning that air absorption can be, and
is generally, completely ignored over short distances.

Thus, g̃ is equal to a convolution between the Green’s function for the
lossless wave equation and g△ , a Gaussian smoothing kernel whose
variance, tγ ′ , increases with time. In other words, g△ is responsible for the effect of a distance-dependent loss in high frequencies,
where distance is simply linked to time through the speed of sound
c. Similarly, it can be noted that g△ is itself the Green’s function
to a one-dimensional heat equation with t′ representing a spatial
coordinate [32].
3.2. Evaluation of approximation
While the accuracy of the approximation (10) has been evaluated
in [32], this was done for viscosity and distance values in the context
of soft tissues. In room acoustics, distances are longer and viscosity
constants are smaller. A complete validation of this approximation
in all air conditions and distances possible for room acoustics is
outwith the scope of this paper, so only the conditions in Fig. 1 will
be evaluated in this section for brevity, and the same methodology
(coming from [32]) can be applied to other parameter combinations
if so desired.
Considering then air conditions of 20◦ C and 50% relative humidity, with an associated sound speed of 343.2 m/s, we can calculate
a reference solution using the inverse Fourier transform and the

3.3. Further approximations
There are two minor issues to deal with for practical use of this
Gaussian kernel: a) it is infinite in extent and b) the “variance” is
a function of time, so one cannot directly calculate a suitable truncation point (e.g., in terms of a dB drop relative to peak). While
root-finding methods could be employed to find truncation points,
it is straightforward apply a further simplification that avoids these
extra steps. To this end, we expand (11) as:


Z ∞
δ(t − t′ − R/c) u(t)
t′2
√
dt′
g̃(t, R) =
exp
−
4πR
2tγ ′
2πtγ ′
−∞
(14)
By the sifting property of the Dirac delta, the terms inside the integral
are only contributing at local times t = t′ +R/c, but since we expect
t′ ≪ R/c at those local times, we can also make the approximation
t ≈ R/c where t appears in the denominator (leaving u(t) intact).
With this we arrive at the following approximation:


u(t)
(t − tR )2
√
exp
−
(15)
ĝ(t, R) =
2tR γ ′
4πR 2πtR γ ′
where tR = R/c. From another point of view, the variance tγ ′ can
be assumed to be constant over the short local time support of the
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Gaussian, even for long times t (within reason for room acoustics)
because γ ′ ≪ 1. As we have replaced the time-varying variance,
tγ ′ , with a constant variance tR γ ′ , this allows for a simple evaluation of a truncation point for the smoothing kernel. For a relative
truncation level of −NdB relative to its peak, one can then calculate:
p
∆t = 0.1 ln(10)NdB tR γ ′
(16)
and the kernel need only be evaluated in the range [tR −∆t , tR +∆t ].
This truncated approximation has also been evaluated for air
conditions of 20◦ C and 50% relative humidity, which can be seen
in Fig. 2 for distances R ∈ {0.1, 10, 1000} m and with NdB = 120.
It can be seen that g and ĝ are indistinguishable, and errors are small
relative to signals, but truncation points become apparent in error
signals after long times (and, as would be expected, sooner if NdB is
less). With this approximation, SNRs are -56 dB, -75 dB, and -95 dB,
respectively. While ĝ happens to give a slightly better approximation
here than g̃, it is expected that as distances increase g̃ will be the
more accurate approximation for a given NdB as truncation errors
become more significant.

absorption. We note that implicit here would be the assumption that
air absorption has negligible effects at wall reflections (i.e., the filters
hi (t) are unchanged in the presence of air absorption). However, this
is a rather weak assumption since we know that air absorption will
not cause significant relative changes over short time scales (e.g., the
instant of a reflection).2 Indeed, this is the same reasoning behind the
use of ĝ as an approximation for g, which showed a good agreement
with g in free space.
To summarise, the methodology for using this air absorption
filter in room acoustics simulations is as follows:
1. Simulate room acoustic impulse responses with wall absorption and lossless air.
2. Post-process each impulse response x(t) with the time-varying
convolution y(t) = x(t) ⊗ g△ (t, t′ ) to get an output impulse
response y(t) with air absorption applied.
In discrete form, and taking into account the truncated approximation
ĝ, this convolution can be expressed as:
⌈∆n ⌉

y[n] =

4. USE IN ROOM ACOUSTICS SIMULATIONS

n′ =−⌈∆n ⌉

So far we have only considered a single impulsive sound event in
free space. In the context of room acoustics, the sound arriving at
a receiver is comprised of a multitude of arriving wavefronts, with
additional frequency-dependent dissipation due to wall reflections.
Within geometrical acoustics simulations, where wavefronts are
taken to be carried by rays coming from virtual image sources, one
can simply replace the usual lossless Green’s function g applied
to each ray or image source [8] with the dissipative ĝ, and wall
reflections may be applied as usual.
Along these lines, a time-domain room impulse response x(t)
could be viewed as the following discrete sum of convolutions:
XZ ∞
X hi (t − Ri /c)
x(t) =
hi (τ )g□ (t − τ, Ri )dτ =
4πRi
−∞
i
i
(17)
where hi (t) is the filter response attributed to ith arriving wavefront
– taking into account total contributions of frequency-dependent
reflections or diffraction (e.g.) – and g□ is the Green’s function
of the lossless wave equation parametrised with the total distance
Ri travelled by that wavefront through the room (starting from the
source). The precise combination of filters hi is not important and
does not have to be unique for this point of view, but in the context
of geometrical acoustics each filter would characterise the sound
travelling along a ray coming from an image source (undergoing
various wall reflections and/or diffractions).
In order to apply air absorption to x(t), we replace g□ with g̃ to
get a new signal y(t):
Z ∞
XZ ∞
δ(t − τ − Ri /c − t′ )
y(t) =
hi (τ )
g△ (t, t′ )dt′ dτ
4πR
i
−∞
−∞
i
(18a)
∞

X hi (t − Ri /c − t′ )
=
g△ (t, t′ )dt′
4πRi
−∞ i
Z ∞
=
x(t − t′ )g△ (t, t′ )dt′
Z

X

(18b)
(18c)

−∞

Thus, if it is possible to represent a room impulse response simulated
without air absorption as (17), we can simply apply the diffusion kernel g△ through a time-varying convolution as shown above to add air



u[n]
(n′ Ts )2
exp
−
Ts
2nTs γ ′
2πnTs γ ′

(19)
where u[n] is the unit step and ∆n = Fs ∆t . Finally, it is suggested
Ts
to set y[n] = x[n] for n < 2πγ
′ , during which time the diffusion
kernel has an effective time support smaller than Ts . Since the
sample index relates directly to a distance travelled, any “pre-delay”
should be removed from x[n] prior to filtering.
5. NUMERICAL EXPERIMENTS
Numerical experiments are conducted in this section to illustrate the
use of the proposed air absorption filter in the context of geometrical
acoustics simulations and wave-based simulations. Sound examples
are provided at the accompanying website [33].
5.1. Image source simulation - simple shoebox room
We start with a simple simulation of a shoebox room using the
traditional image-source method [34]. We consider a room with
dimensions 7.0 × 5.0 × 2.8, in metres, with a Sabine absorption coefficient of 0.03 on all walls. The source is at position (6.1, 2.0, 1.5),
in metres, and the receiver at (3.2, 2.0, 1.5), in metres. The room is
illustrated in Fig. 3. The speed of sound is set to c = 343.2 m/s and
γ ′ = 3.0 ns, according to air conditions of 20◦ C and 50% relative
humidity. The corresponding impulse response, calculated with
320 orders of image sources, has a spectrogram shown in Fig. 4,
without air absorption (top) and with air absorption applied using
the proposed method (middle).3 Additionally, the Python package pyroomacoustics [13] is used to simulate the same scene with
distance-based air attenuation applied to image sources and the result
is shown in the bottom spectrogram in Fig. 4.4
The effect of applying the air absorption filter is clearly seen in
comparing the first two spectrograms in Fig. 4. Additionally, one
2 Entropy and vorticity modes and boundary-layers effects are also
present [22], but these are typically neglected in the context of room acoustics
(e.g., as in [25]).
3 Spectrograms are computed with 1024-sample Hann-windowing and
75% frame overlap.
4 Octave-band coefficients are derived from (2) and used in place of default
attenuation parameters selected by pyroomacoustics for these air conditions.
See [33] for supplementary results with default selected parameters.
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Figure 3: Shoebox room setup

can clearly see the “stairstep” effect of assuming one attenuation coefficient per octave band in the bottom spectrogram, with attenuation
deviating from the expected power-law, especially in the upper two
octave bands where air attenuation is most significant.
5.2. Wave-based simulation - simple shoebox room
Having shown how the filtering approach may be used with geometrical acoustics simulations, we also show it can be used with wavebased simulations, using a finite-difference time-domain (FDTD)
method. The intention here is not to compare image-source outputs
to FDTD outputs, but rather to compare FDTD outputs with and without air absorption, using the filter approach and using a viscothermal
FDTD scheme (i.e., via direct simulation of Stokes’ equation) [5, 7].
In this example we consider a normal-incidence absorption coefficient of 0.04 on all walls in the otherwise identical room setup. We
use the simplest finite-difference time-domain (FDTD) simulation
for the lossless wave equation [35], computed in double precision
with a grid spacing chosen for 7.5 points per wavelength (PPW) at
the wavelength corresponding to fmax = 11 kHz, such that numerical dispersion error is less than two percent under fmax [36], which
ultimately requires 24 GB of computer memory. The time-step is set
to the Courant limit (1/Ts ≈ 294 kHz), and the output impulse response is resampled to 48 kHz. The same room is also simulated with
a viscothermal wave equation FDTD scheme (after [37]), which simulates α̃O2 (ω) through Stokes’ equation directly, for which 36GB
of memory is required in this case (a 50% increase). Spectrograms
of the resulting signals are shown in Fig. 5: without (top) and with
(middle) the air absorption filter applied; and using the viscothermal
scheme (bottom). It can be seen that the use of the air absorption
filter reproduces the same behaviour as the viscothermal scheme,
while using 33% less memory.5
It is also worth comparing the time-domain signals of the impulse responses which include air absorption. These are shown in
Fig. 6, where y1 is the result of the lossless FDTD scheme with the
air absorption filter, and y2 the result of the viscothermal scheme.
It can be seen that there are indeed differences between the signals,
as show in the bottom frame of Fig. 6. These discrepancies are due
to the approximate nature of the filter, and to the fact that the air
absorption component in the FDTD scheme suffers from numerical
dissipation error (as analysed in [7]), while the air absorption filter
does not. This can lead to small phase errors that can give rise to
seemingly large time-domain residuals, but this does not imply that
such errors are perceptible.6
5 See [5, 7] for more on viscothermal FDTD simulation costs.
6 Readers are invited to listen to audio examples at [33].

Figure 4: Room impulse response spectrograms. Top: image source method
(ISM), without air absorption; middle: ISM + air absorption filtering;
bottom: ISM computed with the Python package pyroomacoustics with air
absorption [13].

For another point of comparison, we calculate the signals’ similarities in the frequency domain using the following metric which
measures geometric similarity between complex STFT frames:
σs (t) =

(20)

Here Y1 (t, ω) and Y2 (t, ω) represent the STFTs of y1 (t) and y2 (t)
(e.g., those shown in (6)), and the Euclidean norms are calculated
across the frequency-dimension. This similarity metric – which is
less susceptible to phase differences than taking time-domain residuals – returns a real value between zero and one as a function of time
(STFT frame times). We plot log10 (1 − σs ) in Fig. 7, where we see
that the STFT frames are generally more than 99% similar across the
signals’ durations. This indicates that the signal differences in Fig. 6
could be negligible. It is important to remember that phase errors as
large as two milliseconds may not be audible (see, e.g., [38]).
5.3. Wave-based simulation - complex shoebox room
The previous example with wave-based simulations shows that the
proposed method works with a simple shoebox room with frequencyindependent impedance boundary conditions. However, that does
not necessarily imply the technique works in a more complex room
scene. To this end, we test a similarly-sized room with the same
source and receiver positions, but now with diffusive irregularities introduced at one wall, as pictured in Fig. 10. Additionally, frequencydependent, complex impedance boundary conditions are used in
place of frequency-independent ones, following the viscothermal
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Figure 6: Room impulse responses simulated using FDTD methods: y1 the
lossless scheme + air absorption filter; y2 the viscothermal scheme.

Figure 5: Room impulse response spectrograms. Top: lossless FDTD
(without air absorption); middle: lossless FDTD + air absorption filtering;
bottom: viscothermal FDTD.
Figure 7: Room impulse response differences (one minus similarity between
zero and one), computed using STFT frame similarity (20).

FDTD scheme detailed in [37]. Passive impedances [25] are chosen such that per-octave-band Sabine absorption coefficients vary
in the range 0.02–0.04. The diffusing elements introduce diffraction/scattering into the room response, which tests the methodology
laid out the previous section. Using the same analyses as before,
results are shown in Figs. 8 and 9. Fig. 8 shows the spectrograms of results from the lossless wave equation without (top) and with the air absorption filter (middle), and that from the viscothermal scheme (bottom). In this case temporal signals including air absorption are not
shown for brevity, but their spectral similarities are shown in Fig. 9.
As expected, these figures show that the use of the filter returns
similar decay behaviour to that from the viscothermal scheme. Thus,
despite the added effects of diffraction and frequency-dependent
wall impedances, the air absorption filtering approach shows good
agreement to the viscothermal FDTD output, with STFTs again
showing, generally, similarities of at least 99%.
It is worth pointing out that in the preceding examples, the perfect symmetry of a rectangular room gave rise to sweeping echoes,
which are visible in Figs. 4 and 5 as slight diagonal lines representing
linear chirps, as predicted by theory [39]. In this case, the effect
of diffusing/scattering elements prevents sweeping echoes from
appearing (see Fig. 8).
6. CONCLUSIONS AND FINAL REMARKS
In this paper, a method for including air absorption in room acoustics simulations was presented, which is based on an approximate
Green’s function solution to Stokes’ equation. This approximate

Green’s function was parametrised to reproduce the oxygen relaxation effect in air absorption, which is the dominant effect for common indoor conditions. A further truncated and symmetric approximation was provided, and a discrete implementation was laid out.
Numerical experiments were conducted to demonstrate the utility of
this approach in both geometrical and wave-based simulations, with
accompanying sound examples available at [33].
The proposed filtering approach is advantageous for wave-based
FDTD simulations because it leads to at least a 33% decrease in memory usage over viscothermal FDTD schemes [7], thereby bringing
down costs of simulation-based case studies (e.g., [40]). Additionally, numerical dissipation error can be avoided [7]. In the context of
geometrical acoustics simulations, this method could be a preferable
alternative to existing approaches, as it avoids the need for filter
fitting, and the entire approach is parametrised by a few physical
parameters (and a truncation level NdB ).
An important limitation of the proposed method is that it applies only to impulse response simulations, which, by definition,
includes static monopole point sources and receivers. Since only the
distances travelled by sound waves matter for air attenuation and not
directions of propagation (air absorption is isotropic), this approach
could also be used with directional point-sources [41], directional
point-receivers [42], and in the far field of distributed sources [43].
Another limitation of this method is the suitability of powerlaw air attenuation to a chosen set of air conditions. If variations
from power-law attenuation due to the relaxation effects need to be
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Figure 10: Diffusive room setup

[3] D. Fogerty, A. Alghamdi, and W.-Y. Chan, “The effect of
simulated room acoustic parameters on the intelligibility and
perceived reverberation of monosyllabic words and sentences,”
J. Acoust. Soc. Am., vol. 147, no. 5, pp. EL396–EL402, 2020.
[4] M. S. Wochner, A. A. Atchley, and V. W. Sparrow, “Numerical
simulation of finite amplitude wave propagation in air using
a realistic atmospheric absorption model,” J. Acoust. Soc. Am.,
vol. 118, no. 5, pp. 2891–2898, 2005.
[5] C. J. Webb and S. Bilbao, “Computing room acoustics
with CUDA - 3D FDTD schemes with boundary losses and
viscosity,” in Proc. IEEE Int. Conf. Acoust., Speech, Signal
Process., Prague, Czech Republic, 2011, pp. 317–320.
[6] J. Botts and L. Savioja, “Extension of a spectral time-stepping
domain decomposition method for dispersive and dissipative
wave propagation,” J. Acoust. Soc. Am., vol. 137, no. 4, pp.
EL267–EL273, 2015.

Figure 8: Room impulse response spectrograms. Top: lossless FDTD
(without air absorption); middle: lossless FDTD + air absorption filtering;
bottom: viscothermal FDTD.

[7] B. Hamilton, S. Bilbao, and C. J. Webb, “Improved finite
difference schemes for a 3-D viscothermal wave equation on a
GPU,” in Proc. Forum Acusticum, Krakow, Poland, Sept. 2014.
[8] M. Vorländer, Auralization: Fundamentals of Acoustics,
Modelling, Simulation, Algorithms and Acoustic Virtual
Reality, Springer, 2nd edition, 2020.
[9] J. A. Moorer, “About this reverberation business,” Comp.
Music J., pp. 13–28, 1979.
[10] J.-M. Jot and A. Chaigne, “Digital delay networks for
designing artificial reverberators,” in AES Convention 90.
Audio Engineering Society, 1991.

Figure 9: Room impulse responses differences (one minus similarity
between zero and one), computed using STFT frame similarity (20).

modelled, this approach may not be appropriate. For such cases,
options include using filter-based approaches to post-process room
impulse responses (e.g., applying attenuation via short-time Fourier
transform [18]), or developing wave-based room acoustic models
with full air absorption effects (e.g. building on [44]).
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ABSTRACT
Physical modelling sound synthesis is a powerful method for constructing virtual instruments aiming to mimic the sound of realworld counterparts, while allowing for the possibility of engaging
with these instruments in ways which may be impossible in person.
Such a case is explored in this paper: particularly the simulation
of a friction drum inspired instrument. It is an instrument played
by causing the membrane of a drum head to vibrate via friction.
This involves rubbing the membrane via a stick or a cord attached
to its center, with the induced vibrations being transferred to the
air inside a sound box.
This paper describes the development of a real-time audio application which models such an instrument as a bowed membrane
connected to an acoustic tube. This is done by means of a numerical simulation using finite-difference time-domain (FDTD) methods in which the excitation, whose position is free to change in
real-time, is modelled by a highly non-linear elasto-plastic friction
model. Additionally, the virtual instrument allows for dynamically
modifying physical parameters of the model, thereby allowing the
user to generate new and interesting sounds that go beyond a realworld friction drum.

Figure 1: A picture of the friction drum present at the Danish music
museum.

1. INTRODUCTION
sharp attack. The pitch produced by these instruments can be also
modulated by applying pressure to the drum head and therefore
changing its tension.
For our virtual model, we envision the excitation mechanism
somewhat differently: we consider the stick as an infinitely long
bow that excites the membrane directly via frictional interaction.
This allows for an output sound sustained indefinitely. Therefore
our virtual instrument does not necessarily sound identical straight
"out of the box" compared to either of the real friction drums in
particular, but could hopefully be tuned to achieve a particular
sound. In addition, as the virtual instrument is based on a physical
model, there comes a learning curve for any new user with regards
to learning how to play it, as there is for any real instrument.
Friction has been extensively investigated in the sound synthesis literature, being the sound excitation mechanism of several
musical instruments such as the violin and the musical saw, but
also everyday sounds such as squeaking doors and rubbed wine
glasses [3]. The literature has examined different ways of simulating friction, and elasto-plastic friction models have proven to be an
accurate way to simulate dry interactions between rubbed surfaces
[4]. In the elasto-plastic friction model, friction does not depend
only on the relative velocity between bodies in contact, but also on
the relative displacement of the micro-interactions between such

The friction drum has been described as a peculiar musical instrument or even a noisy toy [1]. In Scandinavian tradition, the friction
drum was used in the Middle Ages as a rhythmic instrument. Over
time, children used it in the 19th century to play when they went
door to door during the Christmas holidays and sang [2]. Figure
1 shows the friction drum present at the Danish Music Museum.
As can be seen, the drum is a combination of a stick inserted in the
middle of a cylindrical drum. Similar drums are found in other cultures, for example the cuica in Brazil, putipù in Italy, zambomba in
Spain, buhai in Romania and variations on rummelpot in Germanic
countries like Denmark, Germany or the Netherlands. The sound
is produced by rubbing the stick connected to the membrane, generating a frictional excitation, hence the name friction drum. This
excitation is transferred to the membrane and then further to the air
inside the acoustic tube, with the output radiating at the open end
of the tube. As the stick is of limited length the sound produced
by these means cannot be sustained indefinitely and these instruments are typically used for percussive sounds, characterised by a
Copyright: © 2021 Marius George Onofrei et al. This is an open-access article distributed under the terms of the Creative Commons Attribution 3.0 Unported License,
which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.
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bodies [5]. Such models have been recently used in combination
with finite difference schemes [6]. In this paper, we combine an
elasto-plastic friction model together with a membrane simulation
based on FDTD methods to model the interaction between a stick,
acting as a bow, and the drum head of a friction drum inspired
virtual instrument. This is furthermore coupled with a 1D wave
model with radiating boundary conditions at the open end used to
describe the drum’s sound box.
We mathematically describe the different elements of the
drum, and present a real-time implementation which uses the
Sensel Morph, a pressure sensitive touch pad controller [7], in order to play the virtual instrument.

accurate model would be the 3D wave equation or propagating 2D
cross-sections but would be too computationally demanding for a
real-time implementation.
A Neumann boundary condition is imposed at the side of the
tube connected to the membrane, while at the open end of the tube
a radiating boundary condition is chosen:
∂χ ζ(0, t) = 0,

∂χ ζ(Lχ , t) = −α1 ∂t ζ − α2 ζ,

(5)

with the constants α1 and α2 modelling the inertia and loss at the
open end of the tube.
2.3. Connection

2. FRICTION DRUM MODEL

A connection between the two components is considered, which
means that a connection force is added to the PDEs describing the
two separate components in the following way:

We propose to model the friction drum as two main components
and an excitation mechanism: a membrane connected to an acoustic tube, where the membrane can be bowed via a non-linear elastoplastic friction model. This section describes the partial differential equations (PDEs) describing these components in isolation.

∂t2 u = c2 ∆u − 2σ0 ∂t u + 2σ1 ∆∂t u +
∂t2 ζ = γ 2 ∂x2 ζ +

2.1. Membrane

fc,t
Et ,
ρt A

(6a)
(6b)

where fc,m [N] is the connection force acting on the membrane,
while fc,t [N] acts on the tube. A [m2 ] is the area of the tube and
the terms Em [m−2 ] and Et [m−1 ] represent some distributions
over which the connection force is applied on. Notice that the
distributions are given over the appropriate domain, i.e. over a
surface (m2 ) for the membrane and over a length (m) for the tube.
This essentially means that the connection forces applied to the
zero-input PDEs given in Equations (1) and (4) are scaled with the
mass per unit length or area of each considered component.
For the current model, a rigid connection is assumed meaning
that:

First off, for a membrane defined over a domain Dm = [0, Lx ] ×
[0, Ly ], with Lx and Ly being the lengths of the membrane [m] in
the Cartesian coordinates (x, y), the transverse displacement at a
time t [s]: u(x, y, t) [m] can be described by the following PDE,
as per [8]:
∂t2 u = c2 ∆u − 2σ0 ∂t u + 2σ1 ∆∂t u,

fc,m
Em ,
ρm H

(1)

where the 2D Laplacian operator is defined as:
(2)
∆ ≜ ∂x2 + ∂y2 ,
p
and the parameter c =
T /ρm H is a measure of wave speed
resulting from the membrane’s tension per meter T [N/m], its density ρm [kg/m3 ] and its thickness H [m]. Furthermore, σ0 [s−1 ]
and σ1 [m2 /s] are parameters controlling the frequency-dependent
and frequency-independent loss respectively.
Dirichlet boundary conditions are considered for the membrane, as it is a reasonable assumption that no energy is lost at
the boundaries. Thus:

fc = fc,t = −fc,m ,
η = ⟨u, Em ⟩ − ⟨ζ, Et ⟩ = 0,

(7a)
(7b)

with ⟨·, ·⟩ being an L2 inner product over the appropriate domain
(1D for the tube and 2D for the membrane). Thus η represents the
relative displacement of the two components over the connection.
A more detailed discussion on the choice of connection distributions is given in the Section 3.

u(0, y, t) = u(Lx , y, t) = 0 u(x, 0, t) = u(x, Ly , t) = 0. (3)
2.4. Excitation - Bowing Model
2.2. Acoustic Tube

An elasto-plastic friction model, first proposed in [9], is used for
the friction drum excitation mechanism. Such a model, applied
to the bowing of a stiff string, was shown by both Serafin et. al
[10] and Willemsen et. al [6] to produce a hysteresis loop in the
bowing force versus relative velocity plane, a detail which was
experimentally observed by Smith and Woodhouse in [11]. This
was arrived at by both a digital waveguide model, implemented
by [10] as well as a FDTD method used by [6], who presented a
working real-time implementation of a bowed stiff string.
The elasto-plastic friction model assumes the contact between
two interacting elements is highly irregular at the microscopic
level, i.e. not all the overlapping surface is actually in contact. Instead, the contact can be modelled via a large group of bristles each
contributing to the total friction force. These bristles are modelled
as damped stiff springs and therefore each generates increasing
contact force with increasing displacement, describing an elastic

The longitudinal vibration of an air column ζ(χ, t) [m] in a tube
of uniform cross-section and length Lχ can be described by the
following equation:
(4)
∂t2 ζ = γ 2 ∂χ2 ζ,
p
with the wave speed γ = B/ρt [m/s] resulting from the bulk
modulus B [Pa] and density ρt [kg/m3 ] of the air inside the tube.
χ ∈ [0, Lχ ] is a spatial coordinate along the length of the tube.
This 1D wave approximation for a tube holds true if the length
scale in the longitudinal direction is significantly greater than in
the others. For the case of the friction drum this is not true and this
approximation will actually not produce the desired "drum" type
sound for the wave speed γ resulting from the bulk modulus and
density of air. However, this value can be tuned to produce the desired sound. The choice for this value is given in Section 4. A more
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regime (stick). However, each bristle can only displace so far before it "breaks" and not all bristles "break" at the same time. This
represents the elasto-plastic regime of the friction model, where
only some bristles have reached the breaking point (slide). Once
all bristles "break", a completely plastic regime is entered (slip). In
the case of the bowed membrane, after the slip a "new" portion of
the bow gets in contact with the membrane and the stick-slide-slip
cycle restarts.
Adding the bowing force to the membrane can be done by introducing an extra term to (6a), the PDE which governs the membrane connected to the tube:
∂t2 u = ... −

fB (v, z)
δ(x − xB , y − yB ).
ρm H

(8)

Again the force is applied over some distribution which is in fact
a single point on the Cartesian grid of the membrane given by the
bowing position at some time t: (xB (t), yB (t)). This is achieved
by the use of a 2D Dirac delta function δ(x − xB , y − yB ) [m−2 ].
Furthermore, the force needs to be scaled with the mass per unit
area of the membrane of the component. As for the bowing force
itself, fB [N], it is a function of the relative velocity between the
bow and the membrane, v [m/s], and the average bristle displacement, z [m]:
fB (v, z) = s0 z + s1 ż + s2 v + s3 w,

Figure 2: (a) A plot of the adhesion map α(v, z) plotted against
z when the signs of v and z are the same. (b) Steady-state bristle
displacement zss (v) for a constant normal force fN .

At steady-state, when slipping occurs and therefore ż = 0, α = 1
and together with Equation (11) it follows that z = zss (v), with
zss (v) [m] being defined as:

(9)

where v can be computed as the difference between the velocity of
the membrane at the bowing location and the externally supplied
velocity of the bow, vB (t) [m/s]:
v = ∂t u(xB , yB ) − vB .

zss (v) =

(14)

(10)
where the Coulomb force FC = µC fN [N] and stiction force
FS = µS fN [N] are given as a proportion of the normal force,
fN (t) of the bow acting on the membrane. These proportions are
controlled by the dimensionless dynamic and static friction coefficients respectively, µC and µS . Looking at Figure 2b which illustrates zss (v) for a fixed fN one can see that the Stribeck effect,
i.e. the dip of force at low velocities is captured, as the magnitude
of zss at values of v close to zero is larger than for higher relative velocities. This allows for a larger total friction force to be
obtained in this region before the plastic regime is reached. After
slipping occurs, the "grip" of the bow on the membrane is briefly
lost and the membrane displaces in the opposite direction, hence
sgn(v) ̸= sgn(z) and α becomes again zero, meaning that the bow
again sticks to the membrane and a new stick-slip cycle begins.

Furthermore, s0 is the bristle stiffness [N/m], s1 is the damping coefficient of the bristles [kg/s] and s2 is the viscous friction [kg/s].
s3 [N] is a force coefficient proportional to the normal bowing
force fN (t) (which is an external input and can vary over time)
scaled with a pseudorandom function w(t) ∈ [−1, 1] and is used
to add noise to the total bowing force, as per [3]. The time derivative of the average bristle displacement, ż [m/s] is given by:


z
ż = r(v, z) = v 1 − α(z, v)
.
(11)
zss (v)
Perhaps the most important function in this elasto-plastic friction
model is introduced above: the adhesion map α(z, v) which controls the transition between the various regimes of friction. The
function is defined as follows and is illustrated in Figure 2a:

|z| ≤ zba , sgn(v) = sgn(z)

0

α (v, z) z < |z| < |z (v)| , sgn(v) = sgn(z)
m
ss
ba
α(v, z) =

1
|z|
≥
|z
(v)|
,
sgn(v) = sgn(z)
ss



0
sgn(v) ̸= sgn(z)
(12)
where zba [m] is the breakaway bristle displacement, below which
the friction regime is purely elastic. Indeed, when α = 0, it follows that ż = v. Then, when zba is surpassed, the elasto-plastic
regime is entered where the value of z will be a proportion, governed by αm (v, z), of the steady-state bristle displacement zss (v),
with:

αm

i
2
sgn(v) h
FC + (FS − FC )e−(v/vS )
s0

2.5. Complete System
The complete system for the friction drum can be therefore written
in continuous time as:
∂t2 u = c2 ∆u − 2σ0 ∂t u + 2σ1 ∆∂t u+
fB (v, z)
fc
+
Em −
EB
ρm H
ρm H
fc
∂t2 ζ = γ 2 ∂χ2 ζ −
Et ,
ρt A

(15a)

(15b)

3. DISCRETIZATION




z − sgn(z) 21 (|zss (v)| + zba )
1
=
1 + sgn(z) sin π
.
2
|zss (v)| − zba
(13)

The system given in (15) is discretized using FDTD methods,
which subdivides the continuous model into grid points in space
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and samples in time. The (x, y)-plane of the membrane is discretised as x = lhm and y = mhm , with l ∈ [0, ..., Nx ] and
m ∈ [0, ..., Ny ]. Here, Nx = Lx /hm and Ny = Ly /hm are
the horizontal and vertical number of grid intervals the membrane
is divided in with grid spacing hm [m]. For simplicity the same
spacing is used in both directions. Similarly for the tube, χ = pht ,
where p ∈ [0, ..., Nχ ] and Nχ = Lχ /ht is the total number of grid
intervals along the tube’s length with a grid spacing ht [m].
Time t is discretized as t = nk where k = 1/fS , sampling
frequency fS [Hz] and temporal index n ∈ N.
Using these discrete definitions for space and time, the continuous state variables presented in the previous section can then be
approximated by grid functions as u(x, y, t) ≈ un
l,m for the membrane and ζ(χ, t) ≈ ζpn for the tube. Furthermore, approximations
to the derivatives can be described in the following way:

1
∂t u ≈ δt· un
un+1 − un−1
,
(16a)
l,m =
l,m
2k l,m

1 n
∂t u ≈ δt− un
ul,m − un−1
,
(16b)
l,m =
l,m
k

1
n+1
n
n−1
∂t2 u ≈ δtt un
,
(16c)
l,m = 2 ul,m − 2ul,m + ul,m
k

1
n
n
un
(16d)
∂x2 u ≈ δxx un
l+1,m − 2ul,m + ul−1,m ,
l,m =
h2m

1
n
n
∂y2 u ≈ δyy un
un
(16e)
l,m =
l,m+1 − 2ul,m + ul,m−1 ,
h2m
n
n
∆u ≈ δ∆ un
(16f)
l,m = δxx ul,m + δyy ul,m ,

1
un
un+1 + un−1
,
(16g)
l,m ≈ µt· u =
l,m
2 l,m

1 n
ul,m + un−1
,
(16h)
un
l,m ≈ µt− u =
l,m
2

1
ζpn+1 − ζpn−1 ,
(16i)
∂t ζ ≈ δt· ζpn =
2k

1 n
∂t ζ ≈ δt− ζpn =
(16j)
ζp − ζpn−1 ,
k

1
∂t2 ζ ≈ δtt ζpn = 2 ζpn+1 − 2ζpn + ζpn−1 ,
(16k)
k
1
n
n 
.
(16l)
− 2ζpn + ζp−1
∂χ2 ζ ≈ δχχ ζpn = 2 ζp+1
ht

Furthermore Jm and JB (xB , yB ) are spreading operators.
The former is a discretized version of the connection distribution
Em and the latter, a discrete 2D Dirac delta function which defines
the bowing position in the continuous model. Here we use a first
order 2D spreading function defined as

(1 − αxB )(1 − αyB )





(1
 − αxB )αyB
1
JB = 2
αxB (1 − αyB )
hm 


αx αy


 B B
0

l = lB , m = mB
l = lB , m = mB + 1
l = lB + 1, m = mB
l = lB + 1, m = mB + 1
otherwise,
(18)
with lB = floor(xB /hm ), mB = floor(yB /hm ), αxB =
xB /hm − lB and αyB = yB /hm − mB . This spreading function,
necessary for exciting a discretized grid has a dual: the interpolation function IB which is of interest when obtaining the state of a
discrete grid between grid points and will be of use further along
for the discretization of the complete system. See [8] for more details on this. They are termed dual functions because they serve
inverse purposes: one is used for adding input to a distributed object at a specific location and the other is used to extract a state at a
specific location on the same object. Furthermore, they are related
as such:
1
IB .
(19)
h2m
Drum heads are typically of circular shape and although the
membrane is defined in Cartesian coordinates over some rectangle of length Lx × Ly , one can "sculpt" a circular grid using a
staircase approximation, as done in [12], as long as boundary conditions are satisfied. Since Dirichlet conditions are assumed, the
only requirement is that points on the rows and columns at the
edge of the square grid need to be fixed to zero. Regarding the
connection with the tube, it is clear that the entire membrane contributes to movement of the air column inside the tube. However,
there is a factor which points towards skewing the weight of the
membrane displacements towards its center. Due to the boundary
layer effect, the air at the edges of the tube will be semi-stationary.
Therefore a 2D Hann distribution over 72.25% of the area of the
grid is used, centered at the middle of the membrane. This is illustrated in Figure 3 together with the grid points of the circular
membrane approximated from the initial rectangular grid.
This connection distribution, named Im , is normalized such
that its integral is equal to 1 and can be seen to act as an interpolation function acting on un
l,m . Therefore it’s dual spreading
function Jm will be defined in the same way as Equation (19).
Using von Neumann analysis [8], a stability condition can be
derived and is given by the following inequality:
p
(20)
hm ≥ hm,min = 2c2 k2 + 8σ1 k.
JB =

Note that the same continuous operation can be approximated in
different ways. With these definitions in place we can move on to
discretize the individual components of the friction drum model.
An important thing to take into account when it comes to numerical models is the issue of stability, from which limitations
arise on the possible size of the grid spacing hm and ht . Stability conditions are available for each individual component and
will be presented in the upcoming subsections. Working with grid
spacings that satisfy the stability conditions as close to equality as
possible ensures a more accurate numerical scheme.
3.1. Membrane
The complete membrane including the bowing force and connection to the tube can be discretized as

3.2. Acoustic Tube
A discretized version of the acoustic tube and its connection is
given by:
fn
δtt ζpn = γ 2 δχχ ζpn − c Jt ,
ρt A
(21)

2
n
n
n
δtt un
l,m = c δ∆ ul,m − 2σ0 δt· ul,m + 2σ1 δt− δ∆ ul,m +

+

f n (v n , z n )
fcn
Jm − B
JB (xB , yB ).
ρm H
ρm H

(17)

Notice in Equation (17) the use of the δt− operator in the
mixed time/space derivative term, which is used in order to keep
the numerical scheme explicit.

with Jt being the spreading operator for the connection force acting on the tube, essentially the discretized version of Et . This is
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where f is a grid function in some domain D and I and J must
be dual interpolation and spreading functions. This results in the
following equality:
n+1
Im un+1
.
l,m = It ζp

(27)

3.4. Excitation - Bowing Model
For the bowing force, the discrete counterpart of Equation (9) is
taken as:
n
fB
(v n , z n ) = s0 z n + s1 rn + s2 v n + s3 wn , with:
(28)


n
z
rn (v n , z n ) = v n 1 − α(z n , v n )
.
(29)
zss (v n )
Additionally, the relative velocity between the bow and the
membrane described in Equation (10) will be:
n
v n = IB δt· un
l,m − vB .

Figure 3: Circular grid approximation from a rectangular grid
and the normalized Hann distribution used for the connection to
the tube, Im . The green crosses are the original grid points from
the square Lx × Ly grid, while the red circles are the points used
in the calculation.

3.5. Solving the System
In order to calculate the update values for the grid functions: un+1
l,m
and ζpn+1 , three unknown variables must first be determined: v n ,
z n and fcn and for this we need a system of three equations dependent on these variables at each sample n, which can then be solved
using a multivariate Newton-Raphson method. An interesting observation is that the reaction of the air inside the acoustic tube, i.e.
the connection force, will instantaneously affect the bowing force
and vice-versa. This would not be the case in a simpler model
where bowing would not occur at the connection point.
The first equation is g1 (v n , z n , fcn ) = 0 and can be found by
making use of the following identity:

related to its dual interpolant function It in the following way:
Jt =

1
It .
ht

(22)

with It taken as a normalized half-Hann window such that its integral is 1, spread over 4% of the length of the tube, with its peak at
the connection point (the top of the acoustic tube). This was preferred due to a Dirac type connection in order to dampen out some
of the high frequencies which would result from an excitation of
the tube at a single point and thus produce a more realistic friction
drum sound. Notice in Equation (22) that ht is not squared, as
was the case for hm in Equation (19). This is due to the different
spatial dimensions of the components.
The boundary conditions of the tube presented in Equation 5
are discretized in the following way:
δχ· ζpn

=

−α1 δt· ζpn

δχ· ζpn = 0, at p = 0
− α2 µt· ζpn , at p = Nχ ,

2
n 
(31)
δt· un
l,m − δt− ul,m ,
k
and introducing it together with Equation (30) in Equation (17),
which results in:
δtt un
l,m =

f n (v n , z n )
g1 (v n , z n , fcn ) = IB JB B
− IB Jm fcn +
ρm H


2
+ 2σ0 v n + q n = 0,
k

(23a)
(23b)

2
2 n
n
δt− IB un
vB −
l,m + 2σ0 vB +
k
k
n
c2 IB δ∆ un
l,m − 2σ1 δt− IB δ∆ ul,m .
The second equation needed is, as per [6] and [8]:
qn = −

(24)

g2 (v n , z n ) = rn − an = 0,

3.3. Connection

n

The rigid connection given in Equation (7b) can be discretized as
n
η n = ⟨un
l,m , Jm ⟩Dm − ⟨ζp , Jt ⟩Dt = 0,

a = (µt− )

−1

δt− z

n

with

(33)

where the operators applied to z n describe the trapezoid rule.
Finally, the third equation comes from the rigid connection
condition in Equation (27). The displacements of the membrane
n+1
un+1
can be extracted and expressed only
l,m and for the tube ζp
in terms of values at current or previous samples by expanding the
operators in Equations (17) and (21). This results in


It Jt
Im Jm
g3 (v n , z n ,fcn ) = Fcn k2
+
−
(1 + σ0 )ρm H
ρt A
(34)
Im JB
n
fB
(v n , z n )k2
+ bn = 0,
(1 + σ0 )ρm H

(25)

with Dm and Dt being the domains of the membrane and of the
tube respectively. This means that the connection location is described by the two spreading functions Jm and Jt for the membrane and the tube respectively. If the equality in Equation (25) is
true at sample n then it follows that it will be true at sample n + 1
as well. This together with with the following identity will provide
valuable information for solving the complete discretized system:
⟨f, J⟩D = If,

(32)

with

and a stability condition on the grid size ht is given by [8]:
ht ≥ ht,min = γk.

(30)

(26)
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Table 1: Parameter values used for the friction drum simulation.

Name
Membrane
Length
Width
Material Density
Thickness
Wave Speed
Freq. dep. loss
Freq. indep. loss
Grid spacing
Acoustic Tube
Length
Area
Material Density
Wave Speed
Bulk Modulus
Radiation Damp. Ct.
Radiation Damp. Ct.
Grid spacing
Bowing Model
Coulomb Friction
Static Friction
Normal Force
Bow Velocity
Stribeck Velocity
Bristle Stiffness
Bristle Damping
Viscous Friction
Noise Coefficient
Pseudorandom Fct.
Breakaway Disp.
Other
Sample Rate
Time Step

Figure 4: Snapshot showing the displacements of the friction
drum’s components at a time step in the middle of a bowing simulation, (a) being the longitudinal displacements of the air column
in the acoustic tube ζ and (b) being the transverse displacements
of the membrane u. The magenta cross highlights the bowing position.

with
bn =

1
n
[c2 k2 Im δ∆ un
l,m + 2σ1 k(Im δ∆ ul,m −
1 + σ0 k
n
n−1
Im δ∆ un−1
l,m ) + 2Im ul,m − (1 − σ0,s k)Im ul,m ]−

(35)

[γ 2 k2 It δχχ ζpn + 2It ζpn − It ζpn−1 ]
The following iteration is then used to calculate the unknown
values v n , z n and fcn :
  n   ∂g1 ∂g1 ∂g1 −1  
 n
v(i)
v(i+1)
g1
∂v
∂z
∂f
 2 ∂g2 ∂g2c    (36)
n 
n
 =  z(i)
 z(i+1)
g2
−  ∂g
∂v
∂z
∂fc 
n
n
∂g3
∂g3
∂g3
g3
fc,(i)
fc,(i+1)
∂v

∂z

∂fc

where i is the iteration number. The threshold for convergence is
set at 10−7 , with a maximum number of iterations of 99.
Once the three values at at the sample n are known, update valn+1
ues for the grid points un+1
can be found by expanding
l,m and ζp
the operators in Equation (17) and Equation (21).

Symbol [unit]

Value

Lx [m]
Ly [m]
ρm [kg/m3 ]
H [m]
c [m/s]
σ0 [s−1 ]
σ1 [m2 /s]
hm [m]

0.3
0.3
1400
0.007
15 ≤ c ≤ 150
0 ≤ σ0 ≤ 6
0 ≤ σ1 ≤ 0.0026
0.0167

Lχ [m]
A [m2 ]
ρt [kg/m3 ]
γ [m/s]
B [Pa]
α1 [s·m−1 ]
α2 [m−1 ]
ht [m]

0.4
0.0707
1.225
30
1102.5
0.008
4.348
0.0011

µC [-]
µS [-]
fN [N]
vB [m/s]
vS [m/s]
s0 [N/m]
s1 [kg/s]
s2 [kg/s]
s3 [N]
w [-]
zba [m]

0.3
0.8
0 ≤ fN ≤ 20
0 ≤ vB ≤ 0.2
0.1
105
√
0.001 s0
4
0fN ≤ s3 ≤ 0.04fN
−1 ≤ w ≤ 1
0.7FC /s0

fS [Hz]
k [s]

44100
1/fS

4. IMPLEMENTATION
The implementation of the finite difference scheme presented in
Section 3 has been carried out in C++ using the JUCE framework
[13] and a demonstration video is available at [14]. The parameters
used can be found in Table 1, and have been chosen starting from
the work of Serafin [3] and Willemsen et al. [6], but tuning them
to achieve the desired sound for the instrument. The number of
grid intervals in the discretization of both elements is limited as
compared to the stability condition in order for the model to be
able to run in real-time without audio dropouts.

Figure 5a shows the displacement of the membrane at the bowing
location during a simulation, as well as the relative velocity and
the resulting displacements at the open end of the tube. The membrane indeed shows Helmholtz motion, while the relative velocity
exhibits the stick-slip behavior with values hovering around zero
followed by an abrupt drop after which a new portion of the bow
sticks again and the cycle restarts. The wave form of the displacement at the open end of the tube is somewhat more complex and
highlights the effect of the interaction of the elements, with the entire membrane contributing to the motion of the air inside the tube,
which then feeds back into the membrane.
Finally, the presence of a hysteresis loop in the force vs. relative velocity plane is investigated, which is an expected behavior
as per experimental observations of bowed strings by Woodhouse
and Smith [11]. This is illustrated in Figure 5b.

4.1. Prototype Model Results
Before implementing the audio application in JUCE, tests were
done in MATLAB [15] to identify that the model is stable and that
results are in line with expectations. Figure 4 shows a snapshot
of the circular membrane being bowed with fN = 12 [N] and
vB = 0.1 [m/s] coupled with the acoustic tube at some time step
in the middle of a simulation. Looking at the tube, one can see the
free and the radiating boundaries at its endpoints.
The next step was to test whether the vibrations of the membrane exhibit the Helmholtz motion, which is typical for bowed
instruments and tends to produce triangular-shaped wave forms.

4.2. Real-Time Application
Figure 6 shows snapshots of the friction drum audio application
during use, where due to variation of the bowing position and
force/velocity different modes of vibration are in resonance. No-
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(a)

(b)

Figure 5: (a) A plot of the displacement wave forms of the membrane at bowing position, u (top) and the open-end of the tube, ζ (middle)
together with the relative velocity, v between the bow and the membrane at the bowing location (bottom). (b) Hysteresis loop showing 700
points of relative velocity v and bowing force fB , going from light to dark with increasing samples.

frequency of the sine wave and is in the range [0, 10] [Hz].
All the ranges mentioned above are mapped in the GUI to be
in a [0, 10] non-dimensional scale as to not confuse the user with
different scales.
To add to the natural feel of the interaction another important
addition is included in the GUI: the vibration of the membrane is
plotted in real-time in a gray scale, inspired by [16], together with
the bowing position, plotted with an orange color and an opacity
given by the amount of pressure one applies to the Sensel. This
is in fact, in the first author’s view, one of the paramount features
of this digital instrument, the fact that one can hear and see what
the membrane is doing and change the bowing accordingly to find
"sweet spots" for the sound.
The output sound is retrieved from the model by following the
n
state of the open end of the tube (ζN
) and amplified to the usual
χ
range of amplitudes [-1,1]. Since the amplitudes of the model
states are higher when using a lower value for c, an adjustable
gain is used.

tice the orange square, highlighting the bowing position, which
has different opacities in the two snapshots, their meaning being
further described in the following.
An important part in designing the real-time application was
to have a natural type of interaction. Since there are 4 dimensions
of input to the model, i.e., the bowing position (xB (t), yB (t)),
bowing force fN (t) and velocity vB (t), it was desired to find a
way to somehow control all these inputs simultaneously. An ideal
match for this task was the Sensel Morph which is a tablet-sized
pressure sensitive controller which is very fast and extremely sensitive [7]. The work of [16] provided an open source library for
allowing easy communication between the Sensel and JUCE. This
allowed to map the (x, y) touch position to the bowing position
while the pressure was mapped to the bowing force and velocity, linearly coupled. The normal force is limited in the range of
fN ∈ [0, 20] [N] while the bowing velocity is mapped in the range
vB ∈ [0, 0.2] [m/s]. Naturally, the bowing position is limited in
the range of [0, Lx ] and [0, Ly ].
Other parameters which can be modulated via sliders are the
tuning of the membrane, i.e. the wave speed c ∈ [15, 150] [m/s],
which is named "Tuning" thus allowing for a more intuitive understanding of the parameter by a non-technical user. Similarly
the damping parameters σ0 ∈ [0, 6] [s−1 ] and σ1 ∈ [0, 0.00266]
[m2 /s] are combined into one value called "Damping". Note, that
grid spacing in Eq. (20) is initialised using the highest values for c
and σ1 so that the stability condition is not violated. Also note, that
even when the damping parameters are set to 0 the radiation damping parameters for the tube α1 and α2 are fixed. Hence, even with
zero damping, there will still be decay present. A third slider at
the top of the graphical user interface (GUI) window controls the
s3 ∈ [0fN , 0.04fN ] [N] term in the bowing force, and is called
"Noise" as it adds some white noise to the friction force proportional to the normal force fN .
Furthermore, a vibrato effect is added where one can modulate
via a sine wave the tuning of the membrane by a chosen frequency
and with a chosen amount. This is introduced in the GUI as the
sliders, named "Variation" which adds an oscillation between [0, 3]
[m/s] to the wave speed c and "Rate", which controls oscillation

5. EVALUATION
The real-time simulation presented in the previous section was demoed by the first author during a Zoom session with 17 students
enrolled in a physical modelling for sound synthesis class.
After a demo where the different parameters of the interface
were explored, a qualitative interview and discussion took place.
To the question regarding which instrument it was, the answers
were varied. One student said the sounds were inspired by the
Theremin, another mentioned a gong, hand drum, metallic drum,
bowed bar, low frequency saw, a cymbal that is "contact-miced"
and bowed or even "a chair being dragged across the floor". Particularly, one student mentioned that it sounded like one was "inside"
the instrument or that it resembles the sounds a contact microphone
might pick up. This was encouraging to hear as the sound is being
picked up right at the end of the tube so in some way the listener is
inside the drum itself. Overall, the answers gave some indications
on how the sonorities of the physical model remind of a bowed inharmonic resonator and references to friction were abundant in the
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instruments such as the presence of a hysteresis loop in the resulting bowing force-velocity plane.
Future work may involve the investigation of other possible
mappings to the various parameters or the use of different type of
controllers. Another important direction should be the optimization of the C++ implementation with the aim of reducing the grid
size intervals in the numerical model and therefore work closer to
the stability conditions. This would produce more accurate results
with a broader bandwidth and allow for the application to be implemented on a micro-controller and developed as a stand-alone
digital instrument.
7. REFERENCES
[1] H. Balfour, “The friction-drum,” The Journal of the Royal Anthropological Institute of Great Britain and Ireland, vol. 37, pp. 67–92,
1907.

(a)

[2] M. Müller, “Folk-folkelig-folkelige musikinstrumenter i danmark,”
Folk og kultur, årbog for dansk etnologi og folkemindevidenskab, vol.
23, no. 1, pp. 5–20, 1994.
[3] S. Serafin, The sound of friction: Real time models, playability and
musical applications, Ph.D. thesis, Department of Music, Stanford
University, 2004.
[4] F. Avanzini, S. Serafin, and D. Rocchesso, “Interactive simulation
of rigid body interaction with friction-induced sound generation,”
IEEE transactions on speech and audio processing, vol. 13, no. 5,
pp. 1073–1081, 2005.
[5] P. Dupont, V. Hayward, B. Armstrong, and F. Altpeter, “Single state
elastoplastic friction models,” IEEE Transactions on automatic control, vol. 47, no. 5, pp. 787–792, 2002.
[6] S. Willemsen, S. Bilbao, and S. Serafin, “Real-time implementation
of an elasto-plastic friction model applied to stiff strings using finite
difference schemes,” in 22nd International Conference on Digital
Audio Effects, 2019.

(b)

[7] Sensel Inc., “Sensel morph,” Available at https://sensel.
com/, Accessed: 2021-03-27.

Figure 6: A screenshot of the real-time audio application where a
resonance occurs with (a) mode 2 of vibration and (b) mode 3.

[8] S. Bilbao, Numerical Sound Synthesis, John Wiley and Sons, Ltd,
2009.
[9] P. Dupont, V. Hayward, B. Armstrong, and F. Altpeter, “Single state
elastoplastic friction models,” Automatic Control, IEEE Transactions
on, vol. 47, pp. 787 – 792, 06 2002.

students’ responses. Even if it was not possible for the viewers to
play with the interface, they found the use of the Sensel intuitive
and the sound produced felt natural.
This informal evaluation is obviously not ideal; the feeling of
the quality of the instrument is better experienced from the viewpoint of the player. Nonetheless, it provided some indications for
further development of the interaction and the GUI associated with
the instrument. An important addition to the evaluation would be
an objective comparison with the sound produced by various real
friction drums. To this end, however, the virtual instrument would
need to be tuned and played accordingly, as the excitation mechanisms are not entirely analogous.

[10] S. Serafin, F. Avanzini, and D. Rocchesso, “Bowed string simulation using an elasto-plastic friction model,” in Proceedings of the
Stockholm Music Acoustics Conference, 2003.
[11] J.H. Smith and J. Woodhouse, “Tribology of rosin,” Journal of The
Mechanics and Physics of Solids - J MECH PHYS SOLIDS, vol. 48,
pp. 1633–1681, 08 2000.
[12] B. Hamilton, Finite Difference and Finite Volume Methods for Wavebased Modelling of Room Acoustics, Ph.D. thesis, The Univeristy of
Edinburgh, 2016.
[13] JUCE ROLI, “Juce,” Available at https://juce.com,
cessed: 2021-03-27.

6. CONCLUSION

Ac-

[14] M. G. Onofrei, “Friction drum physical modelling simulation demo,”
https://www.youtube.com/watch?v=3UEUyYc6PF0.

In this paper, the development of a real-time audio implementation
of a virtual friction drum inspired instrument using physical modelling has been presented. FDTD methods are used for simulating
the friction drum as a bowed membrane connected to an acoustic tube. Furthermore, an advanced elasto-plastic friction model is
used for the excitation mechanism which is shown to exhibit physically consistent behavior observed in experiments on real music

[15] MATLAB, version (R2020b), The MathWorks Inc., Natick, Massachusetts, 2019.
[16] S. Willemsen, N. Andersson, S. Serafin, and S. Bilbao, “Realtime control of large scale modular physical models using the sensel
morph,” in Proceedings of the 16th Sound and Music Computing
Conference, 2019.

DAFx.8

175

rd
Proceedings of the 24
International Conference on Digital Audio Effects (DAFx20in21),
Vienna,Austria,
Austria,September
September2020-21
8-10, 2021
23th
(DAFx2020), Vienna,
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ABSTRACT

are further converted to discrete time, there is immediately a question, whether the discrete-time systems obtained in two such ways
(using an integrator- or a differentiator based continuous-time prototype) are equivalent.
In this paper we shall take a detailed look into the applicability of differentiators in continuous-time block diagrams, as well
as the equivalence aspects of integrator- and differentiator-based
discrete-time models. We are going to show that the continuoustime applicability occurs under a number of reservations, and so
does the discrete-time equivalence.
In Sec. 2 we discuss differentiation in continuous-time diagrams. In Sec. 3 we discuss the discrete-time differentiator-based
one-pole. In Sec. 4 we generalize to arbitrary linear systems. In
Sec. 5 we generalize to nonlinear systems, mixed integration and
differentiation, and arbitrary integration schemes.

The article performs a generic comparison of integrator- and differentiator based continuous-time systems as well as their discretetime models, aiming to answer the reoccurring question in the
music DSP community of whether there are any benefits in using differentiators instead of conventionally employed integrators.
It is found that both kinds of models are practically equivalent, but
there are certain reservations about differentiator based models.
1. INTRODUCTION
Discrete-time block diagrams are commonly used in DSP. Their
most common type of fundamental memory elements are z −1 (unit
delay) blocks. The commonly known direct filter forms I and II,
including their transposed versions, are built around z −1 blocks.
Certain systems are however expressed in terms of larger-scale
blocks, which are not fundamental. For example, the Moog ladder
filter is commonly understood as a feedback loop around a series
of four 1-pole lowpass filters [1]. In comparison, the state-variable
filter (SVF) is understood in terms of integrators [2]. An integrator also provides a building block of a particular 1-pole lowpass
design, known as the “leaky integrator” (Fig. 1).
Integration is fundamentally a continuous-time phenomenon,
thus Fig. 1 can be understood as a continuous-time block diagram,
and so can be the block diagram of an SVF. In fact, continuous
time block diagrams are commonly used alongside discrete time
block diagrams in control theory. In the DSP field their use is traditionally somewhat less common, but can be encountered e.g. in
the area of virtual analog filters ([3], [4]), where they provide a
visual expression of differential equations describing the system
of interest. In continuous-time block diagrams integrators take the
role of fundamental memory elements. Since the transfer function of an integrator, expressed in terms of Laplace transform,
is H(s) = 1/s, the integrators are often notated as 1/s or s−1
blocks.
The idea of using differentiators instead of or in addition to
integrators when designing virtual analog systems has come up
regularly in the online music DSP discourse, as well as in some
academic works [5]. Whilst this topic has been touched upon in
existing system theory [6], this motivated the idea of attempting a
deeper discussion of the topic.
In terms of equations, the use of differentiation instead of integration is just a notational difference. However in continuous-time
block diagrams this already raises some questions. When these

2. CONTINUOUS-TIME DIFFERENTIATION
2.1. Continuous-time 1-pole
To illustrate the relationship between integrator- and differentiatorbased continuous-time systems we use a 1-pole lowpass filter. The
integrator-based version of this filter is shown as a block diagram
in Fig. 1, the detailed explanation can be found in [3] Ch.2.
x(t)

/+
O

−

/

/ R

/

•

/ y(t)

ωc

Figure 1: Integrator-based 1-pole lowpass filter.
The block diagram in Fig. 1 corresponds to the differential
equation:
ẏ(t) = ωc (t) · (x(t) − y(t))
(1)
where ωc (t) is the (potentially varying) cutoff frequency. This
can be more easily seen by integrating both parts of equation (1)
obtaining
Z t
ωc (τ ) (x(τ ) − y(τ )) dτ
(2)
y(t) =
0

where we assume a zero initial state at t = 0.
In order to obtain the differentiator-based counterpart of Fig. 1
we need to resolve the equation (1) with respect to y(t), which
gives
1
y(t) = x(t) −
ẏ(t)
(3)
ωc (t)

Copyright: © 2021 Vadim Zavalishin et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.

Equation (3) can be expressed in the block-diagram form as shown
in Fig. 2.
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x(t)
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/

•

o

d
dt

/ y(t)

the circuit schematics to a (continuous-time) block diagram, and
conversely, representing them as differentiators would look like
ignoring their natural causality.
Since the capacitor and the inductor equations are the only
differential equations occurring in descriptions of typical simple
circuits, it follows that their block diagram representations would
naturally contain integrators, whereas differentiator forms would
be “causally unnatural”.

o

1/ωc
Figure 2: Differentiator-based 1-pole lowpass filter.

Under the condition ωc ̸= 0, equations (1) and (3) are equivalent, and so, upon the first look, must be the systems in Figs. 1 and
2 respectively.

2.3. Differentiator lookahead
The formal definition of a derivative involves looking at the values
before and after the point of interest. Thus, differentiation (with
respect to time) implies (if only an infinitely small) lookahead, and
hence by definition is not causal.
This raises an interesting philosophical question - Maxwell’s
equations contain time derivatives of the strengths of electric and
magnetic fields, and, by the nature of those equations, this differentiation must be causal. Without trying to get into further philosophical depths, we would be happy just with pointing out this
difficulty, as well as with noticing that we could at least attempt to
amend the difficulty by understanding time derivatives as left-hand
derivatives.

2.2. Natural causality
There is however one important difference between equations and
block diagrams in that the latter also express causality (in the form
of directional connections: the upstream output defines the downstream input, not vice versa) [7]. This implied causality may also
have been the reason why delay-less loops were de-facto almost
taboo in DSP block diagrams for a long time. In comparison, equations are typically understood as simply statements that two sides
are equal, without implying which side defines the other, except
for fully explicitly resolved equations, which may be often understood as the RHS defining the LHS, but do not necessarily imply
that.
Now, even though equations are not necessarily explicitly containing any causality information, the associated causality can be
often derived from the context. For example, Ohm’s law U = IR
can describe a situation where the voltage defines the current or
vice versa. If a load is connected to a voltage source, then the current is defined by the voltage, not the other way around. In fact, on
a finer time scale the current is not simply equal to U/R. Suppose
there is no voltage on a load and respectively no current flowing
through it, and then a voltage is suddenly applied. Since the electrons have a mass, it will take a certain amount of time for the
electrons to start moving. Respectively, the current will gradually
grow until the electrons are finally moving at a speed such that the
applied voltage is fully balanced out by the resistance of the media. Thus, the current value given by U/R is not the instantaneous
one but rather the limiting one, which is attained after the system
stabilizes. Respectively, Ohm’s law gives an equation describing
the stablized rather than the instantaneous state. Typically we are
interested in time scales much larger than the characteristic time
of such stabilization and thus Ohm’s law provides an acceptable
simplification.
Certain equations unequivocally imply causal relationships.
E.g. the capacitor equation
q̇ =

d
(CU ) = I
dt

2.4. Implied bandlimitedness
We are now going to highlight one further not so obvious aspect
of block diagrams: the causality of the connections also implies
their bandlimitedness. This aspect is typically irrelevant, however becomes somewhat important with instantaneous (delay-less
or integrator-less) feedback loops and even more important with
differentiators in feedback loops, so that it cannot be really ignored
anymore.
The concept of causality involves a time relationship between
two events: A must happen before B. In discrete-time block diagrams this manifests itself in the order of computations implied
by the directions of the connections. Discrete-time block diagrams
conceptually operate in an ideal world, where the time is “frozen”
during each sample, however within this “frozen time” there is a
“nested” time scale, on which the computations occurring within
this sample are ordered.
This nested time scale becomes crucial in causal treatment of
delay-less feedback loops. One way of understanding those, proposed in [8], is to treat this nested scale as also discrete. For delayless feedback loops this conceptually implies introducing an “infinitely short” delay into the loop and running such loop infinitely
many times. In case the iterations converge, the limiting value is
taken as the value produced during the “primary time scale sample”. This approach however converges only for |g| < 1 where g
is the instantaneous loop gain.
An approach which converges ∀g < 1 (or ∀ Re g < 1 if
g ∈ C) is to treat the nested time scale as a continuous time one.1
The details can be found in [3] Sec.3.13. This can be seen as introducing a ”very high cutoff” causal lowpass filter instead of introducing a ”very short” delay, thereby bandlimiting the loop. The
same approach can be also applied to continuous time block diagrams, where instead of a “nested time scale” it would be more
appropriate to talk of a “finer time scale”. Notice that this finer

(4)

actually expresses the fact that the capacitor charge q = CU is
obtained as the accumulated current:
Z t
q = CU =
I(τ ) dτ
(5)
0

that is, the capacitor charge is the result of accumulating the current applied to the capacitor. Similarly the inductor current is the
result of accumulating the applied voltage.
Thus, in the causal sense, the capacitor and the inductor are
behaving as integrators rather than differentiators. It would be appropriate therefore to represent them as integrators after converting

1 g ≤ −1 can particularly occur in trapezoidal integration at high cutoff
values. The divergence at g ≥ 1 corresponds to leaving the limits of the
integration scheme’s applicability.
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time scale idea is exactly the same one which we introduced in the
discussion of Ohm’s law in Sec.2.2, thus it has a 1:1 correspondence to the behavior of real world systems.
For a loop containing an integrator this bandlimiting is irrelevant, because the loop gain of such loop at high frequencies is
very small anyway (from the time-domain perspective, an integrator cannot change its value instantaneously, as long as its input is finite). In pure algebraic instantaneous loops the gain is
frequency-independent, therefore it’s no longer small at high frequencies. Bandlimiting of such loops simply allows their causal
treatment. For loops containing differentiators (and no integrators) the gain indefinitely grows with frequency. A bandlimiting
filter with a stronger rolloff, and respectively stronger phase shift
in the transition and stop bands, will be therefore required, and
it’s difficult to say whether it will be always possible to ignore the
arising artifacts. Attempting a causal time-domain analysis of such
instantaneous feedback loop is also problematic as we will need to
infinitely differentiate rather than infinitely integrate the input signal, which creates difficulties with any kind of discontinuities in
the signal or its derivatives.
Thus, there are certain difficulties with continuous-time block
diagrams containing differentiators, and especially containing differentiators in integrator-less loops. Ultimately all those difficulties originate from the causal interpretation of continuous-time
block diagrams. The switch from integrators (s−1 blocks) to
differentiators (s blocks) can be compared to an attempt to use
z blocks instead of z −1 blocks in discrete-time block diagrams,
which would be a clear violation of causality.

the trapezoidal integrator is the transposed direct form II (Fig. 3).
Compared to direct form I, this topology uses only a single z −1
block, while, compared to direct form II, the value stored in the
z −1 block’s memory is approximately equal to the integrator’s output value. See [3] Sec.3.6 for an explicit derivation of Fig. 3.

3. DISCRETE-TIME 1-POLE

Figure 4: Integrator-based discrete-time 1-pole lowpass.

The situation looks notably different in the discrete-time case. The
main reasons for this are probably the causality of some of commonly used discrete-time differentiation schemes as well as the inherently limited bandwidth of the media. Respectively, with differentiators in feedback loops we are going to get the usual (more or
less) delay-less feedback loops, like the ones occurring in implicit
integration methods. We will start the discussion by converting
the differentiator-based 1-pole (Fig. 2) to discrete time and compare the conversion result to the conversion result of the integratorbased 1-pole (Fig. 1).

Let u[n] denote the input of the z −1 block in Fig. 4 at time
moment n. Respectively, the output of the z −1 block at the same
time is u[n − 1]. Effectively u[n − 1] is the system state at the
beginning of the n-th sample, and u[n] is the system state at the
end of the n-th sample.
Writing the equation for the main feedback loop we obtain

/

/+
O

/

•

/

z −1

O

/+o
Figure 3: Transposed direct form II trapezoidal integrator.
Substituting Fig. 3 into Fig. 1 we obtain the block diagram in
Fig. 4.


/+

−

x[n]

/
ωc [n]
2

/

•

/+
O

/

•

/

•

/ y[n]

z −1

O

/+o

y[n] =

ωc [n]
(x[n] − y[n]) + u[n − 1]
2

(7)

Following the discussion given in Sec. 2.4 the convergence condition for the instantaneous loop is that the loop’s gain must be less
than unity. By (7) the instantaneous loop gain (which is equal to
the coefficient at y[n] in the RHS) is −ωc [n]/2 and the loop converges as long as −ωc /2 < 1, that is ωc > −2 (smaller values of
ωc break the applicability limits of trapezoidal integration).

3.1. Integrator-based discrete-time 1-pole
First, let’s establish the reference by converting the integrator based
1-pole to discrete time. The trapezoidal integration scheme is a
popular choice. In the equation form we would need to replace the
integration in equation (2) by the trapezoidal integration:
x[n] + x[n − 1]
y[n] = y[n − 1] +
2

/

•
1
2

be obvious with explicit integration schemes, where the integrator’s output
depends only on past input, and is also obvious in the LTI case, where we
can reason about the entire system in terms of transfer functions. Now
consider the case of an implicit scheme integrator in a non-LTI case. The
integrator itself is still LTI and can be associated with its transfer function
H(z). Since the scheme is implicit, H(z) is a nonstrictly proper rational
function of z. Rewrite it as a strictly proper function plus a constant term:
H(z) = G(z) + g. The term G(z) will define the explicit part of the
scheme and at each moment its output is determined solely by the past
history. The term g defines the integrator’s feedforward delay-less path’s
gain, which is solely responsible for making the scheme implicit. Since
H(z) is always the same, g is also always the same, and at each sample
we will be always arriving at the same implicit equation with the same
parameter values, thereby producing the same output and the same new
system state, no matter what the specific integrator structure is.

(6)

(where we assume the unit sampling period and where x and y
stand for the integrator’s input and output signals respectively).
In block-diagram terms we can just replace the integrator block
in Fig. 1 by a discrete-time integrator implementing trapezoidal
integration. Taken literally, equation (6) implies a direct form I
integrator, however we can take any other structure implementing
the same discrete-time transfer function.2 A popular topology for
2 Any integrator structure implementing the same transfer function is
going to result in the same behaviour of the entire system. This fact might
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Resolving with respect to the output signal y[n] we obtain


−1 
ωc [n]
ωc [n]
x[n] + u[n − 1]
(8)
y[n] = 1 +
2
2

x[n]

ωc [n]
(x[n] − y[n]) + u[n − 1]
2

o

•

/ y[n]

Again, let u[n] denote the input of the z −1 block in Fig. 6 at
time moment n. Writing the equation for the main feedback loop
we obtain
y[n] = x[n] −

2
(y[n] − u[n − 1])
ωc [n]

Resolving for y[n] we get


−1 
2
2
y[n] = 1 +
u[n − 1]
x[n] +
ωc [n]
ωc [n]

(10)

(13)

(14)

By multiplying the expressions in each pair of parentheses in (14)
by ωc [n]/2 we obtain equation (8). That is, the main feedback
equations for the integrator- and differentiator-based 1-poles are
equivalent, at least for ωc ̸= 0.
Now let’s write the state update equation by writing the equation for the differentiator part of Fig. 6:

(11)

u[n] = 2y[n] − u[n − 1]

(which is simultaneously the substitution formula for s−1 in the bilinear transform). Since differentiation is reciprocal to integration
in the s-domain, the transfer function of a trapezoidal differentiator must be the reciprocal of equation (11):
1 − z −1
z−1
=2
z+1
1 + z −1



•

Figure 6: Differentiator-based discrete-time 1-pole lowpass.

(where we also swapped x and y notation, so that x is the differentiator’s input and y is the differentiator’s output).
We could now use some standard topology to implement equation (10), but we also can simply do a minor tweak to the integrator
in Fig. 3 instead. Consider the transfer function of a trapezoidal integrator. Regardless of the implementation topology, the transfer
function is

H(z) = 2

+O o

−

/+o

(9)

In order to obtain a differentiator-based discrete-time 1-pole we
need to substitute a “trapezoidal differentiator” into Fig. 2. The
difference equation for the trapezoidal differentiator can be obtained by inverting the equation (6), yielding

1 z+1
1 1 + z −1
·
= ·
2 z−1
2 1 − z −1

o

•

O

3.2. Differentiator-based discrete-time 1-pole

H(z) =

o

z −1

We are going to use these equations as the reference to compare
the differentiator-based discrete-time lowpass to.

y[n] = 2(x[n] − x[n − 1]) − y[n − 1]

−

2
ωc [n]

The state update equation is obtained by writing the equation for
the trapezoidal integrator part:
u[n] = 2

/+o

(15)

On the other hand, we have just established the equivalence of (14)
and (8). Respectively (13) and (7) are also equivalent and we can
substitute (7) into (15):


ωc [n]
(x[n] − y[n]) + u[n − 1] − u[n − 1] (16)
u[n] = 2
2

(12)

Figure 5: Trapezoidal differentiator.

It’s easy to see that (16) is equivalent to (9).
What is however not identical between the two versions are the
convergence conditions of the instantaneous feedback loop. As we
should remember, the convergence occurs when the instantaneous
loop gain is less than unity. By (13), the instantaneous loop gain
for Fig. 6 is −2/ωc , thus the convergence condition is −2/ωc < 1,
that is 1/ωc > − 12 , that is either ωc > 0 or ωc < −2. The instantaneous loop therefore fails to converge for −2 ≤ ωc ≤ 0. This is
different from the convergence condition of the instantaneous loop
in Fig. 4. The formal solution (8), (9) is the same for both filters,
however the applicability range is different. It is unlikely, though,
that the solution obtained for ωc < −2 is going to make much
sense, since this is the range where trapezoidal integration doesn’t
work well,3 and the solution formula is exactly the same for both
integration and differentiation.
Thus, the differentiator-based 1-pole lowpass in Fig. 6 is fully
equivalent to the integrator-based 1-pole lowpass in Fig. 4 only in
the range ωc > 0. For other values of ωc the equivalence is at least
questionable. Now was this equivalence occurring for ωc > 0 pure
luck or is this a general property?

Substituting Fig. 5 for the differentiator in Fig. 2 we obtain the
block diagram in Fig. 6.

3 In continuous time the output is exponentially growing, in discrete
time the output is exponentially growing and alternating sign with each
sample, caused by a pole at z = (1 − ωc /2)/(1 + ωc /2) < −1.

Comparing equation (12) to equation (11), we notice that the only
difference, besides the reciprocated gain, is that the sign of z −1
has been flipped everywhere. We can therefore simply take the
block diagram in Fig. 3 and invert the sign of the signal before or
after the z −1 block, obtaining the block diagram in Fig. 5, where
we also remembered to reciprocate the gain. We also moved the
gain from the input to the output position, this is purely a convenience transformation, which we are going to appreciate a bit later
(it doesn’t affect the result, but it will be simpler to compare the
result to the reference).

/

•

/+
O−

/

•

/

/
2

z −1

O

/+o
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4. ARBITRARY LINEAR SYSTEMS

we obtain the equations in the explicit differentiation form:

d
A′ (t)u′ (t) + B′ (t)x(t)
dt
y(t) = C′ (t)u′ (t) + D′ (t)x(t)

4.1. Continuous-time prototypes

u′ (t) =

(23)

Let’s now suppose we are given an arbitrary integrator-based blockdiagram of a linear differential system. Pretty much any such block
diagram4 can be transformed into the generic state space block diagram form (Fig. 7).

The block diagram in Fig. 8 implied by (23) is fully analogous to
the one in Fig. 7.

D

D′

/
x

/

/

•

B

/+
O
/

/

R

•

o



/

/+

/

/y

/

x

•

/
B′

C

/+
O

/

/

d
dt

•


/+
/

/y

C′

o
′

A

A

Figure 7: A generic state-space block-diagram. All signals are
vectors (of potentially different dimensions) and all gains are matrices.

Figure 8:
A generic state-space block-diagram in the
differentiator-based form.
Conversely, given a block diagram in the form of Fig. 8, we
can invert (22) to obtain the coefficients of the representation in
the form of Fig. 7:

As we did with the 1-pole in Sec.3, we would like to obtain a
corresponding differentiator-based block diagram. Following the
same steps as in Sec.3, we write the equations describing the system in Fig. 7:
u̇(t) = A(t)u(t) + B(t)x(t)
y(t) = C(t)u(t) + D(t)x(t)

A(t) = A′−1 (t)
B(t) = −A′−1 (t)B′ (t)

(17)

D(t) = D′ (t) − C′ (t)A′−1 (t)B′ (t)

where u is the state vector. Just for the reference we can also
rewrite equations (17) in the explicit integrating form, similar to
(2):
Z

It follows that the block diagram in Fig. 7 can be equivalently
represented by the one in Fig. 8, provided A(t) is nonsingular at
all t. Conversely, the block diagram in Fig. 7 can be equivalently
represented by the one in Fig. 8, provided A′ (t) is nonsingular at
all t. Thus, under the reservations discussed in Sec.2, we can consider non-singular integrator- and differentiator-based state-space
forms as equivalent.6

t

u(t) =

(A(τ )u(τ ) + B(τ )x(τ )) dτ
0

(18)

y(t) = C(t)u(t) + D(t)x(t)
To obtain the equivalent equations in an explicit differentiating
form, we introduce u′ = u̇ as the new state variable.5 By the
first of equations (17)
u(t) = A−1 (t)u′ (t) − A−1 (t)B(t)x(t)

4.2. Integrator discretization

(19)

We now wish to find out if this equivalence is preserved by time
discretization. For the sake of limited space we are going to use
the direct form I integration and differentiation topologies (Figs. 9
and 10) which are directly expressing the formulas (6) and (10),
thereby simplifying the algebraic transformations. The analysis of
the general case, which includes the use of arbitrary topologies is
done in Sec. 5.

and it follows that
u′ (t) = u̇(t) =


d
A−1 (t)u′ (t) − A−1 (t)B(t)x(t)
dt

(24)

C(t) = C′ (t)A′−1 (t)

(20)

while by the second of (17)

y(t) = C(t) A−1 (t)u′ (t) − A−1 (t)B(t)x(t) + D(t)x(t)
(21)
Introducing matrices

/

•

/ z −1

/+
O

/
1
2

/+
O

/

•

/

z −1 o

A′ (t) = A−1 (t)
B′ (t) = −A−1 (t)B(t)
C′ (t) = C(t)A−1 (t)

Figure 9: Direct form I trapezoidal integrator.
(22)
6 Notably, a singular A(t) implies that one of the eigenvalues of A(t)
(which are the system poles) is zero, thus the system performs pure integration along the dimension of the respective eigenvector. Clearly, pure integration cannot be equivalently expressed via differentiation. Conversely,
a singular A′ (t) would correspond to pure differentiation done along some
eigenvector of A′ (t), which cannot be expressed via integration. As feedforward integration is rarely used in music DSP, this case is not important.

D′ (t) = D(t) − C(t)A−1 (t)B(t)
4 The exceptions can occur in an exotic case of non-converging
integrator-less feedback loops with gains g ≥ 1.
5 The prime sign here doesn’t denote a derivative, u′ is simply a different variable than u.
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/

•

/ z −1

/+
O

−

/
2

/+
O

−

/

•

/

or

z −1 o

C[n]A−1 [n]u′ [n] − C[n]A−1 [n]B[n]x[n] = C[n]u[n] (31)
which holds if

Figure 10: Direct form I trapezoidal differentiator.

Let’s first discretize the integrator form and use the result as
the reference. Algebraically, substituting Fig. 9 into Fig. 7 means
substitution of equation (6) into (18), yielding
1
(A[n]u[n] + B[n]x[n]
2
+ A[n − 1]u[n − 1] + B[n − 1]x[n − 1])
y[n] = C[n]u[n] + D[n]x[n]

A−1 [n]u′ [n] − A−1 [n]B[n]x[n] = u[n]

(32)

u′ [n] − B[n]x[n] = A[n]u[n]

(33)

u′ [n] = A[n]u[n] + B[n]x[n]

(34)

or
or

u[n] = u[n − 1] +

(25)

Let’s see if condition (34) holds. Suppose both systems are
starting from zero initial states u[n] = u′ [n] = 0 ∀n ≤ 0 and
receive the same input signal x[n] starting with n = 1, while
x[n] = 0 ∀n ≤ 0. Apparently, (34) holds ∀n ≤ 0.7 We are
going to show by induction that (34) also holds ∀n > 0.
Suppose we are at a sample n > 0 and suppose (34) holds for
all previous samples. Taking the first of the equations of (28) and
expressing it in terms of matrices A, B, C, D, we obtain

where the second of equations (18) is simply discretized naively.
The first of the equations (25) can be resolved in respect to u[n]
yielding

−1  

A[n]
A[n − 1]
u[n] = 1 −
1+
u[n − 1]
2
2

(26)
1
+
B[n]x[n] + B[n − 1]x[n − 1]
2


−1 
u′ [n] = 1 − 2A−1 [n]
− 2A−1 [n]B[n]x[n]

y[n] = C[n]u[n] + D[n]x[n]

+ 2A−1 [n − 1]B[n − 1]x[n − 1]



−1
′
− 1 + 2A [n − 1] u [n − 1]

4.3. Differentiator discretization
Substitution of Fig. 10 into Fig. 8 algebraically means substitution
of equation (10) into (23), yielding

u′ [n] = 2 A′ [n]u′ [n] + B′ [n]x[n] − A′ [n − 1]u′ [n − 1]

− B′ [n − 1]x[n − 1] − u′ [n − 1]

(35)

Since (34) holds at n − 1 by our assumption, we can substitute it
for u′ [n − 1], obtaining

−1 
u′ [n] = 1 − 2A−1 [n]
− 2A−1 [n]B[n]x[n]

ỹ[n] = C′ [n]u′ [n] + D′ [n]x[n]

+ 2A−1 [n − 1]B[n − 1]x[n − 1]


− 1 + 2A−1 [n − 1] A[n − 1]u[n − 1]

+ B[n − 1]x[n − 1]

−1 
−1
= 1 − 2A [n]
− 2A−1 [n]B[n]x[n]

(27)
We denoted the output signal as ỹ[n] because at this moment we
don’t know yet whether the output signals of (25) and (27) are
identical.
Resolving the first equation in respect to u′ [n] we obtain:

−1 
u′ [n] = 1 − 2A′ [n]
2B′ [n]x[n] − 2B′ [n − 1]x[n − 1]



− 1 + 2A′ [n − 1] u′ [n − 1]




− B[n − 1]x[n − 1] − 2 + A[n − 1] u[n − 1]

ỹ[n] = C′ [n]u′ [n] + D′ [n]x[n]


=

(28)

A[n]
−1
2

−1

A[n]
2



− 2A−1 [n]B[n]x[n]




− B[n − 1]x[n − 1] − 2 + A[n − 1] u[n − 1]

4.4. Equivalence
Expressing the second of the equations (28) in terms of matrices
A, B, C, D we obtain


ỹ[n] = C[n]A−1 [n]u′ [n] + D[n] − C[n]A−1 [n]B[n] x[n]
(29)
We want to check if ỹ[n] = y[n]. By (29) and (26) this is equivalent to


C[n]A−1 [n]u′ [n] + D[n] − C[n]A−1 [n]B[n] x[n]
(30)
= C[n]u[n] + D[n]x[n]

=


−1 
A[n]
A[n]
1−
B[n]x[n] +
B[n − 1]x[n − 1]
2
2



A[n − 1]
+ A[n] 1 +
u[n − 1]
(36)
2

On the other hand, taking the RHS from the first equation of (26)
7 In principle we can assume any other initial conditions, as long as they
satisfy (34) ∀n ≤ 0.
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and substituting it for u[n] into the RHS of (34) we obtain

5.1. Continuous-time prototypes
Let’s split the state vector u in equation (18) into two vectors
which we denote u and v. The u components will be still obtained by integration, while v components will be obtained either
by integration (in our reference system) or by differentiation.
Our reference (explicitly integrating) system is therefore
Z t
u(t) =
F (u(τ ), v(τ ), x(τ ), τ ) dτ
0
Z t
(38)
G(v(τ ), u(τ ), x(τ ), τ ) dτ
v(t) =


−1
A[n]
A[n]u[n] + B[n]x[n] = A[n] 1 −
2


A[n]
×
1+
u[n − 1]
2

1
+
B[n]x[n] + B[n − 1]x[n − 1]
2
+ B[n]x[n]

−1 


A[n]
A[n]
= 1−
A[n] 1 +
u[n − 1]
2
2

A[n] 
B[n]x[n] + B[n − 1]x[n − 1]
+
2

0

y(t) = H(u(t), v(t), x(t), t)
To obtain the mixed (integrating and differentiating) form, introduce the new variable v′ = v̇. By (38):

+ B[n]x[n]

−1 


A[n]
A[n]
= 1−
A[n] 1 +
u[n − 1]
2
2

A[n] 
B[n]x[n] + B[n − 1]x[n − 1]
+
2 


A[n]
+ 1−
B[n]x[n]
2
−1 



A[n]
A[n]
A[n] 1 +
u[n − 1]
= 1−
2
2

A[n]
+
B[n − 1]x[n − 1] + B[n]x[n]
(37)
2

v′ (t) = v̇(t) = G(v(t), u(t), x(t), t)
−1

(39)

′

v(t) = G (v (t), u(t), x(t), t)
(40)
where the inversion of G is done in respect to the first argument
only, therefore the remaining arguments are considered as function
parameters. Introducing new function G′ = G−1
v(t) = G′ (v′ (t), u(t), x(t), t)

(41)

Differentiating (41) in respect to t:
v′ (t) = v̇(t) =

d ′ ′
G (v (t), u(t), x(t), t)
dt

(42)

Reexpressing the remaining 2 equations of (38) in terms of v′ :
Z t

u(t) =
F u(τ ), G′ (v′ (τ ), u(τ ), x(τ ), τ ), x(τ ), τ dτ
0
Z t
=
F ′ (u(τ ), v′ (τ ), x(τ ), τ ) dτ
(43)
0

y(t) = H u(t), G′ (v′ (t), u(t), x(t), t), x(t), t

where we used the fact that matrices A and (1−A/2)−1 commute.
Now (36) and (37) provide expressions for the LHS and RHS of
(34) respectively. Since both expressions are identical, (34) holds
at sample n and ỹ[n] = y[n]. By induction, ỹ = y holds at any
n > 0 and therefore the formal solutions are 100% equivalent.
There is, however, again a reservation about instantaneous loop
convergence. By interpreting u[n] in the first of equations (25) in
the eigenbasis of A[n] we notice that the instantaneous loop gains
associated with each of the respective dimensions are the eigenvalues of A[n]/2. On the other hand, the instantaneous loop gains
in (27) are the eigenvalues of 2A′ [n] = 2A−1 [n], which are the
reciprocals of the eigenvalues of A[n]/2. The instantaneous loop
convergence is therefore identical only for eigenvalues in the left
semiplane (which correspond to stable filters).8

= H ′ (u(t), v′ (t), x(t), t)

(44)
′

′

where we introduced two further functions F and H . Ultimately
we obtain a mixed system:
Z t
u(t) =
F ′ (u(τ ), v′ (τ ), x(τ ), τ ) dτ
0

d
v (t) = G′ (v′ (t), u(t), x(t), t)
dt
y(t) = H ′ (u(t), v′ (t), x(t), t)
′

5. THE FULLY GENERAL CASE

(45)

which is mathematically equivalent to (38) under the assumption
of invertibility of G. Conversely, (45) can be equivalently converted to (38), provided G′ is invertible.

We would have liked to perform the generalizations of the just obtained results step by step, where the generalizations include mixing of integrators and differentiators within one system, systems
with nonlinear waveshapers and arbitrary (but still mutually inverse) discrete-time integration and differentiation schemes. However for the sake of limited space we are going to do multiple generalization steps at once, leaving it to the reader(s) to fill in the
gaps, if desired.

5.2. Discrete-time integration and differentiation operators
In order to abstract our discussion from the specific integration and
differentiation schemes used, we need to introduce discrete-time
integration and differentiation operators.
Let I be an operator defining the discrete-time integration
scheme in question and D be the corresponding discrete-time differentiation operator. E.g. the trapezoidal integration operator is
defined by (6), which in the operator notation takes the form

8 The discrete-time poles are at z = (1 + λ /2)/(1 − λ /2) where
i
i
|λi − A| = 0, so that alternating-sign growing exponential output occurs
for Re λi > 2. The divergence of the discrete-time instantaneous loop
occurs at Re λi ≥ 2 in the integrator case and at 0 ≤ Re λi ≤ 2 in the
differentiator case.

(Ix)[n] = (Ix)[n − 1] +
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meaning that for an input sequence x[·] the operator I returns an
output sequence y[·] = (Ix)[·], such that x[·] and y[·] satisfy
(6). Similarly, the trapezoidal differentiation operator is defined
by (10).
In the discussion, which follows, the operators I and D can be
two arbitrary mutually inverse operators. Formally, their composition should produce an identity operator: DI = ID = 1.9 Thus
our discussion will be able to accommodate various discrete-time
integration schemes, but in principle the operators do not have to
be anything close to integration and differentiation. In order to
be usable in practice, both schemes need to be causal and implementable with a finite memory amount. The approach is thus restricted to implicit schemes, as the inverse of an explicit scheme
is non-causal. In particular, the forward-difference Euler scheme
would be thereby excluded, as its discrete-time differentiation is
not causal.

Combining (54) and (53) we obtain an equation system
ũ[·] = IF (ũ[·], ṽ[·], x[·], ·)
ṽ[·] = IG(ṽ[·], ũ[·], x[·], ·)

(55)

which is identical to the first two equations of (47). It follows that
ũ = u and ṽ = v and it remains to show that ỹ = y.
Taking the third of the equations (48) we obtain
ỹ[n] = H ′ (ũ[n], v′ [n], x[n], n)
= H ũ[n], G−1 (v′ [n], ũ[n], x[n], n), x[n], n
= H(ũ[n], ṽ[n], x[n], n)
= H(u[n], v[n], x[n], n) = y[n]



(56)

where we used (50) to get rid of v′ . Both systems thus have identical output. The instantaneous loop convergence is however still
subject to the usual reservations.

5.3. Equivalence
6. CONCLUSION

Discretizing (38) we obtain
u[·] = IF (u[·], v[·], x[·], ·)
v[·] = IG(v[·], u[·], x[·], ·)
y[n] = H(u[n], [n], x[n], n)

We have shown that continuous-time integrator- and differentiatorbased (as well as mixed) systems defined in terms of block diagrams are equivalent, with certain bandlimiting reservations arising from causality aspects implied with block diagrams containing differentiators. In discrete time the equivalence holds as well,
under reservations this time occurring with unstable differentiatorbased systems. For most practical purposes, integrator- and differentiator based systems can be considered equivalent and there is
no immediate benefit in using differentiators.

(47)

while discretizing (45) we obtain
ũ[·] = IF ′ (ũ[·], v′ [·], x[·], ·)
v′ [·] = DG′ (v′ [·], ũ[·], x[·], ·)
′

(48)

′

ỹ[n] = H (ũ[n], v [n], x[n], n)
7. REFERENCES
where we introduced variables ũ and ỹ, because we don’t know
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= IF ũ[·], G−1 (Dṽ[·], ũ[·], x[·], ·), x[·], ·
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ABSTRACT

The design accuracy of the FIR-type radial filters is often limited by aliasing artifacts. This is mainly attributed to the discontinuities occurring in the time-domain radial functions, which exhibit an infinite bandwidth. Depending on the degree of the spectral distortion caused by aliasing, the perceived audio quality of
the application may be impaired. Recently, the authors investigated how the spectral accuracy is influenced by different design
parameters such as radius, harmonic order, and time shift [13, 14].
A radial filter design with reduced distortion was also presented,
which is based on the anti-aliasing method that was introduced
in [15–17]. The fundamental idea is to replace the discontinuities with smooth(er) transients. The 0th-order radial function (i.e.
a rectangular pulse) is built by using the so-called band-limited
step (BLEP) function, which is an integrated band-limited impulse
(BLIM) [15, 18]. The coefficients of higher-order radial filters are
then computed with the recurrence relation of the Legendre polynomials.
This paper presents an improved radial filter design, where
the aliasing caused by the discontinuities in higher-order derivatives is addressed explicitly. To this end, the higher-order discontinuities occurring in the radial functions are examined (Sec. 2).
The aliasing distortion is reduced by means of higher-order antiderivatives of the BLEP functions (Sec. 3). Numerical simulations
demonstrate the validity of the proposed method (Sec. 4), where
the spectral accuracy of the radial filters is evaluated for varying
anti-derivative orders. It is shown that the proposed radial filter design is more versatile compared with the conventional approach.

This paper presents a discrete-time model of the spherical harmonics expansion describing a sound field. The so-called radial functions are realized as digital filters, which characterize the spatial
impulse responses of the individual harmonic orders. The filter
coefficients are derived from the analytical expressions of the timedomain radial functions, which have a finite extent in time. Due
to the varying degrees of discontinuities occurring at their edges, a
time-domain sampling of the radial functions gives rise to aliasing.
In order to reduce the aliasing distortion, the discontinuities are replaced with the higher-order anti-derivatives of a band-limited step
function. The improved spectral accuracy is demonstrated by numerical evaluation. The proposed discrete-time sound field model
is applicable in broadband applications such as spatial sound reproduction and active noise control.
1. INTRODUCTION
The spherical harmonics expansion represents a sound field as a
linear combination of spherical harmonics weighted by the corresponding coefficients [1, 2]. It is widely used in applications such
as sound field analysis using microphone arrays and spatial sound
reproduction (e.g. Ambisonics) [3–5]. The radial and frequency
dependent parts of the coefficients, called radial functions, are described by the spherical Bessel/Hankel functions. In broadband
cases, a numerical simulation in the frequency domain is cumbersome since it requires the evaluation of special functions over
a wide range of frequency bins. Moreover, the inverse discrete
Fourier transform (IDFT) often suffers from long transients and
temporal aliasing.
In order to overcome this problem, the broadband radial functions are implemented in the time domain as digital filters, called
radial filters. For microphone and loudspeaker arrays baffled on
a rigid sphere, the spatial impulse responses have infinite temporal extent. Therefore, the radial functions and also their inverse
(equalization filters) are realized as infinite impulse response (IIR)
filters [6–9]. For homogeneous sound fields, which will be considered in this paper, the spatial impulse responses exhibit a finite extent. The corresponding radial functions are thus modeled
by finite impulse response (FIR) filters, whose coefficients are directly obtained from the analytical expressions of the time-domain
sound field. This approach has been used in applications using
loudspeaker arrays surrounding the listening area, e.g. wave fields
synthesis and active noise control [10–12].

2. TIME-DOMAIN REPRESENTATION
OF SPHERICAL HARMONICS EXPANSION
This section briefly reviews the spherical harmonics representation
of a single plane wave. The more general cases of interior sound
fields can be treated as a superposition of multiple plane waves [4,
Sec. 2.4]. The position vector x = (x, y, z)T is denoted by
x = (r sin θ cos ϕ, r sin θ sin ϕ, r cos θ)T

(1)

with r ≥ 0, θ ∈ [0, π], ϕ ∈ [0, 2π) denoting the radius, colatitude,
and azimuth, respectively. The propagating direction of the plane
wave is described by the unit vector,
np = (sin θp cos ϕp , sin θp sin ϕp , cos θp )T ,

Copyright: © 2021 Nara Hahn et al. This is an open-access article distributed under
the terms of the Creative Commons Attribution 3.0 Unported License, which permits
unrestricted use, distribution, and reproduction in any medium, provided the original
author and source are credited.

(2)

where θp , ϕp denote the respective colatitude and azimuth angles.
The sound field of a harmonic plane wave can be represented
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n=0

ω

e−i c cos Θ =

∞
n
X
X

Level in dB

as an interior expansion [4, Eq. (2.38)],
∗
(θp , ϕp )Ynm (θ, ϕ)
4πi−n jn ( ωc r)Ynm

n=0 m=−n

=

∞
X

(2n + 1)i−n jn ( ωc r)Pn (cos Θ),

n=1

n=2

n=3

0
−20
−40

(3)

10−1

100
ω
cr

10−1

101

100
ω
cr

101

10−1

100
ω
cr

10−1

101

100
ω
cr

101

n=0

where Θ denotes the angle between x and np . The time harmonic
term eiωt is omitted for brevity. In the first equality, the angular
dependency is described by the spherical harmonics Ynm (·). The
asterisk (·)∗ denotes the complex conjugate. The addition theorem of the spherical harmonics is exploited in the second equality [19, Eq. (14.18.2)]. The axis-symmetry of the sound field with
respect to np leads to a simplified expression, where Pn (·) are the
Legendre polynomials. Regardless of the spatial symmetry, the
frequency and radial dependencies are described by the spherical
Bessel functions of the first kind jn ( ωc r) together with the phase
term i−n . These are called the frequency-domain radial functions of the sound field. The spectra of selected radial functions
(n = 0, . . . , 3) are depicted in Fig. 1.
The time-domain representation of a plane wave excited by a
Dirac delta function δ(t) reads [19, Eq. (10.59.1)][20]
δ t−

r
c

cos Θp



∞
c X
=
(2n + 1)P̃n ( rc t)Pn (cos Θp ),
2r n=0

Figure 1: The magnitude of frequency-domain radial functions
i−n jn ( ωc r).
n=0

n=3

1

1

P̃n (ν) 0

0

0

0

−1

−1

−1

−1

1

3

6

0

0

0

−1

−3

−6

3

15

−1
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1

−1

0

1

(2)
P̃n (ν) 0

0

−3

−15

−1

(4)

0

1
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(3)

P̃n (ν)

0
−15

−1

0
ν(t)

1

Figure 2: Time-domain radial functions (cf. (4), (5)) and their
derivatives with respect to the argument. For brevity, the arguc
ment is normalized ν = rc t and the scaling factor 2r
is omitted.
The values at ν = ±1 are not shown. Note the different scale of
the vertical axes.

As shown in Fig. 2 (top row), the time-domain radial functions
coincide with the Legendre polynomials for | rc t| < 1, and are zero
elsewhere. The values at the jump discontinuities (| rc t| = 1) are
not uniquely defined [21, Sec. 9.6], as they have no effect on the
Fourier transform relationship,
c
P̃n ( rc t) = i−n jn ( ωc r).
(6)
Ft 2r

such as slope (k = 1) and curvature (k = 2). The left and right
limits of the derivatives are different at those points,
h
i
(8)
lim P̃n(k) (±1 + ϵ) − P̃n(k) (±1 − ϵ) ̸= 0.

For the definition in (5), the mean value of the left and right limits
are chosen for convenience (not shown in Fig. 2).
Due to their finite extent, it is reasonable to realize the timedomain radial functions as FIR filters in discrete-time domain. It is
worth noting that there exist filter design methods that approximate
a finite impulse response by using IIR filters [22, 23]. However,
these approaches are beyond the scope of this paper and will not be
considered in the remainder. Instead, FIR filters are designed by
sampling the continuous-time representations of the radial functions. Without employing any countermeasure, the sampled radial
functions inevitably suffer from aliasing distortion since the original spectrum is not strictly band limited (cf. Fig. 1). The aliasing
artifacts occurring in discrete-time radial functions were investigated in [14], revealing the influence of radius, harmonic order,
and fractional sample delay on the design accuracy.
The aliasing distortion is caused by the abrupt change of the
function at | rc t| = 1. This does not only apply to the jump discontinuities but also to the discontinuities of their higher-order derivatives,
dk
P̃n (·),
dtk

n=2

1

(1)
P̃n (ν)

where P̃n (·) denotes Legendre polynomials windowed by a rectangular pulse such that


|ν| < 1
Pn (ν),
P̃n (ν) := 12 Pn (ν), |ν| = 1
(5)

0,
|ν| > 1.

P̃n(k) (·) :=

n=1

1

ϵ→0

The higher-order discontinuities can be examined by using
the Taylor series expansion of the Legendre polynomials [19,
Eq. (1.4.35)]. For convenience, a normalized argument ν = rc t
is used below. The series expansion at ν = 1 reads
Pn (ν) =

∞
(k)
X
Pn (1)
(ν − 1)k .
k!

(9)

k=0

The coefficients can be obtained by comparing (9) with an explicit
expression of the Legendre polynomials [24, p. 1]
Pn (ν) =
=
=

(7)


n  
X
ν − 1 k
n
n+k
k=0
n
X
k=0
n
X
k=0
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·
·

Note that ηnk is now without hat. The Bessel polynomial coefficients can be computed recursively,



denote the binomial coefficients and βn (k) =
the coefficients of the Bessel polynomials [25, Eq. (3)].
The kth derivatives at ν = 1 are therefore
(
βn (k), k = 0, . . . , n
(k)
Pn (1) =
(13)
0,
k ≥ n + 1.
where

(n+k)!
(n−k)!k!2k

βn (k) = (2n − 1)βn−1 (k − 1) + βn−2 (k)

with βn (0) = 1 and β1 (1) = 1 [25, Eq. (3) and (21)].
By using (24) and (25), the radial functions (4) can be expressed in terms of their higher-order discontinuities [20, Eq. (6)],
c
P̃n ( rc t)
2r
n h
i
X
=
ηnk (−1) (t + rc )k u(t + rc ) + ηnk (1) (t − rc )k u(t − rc )

Since Pn (ν) is an nth-order polynomial, derivatives of order
higher than n are zero.
The Taylor series expansion with respect to ν = −1 can be
obtained by exploiting the reflection formula [19, Eq. (14.7.17)],
Pn (−ν) = (−1)n Pn (ν),

k=0

(14)
=

from which it follows (using the chain rule)
(−1)k Pn(k) (−ν) = (−1)n Pn(k) (ν),
and in combination with (13) yields
(
(−1)n−k βn (k), k = 0, . . . , n
(k)
Pn (−1) =
0,
k ≥ n + 1.

(15)

n
X

(−1)n−k

k=0

βn (k)
(ν + 1)k .
k!

(16)

(17)

3. HIGHER-ORDER ANTI-DERIVATIVES
OF BAND LIMITED STEP FUNCTIONS

Based on (12) and (17), the higher-order discontinuities occurring in the windowed Legendre polynomials P̃n (ν) can be examined. The changes of the kth coefficient at ν = ±1 are
h1
i
1
η̂nk (1) = lim
P̃n(k) (1 + ϵ) − P̃n(k) (1 − ϵ)
(18)
ϵ→0 k!
k!
βn (k)
(19)
=−
k!

This section addresses the reduction of aliasing caused by sampling the higher-order discontinuities. An analytical low-pass filtering is applied to the continuous-time representation (27) so that
the radial functions can be sampled with significantly reduced aliasing distortion. The employed method was initially introduced in
[15] and has been extensively studied in the past decades [16, 17].
The treatment of second-order discontinuities was introduced in
[26–28].
Higher-order discontinuities can be described by successive
anti-derivatives of the Dirac delta function,
Z t
F0 (t) =
δ(t′ ) dt′ = u(t)
(28)

and
h1
i
1
P̃n(k) (−1 + ϵ) − P̃n(k) (−1 − ϵ)
ϵ→0 k!
k!
β
(k)
n
= (−1)n−k
,
k!

η̂nk (−1) = lim

(20)
(21)

−∞
t

Z

ˆ indicates that the derivatives are perrespectively. The hat (·)
formed with respect to the normalized variable ν. Equation (19)
and (21) exploit that
P̃n(k) (ν)

= 0,

Fk (t) =

dk
dν k

k

Z

1  c k+1
βn (k).
2k! r

(29)

Hk−1 (t′ ) dt′ ,

(31)

−∞

for k ≥ 1. In the literature, the low-pass filter h(t) is commonly
referred to as the band-limited impulse (BLIM), H0 (t) the bandlimited step (BLEP) function, and H1 (t) the band-limited ramp
(BLAMP) function [18, 27]. The prototype filter h(t) is often linear phase but nonlinear-phase filters can be also used [29].
In this method, the discontinuities Fk (t) are replaced with
smooth transitions described by Hk (t). The residual function,

(23)

(24)

and
ηnk (−1) = (−1)n−k

−∞
t

Hk (t) =

c
2r

from (4), yielding
1  c k+1
ηnk (1) = −
βn (k)
2k! r

and introducing the factor

tk
· u(t),
k!

for k ≥ 1. A low-pass filtered version of each discontinuity is
obtained by replacing δ(t) with a low-pass filter h(t),
Z t
H0 (t) =
h(t′ ) dt′
(30)

(22)

d
= ( rc )k dt
k,

Fk−1 (t′ ) dt′ =

−∞

for |ν| > 1 and k ∈ Z≥0 . The discontinuities of different derivative orders k are depicted in Fig. 2.
The actual discontinuities exhibited by the time-domain radial
functions are obtained by re-scaling the argument,
ν = rc t,

n
c X βn (k)  c k
(27)
2r
k!
r
k=0
i
h
× (−1)n−k (t + rc )k u(t + rc ) − (t − rc )k u(t − rc ) ,

where u(t) denotes the Heaviside step function. The time-domain
radial functions thus can be represented as a superposition of two
right-sided signals. The first one emerges at t = − rc and is canceled by the second one for t > rc . The position of each discontinuity is explicitly known, which is beneficial for the band limitation method discussed in the following section.

The corresponding Taylor expansion thus reads
Pn (ν) =

(26)

Dk (t) = Hk (t) − Fk (t) = Hk (t) −

(25)
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Integrated BLIM (Ck = 0) Integrated BLEP (Ck = 0)

is appropriately delayed, scaled, and then added to the signal to
be sampled. This leads to a low-pass filtered expression of the
signal in the continuous-time domain. Since Hk (t) and Dk (t)
1 k
1
correspond to a discontinuity of k!
t u(t), the scaling factor k!
should be accounted for.
The performance and efficiency of this method are affected
by the choice of the BLIM. Although having ideal low-pass filter characteristics, the sinc function cannot be used in its original
form because of the infinite temporal extent. Occasionally, a windowed sinc function is used as an approximation, which however
lacks the computational efficiency due to the involved trigonometric functions. In practice, a BLIM is often built by using a polynomial interpolator [17]. This also suits the presented approach, as
the higher-order anti-derivatives can be computed more efficiently.
In this paper, the impulse response of a Lagrange interpolator [30] is considered. For an M th-order interpolation, the BLIM
is described by M th-order polynomials in M +1 adjacent intervals
(M + 2 nodes),

Hk (t −
Hk (t +

M +1
T)
2

=0
t
,
k!

BLEP residual

BLAMP residual

−3−2−1 0 1 2 3
t/T

−3−2−1 0 1 2 3
t/T

−3−2−1 0 1 2 3
1
t/T
0
−1

Figure 3: BLIM, BLEP and BLAMP functions (Lagrange polynomials M = 5). The dotted lines
in the middle row indicate
the unit step and ramp functions. The time extent of the piecewise
polynomial is indicated by the white background.
M =1

M =3

M =5

D0 (t)

k=0

0.5

(33)

0.0
−0.5

k=1

0.2
0.0
−0.2

0.025
D2 (t)

k=2

D1 (t)

0.000
−0.025

D3 (t)

0.01
0.00
−0.01
0.0025
D4 (t)

0.0000
−0.0025
0.0025

D5 (t)

0.0000
−0.0025

−3 −2 −1 0 1
t/T

2

3

(34)

k

=

BLAMP (k = 1)

0
−1

for m = 0, . . . , M + 1. The impulse response is even symmetric
with respect to t = 0. Only odd M is considered since it is superior in terms of spectral properties [31]. An exemplary BLIM
(M = 5) is depicted in Fig. 3 (left column). It is assumed that
the intervals have the same length T , for which the spectrum exhibits zeros at angular frequencies ω = µ 2π
with µ ∈ Z [32,
T
Sec. 5.3]. One half of the first zero frequency ωc = 2πfc = Tπ
is considered as the cut-off frequency of the low-pass filter h(t).
The bandwidth of the BLIM thus can be changed by varying T .
For T = Ts , the corresponding bandwidth is half the sampling frequency ω2s = πfs .
The integration of the individual piecewise polynomials hm (t)
in (33) is generally not continuous as illustrated in Fig. 3 (top row).
In each interval, an integration constant has to be chosen in such a
way that the anti-derivatives are continuous at the boundaries. The
polynomials in the first and last interval have to satisfy
M +1
T)
2

BLEP (k = 0)

k=3

hm (t), Tt + M2+1 ∈ [m, m + 1)
0,
elsewhere,

BLIM (M = 5)

1

k=4

h(t) =

0
−1

k=5

(

1

Figure 4: Residual functions Dk (t) derived from Lagrange polynomials of different orders M . Note the different scale of the vertical axes for each k. The length of the residual is (M + 1) · T as
indicated by white background.

(35)

respectively for k = 0, . . . , K. These conditions can be fulfilled
only for K ≤ M , meaning that the maximum anti-derivative order
K is limited by the BLIM order M . Figure 3 (middle row) shows
the resulting functions. The residuals Dk (t) are obtained by sub1 k
tracting k!
t u(t) from Hk (t) as depicted in Fig. 3 (bottom row).
Figure 4 shows the residuals for different Lagrange polynomial orders M . The even order anti-derivative residual functions are odd
symmetric and vice versa.
The frequency responses of the residual functions are depicted
in Fig. 5. The radial functions exhibit zero(s) at DC, except for
k = M ( ) where the spectrum resembles that of a low-pass
filter. Anti-derivatives of order higher than M (not shown) will introduce poles(s) at DC, leading to unstable transfer functions. An
integration in the time domain with respect to Tt corresponds to
1
a multiplication by iωT
in the frequency domain [21, Sec. 9.7.8].
The slope of the spectrum changes accordingly. The curves intersect with each other at ωωc = π1 ≈ 0.318 where the magnitude

Level in dB

−80

k

0
1
2
3
4
5

−120
−160
−200

2−4

2−2

20
ω / ωc

22

24

Figure 5: Spectra of the residual functions (Lagrange polynomial
M = 5, cf. right column of Fig. 4). The frequency axis is normalized by ωc = Tπ . The dotted line indicates ωωc = π1 .
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response does not change by integration, i.e.
c
2r

1
ωc
=
= 1.
iωT
iπω

n=0

n=1

n=2

n=3

n=4

n=5

1

(36)

0
−1
1

c
2r

This is indicated by the dotted line ( ) in Fig. 5.
Finally, low-pass filtered expressions of the radial functions
are yielded by introducing the band-limited discontinuities to (27),

0
−1

c
P̃n ( rc t) ∗t h(t)
2r
K


c X
=
βn (k)( rc )k (−1)n−k Hk (t + rc ) − Hk (t − rc )
2r
k=0
K 
c X
c
(37)
=
P̃n ( rc t) +
βn (k)( rc )k
2r
2r
k=0


× (−1)n−k Dk (t + rc ) − Dk (t − rc ) ,

−1

0

c
rt

1

−1

0

c
rt

−1

1

0

c
rt

1

Figure 6: Band-limited radial functions (r = 1 m, fs = 48 kHz,
· Ts = 15 ms, M = 5, K = n).
T = 48
5
n=0

n=1

n=2

n=4

n=5

Level in dB

0
−25
−50
Model
Distortion
Original

−75
−100

where K ≤ min(n, M ). An additional condition for K with regard to n needs to be included as the discontinuity order of the
1
radial function does not exceed n. Note that the term k!
from (27)
is canceled. The above equation states that the convolution (∗t ) of
the radial functions with the BLIM h(t) is equivalent to a superposition of the former with linearly combined residual functions
Dk (t ± rc ).
Since (37) is a continuous-time expression, it can be sampled
at arbitrary points. In practice, the original radial functions (without band limitation) are first discretized and then the samples in
the neighborhood of the discontinuities (| rc t| = 1) are updated
according to the residual functions. The number of modified samples per discontinuity is ⌊(M + 1) TTs ⌋ with ⌊·⌋ denoting the floor
function.

n=3

Level in dB

0
−25
−50
−75
−100

102
103
Frequency in Hz

104

102
103
Frequency in Hz

104

102
103
Frequency in Hz

104

Figure 7: Frequency responses of the discrete-time radial filters
( ) and the corresponding spectral distortions ( ) (r = 1 m.
fs = 48 kHz, T = Ts , M = 5, K = n). The shaded area ( )
indicates the exact frequency-domain radial functions i−n jn ( ωc r).
M = 7, K varied
0

Level in dB

4. EVALUATION
In this section, radial filters are designed based on the band-limited
expression (37), and their temporal and spectral properties are examined. All simulations are performed at a sampling frequency of
fs = 48 kHz. The radius is assumed to be r = 1 m and the speed
of sound is set to c = 343 m/s.
Figure 6 shows the band-limited radial functions (n =
0, . . . , 5) that are built by using 5th-order Lagrange polynomials.
For each n, the maximum anti-derivative order is K = n. In order
to better visualize the transients around | rc t| = 1, the polynomial
interval is set to T = 48
· Ts = 51 ms (fc = 2.5 kHz). The smooth
5
shape of the radial functions is apparent. Slight under- and overshoots can be observed, which follow the impulse response of the
Lagrange interpolator.
The spectral accuracy of discrete-time radial functions are examined in Fig. 7. The same parameters (M = 5, K = n) are
considered as in Fig. 6, except for the interval T = Ts (fc = f2s =
24 kHz). The frequency responses ( ) are computed by evaluating the discrete-time Fourier transform (DTFT) of the sampled
radial functions and compared with the exact spectrum i−n jn ( ωc r)
( ). The difference of the complex spectra are depicted ( ). The
radial functions are quite accurate up to 10 kHz, where the distortions stay below −80 dB. The spectrum of the radial functions
roll off in the neighborhood of f2s , resulting in an increase of distortion. This is attributed to the spectral properties of the Lagrange

−100

K=M

K

Recursive computation

K, M

None
0
2
4

1
3
5
7

−200
−300

102
103
Frequency in Hz

104

102
103
Frequency in Hz

104

102
103
Frequency in Hz

104

Figure 8: Spectral distortions of radial filters (n = 7, r = 1 m,
: original spectrum). Left and Center: Using higher-order antiderivatives of BLEP function. Right: Using BLEP function (M =
7) and the recurrence relation of the Legendre polynomials (38).

interpolation, which deviates from an ideal low-pass filter at high
frequencies [30, 31].
The influence of the anti-derivative order is illustrated in Fig. 8
(left), where n = 7 and M = 7. The maximum anti-derivative
order is varied K = 0, 2, 4. The thin curve ( labeled ‘None’)
indicates the aliasing distortion if the radial function (27) is sampled without any treatment for anti-aliasing. The improvement
achieved by smoothing the higher-order discontinuities is clearly
seen. Notice that the aliasing at high frequencies is mostly reduced
by lower-order anti-derivatives (e.g. K = 2). The residual functions of higher orders have little effect around f2s , but improve the
accuracy in low frequencies. Considering that the radial functions

DAFx.5

188

rd
Proceedings of the 24
International Conference on Digital Audio Effects (DAFx20in21),
Vienna,Austria,
Austria,September
September2020-21
8-10, 2021
23th
(DAFx2020), Vienna,

Anti-derivatives (K = 9)

Recursive computation

of analog synthesizers [15–17] and aliasing-free modeling of nonlinear systems [26–28]. The radial filter design problem has some
distinct aspects that are listed below.

c
c
2r P̃10 ( r t)

Residual

• In other applications mentioned above, the considered signals typically have a line spectrum with harmonic structure. The perceived sound quality is directly affected by
the inharmonic components caused by aliasing. Presumably, the B-spline interpolation is preferred because of its
steeper high-frequency roll-off, which suppresses the aliasing more effectively at the expense of higher overtones.
Contrarily, the radial filters are not intended for direct listening. Considering the insensitivity of human hearing to
high-frequency phase differences, it seems reasonable to
aim for a correct magnitude response while tolerating some
phase distortion at high frequencies. In that regard, the Lagrange interpolator is a more suitable choice here. The audibility of the magnitude and phase distortion has to be further investigated by perceptual evaluations though.

Band-limited
r
c

−τ

r
r
c
c
Time in s

+τ

r
c

−τ

r
r
c
c
Time in s

+τ

Figure 9: Tenth-order radial function (r = 1 m, M = 9, fs =
48 kHz, T = 48
· Ts , τ = M2+1 T ). Left: Using higher-order
5
anti-derivatives of BLEP function (K = 9). Right: Using BLEP
function and the recurrence relation (38).

(n ≥ 1) have a DC null in their spectrum (cf. Fig. 1), higher-order
anti-derivatives are crucial for a high signal-to-aliasing ratio in low
frequencies.
In Fig. 8 (center), the same radial function (n = 7) is modeled
with varying Lagrange polynomial orders M = 1, 3, 5, 7. The
number of modified samples around the discontinuities varies accordingly. The maximum anti-derivative order is set equal to the
polynomial order K = M . As M increases, the decay of the spectral distortion around f2s gets steeper due to the increasing slope of
the Lagrange interpolator [31].
The result of the conventional method used in [13, 14] is depicted in Fig. 8 (right ). The 0th-order radial function, which has
only 1st-order discontinuities (cf. Fig. 2), is designed by using the
BLEP residuals (Lagrange M = 7). Higher-order radial functions
are computed by exploiting the recurrence relation of the Legendre
polynomials [19, Eq. (14.10.3)],

• The radial functions exhibit different orders of discontinuities, all of which occur simultaneously. The maximum discontinuity order considered in this paper is higher than in
other publications. The analysis in Sec. 4 demonstrates that
the higher-order anti-derivatives of BLEP function are beneficial for reducing the aliasing in mid-to-low frequencies.
• In some applications, the point of jump discontinuity or
the point of clipping has to be estimated in the sub-sample
level. Fortunately, this is not of a concern in the presented
filter design, as the explicit expressions for the radial functions are known.
In this paper, the band-limitation of higher-order discontinuities
is addressed in a generalized scheme. The presented work thus
can be also applied to different types of signals and systems with
varying degrees of discontinuities.

n Pn ( rc t) = (2n − 1)( rc t)Pn−1 ( rc t) − (n − 2)Pn ( rc t). (38)
In terms of spectral distortion, the result is slightly inferior to the
proposed method (shown in Fig 8 ). Varying T leads to temporal
artifacts as shown in Fig. 9 (right). As T increases (i.e. narrowing bandwidth), the sample values for | rc t| > 1 are progressively
amplified due to the factor rc t in the recurrence relation (38). The
artifact becomes more prominent for higher spherical harmonic orders n. The approach proposed in this paper, on the other hand, is
free from such oscillatory behavior as depicted in Fig. 9 (left).
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ABSTRACT
The distributed nature of coupling in helical springs presents specific challenges in obtaining efficient computational structures
for accurate spring reverb simulation. For direct simulation approaches, such as finite-difference methods, this is typically manifested in significant numerical dispersion within the hearing range.
Building on a recent study of a simpler spring model, this paper presents an alternative discretisation approach that employs
higher-order spatial approximations and applies centred stencils at
the boundaries to address the underlying linear-system eigenvalue
problem. Temporal discretisation is then applied to the resultant
uncoupled mode system, rendering an efficient and flexible modal
reverb structure. Through dispersion analysis it is shown that numerical dispersion errors can be kept extremely small across the
hearing range for a relatively low number of system nodes. Analysis of an impulse response simulated using model parameters calculated from a measured spring geometry confirms that the model
captures an enhanced set of spring characteristics.

Figure 1: Left: Helical spring side view showing wire radius
r (mm), coil radius R (mm), and helix angle α. Right: Orthogonal
helical spring polarisations showing longitudinal w, and transverse u and v.

due to Wittrick [13] and featuring twelve variables, incorporates
the helix angle (see Figure 1). A ‘thin’ version of this model,
which removes two negligible coupling terms, has been derived
by Bilbao and Parker [14], and several FD schemes have been proposed [14, 15].
A more recent paper applies higher-order difference approximations to the simpler spring model in [10, 11] and subsequently
diagonalises the system to render an efficient modal structure [3].
The main advantage of this approach is that it introduces less numerical error in comparison to the aforementioned FD schemes.
The central aim of the current paper is to apply a similar approach to the more complex spring model. Section 2 re-derives a
two-variable version of the thin helical spring model [14, 15], now
directly incorporating driving terms and formulating a reciprocal
pick-up mechanism. Also, pinned boundary conditions are specified in the two variables. These model choices are loosely based
on considerations of how the magnetic beads at either end of the
system interact with the spring.
Figure 2 visualises the remainder of the modelling process. A
semi-discrete FD scheme with an adjustable spatial stencil width
is derived in Section 3. The system is then diagonalised to obtain
a set of uncoupled ordinary differential equations (ODEs) in Section 4, after which frequency-dependent damping is imposed. In
the final stage, the ODEs are discretised in time with exact preservation of modal frequencies and decay rates.

1. INTRODUCTION
Spring reverb is an electromechanical effect originally designed
for the Hammond organ to provide a compact form of reverberation [1]. The development of smaller spring reverb tanks in the
1960s facilitated their integration into guitar amplifiers, popularising the effect [2]. The unique sonic qualities due to the complex
nature of helical spring vibrations pushed the effect to the mainstream, seeing much success in pop/rock music. Primarily motivated by the modern predominance of digital workflows in audio,
several methodologies for spring reverb simulation have emerged
(for a recent overview we refer to [3]). One approach uses an efficient computational structure featuring delay and all-pass units to
recreate impulse responses, generating reasonably good matches
to measurements and allowing parametric control [4, 5, 6, 7]. Another approach works with modal structures that allow enhanced
control through direct access to modal parameters [8, 9].
An altogether different class of techniques starts from a physical model in the form of coupled partial differential equations
(PDEs), obtaining a finite-difference (FD) scheme via discretisation in time and space. One starting point is the formulation in [10],
which neglects the effect of the helix angle. Energy-stable schemes
for the simulation of this system have been developed, both with
and without magnetic beads [11, 12]. A more complex model,

2. HELICAL SPRING MODEL
The physical parameters in the model equations that follow are: E
the Young’s modulus (Pa), G the shear modulus (Pa), A the crosssectional area (m2 ), γ ∗ the shear area correction, I the transverse
moments of inertia (m4 ), Iϕ the polar moments of inertia (m4 ),
ρ the material density (kg/m3 ), and κ = cos2 (α)/R the helix

Copyright: © 2021 Jacob McQuillan et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.
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Figure 2: Overview of the modelling process to obtain a modal reverberator from the original set of PDEs describing helical spring
vibrations.

curvature (m−1 ). The full helical spring equations are then written
in terms of time t and curved spatial coordinate s along the wire
axis as
1
∂s ξ = κJξ + Hθ +
Kp,
(1)
GAγ ∗
1
∂s θ = κJθ +
Lm,
(2)
EI
∂s m = κJm + Hp + ρIM∂t2 θ − gTE ,
(3)
∂s p = κJp + ρA∂t2 ξ − gFE ,

2.2. Reduced Non-Dimensional Model
A scaled form of the model can be derived using the space and
time non-dimensionalisation constants [14, 15]:
r
1
1
ρA
s0 = , t0 = 2
.
(10)
κ
κ
EI
These constants are applied to the system as
s
t
ξ
s0 m
, t ′ = , ξ ′ = , m′ =
,
s0
t0
s0
EI
2
3
s TE
s FE
s0 TE
, TE′ = 0 , FE′ = 0
,
TE′ =
EI
EI
EI

(4)

s′ =

with additional forcing terms to accelerate the relevant components — namely, the last terms in (3) and (4). The choice to excite
the system in this form is motivated by the underlying assumption made in [3] that in a real spring tank the electromagnetic field
drives the magnetic beads mainly in terms of rotation. In the current model, this loosely translates to exciting the displacement and
rotation in the u polarisation (see Figure 1 for the orientation of the
variables). Displacements, rotation angles, moments, and forces
are defined, respectively, as
 
 


 
u
θu
mu
pu
ξ =  v  , θ =  θv  , m =  mv  , p =  pv  , (5)
θw
mw
pw
w

s20 p
,
EI
(11)

where prime symbols indicate a non-dimensional term. After (11),
the prime symbols are removed for readability. The unwound
spring length L (m) is also defined and non-dimensionalised as
λ = L/s0 .
Wittrick’s model [13] describes helical spring vibrations generally, and typical springs found in spring reverb tanks are thin.
Thus, factors proportional to r2 /R2 are very small and may be neglected [14, 15] — namely, the last term in (1) and the penultimate
term in (3) after non-dimensionalisation of the system. The resultant thin spring model with the added excitation terms is written
as
∂s ξ = Jξ + Hθ, ∂s m = Jm + Hp − gTE ,
(12)
∂s θ = Jθ + Lm, ∂s p = Jp + ∂t2 ξ − gFE .

and the operators ∂sn and ∂tn represent nth order differentiation
with respect to space and time.
Full expansion of (1–4) yields the familiar form of Wittrick’s
twelve equations [13]. For a spring of circular cross-section, we
have γ ∗ = 0.88, I = (πr4 )/4, and Iϕ = 2I [15], and using the
definitions µ = tan (α) and b = (EI)/(GIϕ ), the matrices and
vector in (1–4) can be specified as






1 0
0
0 µ −1
0 1 0
0 ,
J = −µ 0 0 , H =−1 0 0, K =0 1
∗
1 0 0
0 0 0
0 0 Gγ
E

 



1 0 0
1 0 0
1
(6)
L = 0 1 0, M = 0 1 0 , g = 0.
I
0
0 0 b
0 0 Iϕ

Figure 2 in [15] shows that this simplification does not alter vibrations in the audio range. Following a similar approach as taken
in [14, 15], the model is reduced to a system in only 8 variables:
θ̃ = Qξ̃,
∗

Dm̃ = Q θ̃,

p̃ = Qm̃ + χ1 TE ,
A∂t2 ξ̃

= Q∗ p̃ + χ2 FE .

(13)

The reduced variables are composed of the original displacements,
rotation angles, moments, and forces, respectively, as

 

 
 
mv
p
v
θ
, p̃ = u , (14)
ξ̃ =
, θ̃ = u , m̃ =
mw
pv
w
θv

2.1. Excitation Torque Distribution

and the reduced model in (13) makes use of matrices and vectors
holding differential operators:




 
−∂s
−µ∂s
µ
∂s
0
∗
Q=
,
Q
=
,
χ
=
, (15)
1
1
−µ 1 + ∂s2
−1 − ∂s2 µ∂s




 
1
0
1
0
0
A=
.
(16)
2 , D =
2 , χ2 =
−∂s
0 1 − ∂s
0 b − ∂s

A driving torque TE (t) due to electromagnetic forces on the magnet is assumed to translate at the input end to spring torque density
TE (s, t) and force density FE (s, t) as
TE (s, t) = sin (ϕE ) ψE (s) TE (t) ,
FE (s, t) = cos (ϕE ) ψE (s) κTE (t) ,

p′ =

(7)
(8)

where the parameter ϕE determines the balance between the linear
and rotational excitation components and ψE (s) is a distribution
function with properties similar to a Dirac delta function:
 1
: 0<s⩽η
η
.
(9)
ψE (s) = lim
η→0
0 : s>η

The final reduction yields a system in only ξ̃ [14, 15], here with
the accelerations written explicitly as
∂t2 ξ̃ = ∂s2 A−1 RD−1 Rξ̃ + A−1 Q∗ χ1 TE + A−1 χ2 FE , (17)
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which uses the new matrix differential operator R:


−2µ
1 − µ2 + ∂s2
∂s R = Q∗ Q, R =
.
1 − µ2 + ∂s2 2µ(1 + ∂s2 )

where
γvP (s) = − sin(ϕP )∂s ψP (s) ,
γwP (s) = [cos(ϕP ) − µ sin(ϕP )] ∂s ψP (s) ,

(18)

Consolidating the matrices and vectors relating to the excitation
T

zE = sin(ϕE )A−1 Q∗ χ1 +cos(ϕE )A−1 χ2 = zvE zwE , (19)

and the parameter ϕP determines the balance between the pickup components. The reduced two-variable model with a defined
excitation and pick-up relies only on five parameters: b, µ, λ, ϕE ,
and ϕP .

allows writing the model in expanded form as
∂t2 v = z1 v + z2 w + γvE TE ,
∂t2 w = z3 v + z4 w + γwE TE .

(20)

2.4. Boundary Conditions
In the derivation of a modal structure, it is useful to systematically
ensure that the modes have real-valued frequencies and are thus
undamped. One requirement is that the boundary conditions of the
continuous-domain model are specified in lossless form, which is
ensured when the boundary term

The z1 –z4 operators are
 !
2 2

∂s2 1 − µ2 + ∂s
,
b − ∂s2

z2 = −2µ∂s2 1 − µ2 + ∂s2

!
∂s2 1 − µ2 + ∂s2 2µ + 2µ∂s2
+
,
b − ∂s2
!
−2µ∂s2 1 − µ2 + ∂s2
z3 =
1 − ∂s2
!

∂s2 1 − µ2 + ∂s2 2µ + 2µ∂s2
+
,
(b − ∂s2 ) (1 − ∂s2 )
2 !
2 !
∂s2 2µ + 2µ∂s2
∂s2 1 − µ2 + ∂s2
+
,
z4 =
1 − ∂s2
(b − ∂s2 ) (1 − ∂s2 )
z1 = 4µ2 ∂s2 +

(21)

B = pu ∂t u + pv ∂t v + pw ∂t w + mu ∂t θu + mv ∂t θv + mw ∂t θw ,
(31)
derived in [15] via energy analysis is zero at s = {0, λ}. This is
achieved by at least one of the terms in each of the six products
in (31) going to zero, and a large set of different combinations of
conditions in the twelve variables satisfies this requirement [15].
One possible case is presented here, setting pu = ∂t v = ∂t w =
mu = ∂t θv = ∂t θw = 0. Under certain assumptions on the continuity of the system’s solution,1 one may employ the thin spring
model equations to obtain corresponding conditions for the reduced model variables v and w. Continuing from (12), the following relationship is derived:

 
 
v
0
1
0
0
0
0
pu
0
1
0
0
0  v 
 w  0
 2  
 
−1 −2µ 1   w 
 ∂s v   0 −µ2 µ
 2 =
   , (32)
µ
−1
0
1
0  mu 
∂s w  0
 ∂ 4 v  4µ Υ
Υ2 Υ4
Υ5 Υ6   θv 
1
s
θw
−1 Υ2 Υ3 −3µ Υ6 2µ
∂s4 w

(22)

(23)

(24)

and the excitation terms are
γvE (s) = zvE ψE (s) = sin(ϕE )∂s ψE (s) ,

(25)
∂s
γwE (s) = zwE ψE (s) = [− cos(ϕE )+µ sin(ϕE )]
ψE (s),
1 − ∂s2
(26)
where the inverse differential operators are denoted with divisions
in (21–26), e.g.
−1
∂s
v := 1 − ∂s2
∂s v.
(27)
1 − ∂s2

where
Υ1 = −∂t2 + µ4 + µ2 ,
Υ4 = 6µ2 + b + 2,

2.3. Pick-Up

λ

ψP (s)

n

Υ5 = 4µ3 + 2µ,

2
v (0, t) = 0, ∂s v (0, t) = 0,
w (0, t) = 0, ∂s2 w (0, t) = 0,
2
v (λ, t) = 0, ∂s v (λ, t) = 0,
2
w (λ, t) = 0, ∂s w (λ, t) = 0,

Υ3 = µ2 + 1, (33)

Υ6 = −3µ2 − 1. (34)

∂s4 v (0, t) = 0,
∂s4 w (0, t) = 0,
∂s4 v (λ, t) = 0,
∂s4 w (λ, t) = 0,

(35)

(36)

noting that when v, w, θv , and θw are zero at the endpoints, their
time derivatives are also zero at the endpoints.
Furthermore, from (12) one obtains u = ∂s w and θu =
−∂s v − µ∂s w, meaning that there are corresponding conditions
in u and θu of the form

0

=

Υ2 = −µ3 − µ,

By setting the right-hand vector in (32) to zero, one immediately
obtains boundary conditions in v and w:

Obtaining an output using a reciprocal mechanism can be achieved
by collecting torque density and force density over a similarly
weighted range as for the input at the other end of the spring.
Hence, following the definitions in Section 2.1, we can specify
ψP (s) = ψE (1 − s), and the output can be defined initially in
terms of ∂t2 θu and ∂t2 u. Using the relationships in (12), and considering non-dimensional force density and torque density are both
formulated from the torque in (7,8), an output can then be written
in terms of the reduced model variables v and w:
Z λ

TP (t) =
ψP (s) cos(ϕP )∂t2 u + sin(ϕP )∂t2 θu ds,
Z

(29)
(30)

cos(ϕP )∂s ∂t2 w

∂s u(0, t) = ∂s3 u(0, t) = 0, ∂s u(λ, t) = ∂s3 u(λ, t) = 0, (37)

0


o
+ sin(ϕP ) − ∂s ∂t2 v − µ∂s ∂t2 w ds,
Z λ
= γvP (s) [z1 v +z2 w]+γwP (s) [z3 v +z4 w] ds, (28)

∂s θu (0, t) = ∂s3 θu (0, t) = 0, ∂s θu (λ, t)= ∂s3 θu (λ, t) = 0, (38)
1 Such assumptions are common in engineering problems [16] and inherent to the energy analysis underpinning the boundary term in (31).

0
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which demonstrates the useful feature of u and θu not being fixed
at the endpoints, thus enabling excitation and pick-up at the system’s extremes in those variables.

form, e.g. based on Taylor-series approximations [17], or via optimisation (see, e.g. [18]). The latter approach usually minimises an
L2 or L∞ norm error in the (spatial) frequency domain, as such
offering a more uniform distribution of the approximation error
across the relevant wavenumber range. In the current paper this is
achieved by first writing the higher-order approximation as

2.5. Dispersion Relation
The dispersion relation links the temporal frequency ω to the spatial frequency (wavenumber) β. Figure 3 visualises how the incorporation of a helix angle yields two curves in the audio range
(see [14] for a detailed analysis of the curves and their various
behaviours). The dispersion relation is derived by omitting the

n=1 :

∂s v(m∆s ) ≈

K
X


ak

k=1

n=2 :

20

∂s2 v(m∆s ) ≈

K
X
k=1

0°


ak

vm+k − vm−k
2∆s


,

vm+k − 2vm + vm−k
∆2s

(42)

. (43)

Frequency [kHz]

4°

15

An overdetermined linear system of equations is then formed by
setting the difference operator equal to the differentiation operator at an equidistant set of points βi = (i ν)/(2N ∆s ) along the
spatial frequency axis, with i = 0, 1, 2 . . . N . This can be written
as
Sa = 1,
(44)

8°

10

5

where a = [a1 a2 . . . aK ]T , 1 is a column vector of length
N + 1 with all elements set to 1, and S is an (N + 1) × K matrix
with elements

0
0

100

200

300

400

500

600

700

Wave Number [1/m]

Figure 3: Dispersion relations with varied helix angles.

sin(kβi )
,
kβi


sin( 12 kβi ) 2
.
=
1 kβ
i
2

n=1 :

Si,k =

(45)

n=2 :

Si,k

(46)

j(ωt+βs)

driving terms and using the ansatz e
to obtain new expressions v (s, t) = V ej(ωt+βs) and w (s, t) = W ej(ωt+βs) , where
V and W represent complex amplitudes. Substitution of the above
expressions into (20) and allowing the exponential appearing in all
terms to cancel yields the following system:
 2

   
ω + z1
z2  V
0
=
,
(39)
W
0
z3
ω 2 + z4

The L2 -optimal coefficients ak are found using the pseudo-inverse
(K)
of S, and the coefficients d2,k are then readily calculated. The
factor 0 < ν < 1 determines the wavenumber range to optimise
over; here we used ν = 0.9 and N = 1000.

where the operators z1 –z4 from (21–24) transform by substituting
∂s2 with −β 2 . Non-trivial solutions occur when the determinant of
the matrix in (39) is zero:

3.2. Helical Spring

ω 4 + (z1 + z4 )ω 2 + z1 z4 − z2 z3 = 0,

The system in (20) is discretised in space using the difference operator in (41):

(40)

and the frequencies are then obtained directly by solving (40).
∂t2 vm = z̄1 vm + z̄2 wm + γ̄vE,m TE ,
3. SPATIAL DISCRETISATION

∂t2 wm = z̄3 vm + z̄4 wm + γ̄wE,m TE ,

(47)

3.1. Difference Operators
where the overbar in z̄1 –z̄4 is used to denote the discrete-domain
representation of the operators.

The number of spatial segments M can be freely chosen to yield
a spatial step ∆s = (λ/M ). A semi-discrete representation of
ξ̃ (s, t) is ξ̃ (m∆s , t), written compactly as ξ̃m , where m represents the spatial index. Let the centred difference operator approximating the nth spatial derivative be defined as
δn(K) vm

=

K
X

(K)
dn,k vm+k ,

3.3. Boundary Conditions
The boundary conditions in (35,36) must be satisfied in numerical
form. A wide stencil applied near the system boundaries implies
the necessity to eliminate multiple ghost nodes, i.e. points outside
the interior domain. Due to the aforementioned repeated applications of the second derivative operator (as seen in (21–24)), the
stencil width becomes 6K + 1. Therefore, for both v and w, the
number of ghost nodes that must be accounted for on either side
of the system is P = 3K − 1. For the variable v at s = 0, and
taking into account that v0 = 0 for pinned conditions, centred approximations to the second and fourth derivatives can be written

(41)

k=−K

where K is the number of nodes evaluated on either side of the
central node, thus the stencil width is 2K + 1. For discretisation
of the continuous system, only the first and second spatial derivative has to be evaluated (as can been seen from (20), higher derivatives result by repeated application of the second derivative operator). The required coefficients can be calculated either in classic
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Figure 4: Dispersion curves for spring parameters as given in Table 1. The dotted lines indicate the system’s three transition frequencies.
Legend:
continuous-domain,
numerical (classic FD coefficients),
numerical (optimised FD coefficients).

numerically as
(P )

δ2 v0 =
(P )

δ4 v0 =

P
X

(P )

d2,p vp =

P
X

p=−P

p=1

P
X

P
X

(P )

d4,p vp =

The discrete output torque is derived in a similar manner, adapting its continuous counterpart in (28) as
(P )

d2,p (vp + v−p ) ,

(48)
TP =

(P )

d4,p (vp + v−p ) ,

(P )

(P )

δ4 v0 = 0.

vm = V ej(ωt+βm∆s ) ,

where ζ̄E,m is written as

(K)
2δ1 ψ̄E,m
ζ̄E,m =
0

ζ̄
,
(K) E,m

: m = 1, 2, 3 . . . K ,
: elsewhere

wm = W ej(ωt+βm∆s ) .

(58)

Figure 4 visualises how the numerical parameters affect the accuracy across the hearing range — namely, the number of spatial
segments M , the FD stencil width 6K + 1, and the choice between classic and optimised FD coefficients. The plot shows how
increasing either K or M gradually improves the match with the
continuous-domain. The optimised FD coefficients provide a good
match with K = 5 and M = 1100, while the classic FD coefficients require a higher M to obtain high accuracy over a similar
range.
Considering the lower significance of frequencies above 17
kHz, it can be concluded that discretisation errors can be made
negligibly small across the hearing range, which is an improvement on previous discretisation approaches (e.g. compared to Figures 5 and 10 in [15]). The improved performance of optimised coefficients over the Taylor-series derived coefficients is particularly
useful in the pursuit of accurate simulations for larger springs, as a
lower number of nodes can be chosen, thus providing more headroom before running into numerical issues in the subsequent modal
formulation due to large-matrix eigenvalue computations.

(52)
1 − δ2

(57)

(51)

The discrete input torque in (47) is adapted directly from Section 2.1, and the discrete distributions γ̄vE,m and γ̄wE,m are derived from their continuous counterparts in (25,26) as

γ̄wE,m = [− cos (ϕE ) + µ sin (ϕE )]

(56)

The numerical dispersion curves for the scheme are derived analogous to Section 2.5, now by inserting a similar ansatz ej(ωt+βm∆s ) :

3.4. Input and Output

1

γ̄vP,m = − sin (ϕP ) ζ̄P,m ,
γ̄wP,m = [cos (ϕP ) − µ sin (ϕP )] ζ̄P,m ,

3.5. Dispersion Analysis

Hence, the accuracy with which the two derivative conditions are
met is determined by the chosen stencil width. The same methodology is applied at s = λ and for the w polarisation.

γ̄vE,m = sin (ϕE ) ζ̄E,m ,

(55)

where ζ̄P,M −m = −ζ̄E,m , meaning it is non-zero at (M − K) ⩽
m < M and zero elsewhere.

and substitute into (48,49), then it follows that the boundary conditions for v at s = 0 are satisfied as
δ2 v0 = 0,

γ̄vP,m (z̄1 vm + z̄2 wm )


+ γ̄wP,m (z̄3 vm + z̄4 wm ) ∆s ,

(49)

where we have made use of the coefficient symmetry property that
holds for centred difference approximations of even derivatives.
Therefore, if we write all ghost points as mirrored versions of their
interior domain counterparts:

v−p = −vp
For p = 1, 2, 3 . . . P :
,
(50)
vM −p = −vM +p

v0 = 0,



m=1

p=1

p=−P

M
−1
X

(53)

(54)

using the discrete unit impulse function ψ̄E,m as the discretedomain counterpart of the distribution function in (9), i.e. ψ̄E,0 =
1/∆s . Here, the symmetries specified in (50) have been applied so that the FD coefficients in ζ̄E,m are expressed for m =
1, 2, 3 . . . K.

3.6. Vector-Matrix Scheme
Deriving a vector-matrix form of the scheme works towards developing an FD coefficients matrix for diagonalisation. The eigenvalues extracted will then be used to derive a modal system. Let’s
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define v and w as column vectors holding the interior domain node
values for their respective polarisations:

4. MODAL FORMULATION
4.1. Diagonalisation

T

w = w1 w2 . . . wM −1 . (59)

T

v = v1 v2 . . . vM −1 ,

To develop a modal system, the FD matrix Z in (65) is diagonalised:
Z = PQP−1 .
(70)

(K)
D̃2

A matrix
holding all FD weights necessary for the second
derivative approximation is constructed as in [3]:
(K)

δ2

(K)

v = D̃2

ṽ,

where

ṽ = vTL

v0

vT

vM

Q is diagonal and holds the eigenvalues of Z, and P holds the
corresponding eigenvectors. The expression in (70) is substituted
into the vector-matrix scheme in (65), which is then pre-multiplied
with P−1 :

(60)
vTR

T

,

(61)

P−1 ∂t2 x = QP−1 x + P−1 hE TE .

T



(62)
vL = v−(K−1) v−(K−2) . . . v−2 v−1 ,

T
vR = v(M +1) v(M +2) . . . v(M +K−2) v(M +K−1) . (63)

Let cE = P−1 hE and y = P−1 x, yielding the following scheme:

Ghost nodes outside the domain are included in the formulation,
as evident from the vector ṽ. See Figure 4 in [3] for a visualisation of the construction of the FD matrix. Partitioning this
extended matrix isolates the interior domain and the outer matrix
partitions holding the ghost nodes are incorporated using the sym(K)
metries specified in (50). This yields a new square matrix D2 in
(64), of dimensions (M − 1) × (M − 1), which holds all the FD
weights required for calculation within the interior domain:
(K)

δ2

(K)

v = D2

v,

(K)

δ2

(K)

w = D2

w.

∂t2 y = Qy + cE TE ,

4.2. Modal Parameters
Resonance frequencies are derived under free vibration and are
extracted from the eigenvalues using the ansatz yi = ejωi t , where
i is the mode index. The modal frequencies are then extracted by
substitution into (72):

(64)

ωi =


Z=

Z1
Z3


Z2
,
Z4


hE =


γ̄ vE
.
γ̄ wE

The matrix Z1 is derived from the operator z1 in (21) as

2 

(K)
(K)
I − µ2 I + D 2
D2


(K)
Z1 = 4µ2 D2 + 
,
(K)
bI − D2

p
−Qi,i ,

fi =

ωi
.
2π

(73)

The column vector cE in (72) holds the input modal amplitudes,
and the output torque in (69) can be re-written for the modal displacements y:
TP = hTP ZPy.
(74)

where
 
v
,
w

(72)

which constitutes a set of uncoupled ordinary differential equations, where y holds the modal displacements.

The scheme in (47) can now be written in vector-matrix form. This
(K)
(K)
uses the matrix D2 to replace all instances of δ2 , i.e. the centred FD approximation to the second spatial derivative, for z̄1 –z̄4
in (47):
∂t2 x = Zx + hE TE ,
(65)

x=

(71)

(66)

Using the substitution Z = PQP−1 derives a column vector cP
holding output modal amplitudes:
TP = cTP y,

(67)

cP = QT PT hP .

(75)

The modal amplitudes are then consolidated through element-byelement multiplication for an overall set corresponding to the resonance frequencies:
c = cE ⊙ cP .
(76)

which also incorporates the identity matrix I, of dimensions (M −
1) × (M − 1). The matrices Z2 –Z4 are derived analogous to (67),
the column vector γ̄ vE has elements as given by the grid function
in (52) for m = 1, 2, 3 . . . K, and γ̄ wE is derived using both the
grid function in (53) and the vector-matrix formulations:

−1
(K)
γ̄ wE = [− cos(ϕE ) + µ sin(ϕE )] I − D2
ζ̄ E ,
(68)

The transformation to a modal system provides direct access to
parameters, allowing a selection of all modes below 20 kHz.
4.3. Frequency-Dependent Damping

where the vector ζ̄ E is obtained from (54). The consolidated column vectors x and hE are of length 2 (M − 1) and the FD matrix
Z has dimensions 2 (M − 1)×2 (M − 1). For the scheme in (65),
the output torque is defined as


γ̄ vP
TP = hTP Zx, hP =
∆s ,
(69)
γ̄ wP

While simple loss models have previously been incorporated into
the helical spring equations [15], the lack of any extensive research
regarding losses in the helical spring motivates a more freelydefined approach by directly imposing damping at this stage in
a phenomenological manner. Imposing a quadratic dependency on
frequency
σi = σ2 ωi2 + σ0 ,
(77)

and the column vectors γ̄ vP and γ̄ wP are obtained directly from
the grid functions in (56,57).

yields a reasonable approximation to experimental results, where
σ0 and σ2 are damping constants.
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4.4. Temporal Discretisation

2

A sampling frequency fs = 44.1 kHz and subsequent time step
∆t = 1/fs can now be introduced to simulate the modal system. Using the resonance frequencies, corresponding modal amplitudes, loss parameter, and time step a modal update equation is
derived which preserves the mode frequencies and decay rates [3]:
yin+1 = ai yin + di yin−1 + ci TEn ,

0.05

v

0

-2
1000

s

w

0

-0.05
0

(78)

-0.05
0

1000

s

0

1000

s

Figure 5: Displacement modal shapes of normal modes of low frequency/wavenumber. The corresponding modal frequencies are:
f11 = 21.1 Hz;
f12 = 24.1 Hz;
f17 = 42.3 Hz;
f19 = 48.2 Hz.

4.5. Simulated Spring Responses
The modal reverb algorithm in (78) is implemented for a steel
spring using the values in Table 1, defined to simulate the measurement of a spring from the Leem Pro KA-1210 [11].

all captured. Two transition frequencies are accurately reproduced
around 4 kHz, reflecting the behaviour of the two curves that appear in the dispersion relation in Figure 4. The higher coherency of
the chirps in the upper frequency region is also well reproduced in
the simulation, with their increased structure and lower echo density apparent. The dip in the spectrogram situated around 1 kHz
corresponds to the third lower transition frequency represented by
a grey dotted line in Figure 4.
As can be seen from the plots, there are a number of discrepancies between the modelled and the measured response. The amplitude envelope clearly differs, with the modelled response not
having a smooth roll-off and having an increased amplitude at the
transition frequencies. These are likely due to the omission of
magnetic beads, and employing modal amplitude manipulations
(similar to [3]) enables a closer visual and aural match to the measurement, as shown in the middle of Figure 6.
However, some issues are not accounted for by such modal
manipulations. The coherent echoes visible above the transition
frequency extend to the lower region, whereas they are far less
present in the measurement. Informal listening tests confirm that
these discrepancies are perceptually prominent, and are difficult to
correct for by manipulation of modal amplitudes. Also, there are
multiple sets of main chirps in the model that are not visible in the
measurement.

Table 1: Simulation parameter values.
loss values
σ0 3 s−1
σ2 3 × 10−9 s

0.05

0

where ai = 2ϵi cos(ωi ∆t ), di = −ϵ2i , and ϵi = e−σi ∆t . The
n superscript represents the sample index and the output for every
sample is taken by summing all the modes for y n .

spring values
µ 0.0389
b 1.3
λ 1901.7

#10-4
u

input/output values
ϕE 80◦
ϕP 100◦

Firstly, the validity of the applied discretisation steps is examined in terms of the eigendecomposition results. Numerous simulations with different spring parameters have strictly yielded realvalued eigenvalues and eigenvectors, implying that the FD matrix
Z is unconditionally negative-definite. The found eigenvalues are
systematically negative, thus — through (73) — the methodology
guarantees real-valued modal frequencies. A more formal proof
will require energy analysis, similar to that conducted in [12, 15],
but now involving wider spatial stencils.
Secondly, the displacement mode shapes are examined. The
mode shapes of v and w are directly extracted from the eigenvector matrix P in (70). The mode shape for u is then recovered
from the w mode shape using a numerical version of the aforementioned relationship u = ∂s w. Figure 5 shows a small selection of
displacement mode shapes with corresponding resonance frequencies. Comparisons to the relevant derivatives in the boundary conditions from Section 2.4 confirm that the boundary conditions are
satisfied numerically for all three polarisations.
These findings suggest that the spatial discretisation, including
the numerical boundary treatment, represents a robust step in the
procedure for calculation of the modal parameters.
The simulated impulse response is shown in Figure 6, including a measured response for comparison. Audio files are available
on the companion webpage.2 The numerical model renders 2031
modes in the audio range, yielding a richer and more complex
sound compared to audio examples from a simplified model [3].
Past research [19] has shown that this many modal oscillators can
be implemented in real-time using vectorised instruction sets, e.g.
AVX2, common in many modern CPU architectures.
Analysis of spectrograms shows that the modal algorithm captures the characteristics of a number of spring reverb features. The
most prominent is the reproduction of the main series of dispersive echoes (referred to as chirps). The chirp shape, echo densities, and progressive temporal blurring from the measurement are

5. CONCLUSIONS
A modal spring reverb formulation based on the thin helical spring
model has been developed. The novelty of the work resides in how
the methodology differs from previous studies: the discretisation
approach, compared to [3], now only discretises the spatial domain which improves the overall accuracy of the numerical model;
compared to [15], the excitation and pick-up are formulated as embedded reciprocal mechanisms; a specific set of lossless boundary
conditions in the reduced model variables v and w is presented;
least-squares based optimal FD coefficients are employed, yielding high accuracy in the dispersion relation over a larger wavenumber range than Taylor-series derived coefficients, as such achieving
comparable discretisation accuracy with a smaller number of grid
nodes.
Comparison with a measured impulse response has indicated
that several response features are reproduced. However, the presented model is not easily configured to predict correct modal amplitudes (and possibly, phases), which is likely due to the simplified excitation and pick-up mechanisms. Hence, as also alluded

2 http://www.socasites.qub.ac.uk/mvanwalstijn/dafx21a/
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Figure 6: Impulse response comparisons using optimised FD coefficients with K = 5 and M = 1100. Top: Simulated response.
Middle: Simulated response with modal manipulations. Bottom:
measured response [11].

to in [14, 15], obtaining a closer match will require modelling the
coupling of the magnets to the helical spring. The prospect of
extending the model in that manner has in fact motivated the numerical approach taken here. That is, while the eigenvalue problem of the isolated spring system could probably also be addressed
with analytical methods (e.g. using separation of variables), similar analytic treatment of an extended system incorporating the bead
coupling would present significant new challenges. The authors’
current expectation is that, provided that a suitable linear 3-D coupling mechanism can be formulated, the numerical approach taken
in this paper can be more easily extended in that regard.
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ABSTRACT
A method is proposed to encode the acoustic scattering of objects for virtual acoustic applications through a multiple-input and
multiple-output framework. The scattering is encoded as a matrix in the spherical harmonic domain, and can be re-used and
manipulated (rotated, scaled and translated) to synthesize various
sound scenes. The proposed method is applied and validated using
Boundary Element Method simulations which shows accurate results between references and synthesis. The method is compatible
with existing frameworks such as Ambisonics and image source
methods.
1. INTRODUCTION
Figure 1: Acoustic scattering scenario

Real sound scenes can be quite complex due to the interaction
of sound with its physical environment. Methods to reconstruct
these complex sound scenes for virtual settings are an active field
of research due to an increasing demand on the accuracy of their
synthetic representations. Acoustic design and interactive applications, such as room acoustic modeling and Virtual Reality, require
better solutions to predict and auralize virtual acoustic scenarios in
order to reduce costs and/or enhance immersive experiences.

acquiring the scattering properties of arbitrary geometries and integrating them into virtual environments have not yet been explored.

Virtual Acoustics research has usually focused on some specific element of virtual sound environments. A large, and still
growing, corpus of research related to room acoustics modeling
exists. Various room acoustic modeling methods have been developed and the main approaches are ray-based modeling [1] and
wave-based modeling [2]. In addition to room acoustics modeling, another highly developed topic in virtual acoustics is listener
and receiver modeling, which is required for spatial sound listening and capturing. For example, parametric Head-related Transfer
Functions (HRTFs) have been proposed [3, 4] as well as wavebased models for receivers [5]. Furthermore, sound sources and
their directivity have been modeled through spherical harmonic
(SH) decomposition [6] and finite-difference or finite-element methods [7, 8]. In regards to modeling the effects of scattering of entire
finite geometries into virtual environments, not much research exists. Though analytical models for basic geometries such as the
sphere exist [9], and methods have been proposed to estimate scattering using machine learning [10, 11], still flexible methods for
∗
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In this paper we propose a method for encoding the scattering properties of entire arbitrary complex geometries through a
multiple-input multiple-output (MIMO) spherical decomposition
[12, 13] approach of the scattering function. We show how this
encoding format is flexible and allows for various manipulations
of the scattered field (rotation, scaling, translation). Furthermore,
we propose how this format can be easily implemented into existing virtual acoustics frameworks, such as image-source engines
and Ambisonics, for applications such as Virtual Reality or Room
Acoustic Simulations. Finally, we apply and validate the proposed
method using Boundary Element Method (BEM) simulations.
The work extends SH modeling of source [6] or receiver [14]
directivities in geometrical acoustics to the doubly directional scattering transfer function of the scattering object. Similar to [8],
it assumes a pre-computed wave-based simulation of the radiating field of the object in isolation, before integration into a realtime rendering pipeline. However, contrary to that work where a
complicated optimization of multi-pole placement is required, here
we decompose the directional scattering directivity into a compact
time-invariant matrix of filters, which allows efficient parameterization and manipulation of the scattering object. The simulation
stage, which needs to be performed only once for a certain scattering geometry, is implemented using a BEM solver for which free
and available implementations exist suitable for acoustical problems [15].
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2. GEOMETRIC MODEL
We consider a basic scenario, as seen in Figure 1, of an acoustic
source with its acoustic center at position xs , a scattering object at
position xo , and a receiver at position xr , from which more complicated scenes can be constructed. Position vectors are defined
as
x = [r cos θ sin ϕ, r cos θ cos ϕ, r sin θ]
(1)
with r, ϕ and θ corresponding to the spherical coordinates of radial
distance, azimuth and elevation. A direction vector on the direction of x is denoted as x̃. Additionally, we assume that the source
may be directional with directivity function hs (f, x̃j ) dependent
on frequency f and radiation direction x̃j , while the receiver is
also characterized by a directional response vector hr (f, x̃i ) dependent on direction of arrival x̃i , that contain as many directivities as the capturing channels (e.g. two HRTFs in the case of a
binaural receiver). Finally, the scattering object is also characterized by a directional scattering function ho (f, x̃i , x̃j ) which depends on both an incident direction-of-arrival x̃i and a scattering
direction x̃j .
Assuming that source, receiver, and scatterer are all far apart to
assume far-field propagation conditions, we can define a simplified
geometric model of the received direct sound as typically found in
interactive virtual acoustics
sr,d (t) =

Figure 2: Exterior Problem

order n and degree m. Cnm denote modal scattering coefficients
that are dependent on frequency and incident direction x̃i .
If the continuous scattered pressure over the surface of the surrounding sphere is known, the scattering coefficients Cmn can be
obtained by the spherical harmonic transform (SHT) of that pressure:
Z
1
Cnm (kR, x̃i ) = (2)
ps (kR, x̃i , x̃) Ynm (x̃) dA(x̃)
hn (kR) x̃∈S 2
(6)
where dA(x̃) is the spherical surface differential element dA(x̃) =
cos θdθdϕ. Note that compared to the preceding formulas the frequency dependency is now integrated into the more representative
wavenumber-distance product kR.
In practice, the infinite series of the scattered pressure in Equation (5) is truncated to a maximum order N with negligible error
if N ≥ kR [16] [17]. Additionally, the Cmn scattering coefficients can be recovered through a discrete SHT by a grid XJ =
[x1 , ..., xJ ] of regularly distributed scattered pressure samples ps =
[p1 , ..., pJ ]T over the surface of the sphere, where J ≥ (N + 1)2
and N ≥ kR. This process can be expressed in a compact form
as:
4π −1
D (kR) Y(X̃J ) ps (f, x̃i , XJ )
(7)
c(kR, x̃i ) =
J

1
s(t − ||xsr ||/c) ∗ hs (t, x̃sr ) ∗ hr (t, −x̃sr ), (2)
||xsr ||

where sr are the receiver time-domain signals, xsr = xr − xs the
source to receiver vector, c the speed of sound, and ∗ denotes timedomain convolution between the directional filters and the source
signal s. In a similar vein we can model the received sound due to
the scatterer, as
sr,o (t) =

1
s(t − (||xso || + ||xor ||)/c) ∗
||xso || + ||xor ||
ho (t, −x̃so , x̃or ) ∗ hr (t, −x̃or ).

(3)

The total sound captured by the receiver due to both the source and
scatterer is then, by superposition,
sr (t) = sr,d (t) + sr,o (t).

where D is a (N + 1)2 × (N + 1)2 diagonal matrix whose entries
are the radial Hankel functions, y(x̃) = [Y00 (x̃), ..., YNN (x̃)]T is
a (N + 1)2 vector of SH values up to order N , and Y(X̃J ) =
[y(x̃1 ), ..., y(x̃J )] is a (N + 1)2 × J matrix of SH values for the
grid directions X̃J . Note that, respectively, the coefficient vector
c contains all the coefficients Cnm up to order N .
Furthermore, if c is known for I regularly distributed incident
plane wave directions, we can construct a matrix C(kR, X̃I ) =
[c(x̃1 ), ..., c(x̃I )] of size (N + 1)2 × I that contains all the coefficients for the I directions. Subsequently, a discrete SHT can be
applied along the incident sphere of directions of the C matrix as:

(4)

In this study, we focus on modeling and recovering the scattering
filter ho efficiently to allow dynamic scattering effects integrated
in standard interactive virtual acoustics rendering.
3. SCATTERING MODEL
By inscribing the scattering object inside the volume of a sphere
of radius R, as presented in Figure 2, we can define the scattered
field ps beyond R as an exterior problem [9]. Making no assumptions on the shape of the object, the scattered sound field pressure
ps (f, x̃i , xj ) at distance r = ||xj || ≥ R from the center of the
sphere and direction x̃j , due to a unit amplitude plane wave impinging from a direction of arrival x̃i , is given by:
ps (f, x̃i , xj ) =

∞
n
X
X

S(kR) =

4π
C(kR, X̃I ) Y(X̃I )T .
I

(8)

The resulting (N +1)2 ×(N +1)2 matrix S expresses the scattering
of the object as a MIMO system [13] between spherical modes of
the incident field and spherical modes of the radiating scattered
field. It gives a continuous spatially band-limited expression of
the scattering at arbitrary directions. In terms of S, the scattered
pressure field at point xj outside of R < ||xj || is expressed by:

m
Cmn (f, x̃i ) h(2)
n (kr) Yn (x̃j ) (5)

n=0 m=−n
(2)

where k = 2πf /c is the wavenumber for a frequency f , hn is the
outgoing Hankel function, and Ynm is a real spherical harmonic of

ps (f, x̃, xj ) = y(x̃j )T D(kr) S(kR) y(x̃i )
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The updated position vectors can be used to simulate the attenuation/amplification due to the changes in distance and angle between source, scatterer, and receiver by updating Equation (3).

Finally, assuming an adequate distance between the scatterer and
receiver such that the Hankel function in Equation (9) converge to
a far-field spherical wave [9], the simple scattering filter of Equation (3) is given by:
ps (f, x̃i , xj ) = y(x̃j )T S(kR) y(x̃i )

4.3. Scaling

(10)

The matrix S can be reused to simulate the scaling of the size of
the scattering object under the following assumptions:
1. Though the scattered pressure of a geometry is initially decomposed for a sphere of radius R and wavenumber k, the
final matrix S is solely dependent on kR and is agnostic of
the initial radius-to-wavenumber transformation ratio.
2. Scaling the radius R of the sphere enclosing the scattering
object will have a proportional effect on the size of the scattering object itself.
3. If the radius of decomposition R is scaled to some R′ , the
matrix S still contains all the necessary coefficients to reconstruct the scattered pressure at a point r ≥ R′ , as long
k′ R′ = kR, where k′ is the scaled wavenumber of the original k.
In other words, a matrix S can be used to simulate the scattered
field of a bigger version of the initial geometry at a lower frequency
as long as the initial kR quantity is maintained [16].

The scattering matrix S of an object can be manipulated in various
ways for multiple virtual acoustics scenarios.
3.1. Scattering Model to Geometric Model
If the scattered pressure ps is the product of unit amplitude plane
waves, the time domain scattering filter ho from Section 2 can be
recovered, for far-field sources, using the inverse Fourier Transform of ps .
4. MANIPULATIONS
The proposed scattering format of Equation (8) allows for flexible
manipulations of the scattered field. The scattering matrix S allows for a series of transformation to rotate, scale and translate an
initial scattering scenario.
4.1. Rotation

5. VIRTUAL ACOUSTIC INTEGRATION

Obtaining the filter for a rotated scatterer can be efficiently performed in two ways. The first is by rotating the geometry of the
scatterer, while the second is by performing the rotation in the
spherical harmonic domain (SHD). We define the three Euler angles α, β, γ corresponding to e.g. the yaw-pitch-roll convention,
and the respective 3 × 3 rotation matrix Mypr (α, β, γ). The scattering pressure for the rotated object is then given by:

Image-source techniques and Ambisonics can be used with the
proposed method to produce early and late stages of scattering reverberation within a room.
5.1. Image-Source Method
For virtual acoustic scenarios which make use of an image-source
method, the translation and rotation manipulations of Equations
(12) and (13) can be used multiple times to simulate the early reflections of the scattered field inside a room [1]. Starting with the
simple case of a single wall shown Figure 3, the reflection of the
scattered field against the wall can be simulated as a second "image
scatterer". The position of the second scatterer will be mirroring
(translation and rotation) the position of the initial scatterer with
respect to the wall. The same process can be applied for a room
with several walls as well as for higher-order reflections.

ps (f, Mypr x̃i , Mypr xj ) =
T

= y(Mypr x̃j ) D(kr)S(kR)y(Mypr x̃i )

(11)

Alternatively, the rotation can be performed using (N + 1)2 ×
(N + 1)2 SHD rotation matrices Mshd (α, β, γ), which can be
computed very efficiently based on Mypr (α, β, γ) and recursive
relationships [18]. The rotated scattering is then:
ps (f, Mypr x̃i , Mypr xj ) =
= y(Mypr x̃j )T D(kr)S(kR)y(Mypr x̃i ) =
y(x̃j )T MTshd D(kr)S(kR)Mshd y(x̃i ).

(12)

Even though rotating the incident and scattering vectors would be
normally more efficient, rotation in the SHD can be applied also
in the case that the incident sound field is not a single plane wave,
but a plane wave distribution, e.g. as described in Sec. 5.2.
4.2. Translation
Analytical translation of sound fields can be based on expansions
similar to the exterior problem of Equation (2) and related addition/translation theorems, e.g. as found in multi-sphere scattering
[19]. However, we avoid the complexity of such solutions and focus on the simple geometric transformation that fit the interactive
scenario under consideration. For a translation given by vector xt
of the center of the scattering center, the source-to-object xso and
object-to-receiver vectors xor are updated accordingly:
x′so = xso + xt

and

x′or = xor + xt .

Figure 3: Image source-scatterer scene

(13)
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Figure 5: Normalized energy integration per order. Dashed lines
indicate a 0.95 threshhold

rule, the number of coefficients in a matrix S required to synthesize a scattering field is much lower at low frequencies than at
high frequencies. This is reflected in the energy of the components of the matrix which, as seen as Figure 4, is usually highest
towards the first components, S[1, 1], and lower in energy towards
its bottom-right components.
Therefore, rows and columns from the bottom right of the matrix can be discarded to reduce the storage size and/or processing time. An efficient approach to defining coefficients to be dismissed is to integrate the normalized energy of the matrix, order
by order, and define a threshold after which the coefficients are
discarded. Figure 5 indicates how a matrix S reaches its maximum normalized energy at different rates. An example threshold
of 0.95 is denoted with dotted lines after which matrix coefficients
could be discarded. In conjunction with a frequency-dependent
order-limitation, the matrix can be also highly sparse, depending
on smoothness and symmetries in the scattering directivity, with
only a few entries contributing to it. In this case its storage requirements can be further reduced, using sparse matrix processing
techniques.

Figure 4: Energy of a matrix S from encoding a 50 cm sided cube
for two frequencies

5.2. Scattering of Ambisonic signals
Another case of interest, for interactive scattering acoustic environments, is the case that we have a continuous description of the
incident field at the scattering center, expressed in the SH domain,
and normally captured or modeled in terms of ambisonic signals
a(t), up to order L. Such signals, for example, may be modeling the combined contribution of late reverberation at the scattering position, generated through a spatial reverberator [20]. It is
still possible to compute the scattering at xj due to such incidence
simply by:
ps (f, a, xj ) = y(x̃j )T D(kr)S(kR)a(f ).

7. SIMULATION
As an example for the proposed method, the scattered field of a 50
cm sided rigid cube (Figure 6) was simulated using the BoundaryElement Method (BEM) module of COMSOL Multiphysics [21].
The cube was chosen as an example geometry for it is a quite
standard shape that has hard edges capable of producing complex
scattering patterns. The incident field for the simulations were
far-field plane-waves that were removed from the final scattered
sound field. Figure 7 presents a visualization of the total pressure
field, incident and scattered, for a single planewave and Figure
8 presents a directivity plot of the isolated scattering pressure
from the surface of the geometry. The field was simulated for
64 frequencies from 78 Hz to 5 kHz for 1200 incident directions
following a 48th degree spherical T-design arrangement, suitable
for an up to 24th order SH decomposition. The scattered sound
pressure around the cube was then sampled for the same 1200
directions at 37 cm away from the origin as presented in Figure 9.
For the meshing in the BEM simulation, a free quadrilateral mesh
was used with a spatial resolution of 16 of the wavelength of the
simulated frequency [21] as shown in Figure 6. The simulations
were run using Triton, Aalto University’s high-performance
computer cluster. The simulated scattered pressures were then
exported, organized and processed in Matlab. The scattering

(14)

Since it may be that the order of the incident ambisonic signals is
lower than the scattering order coming from simulation L < N ,
the scattering matrix S may have to be truncated to (N + 1)2 ×
(L + 1)2 .

6. OPTIMIZATIONS
Encoded scattering matrices S acquired through the proposed
method can also be optimized to reduce memory storage as well
as computations during run-time. A scattering matrix containing
multiple frequencies is order-limited. Following the N ≥ kR [16]
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Figure 6: Mesh of simulated cube at 1 kHz

Figure 8: Directivity of scattered sound pressure level over surface of cube, for an incident 1 kHz plane wave incoming from 0◦
azimuth and 40◦ elevation

Figure 7: Total pressure over surface of cube, and cross sectional
area along x-axis, for an incident 1 kHz plane wave incoming from
0◦ azimuth and 40◦ elevation

coefficients Cnm for each incident direction were recovered using
Eq. 7 and then organized as a matrix C to recover the scattering
matrix S through Eq. 8.

8. VALIDATION
To test the scattering matrix generated from the previous section,
comparisons were made between scattered pressure synthesized
through the matrix and reference BEM simulations, see Figure 10.
First, comparisons were made with a cube of same dimensions,
for a direction x̃j = (0, 0) which was not in the original 1200
directions. Then, the same cube was rotated in two directions,
(α, β, γ) = (45, −55, 0). Finally, the previously rotated cube
was also scaled up by 50% or R′ = 1.5 × R. For all cases,
the scattered field was sampled at 3 positions which capture the
pressure diversity of the field.

Figure 9: Sampling points around target geometry

As seen in Figure 10, the pressure for the reference and synthe-
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sized pressure match appropriately. Towards the higher frequencies of the synthesis, mismatches occur with the reference due to
the effects of aliasing. This would be solved by increasing the order of the T-design used to excite and probe the scattering of the
geometry. As expected, the maximum frequency synthesized for
the rotation + scaling example is lower, 3177 Hz instead of 5 kHz,
due to the enlargement of the geometry.
9. FUTURE WORK
Further work is required to validate the accuracy of the proposed
method for other more complex geometries as well as against real
acoustic measurements. Also, the perceptual impact of the error
from truncating the scattering matrix at lower orders should be
studied to define a practical and acceptable rendering resolution.
Finally, optimizations to reduce the size of the scattering matrix
should be explored to achieve real time implementations of sound
scattering in interactive environments.
10. CONCLUSIONS
The scattering of a finite arbitrary object can be encoded in the
spatial frequency domain if sufficient incident fields and sampling
points in spherical coordinates are known. The encoded scattering
can be contained in a matrix, allows for various manipulations of
the geometry in space, and can be reused to create more complex
virtual acoustic scenarios. The encoded scattering matrix can be
optimized to reduce its memory storage as well as processing runtime. A simulation environment can be used to acquire a scattering
matrix that can be reused, producing accurate results.
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ABSTRACT
A perceptual study revealing a novel connection between modal
properties of feedback delay networks (FDNs) and colorless reverberation is presented. The coloration of the reverberation tail
is quantified by the modal excitation distribution derived from the
modal decomposition of the FDN. A homogeneously decaying allpass FDN is designed to be colorless such that the corresponding narrow modal excitation distribution leads to a high perceived
modal density. Synthetic modal excitation distributions are generated to match modal excitations of FDNs. Three listening tests
were conducted to demonstrate the correlation between the modal
excitation distribution and the perceived degree of coloration. A
fourth test shows a significant reduction of coloration by the colorless FDN compared to other FDN designs. The novel connection of modal excitation, allpass FDNs, and perceived coloration
presents a beneficial design criterion for colorless artificial reverberation.
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(a) Block diagram of a feedback delay network (FDN) with a singlechannel input and output and multi-channel recursive path. Thin and thick
lines indicate single and multi-channel connections, respectively.
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1. INTRODUCTION

0.4

4

Two common goals in the design of artificial reverberation are
to efficiently generate perceptually convincing room acoustics or
aesthetic and musical sound effects [1]. Either approach is often derived from an ideal baseline system capable of producing
a smooth and neutral reverberation tail—particularly sought after
are reverberations that are colorless, i.e., spectrally flat and devoid
of resonating peaks. Ideal colorless reverberation can be generated with exponentially decaying Gaussian noise [2], sparse velvet
noise [3, 4] or by superposing a large number of modes [5].
Feedback delay networks (FDNs) are a computationally efficient structure for artificial reverberation with a mature theoretical
foundation [6, 7, 8, 9], see Fig. 1a. In its early form, Schroeder
and Logan [10] pursued colorless reverberation by concatenating
delay-line-based allpass filters. Jot and Chaigne [7] introduced a
two-stage design process, creating a lossless system and then introducing delay-proportional loss. The resulting decay is homogeneous, i.e., all modes decay according to a global frequencydependent curve. Homogeneous decay prevents single modes from
ringing past the overall decay and enforces a similar spectral
smoothness over the duration of the reverberation tail.
To generate colorless reverberation with FDNs, additional recommendations on the actual choice of parameters, namely the feedback matrix and delay line lengths, were proposed, including coCopyright: © 2021 Janis Heldmann et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.
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(b) The system matrix V = c d of an allpass FDN with eight delay
lines, i.e., N = 8, and feedback gains A, direct gain d, input and output
gains b and c, respectively. The color indicates the gain of each matrix
entry.
A b

Figure 1: Block diagram and parameters of an FDN.

prime delays [10], non-degenerate delay distributions [11], sufficient number of modes [10, 7, 5], dense lossless feedback matrices
[8, 12, 9], and diffusion filters [13, 14, 15]. Despite many such
recommendations, large FDNs can have hundreds of tuning parameters. Practitioners commonly report that extensive tuning is
required such that also machine-learning-based approaches were
considered [16, 17].
This paper proposes a novel approach to designing colorless
FDNs. To this end, we establish a connection between perceived
coloration and the resonating modes of an FDN. We show that
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the way modal excitation is distributed strongly affects coloration.
In particular, coloration is low if the modes are excited equally.
Further, we show that allpass filters can exhibit favorable modal
excitation under certain conditions. Based on these relations, we
propose a colorless FDN based on the recently developed allpass
FDN design [18], see Fig. 1b.
We conducted four listening tests to demonstrate the impact of
different modal distributions. We show that the proposed FDN has
significantly higher ratings of colorlessness than other FDNs. It
is emphasized that all studied FDN designs employ only the basic
processing units.
The remaining paper is organized as follows: Section 2 introduces the background on FDNs, modal decomposition, and prior
evaluation of coloration. Section 3 proposes an objective technique using modal excitation distributions. In Section 4, a perceptual evaluation is presented, and Section 5 presents the results
and discussion of the findings. All examples in this paper can be
reproduced by using the FDN Toolbox [19]. All generated sound
examples are available online1 [20].

with N × N feedback matrix A , N × 1 input gain vector b,
1 × N output gain c, scalar direct gain d, and N × N delay matrix
Dm (z) = diag [z −m1 , z −m2 , . . . , z −mN ] . Here, only the case
of single-input single-output (SISO) FDNs is considered. The delay lengths are defined by the vector m = [m1 , . . . , mN ] in samPN
ples and total system order is N =
i=1 mi . The feedforward
and feedback gains can be collected in the system matrix


A b
V =
.
(4)
c d
The feedback matrix is the product of the unilossless matrix U ,
e.g., an orthogonal matrix [9], and the diagonal gain matrix Γ
A = U Γ.

As U is unilossless, the reverberation time T60 of all modes is
only dependent on Γ, which in turn derives from the attenuationper-sample γ by Γ = diag(γ m ). For a dense feedback matrix U ,
i.e., without zero entries, the FDN exhibits a dense distribution of
overlapping modes and generates an exponentially decaying noise
response.
Common feedback matrices are the random-orthogonal matrix
as shown in Fig. 2b, the Hadamard matrix shown in Fig. 2a [21],
and the Householder matrix shown in Fig. 2c [13]. Additionally,
the Schroeder series allpass can be found as a special case of the
FDN [18], see Fig. 2d. Concrete parameters for these examples
are given in Section 3.1.

2. BACKGROUND
2.1. Prior artificial reverberators
In this section, three of the most relevant structures for colorless
artificial reverberation are reviewed.
2.1.1. Schroeder series allpass
The first approach to achieve colorless artificial reverberation is
to assure a flat frequency response by the allpass criterion of the
z-domain transfer function H(z), i.e.,
|H(z)| = 1,

for |z| = 1.

(1)

HSchroeder (z) =

g + z −m
,
1 + gz −m

(2)

(5)

2.1.3. Uniallpass FDN
The uniallpass FDN was recently proposed in [18] as a general
class of FDN system matrices V which are allpass for arbitrary
delay lengths m. Further, the allpass FDN can also be homogeneous, i.e., satisfy (5). For a given feedback matrix A, the input,
output, and direct gains b, c, d are selected such that the system
fulfills the allpass criterion. The allpass FDN generalizes other
allpass topologies such as the Schroeder series allpass and Gardener’s nested allpass [22]. The system matrix of a homogeneous
uniallpass FDN is shown in Fig. 1b.

Schroeder and Logan proposed an allpass reverberator [10] using a series of feedforward-feedback delay filters. The transfer
function of a single Schroeder allpass is

where g is the real-valued feedforward and feedback gain and m
is the delay in samples.
Nonetheless, the Schroeder reverberator exhibits strong coloration, which led Schroeder to formulate further criteria to achieve
colorless artificial reverberation [10]. These included overlapping
normal modes over the whole frequency range, equal reverberation times for each mode, sufficient echo density, absence of periodicity in time domain, and no periodic or comb-like frequency
responses. It was also noted that too many series filters lead to
non-exponential decay envelopes and should be avoided [10]. In
this study, we nonetheless included a chain of eight Schroeder allpasses for illustrative purpose.
2.1.2. Homogeneous FDN
The FDN is a combination of a feedback matrix with input, output
and direct gains and can be stated in the so-called delay state space
form
H(z) = c⊤ [Dm (z) − A]−1 b + d
(3)

2.2. Modal decomposition
The impulse response h(n) of any linear and time-invariant filter
can be decomposed into finitely many modes hi (n), i.e., decaying
complex exponentials,
h(n) =

N
X

hi (n),

(6)

i=1

where N is the number of modes and n denotes the discrete time.
The modal decomposition procedure for FDNs as proposed in [23]
is briefly explained in the following.
The transfer function of the FDN (3) can be expressed as a
rational fraction in the form of
H(z) =

qm,A,b,c,d (z)
pm,A (z)

(7)

with polynomials pm,A (z) and qm,A,b,c,d . Based on partial fraction expansion, the transfer function in (7) can be expressed as

1 https://www.sebastianjiroschlecht.com/
publication/OnColorlessReverb
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(c) Householder feedback matrix A

(d) Schroeder series allpass
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Figure 2: System matrices V = [ A
c d ] of four different FDN with eight delay lines, i.e., N = 8. For Fig. 2a-2c only the matrix is strongly
defined such that all values of input and output gains, b and c are set to 0.5 and the direct gain is d = 0.

a superposition of complex one-pole resonators with pole λi and
residue ρi , i.e.,

2.3. Modal properties

Prior research on modal density focused on the number of
modes N and the frequency distribution of the modes ∠λi . Karjalainen and Järveläinen studied uniform frequency distributions
over the Bark scale [5]. For equal modal excitation, the minimum
number of modes distributed over the frequency range of 80 Hz10 kHz was found to be at least 3000 modes2 , while 10000 modes
were used as a reference sample. Room acoustics modeling can be
readily based on synthetically distributed modes [24].
For FDNs, it was found that the modal frequencies are commonly distributed uniformly across the frequency spectrum [23].
As such, no coloration is expected due to clusters of modes. Specific relations between modal phases can lead to prominent constructive and destructive interference, such as in the early part of

The quantitative as well as the qualitative aspects of the set of
modes used to generate artificial reverberation are important to
achieve a natural-sounding reverb.

2 In this paper, modes are defined as one-pole complex resonators as
opposed to second-order sections like in [5]. All reported numbers are
adjusted to this definition.

H(z) = d +

N
X
i=1

ρi
1 − λi z −1

(8)

and in the time domain
ı(n∠λi +∠ρi )
hi (n) = |ρi ||λn
.
i |e

(9)

Each mode is then characterized by the frequency ∠λi , decay |λi |,
amplitude |ρi | and phase ∠ρi .
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(a) Modal decomposition for allpass FDN and random-orthogonal FDN.
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(b) Modal excitation distributions of various FDN designs.

Figure 3: The pdf-normalized histograms of modal excitation distributions in (b) are derived from modal decomposition of FDNs, exemplary
shown in (a) for the allpass FDN and the homogeneous FDN with random-orthogonal mixing matrix.

the impulse response. The late response is typically unaffected on
account of the phases drifting apart over time.
Especially important for the remaining paper is the absolute
value of the residue that is equivalent with the excitation of each
mode |ρi |. For homogeneous FDNs satisfying (5), all system
modes decay equally, i.e., |λi | = γ. While typically, the decay
of the modes is fully determined by the target reverberation time
T60 , the modal excitation is largely unconstrained by design.
The impact of modal excitation envelopes on the perception of
coloration in artificial reverberation has not yet been the target of
investigation. To evaluate its role, a suitable subjective test design
is needed.

We included three conventional FDNs with randomorthogonal, Hadamard and Householder feedback matrices with
scaled input and output gains, bi = 0.5 and ci = 0.5 for all i,
respectively, and direct gain d = 0. Further, two allpass FDNs
are included. The Schroeder series allpass with N units in series, where the feedforward/-back gain in (2) is set to homogenize
the decay, i.e., gi = γ mi . The proposed allpass FDN is a solution to the completion problem in [18]3 . The completion problem
determines b, c and d for a given feedback matrix A, such that
the system matrix V becomes allpass. All FDN system matrices
V are depicted in Fig. 1b and 2. The matrix multiplication in
the Hadamard, Householder and allpass series FDNs can be implemented more efficiently than the proposed allpass and randomorthogonal FDNs.

3. ANALYSIS OF MODAL EXCITATION

3.2. FDN modal distribution

Uniallpass and homogeneous FDNs have fulfilled the criteria, set
forth by Schroeder and Karjalainen, of producing a sufficient number of modes and equal decay rates across frequency. And yet,
informal listening tests have shown that coloration can still be perceived, especially in later reverberation. Therefore, another unconsidered aspect of the quantity or quality of modes has an effect
on the coloration. In the following, we investigate the modal excitation distribution.

We analyze the modal distribution of the five different FDN designs. First, the FDN is decomposed into its modes; see (8) and
(9) [23]. As all FDNs are homogeneous, the modal decays are
equal, and as we are primarily concerned with the late tail, we do
not study further the modal phase. In Fig. 3a, the modal excitation |ρi | is plotted against the modal frequency for the randomorthogonal and the proposed allpass FDN. The modal excitations
are gathered and displayed in a histogram, see Fig. 3b. The histogram is normalized as a probability density function estimate,
where the number of observations in the bin is divided by the total
number of observations multiplied by the width of the bin. It can
be observed that the modal excitation distributions differ in shape
and spread. The distributions show varying slopes away from a
central peak density. The random-orthogonal FDN has a wide distribution in comparison to the steep and narrow distribution of the

3.1. Specification of analyzed FDNs
In this paper, we study five FDNs. All FDNs share the same
size N = 8 and delays m = [809, 877, 937, 1049, 1151, 1249,
1373, 1499]. The delays are prime numbers logarithmically distributed between 800 and 1500 samples. The prime delays avoid
double poles for the Schroeder series allpass, which would cause a
non-exponential decay [10]. The number of modes is N = 8944.
All FDNs are homogeneous with an attenuation-per-sample γ =
0.9999, equal to a T60 of 1.44 s at a sample rate of 48 kHz.

3 The homogeneous allpass FDN is fully determined by the similarity matrix X, which satisfies [18, Eq. (72)].
Here, X =
diag([1.00, 1.2542, 1.5285, 1.9522, 2.5489, 3.5589, 4.7309, 7.0943]).
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Figure 4: Probability density functions of (a) flipped Rayleigh distributions with input x < 0, scaling factor 0.1 ≤ σ ≤ 30 and gain shift
µ = −60 dB, and (b) Rayleigh distributions with input x < 0, scaling factor 0.1 ≤ σ ≤ 10 and gain shift µ = −73 dB.
proposed allpass FDN. The Householder FDN has a steep peak at
−75 dB combined with a moderately flat floor of higher and lower
modal excitation. The series allpass has a steep maximum and a
continuously decaying density towards high modal excitation.

and U(x, y,) denotes a uniform distribution between x and y. For
all the synthetic distributions, the discrepancy is ζ = 0.5.
3.4. Modal distribution and allpass property
For allpass filters, we show that the modal excitation is determined
by the modal frequency distribution. Allpass filters are characterized by reciprocal location of poles and zeros, i.e.,

3.3. Synthetic modal distribution
To study the modal excitation more systematically, synthetic distributions with simple parameters are generated. By inverse transform sampling, a set of modes can be drawn from an arbitrary
probability distribution. While there are many possible distributions, we found that the Rayleigh distribution [25] shows similar
characteristics as the FDNs described above. The Rayleigh distribution is given by
x − µ −(x−µ)2 /(2σ2 )
e
,
f (x; σ; µ) =
σ2

x ≥ 0,

H(z) =

−1
N
Y
1 − λi z −1
,
1 − λi z −1
i=1

(11)

such that for each pole λi , there is a zero at 1/λi , where · denotes
the complex conjugate. The residues are then computed as

(10)

ρj = (1 − |λj |−2 )

with the Rayleigh scaling factor σ and the gain shift µ of all modal
excitation.
While scaling factors with 0 < σ < 1 generate steep distributions similar to those of the proposed allpass FDN, increasing the
scaling factor σ flattens the distribution with low densities towards
stronger excitation. For x < 0, the Rayleigh distribution can be
flipped and therefore produces low densities for low modal excitation. A variety of Rayleigh distributions depicted as probability
density functions can be seen in Fig. 4. Approximate scaling factors are σ = 0.3 for the proposed allpass FDN, while σ = 10
and σ = 16 are flipped scaling factors for random-orthogonal
and Hadamard feedback matrices, respectively. The modal phases
∠ρi are randomized uniformly between 0 and 2π. The modal frequencies ∠λi are complex conjugated pairs for a real-valued timedomain response and are distributed between 0 and 2π. For better
control, the modal frequencies are distributed with low discrepancies from an equidistribution, i.e., ∠λi = 2π(i + u)/N with
u ∼ U(−ζ, ζ,), where ζ indicates the extent of the discrepancy

N
Y
i=1,i̸=j

−1 −1
λj
.
λi λ−1
j

1 − λi
1−

(12)

Here, we limit our analysis to systems with only single poles, such
that for homogeneous decay, i.e., |λi | = γ, the modal excitation
|ρi | is entirely determined by the modal frequencies ∠λi . In the
following, we establish a heuristic relation between the distribution of the modal frequency and the modal excitation.
The dominating factor in (12), is 1/(1 − λi λ−1
j ) for poles i
and j being in close proximity, i.e., the closer λi and λj are, the
larger is |ρj |. For equidistributed modal frequencies, i.e., ∠λi =
i2π/N, all modal excitation are equal, i.e., |ρi | = |ρj | for all i and
j. For low-discrepancy distributions, the larger the discrepancy
ζ, the wider distributed is the modal excitation, see Fig. 5. For
uniformly distributed modal frequencies, i.e., ∠λi ∼ U(−π, π,),
the distribution appears widest. By comparing with Fig. 3b, the
proposed allpass FDN has a low discrepancy ζ, while the series
allpass has high ζ.
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Please note, the synthetic modal distributions are not allpass in
general. However, narrow distributions with small σ and low discrepancy ζ tend to generate flat magnitude responses. Therefore,
the allpass property is not strictly necessary for narrow modal excitation in FDNs, albeit it is a supportive design constraint.

early part of the impulse responses were observed, such as a slow
build-up of energy in the impulse response generated from the allpass FDNs. Therefore, all impulse responses were convolved with
a pink noise burst of 300 ms to smoothen time-domain differences.
The reverberation time of all test items is set to 1.44 s. In particular, all tested FDNs are homogeneous. The synthetic modal
synthesis samples have a low-discrepancy modal frequency distribution with ζ = 0.5.

0.20
ζ = 0.00
ζ = 0.10
ζ = 0.20
ζ = 0.30
Uniform

0.18
0.16

4.1. Test 1: Equal modal excitation with varying number of
modes

Probability density

0.14

The first test evaluates the number of required modes to generate colorless artificial reverberation when all modes are excited
equally. A set of modes is generated and superposed as in (6). The
tested number of modes N are 1000, 3000, 6000, 10000, 20000.
All modal excitation are equal at a value of µ= −60 dB.

0.12
0.10
0.08

4.2. Test 2: Synthetic modal excitation distribution sampled
from Rayleigh distribution

0.06
0.04

For the second test, a set of N = 20000 modes is generated with
a varying distribution of the modal excitation. The excitation follows a Rayleigh distribution with an increasing scaling parameter
σ, see Fig. 4b. The σ are linearly distributed between 0.1 and
10, concretely as [0.1, 2.6, 5.1, 7.5, 10]. In prior informal listening tests, σ = 0.1 with N = 20000 was perceived to be similar to
white noise and similar to the top sample in Test 1. A scaling parameter of σ = 10 was found to clearly exhibit metallic artifacts.
The gain shift of the distributed modes is set to µ = −73 dB, similar to the modal excitation distributions seen in Fig. 3b.
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Figure 5: Probability density function of the modal excitation distribution of allpass filters with N = 10000. A uniform modal frequency distribution is compared to low-discrepancy distributions
with discrepancy ζ.

4.3. Test 3: Synthetic modal excitation distribution sampled
from flipped Rayleigh distribution

4. PERCEPTUAL EVALUATION OF MODAL
EXCITATION DISTRIBUTION

Some modal excitation distributions such as Hadamard and
random-orthogonal feedback matrices show a steep slope towards
higher modal excitation and a slower decreasing slope towards
lower modal excitation, as visible in Fig. 3b, see also Sec. 3.3. The
resulting modal excitation distributions are depicted in Fig. 4a. Informal listening tests showed that the σ exhibiting clearly metallic
coloration of the sound sample exceeds the prior test by a factor
of three. The linearly distributed σ parameters are [0.1, 7.6, 15.1,
22.5, 30] with µ = −60 dB.

We conducted a listening test to evaluate the correlation between
the modal excitation distribution and the perceived coloration in
the impulse response.
The test is based on a modified MUSHRA and includes a training and evaluation phase [26]. In the training phase, the participant is familiarized with all sound samples and can adjust the
overall loudness. The loudness shall further be unchanged. The
test is conducted at home with the participants’ choice of headphones4 .The test was deployed to the participants via MUSHRAM,
a set of MATLAB routines provided by [27].
The reference sample for all tests is exponentially decaying
Gaussian white noise as it is an ideal reverberation tail [2]. In the
evaluation phase, the reference signal is compared to five sound
samples evaluated with a slider between 0 and 100. The slider is
labeled with 0 - certainly colored, 25 - rather colored, 50 - fairly
colored / colorless, 75 - rather colorless, and 100 - certainly colorless. The test items also include a hidden reference and the test
design requires at least one sample to be rated as certainly colorless to assure the listener can identify the reference sample.
Each individual sample was RMS normalized, and subsequently, all samples were normalized by the highest peak of all
test samples in all four tests. In informal tests, differences in the

4.4. Test 4: Evaluation of FDN artificial reverberation
The last test evaluates the coloration of the FDNs as described
in Sec. 3.1. The impulse responses have been generated by standard time-domain recursion. The selection is comprised of typical
choices for computational efficient artificial reverberation prominent in literature and the proposed allpass FDN that is designed to
achieve a colorless reverb.
5. RESULTS AND EVALUATION
In total, 11 experienced listeners obtained the MUSHRAM MATLAB files, took the listening test remotely, and submitted their results via an online cloud service. The results of the listening test
are shown by violin plots with median values, 25 percent and 75
percent quartiles, and individual ratings. The results are discussed

4 Due to Covid-19 restrictions, it was not possible to conduct the listening tests in a controlled lab environment.
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in the following subsections. As the listening test has been done remotely and not in a controlled environment, some problems could
have been caused by the use of different headphones, and background noises in the participants’ environment.

Degree of colorlessness

100
75
50

5.1. Results 1: Equal modal excitation with varying number
of modes

25
0

1000

3500

6000
10000
Number of modes

The violin plot in Fig. 6a shows the evaluation of test samples
with increasing mode number. Similarly high ratings were given
to samples with 10000 and 20000 modes with medians 72 and 69,
which indicates that only some participants rated them as colorless
as decaying white noise. The sample with 1000 modes was identified as certainly colored throughout. As all participants identified
the reference signal correctly as certainly colorless, the evaluated
reference has been excluded from the violin plot. The results of
the first listening test approve the correlation between increasing
number of modes and perceived colorlessness, as stated by Karjalainen in [5]. N = 3000 was rated as rather colored, although
the same number was rated colorless when distributed on a Bark
scale [5]. Also, a full colorlessness was not achieved.

20000

(a) Test 1 with increasing number of modes N between 1000 and 20000.
Degree of colorlessness
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Rayleigh scaling factor σ

5.2. Results 2: Synthetic modal excitation distribution sampled from Rayleigh distribution

10

The result of the second test is shown in Fig. 6b. In accordance
with the results of Test 1, the sample with σ = 0.1 achieved the
highest median rating of 71, followed by the second test sample
with σ = 2.6 and median 58. With further increasing σ, the samples were rated as fairly colored / colorless for σ = 5.1, rather colored for σ = 7.5 and certainly colored for σ = 10. Even though
none of the samples achieved a median rating equal to the reference, the spread of the Rayleigh distribution clearly has an effect
on the perceived coloration. Therefore, small number of modes
located at higher modal excitation can cause perceived coloration
in the test samples.

(b) Test 3 with synthetic Rayleigh distribution and N = 20000.
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5.3. Results 3: Synthetic modal excitation distribution sampled from flipped Rayleigh distribution

(c) Test 3 with synthetic flipped Rayleigh distribution and N = 20000.

The flipped Rayleigh distributions were identified as rather colorless for the most compact modal distribution of σ = 0.1 and
certainly colored for the most spread distribution of σ = 30 in
Fig. 6c. The intermediate samples with σ = 7.6, 15.1 and 22.5
were evaluated with a decreasing degree of colorlessness. Fig. 4a
shows that the slope towards higher energy decreases less significantly than for the Rayleigh distributions with x > 0. Therefore,
the number of modes in the high modal excitation region determines the coloration, rather than those with low modal excitation.
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The ratings of the FDN impulse responses are shown in Fig. 6d.
This result coincides with the prior test samples with a similarly
narrow modal excitation distribution. The result for the proposed
allpass FDN is a median of 68 and was therefore perceived as
rather colorless. The random-orthogonal FDN was rated as fairly
colored / colorless, while the remaining FDNs were perceived as
certainly colored. Again, an evaluation as certainly colorless was
not achieved, although it was found that the correlation between
perceived coloration and modal excitation distribution envelope is
applicable to FDN impulse responses as well.
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5.4. Results 4: Evaluation of FDN artificial reverberation

rS

ol

ar
am
ad
H

ra
nd

om

-o

rth

og
o

A
llp

na

d

l

as
s

0

FDN type

(d) Test 4 for five FDNs as specified in Sec. 3.1 and N = 8944.

Figure 6: Violin plots of all four test results. Reverberation time is
T60 =1.44 s and the number of modes is given by N.
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6. CONCLUSIONS
In this work, a novel connection between modes-perception and
allpass FDNs was proposed to improve colorless reverberation. A
new correlation between the modal excitation distribution and perceived coloration in artificial reverberation was subjectively evaluated by a number of listening tests. It was found that coloration
increases for flat distributions and decreases for narrow distributions. The proposed coloration measure is consistent between synthetic and FDN modal excitation distributions. We further showed
that allpass filters have narrow modal excitation distribution when
the modal frequencies have a low discrepancy distribution. From
these results, a colorless FDN which is allpass and homogeneous
was proposed, and a listening test demonstrated that it is less colored than other FDN designs. However, full colorlessness could
not be achieved, which requires further investigation.
Although allpass FDNs support the design of colorless reverberation, it is neither necessary nor sufficient, see Schroeder series
allpass. Instead, non-allpass FDNs can be optimized to have a
narrow modal excitation distribution. Further, the current study is
limited to spectral flatness and does not solve temporal roughness.
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ABSTRACT

Alternatives to this purely linear framework include the signaldependent approaches described in [6, 7, 8, 9], which operate by
describing the sound scene based on estimated spatial parameters.
These parametric methods can offer improved spatial resolution
over their linear counterparts during rendering, and can present
new and unique avenues for spatial audio effects processing that
would otherwise not be realisable in a linear manner. Many of
these parametric alternatives also operate on SH signals, which
means that they retain much of the convenience of the Ambisonics framework and may be used interchangeably within traditional
linear workflows. In [10, 11, 12], a number of spatial effects
were described based on the manipulation of the analysed parameters provided by the first-order Directional Audio Coding (DirAC)
parametric model [6]. First-order DirAC operates by estimating
a single direction-of-arrival (DoA) and a diffuseness parameter
per time-frequency tile, often based on the energetic properties of
the active-intensity vector. A low diffuseness value means that
most of the corresponding time-frequency tile energy is considered to be that of a plane-wave in the estimated DoA. Whereas, a
high diffuseness value indicates that the tile corresponds to diffuse
noise and/or reverberation. For reproduction, directional components are routed directly to the target playback setup via amplitudepanning or convolving them with the respective binaural filters.
The diffuse components are then distributed to all output channels and decorrelated. In [10, 11, 12], it was described how these
spatial parameters could be manipulated for the purpose of realising spatial audio effects; including: zooming, translation around
the receiver, warping, and direct-to-diffuse (DDR) ratio control.
Sound-field zooming was also explored in [13, 14], based on the
manipulation of the diffuseness parameter within the first-order
DirAC model.
Many existing parametric spatial audio effects have therefore
been constrained to first-order SH input, and have operated based
on the limited model of: a single dominant directional cue per
time-frequency, accompanied by their respective spatial coherence
cues (based on direct-to-diffuse ratio or diffuseness). In this work,
the Coding and Multi-Parameterisation of Ambisonics Sound
Scenes (COMPASS) model [8] is explored for the task of revisiting previously proposed spatial audio effects. The model supports
arbitrary input order and can estimate the DoAs of multiple simultaneous sources; subsequently employing spatial-filtering to
segregate the sound-field into its source and anisotropic ambient
components. Owing to its greater flexibility, new spatial manipulations and effects are also described using the model, including:
sound source tracking, spatial editing workflows, and flexible
directional warping. To demonstrate how the effects may be realised in practice, many have also been implemented as VST audio
plug-ins and can be downloaded from the companion web-page1 .

Decomposing a sound-field into its individual components and respective parameters can represent a convenient first-step towards
offering the user an intuitive means of controlling spatial audio
effects and sound-field modification tools. The majority of such
tools available today, however, are instead limited to linear combinations of signals or employ a basic single-source parametric
model. Therefore, the purpose of this paper is to present a parametric framework, which seeks to overcome these limitations by first
dividing the sound-field into its multi-source and ambient components based on estimated spatial parameters. It is then demonstrated that by manipulating the spatial parameters prior to reproducing the scene, a number of sound-field modification and spatial
audio effects may be realised; including: directional warping, listener translation, sound source tracking, spatial editing workflows
and spatial side-chaining. Many of the effects described have also
been implemented as real-time audio plug-ins, in order to demonstrate how a user may interact with such tools in practice.
1. INTRODUCTION
The ability to manipulate spatial sound scenes, prior to reproducing them over the target playback setup, has a number of important
applications. These include: head-tracked informed sound scene
rotations during virtual and augmented reality rendering; providing spatial editing tools to audio engineers engaged in the production of immersive content; and offering users creative outlets, by
way of spatial audio effects. A popular framework for synthesising, capturing, modifying, and reproducing spatial sound scenes
is Ambisonics [1], which is based solely on linear mappings of
the channel signals. The framework operates by decoupling the
recording and playback setups through the use of spherical harmonic (SH) signals, which serve as an intermediary. The process
of converting a monophonic signal or microphone array signals
into SH signals is commonly referred to as Ambisonic encoding.
Whereas, mapping these SH signals to the target loudspeaker setup
or through binaural filters, is often called Ambisonic decoding.
Spatial manipulations may be realised by applying linear transformations on the intermediate SH signals. Some of these transformations are robust and well-defined, such as sound-field mirroring
and rotations [2], whereas other transformations, for example, directional warping and zooming [3, 4, 5], are generally less defined
or can be limited by the SH order of expansion.
Copyright: © 2021 Leo McCormack et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.

1 http://research.spa.aalto.fi/publications/papers/compass-fx/
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where E [.] denotes the expectation operator.
Note that the time-frequency indices are henceforth omitted
from this section for the brevity of notation. The source covariance
matrix can be expressed as

2. AMBISONICS FRAMEWORK
In this work it is assumed that the sound-field comprises the spatial
distribution of plane-waves, a(t, f, γ), at time t and frequency f ,
where γ is a unit vector at azimuth ϕ and elevation θ, respectively.
The N th order spherical harmonic transform (SHT) of this spatial
distribution provides the sound-field coefficients a(t, f ) as
Z
a(t, f ) = SHT {a(t, f, γ)} =
a(t, f, γ)y(γ)dγ, (1)

K
h
i
X
Ca,s = E as aT
= Ys Cs YsT =
Pk y(γk )yT (γk ),
s

where Cs = diag[ps ] is a diagonal matrix comprising the source
powers
ps = [P1 , ..., PK ]T , with the total source power Ps =
P
2
k Pk . Given that ||y(γ1 )|| = Q, the power of the source and
diffuse components are given as


Pa,s = E ||as ||2 = tr [Ca,s ] = QPs ,
(6)

2
Pa,d = E ||ad || = tr [Ca,d ] = QPd ,
(7)

γ

where the integration is conducted over the surface of the unit
sphere, and y(γ) denotes a vector of spherical harmonic (SH)
values Ynm (γ) of order n and degree m ∈ [−n, n]. For a bandlimited representation of order N , there are Q = (N + 1)2
transformed signals and SHs in the vectors above. Furthermore,
from henceforth, the established Ambisonics convention of real
orthonormal SHs is employed.
The end-to-end Ambisonics processing framework can be
demonstrated compactly, based on the following series of signalindependent linear matrix operations


z(t, f ) = DT Ys s(t, f ) + E(f )x(t, f ) = DTa(t, f ), (2)

where Pd is the power of the diffuse signals, and tr [.] denotes the
trace operator.
3.1. Analysis
The parameter analysis conducted by the COMPASS method involves first detecting the number of sources, followed by determining their respective DoAs. Detection of the number of sources
is commonly carried out based on the subspace principle of sensor
array processing, whereby the eigenvalue decomposition (EVD) of
the spatial correlation matrix is first computed as

T

where s(t, f ) = [s1 (t, f ), ..., sK (t, f )] denotes K monophonic
source signals, and x(t, f ) = [x1 (t, f ), ..., xM (t, f )]T denotes
M microphone array signals. These signals are encoded into the
SH domain via matrices Ys = [y(γ1 ), ..., y(γK )] and E(f ) ∈
2
C(N +1) ×M , respectively. Since their base representations are the
same, multiple SH recordings and/or encoded source signals may
be combined simply via summation. For more information regarding computing E, the reader is referred to [15, 16, 17]. T is then
an optional spatial transformation matrix, which modifies the spatial properties of the sound scene directly in the SH domain. Examples of SH transformations include: rotations [2], directional
warping of the sound distribution [3, 4], and directional loudness
modifications [4, 5]. Finally, D is a decoding matrix, which defines a linear mapping of the SH signals to the L output channels, z(t, f ) = [z1 (t, f ), ..., zL (t, f )]T , of the reproduction system. For loudspeaker-based reproduction, the ambisonic decoding
matrix D is of size L × Q, and often derived based solely on the
loudspeaker directions and transform order; available solutions include [18, 19]. Whereas, for binaural reproduction, the decoding
matrix D(f ) is instead frequency-dependent, since it is computed
based on a grid of HRTF measurements, and available solutions
include [20, 21].

Ca = VUVH =

Q
X
q=1

λq vq vqH =

K
X
q=1

λq vq vqH +

Q
X

λq vq vqH ,

q=K+1

(8)
where λ1 > ... > λq > ... > λQ ≥ 0 are the eigenvalues
of the EVD, and vq are their respective eigenvectors. It is then
assumed that the lowest eigenvalues of K < q ≤ Q will all be
equal or similar to the diffuse power Pdiff , whereas the eigenvalues
1 ≤ q ≤ K should correspond to the powers of the sources, with
λq > Pdiff . For a detailed overview of different source detection
algorithms, the reader is referred to [22].
Once the number of sources has been detected, their DoAs
can be estimated based on a number of different methods. Many
of these involve scanning a grid of directions, followed by ascertaining the maxima or minima within the resulting activitymaps. However, if the employed detection algorithm operates
in the subspace domain, then subspace DoA estimation methods, such as MUSIC [23] or ESPRIT [24, 25], are often convenient options in practice. For MUSIC, a dense grid of G
directions Γg = [γ1 , ..., γG ] and the associated SH matrix
Yg = [y(γ1 ), ..., y(γG )] are employed. Assuming K directional components in the scene, the noise subspace Vn may be
constructed from the eigenvectors corresponding to the lowest
Q − K eigenvalues. The MUSIC spectrum is then given by

3. PARAMETRIC FRAMEWORK
The parametric framework employed for this work is an extended
formulation of the COMPASS method [8]; incorporating changes
to provide greater freedom over the manipulation of its rendering
behaviour. Considering the general case of a mixed sound-field,
with a number of source signals of K < Q and an additional
diffuse component, the ambisonic signals may be expressed as
a(t, f ) = as (t, f ) + ad (t, f ) = Ys s(t) + ad (t, f ).

(5)

k=1

pMUSIC = diag[YgT Vn VnH Yg ].

(9)

The source DoAs Γ̃s ∈ Γg are then found at the grid directions for
which the K minima of (9) occur.

(3)

Assuming that the source signals are uncorrelated with the diffuse
signal and between themselves, their respective spatial covariance
matrices are given as
h
i
Ca (t, f ) = E a(t, f )a(t, f )T = Ca,s (t, f ) + Ca,d (t, f ), (4)

3.2. Synthesis
Once the number of sources and their respective DoAs have been
estimated, the source beamforming matrix Ws ∈ RK×Q may be
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computed based on the following regularised inversion
Ws = (YsT Ys + β 2 IK )−1 YsT ,

(10)

where β is a regularisation parameter, and IK ∈ RK×K is an
identity matrix. Note that this inversion has the effect of producing beamformers of unity gain in the estimated directions, while
placing nulls towards the other DoAs. However, in practice, β can
be DoA separation dependent, in order to bypass the null steering
during cases where DoAs fall within the same angle as the mainlobe of the beamformer; i.e. reverting to Ws = (1/K)YsT in such
cases, in order to improve beamformer stability.
The estimated source signals and source powers may then be
obtained as
s = Ws a,
ps =

diag[Ws Ca WsT ].

(11)
(12)

To reproduce the source signals over a L-channel target
playback setup, the appropriate spatialisation gains are required
g(γ) = [g1 (γ), ..., gL (γ)]H , which can be, for example, amplitudepanning gains for loudspeaker playback, HRTFs for binaural playback, or SH weights of optionally higher order than the input order
(i.e. for upscaling). The spatialisation is therefore applied as
zs = Gr s = Gr Ws a,

(13)

For notation convenience, the employed parametric model and
processing may be abstracted by the following: the analysis A of
the input scene, to obtain the estimated source DoAs, is given as

where Gr = [g(γ1 ), ..., g(γK )] are the spatialisation gains for
all of the source signals in the reproduction directions Γr , which
do not necessarily need to be the same as the estimated source
directions Γ̃s used for the beamforming.
For the ambient rendering, the source signals are first reencoded back into the SH domain and subtracted from the input
scene as
ad = a − Ys s = a − Ys Ws a = Wd a,
Wd = IQ − Ys Ws .

Γ̃s (t, f ) = A[a(t, f )],

(18)

whereas the synthesis of the output source Ss and ambient Sd
streams are denoted as

(14)
(15)

This SH domain residual is then used to obtain the ambient
signals as
zd = (1/V )Gv D[YvT ad ] = (1/V )Gv D[YvT Wd a],

Figure 1: A block diagram for the parametric framework. Note
that TFT refers to a time-frequency transform, such as a short-time
Fourier transform (STFT) or filterbank.

zs (t, f ) = Ss [a(t, f ), Γ̃s (t, f ), Γr (t, f ), Gr (t, f )],

(19)

zd (t, f ) = Sd [a(t, f ), Γ̃s (t, f )].

(20)

Note that, by default, the reproduction directions are identical
to the estimated DoAs Γr = Γ̃s , and the reproduction gains Gr
also correspond to the Γ̃s directions. Therefore, the framework
reverts back to the standard COMPASS rendering if no parameter
manipulation is conducted.

(16)

2

where Yv ∈ RV ×(N +1) are SH weights for a uniform spherical arrangement of V virtual directions, Gv ∈ CL×V are spatialisation gains to map the virtual directions signals to the target
playback setup, and D[.] denotes a decorrelation operation on the
enclosed signals to enforce diffuse characteristics, if desired.
The final output signals are then obtained by simply summing
the two streams
z = zs + zd .
(17)

4.1. Direct-to-diffuse balance manipulation
Since the direct and ambient streams are decoupled in the presented framework, a trivial parameter control method is to incorporate a biasing term during synthesis. This can have the effect of
offering the user a means of emphasising the "natural" reverberation present in the scene (as described by the sound-field model),
or de-emphasising it (akin to de-reverberation). The frequencydependent biasing term, λ, may be applied simply as

4. PARAMETRIC SPATIAL AUDIO EFFECTS
Due to the decoupling of the source and ambient rendering, it is
possible to apply different effects to each of the two streams. For
example, conventional linear operations such as mirroring, rotations [2], warping [3, 4], and directional loudness modifications
[4, 5], may be applied to only the ambient part of the sound-field,
ad , as described by (14). However, this work instead focuses on
how to realise sound-field modifications and effects based on parameter manipulations.

zs (t, f ) = λ(f ) Ss [a(t, f ), Γ̃s (t, f ), Γr (t, f ), Gr (t, f )], (21)

zd (t, f ) = 1 − λ(f ) Sd [a(t, f ), Γ̃s (t, f )],
(22)
which may be used either clinically, to correct for any model mismatches, or creatively; for example, the biasing term can be manipulated based on a time-varying modulator or any other external
device.
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first-order DirAC model, which based the synthesis on only the
omni-directional component. Therefore, two key differences are
that the framework presented here includes a source beamforming
stage, which can improve source signal isolation, and the method
can also accommodate multiple simultaneous sources. The acoustic zooming techniques described in [13, 14] are then examples of
a less explicitly defined translation, which are based instead on the
manipulation of the DirAC diffuseness parameter. They operate
based on the knowledge that a reduction in the reverberation level,
also has the effect of perceptually bringing sound sources closer
to the listener; i.e. reducing the perceived externalisation of the
sources. Therefore, similarly, the presented framework may also
be used for acoustical zooming in this way, by instead manipulating the source and ambient stream balance; as described in Section 4.1. Note that in [13, 14], the technique was intended for use
in teleconferencing applications, enabling the zooming-in function
on the video to be accompanied by the respective acoustical zooming. Due to the recent rise in popularity of over-the-web streaming
of Ambisonic sound scenes [29, 30], user controllable acoustical
zooming methods are becoming more widespread.

Figure 2: An example of how the reproduction directions may be
manipulated to account for a translated listener position, based on
first projecting the two sources onto a sphere of known or assumed
radius [11].

4.2. Listener translation and acoustical zooming

4.3. Spatial editing

Due to the recent resurgence of virtual and augmented reality devices, listener translation methods are becoming increasingly relevant. The framework can accommodate this effect by conducting the beamforming in the estimated Γ̃s directions as normal, but
manipulating the reproduction directions based on a translated lis(tr)
tener position Γr . For a single SH receiver, the distance between the sound sources and the receiver position r0 must either
be known or assumed. After which, all source DoA estimates are
then projected onto an arbitrarily shaped surface that defines the
assumed or known source distances for all directions from the perspective of the receiver position. Based on the knowledge of the
source DoAs, their distances, and the translated listener position
with respect to the receiver position, the new reproduction directions can be computed using trigonometry; see e.g. Fig. 2. Furthermore, denoting the distance between the sound source position and the translated listener position as rl , the inverse distance
attenuation law may be used to compensate for the levels of the
source beamformers as r0 /rl . The ambient stream can therefore
remain unchanged, with the parameter manipulation only effecting
the source stream as

At each time frame, the parametric framework provides up to K
number of DoA estimates. However, in a multi-directional model
such as COMPASS, the number of DoA estimates can vary across
time frames, and the order in which the estimates are presented to
the beamforming and spatialisation stages can also change. For reproduction purposes, this limitation of not being able to associate
DoA estimates with their respective sources across time frames,
matters little. However, for spatial editing applications, decomposing the sound-field into its broad-band sound objects (or "stems"),
along with their corresponding unique identification numbers, can
be particularly useful. This object-based decomposition can either
be based on beamformers that are steered towards manually defined user markers, or automatically through temporal data association methods. Examples of source tracking algorithms on Ambisonic signals for multiple simultaneous sources include [31, 32].
The resulting broad-band source objects can then be rebalanced, re-ordered, and/or re-directed, prior to reconstructing
the sound scene. This also allows traditional single-channel processing methods, such as delays, equalisers, phasers, and dynamic range compressors, to be applied to specific source objects
within the overall sound scene independently. Additionally, the
broad-band beamformer signals may be subjected to frequencydependent spatial post-filters, for example [33, 9], in order to
improve their spatial selectivity and deactivate them during periods of source inactivity. Similar approaches, using multi-channel
Wiener filters on the Ambisonic signals as an alternative, have also
been explored in [34].

zs (t, f ) = Ss [a(t, f ), Γ̃s (t, f ), Γr(tr) (t, f ), Gr(tr) (t, f )], (23)
(tr)

are the distance compensated reproduction gains,
where Gr
which, assuming that the sources are projected onto a sphere, is
given as
G(tr)
=[
r

r0 (tr)
r0 (tr)
g (γ1 ), ...,
g (γK )].
rl,1
rl,K

(24)
4.4. Directional transformations

Note that for arbitrary projections, r0 instead becomes source
direction-dependent. Furthermore, since the framework operates
in the time-frequency domain, the distance-based gain compensation terms can be frequency-dependent. This therefore allows
the framework to also accommodate near-field/proximity effects
[26, 27], or other more creative distance-dependent filters.
Note that this effect, in this parametric context, was evaluated
perceptually using the COMPASS framework in [28] with positive
results. It has also previously been explored in [11, 12] using the

As mentioned in Section 4.2, when rendering the source stream,
the source beamformer directions may remain informed by the estimated DoAs, but the reproduction directions can instead be based
on the estimated DoAs after they are subjected to a directional
transformation. Additionally, a gain factor may also be applied to
the spatialisation gains, which extends the flexibility of the framework. Based on these options, there are many directional transformations that are easily imaginable. These include the traditional
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sound scene mirroring and rotations, which are already well defined as linear Ambisonic operations. Other existing Ambisonic
operations, such as warping and directional loudness modifications, are also possible. However, importantly, in this parametric context, these effects are only applied to the directional source
stream, with the ambient components remaining unchanged. Furthermore, parametric methods are less bound by the input SH order, and may yield improved spatial resolution over their linear
counterparts. Linear Ambisonic transformations, such as directional filtering and warping [4], can also result in an output order that is significantly higher than the input order; thus, requiring
many more channels than a parametric equivalent. Some directional transformations are also unique to parametric methods, including: direction randomisation, and source deletion if it is within
a user defined field of view.
As an example, a simple, yet effective, directional transformation is now described. Here, user defined marker directions, given
as Cartesian coordinates u ∈ R3 , first serve as control points; from
which a direction-dependent biasing term is derived, which pulls
nearby DoA estimates towards these control points. The effect can
be considered as directional warping or "focusing". A maximum
operating range is defined as θ0 , beyond which no biasing is applied, and the angle θrot at which a DoA estimate, vs ∈ R3 , needs
to be rotated towards the user defined control point is computed as

Figure 3: An example of the described direction warping function. The original DoA estimates are depicted as magenta coloured
crosses, and as blue asterisks after they have been biased towards
the red circle control points (α = 1.35).

(25)
(26)

This has been referred to as spatial morphing (carrier/modulator
analogy) before in [10]. The analysis is first conducted based on
scene A as
(A)
Γ̃(A)
(t, f )],
(29)
s (t, f ) = A[a

where α > 1 determines how drastically the estimates are pulled
towards the control point. The Rodrigues equation may then be
used to apply the rotation along the surface of the unit sphere as

with the synthesis applied to a different scene B, but using the
estimated parameters from scene A, as

θvu = cos−1 (vsT u),
θrot = θvu (1 − min[θvu /θ0 , 1]α ),

(A)
(A)
zs (t, f ) = Ss [a(B) (t, f ), Γ̃(A)
s (t, f ), Γr (t, f ), Gr (t, f )],
(30)

vr = vs cos(θrot ) + (k × vs ) sin(θrot ) + k(kvsT )[1 − cos(θrot )],
(27)
where × denotes the cross-product operation and k = vs × u.
Note that this is performed individually per DoA and recursively
per control point. An example of this particular directional transformation is depicted in Fig. 3.
Finally, by stacking the directionally transformed vr angles
(dt)
into Γr , the modified source stream can be obtained as
zs (t, f ) = Ss [a(t, f ), Γ̃s (t, f ), Γr(dt) (t, f ), Gr (t, f )].

zd (t, f ) = Sd [a(B) (t, f ), Γ̃(A)
s (t, f )].

(31)

If scene A and B are the same, then the processing reverts
to the standard COMPASS rendering. Other spatial morphing
and modulations are also easily imaginable based on mixing and
matching the reproduction directions and/or reproduction gains
for the two scenes. It is also possible to modulate only the source
stream or the ambient stream.

(28)

Note that when user defined markers are used, this directional
biasing acts as a spatial focusing effect. However, if the control points are informed by a source tracker, as described in Section 4.3, this approach can instead act as a means of stabilising the
source rendering stream during parametric reproduction; which
may be used as an alternative to long temporal averaging functions.

5. PRACTICAL IMPLEMENTATIONS
This section describes a number of real-time VST audio plug-ins,
which were developed in order to demonstrate the spatial audio effects and sound-field modifications that are discussed in Section 4.
All of the plug-ins employ the modified COMPASS framework
detailed in Section 3, and were developed using JUCE2 and the
Spatial_Audio_Framework3 .

4.5. Spatial morphing and modulations
5.1. BinauralVR

In traditional music production, it is common to process signals
based on the analysed parameters of other signals. For example,
a dynamic range compressor can be used to attenuate a bass guitar signal based on the gain factors derived from analysing a kick
drum signal. This either allows the signals to combine more cohesively, or the processing can be exaggerated to serve as an audio
effect. The same principles may be used in this spatial audio context, where instead it is the spatial parameters analysed from one
sound scene that may be used to synthesise a second sound scene.

As with the existing COMPASS Binaural decoder plug-in described in [35], the BinauralVR decoder plug-in offers the ability
to alter the balance between the source and ambient streams, as
covered in Section 4.1, using frequency-dependent sliders. Additionally, the BinauralVR decoder supports listener translation
2 https://github.com/juce-framework/JUCE
3 https://github.com/leomccormack/Spatial_Audio_Framework
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Figure 4: The user interface for the binauralVR plug-in, which
supports listener translation around a single receiver and multiple
simultaneous listeners.

Figure 6: The user interface for the first SpatEdit plug-in instance
(top), and the second instance (bottom). Between the two instances, the user has access to either the source beamformer or
residual signals, which they may manipulate as they choose prior
to the reconstruction of the SH scene.

time, is described in detail in [32]. Since the target velocities are
also considered by the tracker model, it can still distinguish between sources whose trajectories cross-over one another. It visualises the azimuth and elevation angles of the DoA estimates and
the tracked target trajectories over a 24 second history on its user
interface; as shown in Fig. 5.
The plug-in can also steer a beamformer towards each target direction and output their signals (one target signal per output
channel), which is akin to decomposing the scene into its individual broad-band "stems". The corresponding target directions are
also accessible via the plug-in’s automation data, which allows the
stems to also be optionally spatialised in their respective original
(or transformed) directions by other plug-ins. The spatial postfilter described in [33] is also included, in order to improve the
beamformer’s performance in noisy/reveberant environments.

Figure 5: The user interface for the acoustic tracking and beamforming plug-in. The DoA estimates fed to the tracker are depicted
in red, and the two target trajectories in magenta and cyan.

around a single receiver, as described in Section 4.2. The user
must first select the assumed distance of the sources. For simplicity, it is assumed that all sources are projected onto the surface of a
sphere. The plug-in may then be informed of the listener position
and orientation, either via its user interface, or by sending the
Cartesian coordinates and rotation angles outputted by an external
tracking device; such as a virtual or augmented reality headset.
A single instance of the plug-in also allows multiple listeners to experience the same scene, but based on their own position
and head orientation. Since the analysis and synthesis stages are
decoupled, the analysis need only be conducted once. Therefore,
the framework represents an efficient means of delivering dynamic
renderings for multiple simultaneous listeners, which has not been
explored before in this parametric reproduction context. Extending the plug-in for multi-receiver operation, where no assumption
of the source distance is required, is a topic of future work.

5.3. SpatEdit
The SpatEdit plug-in is intended to be used with two instances.
The first instance of the plug-in allows the user to place markers on
an equirectangular representation of the sphere. Alternatively, the
markers can automatically follow the directions of sound sources,
through use of the tracker, which is fed by the analysed DoA estimates. The DoA estimates are then replaced by these marker
directions, and the source and ambient beamforming is conducted
as normal. The source beamformer signals are then outputted by
the first instance of the plug-in, where the user can then apply any
conventional single-channel audio effect, re-balance their levels, or
re-order the beamformer signals. These manipulated beamformer
signals are then passed to the second instance of the plug-in, which
also receives the residual signals from the first plug-in instance in-

5.2. Tracker
The Tracker plug-in serves as a demonstration of how multi-source
tracking may be used within the parametric spatial audio context.
The tracking algorithm employed internally by the plug-in, which
can adapt to sound sources that vary in number and position over
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Figure 8: The user interface for the SideChain plug-in, when using
the spatial parameters from scene B to process scene A.

6. CONCLUSIONS
This paper has presented a general framework for creating parametric spatial audio effects. The framework is based on the Coding
and Multi-Parameterisation of Ambisonic Sound Scenes (COMPASS) method, which employs analysed spatial parameters to divide the input Ambisonic sound scene into its multiple source and
ambient components. It is demonstrated, through formulations and
VST audio plug-in implementations, that the framework can represent a convenient and intuitive means of developing spatial audio
effects based on simple manipulations of the spatial parameters.
Figure 7: The user interface for the Gravitator plug-in, when α =
1 (top; i.e. not being applied) and when α = 6 (bottom).
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ternally, and the COMPASS synthesis is conducted to obtain the
output SH signals. Alternatively, the residual stream signals may
be outputted by the first plug-in instance instead, which therefore
allows conventional linear Ambisonics transformations to be applied to only the ambient parts of the scene. Note that to aid
marker placement, the sound-field is also visualised, based on the
steered response power (SRP) approach [36], and projected behind
the markers on the same equirectangular spherical window.
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ABSTRACT
We release synth1B1, a multi-modal audio corpus consisting of 1
billion 4-second synthesized sounds, paired with the synthesis parameters used to generate them. The dataset is 100x larger than
any audio dataset in the literature. We also introduce torchsynth,
an open source modular synthesizer that generates the synth1B1
samples on-the-fly at 16200x faster than real-time (714MHz) on
a single GPU. Finally, we release two new audio datasets: FM
synth timbre and subtractive synth pitch. Using these datasets, we
demonstrate new rank-based evaluation criteria for existing audio
representations. Finally, we propose a novel approach to synthesizer hyperparameter optimization.
1. INTRODUCTION

#hours
12
108
333
525
1000
1796
4971
8081
60000
72222
86667
1111111

Multi-modal
parameters
tags
tags
parameters
text
lyrics
video+tags
video
weak labels
tags+metadata
lyrics+metadata

parameters

Table 1: Large-scale and/or synthesizer audio corpora.

Machine learning (ML) progress has been driven by training
regimes that leverage large corpora. The past decade has seen
great progress in natural language processing (NLP) and vision
tasks using large-scale training. As early as 2007, Google [1]
achieved state-of-the-art machine translation results using simple
trillion-token n-gram language models. Recent work like GPT3
[2] suggests that it is preferable to do less than one epoch of training on a large corpus, rather than multiple epochs over the same
examples. Even tasks with little training data can be attacked using self-supervised training on a larger, related corpus followed by
a transfer-learning task-specific fine-tuning step.
Audio ML research tends to lack many large-scale corpora,
instead involving multiple epoch training on comparably small
corpora compared to vision or NLP. Table 1 summarizes various
large-scale and/or synthesizer audio corpora. Using AudioSet [9]
requires scraping 5000 hours of Youtube videos, many of which
become unavailable over time (thus impeding experimental control). FSD50K [4], a free corpus, was recently released to mitigate these issues, but contains only 108 hours of audio. To our
best knowledge, the largest audio set used in published research is
Jukebox [13], which scraped 1.2M songs and their corresponding
lyrics. Assuming average song length is 4:20, we estimate their
corpus is ≈90K hours.
In this paper we introduce synth1B1, a multi-modal audio corpus consisting of 1 billion 4-second synthesized sounds, which is
100x larger than any audio dataset in the literature. The dataset is
∗

Type
synth
broad
notes
guitar fx
speech
songs
broad
broad
speech
songs
songs
synth

multi-modal in that each sound is paired with the corresponding
synthesizer parameters used to generate it. To create such a large
dataset, we built torchsynth,1 a GPU-based open source modular
synthesizer that builds the synth1B1 samples on-the-fly at 16200x
faster than real-time. In order to compare the scope of sounds covered by synth1B1, we also generate two other datasets based on
existing synthesizers and their human-made presets, and release
them to the public with this paper: FM synth timbre2 and subtractive synth pitch.3 Using these datasets, we demonstrate new rankbased, synthesizer-motivated evaluation criteria for existing audio
representations. Finally, we propose a novel approach to synthesizer hyperparameter optimization, and discuss how perceptuallycorrelated auditory distance measures could enable new applications in synthesizer design.
1.1. Background and Motivation
1.1.1. Pre-training and learned representations
Tobin et al. [14] argue that learning over synthesized data enables
transfer learning to the real-world. Multi-modal training offers additional benefits. Multi-model learning of audio—with video in
[15] and semantic tags in [16]—has led to strong audio representations. Contrastive audio learning approaches like [17] can be used
in multi-modal settings, for example by learning the correspondence between a synthesized sound and its underlying parameters.
However, training such models is limited by small corpora and/or

Equal contribution

Copyright: © 2021 Joseph Turian et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.

1 https://github.com/torchsynth/torchsynth
2 https://zenodo.org/record/4677102
3 https://zenodo.org/record/4677097
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2.1. synth1B1

the relatively slow synthesis speed of traditional CPU-based synths
(Niizumi, p.c.).

synth1B1 is a corpus consisting of one million hours of audio: one
billion 4-second synthesized sounds. The corpus is multi-modal
in that each sound includes its corresponding synthesis parameters. We use deterministic random number generation to ensure
replicability, even of noise oscillators. By default, one tenth of the
examples are designated as the test set.
Data augmentation has been used on small-scale corpora to
increase the amount of labeled training data. As discussed in §1,
large-scale one-epoch training is preferable, which is possible using synth1B1’s million-audio-hours.
Besides sheer size, another benefit of synth1B1 is that it is
multi-modal: instances consist of both audio and the underlying
parameters used to generate this audio. The use of traditional synthesis methods allows researchers to explore the complex interaction between synthesizer parameter settings and the resulting audio in a thorough and comprehensive way. Large-scale contrastive
learning typically requires data augmentation (e.g. image or spectrogram deformations) to construct positive contrastive-pairs [25,
26]. However, this sort of faux-contrastive-pair creation is not necessary when the underlying latent parameters are known in a corresponding modality.

1.1.2. Software Synthesizers
Programming audio synthesizers is challenging and requires a
technical understanding of sound design to fully realize their expressive power. Many commercial synthesizers have well over
100 parameters that interact in complex, non-linear ways. One of
the most commercially successful audio synthesizers, the Yamaha
DX7, is notoriously challenging to program. Allegedly nine out
of ten DX7s coming into workshops for servicing still have their
factory presets intact [18].
Since the early 90s, researchers have leveraged advances in
ML to develop a deeper understanding of the synthesizer parameter space and to build more intuitive methods for interaction [19].
Recently, deep learning has been used for programming synthesizers. Esling et al. [3] trained an auto-encoder network to program the U-He Diva using 11K synthesized sounds with known
preset values. Yee-King et al. [20] used a recurrent network to
automatically find parameters for Dexed, an open-source software
emulation of the DX7.

2.2. torchsynth

1.1.3. Neural Synthesis

synth1B1 is generated on the fly by torchsynth 1.0. torchsynth is
an open-source modular synthesizer and is GPU-enabled. torchsynth renders audio at 16200x real-time on a single V100 GPU.
Audio rendered on the GPU can be used in downstream GPU
learning tasks without the need for expensive CPU-to-GPU move
operations, not to mention disk reads. Since it is faster to render synth1B1 in-situ than to download it, torchsynth includes a
replicable script for generating synth1B1. To accommodate researchers with smaller GPUs, the default batchsize is 128, which
requires between 1.9 and 2.4 GB of GPU memory, depending upon
the GPU. If a train/test split is desired, 10% of the samples are
marked as test. Because researchers with larger GPUs seek higherthroughput with batchsize 1024, 9 · 1024 samples are designated
as train, the next 1024 samples as test, etc. The default sampling
rate is 44.1kHz. However, sounds can be rendered at any desired
sample rate. Detailed instructions are contained in the torchsynth
documentation for the precise protocol for replicably generating
synth1B1 and sub-samples thereof.

In contrast to traditional synthesis, neural synthesizers generate
audio using large-scale machine learning architectures with millions of parameters [5]. Differentiable digital signal processing
[21] bridged the gap between traditional DSP synthesizers with the
expressiveness of neural networks, exploring a harmonic modelbased approach, using a more compact architecture with 100K parameters. One benefit of synthesized audio is that the underlying
factors of variation (i.e. the parameters) are known. We combine
the ideas of traditional DSP and neural synthesis, yielding a greater
level of simplicity and speed by building a GPU-optional modular synthesizer. Our default voice has 78 latent parameters, which
model traditional synthesizer parameters.
2. MAIN CONTRIBUTIONS
Our synth1B1 corpus and torchsynth software provide a fast, open
approach for researchers to do large-scale audio ML pre-training
and develop a deeper understanding of the complex relationship
between the synthesizer parameter space and resulting audio. A
variety of existing research problems can use synth1B1, including:

2.3. Questions in Synthesizer Design, and New Pitch and Timbre Datasets and Benchmarks

• Inverse synthesis, i.e. mapping from audio to underlying
synthesis parameters. [20, 3]

To generate a synthesized dataset, one needs to sample the synthesis parameter space. Typically this is achieved through naïvely
sampling parameters uniformly and rendering the resulting audio.
Due to the complexity of the parameter space and potential interaction between parameters, such an approach would likely lead to a
large number of redundant and/or undesirable sounds (e.g., nearly
silent renders, or those having an extreme fundamental frequency).
The complexity of this parameter space leads to several open challenges in synthesizer design, specifically focusing on the task of
designing and sampling parameters, including:
• How do you measure the apparent diversity of a synthesizer’s sounds? How do you maximize it?
• Is there a parameter sampling strategy that results in audio
sounds resembly a human-designed preset?

• Inferring macro-parameters of synthesizers that are more
perceptually relevant. [3, 22]
• Audio-to-MIDI. [23]
• Perceptual research, such as crafting perceptually motivated
auditory representations and inferring timbre dimensions.
[24]
Researchers can also use the synth1B1 corpus to take advantage of
innovations from adjacent ML fields, namely: large-scale multimodal, self-supervised, and/or contrastive learning, and transferlearning through fine-tuning on the downstream task of interest,
particularly tasks with few labeled examples.
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The main research barrier to solving these tasks computationally is the lack of an objective auditory distance, i.e. a perceptuallyrelevant audio dissimilarity measure [27]. A properly weighted
dissimilarity measure could be used, for example, to tune our
hyperparameter space to generate sounds that were maximally
perceptually different, when torchsynth parameters are randomly
sampled. We devise two auditory-distance evaluation methodologies, and concurrently release two datasets, each representing 22.5
and 3.4 hours of audio respectively, generated by the following
open-source synthesizers: a DX7 clone and Surge, as DOI 10/f7dg
and DOI 10/f652, respectively. Importantly, these datasets represent hand-crafted synthesizer sounds—i.e. presets designed by
humans, not just a computer randomly flipping knobs—which we
use in two ways: a) New benchmarks for evaluating audio representations. b) Evaluating the similarity of different sound corpora.

GPU

speed vs realtime

30000x

Tesla V100
Quadro RTX 6000
RTX 2080 Super
Tesla P100

25000x
20000x
15000x
10000x
5000x
64

128

256

512

batch_size

1024

Figure 1: torchsynth throughput at various batch sizes.

3. TORCHSYNTH DESIGN

A: Attack
D: Decay
S: Sustain
R: Release

D
S

3.1. Synth Modules
R

torchsynth’s design is inspired by hardware modular synthesizers which contain individual units. Each module has a specific
function and parameters, and they can be connected together in
various configurations to construct a synthesizer. There are three
types of modules in torchsynth: audio modules, control modules,
and parameter modules. Audio modules operate at audio sampling
rate (default 44.1kHz) and output audio signals. Examples include
voltage-controlled oscillators (VCOs) and voltage-controlled amplifiers (VCAs). Control modules output control signals that modulate the parameters of another module. For speed, these modules
operate at a reduced control rate (default 441Hz). Examples of
control modules include ADSR envelope generators and low frequency oscillators (LFOs). Parameter modules simply output parameters. An example is the monophonic “keyboard” module that
has no input, and outputs the note midi f0 value and duration.
To take advantage of the parallel processing power of a GPU,
all modules render audio in batches. Larger batches enable higher
throughput on GPUs. Figure 1 shows torchsynth’s throughput at
various batch sizes on a single GPU. GPU memory consumption
≊ 1216+(8.19 · batch_size) MB, including the torchsynth model.
The default batch size 128 requires ≈2.3GB of GPU memory. A
batch of 4 of randomly generated ADSR envelopes is shown in
Figure 2.

A

Figure 2: Batch of four randomly generated ADSR envelopes.
Each section for one of the envelopes is labelled.

Monophonic
Keyboard

MIDI F0

Note Duration

ADSR

ADSR

ADSR

ADSR

LFO
Amp

ADSR

LFO
Rate

LFO
Amp

ADSR
LFO
Rate

LFO

LFO

VCA

VCA

Upsample: Control Rate => Sample Rate

3.2. Synth Architectures
The default configuration in torchsynth is the Voice, which is the
architecture used in synth1B1. The Voice is made of the following modules: a Monophonic Keyboard, two LFOs, six ADSR envelopes (each LFO module includes two dedicated ADSRs: one
for rate modulation and another for amplitude modulation), one
Sine VCO, one SquareSaw VCO, one Noise generator, VCAs, a
Modulation Mixer and an Audio Mixer. Modulation signals generated from control modules (ADSR and LFO) are upsampled to
the audio sample rate before being passed to audio rate modules.
Figure 3 shows the configuration and routing of the modules comprised by Voice. While the Voice is the default architecture of
torchsynth 1.0, any number of synth architectures can be configured using the available modules. A 4-operator frequency modulation (FM) [28] synthesizer inspired by Ableton Live’s Operator
instrument is currently in development.

Modulation Mixer: 4 in, 5 out
Pitch
Mod

Amp
Mod

Pitch
Mod

Sine
VCO

Amp
Mod

Amp
Mod

Noise

SquareSaw
VCO
VCA

VCA

VCA

Audio Mixer
Out

Figure 3: Module configuration for the Voice in torchsynth
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Human-readable / DSP Value

Auditory distances typically involve computing some multidimensional representation of a sound, then computing a distance over the representation space. Not all auditory distances are
equally informative, depending on what is being measured; the L2
distance between two spectrograms, for example, carries little relative pitch information [29]. In our case, we are looking to quantify
the perceptual diversity of our dataset.
4.1. Additional Datasets
To find a suitable distance, we devised two experiments using two
new datasets. Sounds in each of the following datasets are RMSlevel normalized using the normalize package.
4.1.1. DX7 Timbre Dataset
Given 31K human-designed presets for the DX7, we generated 4second samples on a fixed midi pitch (69 = A440) with a note-on
duration of 3 seconds (using this DX7 clone). For each preset, we
varied only the velocity, from 1–127. This dataset is built on the
assumption that velocity effects a meaningful, monotonic variation
in timbre when it is explicitly programmed into a DX7 patch. Not
all DX7 patches are velocity sensitive, and some are more sensitive than others. In our generation process, sounds that were completely identical—i.e. each sample matched with error 0—were
removed. 8K presets had only one unique sound. The median was
51 unique sound per preset, mean 41.9, stddev 27.4.

Normalized Parameter Values

Figure 4: Examples of parameter curves used to convert to and
from normalized parameter values and the human-readable values
used in the DSP algorithms. The top two curves are non-symmetric
curves, mapping to values in the range [0, 127]. The bottom two
curves are symmetric, mapping to values in the range [-127, 127].

3.3. Parameters
4.1.2. Surge Pitch Dataset

Module parameters can be expressed in human-readable form
with predetermined minimum and maximum values, such as 0 ≤
midi f0 ≤ 127. These values are used directly by the DSP algorithms of each module. Internally, parameters are stored in a
corresponding normalized range [0, 1]. synth1B1 parameters are
sampled uniformly from the normalized range; however, there is
potentially a non-linear mapping between the internal range and
the human-readable range. Besides the fixed min and max humanreadable values, each parameter has two hyperparameters, “curve,”
and “symmetry,” that determine how the internal [0, 1] values are
transformed to the human-readable values. The curve can specify a particular logarithmic, linear, or exponential sampling approach. Symmetric curves, which alternately emphasize the center
or edges of the distribution, are used for parameters that are centered at zero, and take on a range of both positive and negative
values (such as oscillator tuning offset). An example set of nonlinear curves is shown in Figure 4.
In our nomenclature, a particular choice of hyperparameter
settings, which corresponds to a random sample space of markedly
different sonic character, is called a nebula. The initial Voice nebula was designed by the authors based upon intuition and prior
experience with synthesizers. We experiment with tuning the hyperparameters of Voice to generate different nebulae in §6.

To explore a second dimension of variability, in this case pitch,
we used the Surge synthesizer Python API and the 2.1K standard Surge presets. The open-source Surge synthesizer is a versatile subtractive synthesizer with a variety of oscillator algorithms.
Here we held the velocity constant at a value of 64, and varied
midi pitch values from 21–108, the range of a grand piano. Only
a small percentage of presets (like drums and sound effects) had
no meaningful pitch variation, and thus no perceptual ordering as
pitch increases. Therefore, a small fraction of presets are unclassifiable, imposing a uniform upper bound in accuracy across the
board for all auditory distances.
4.2. Experiments
4.2.1. Distance Experiment 1: Timbral and Pitch Ordering
Within a Preset
In this experiment, we measure the ability of an auditory distance
to order sounds by “timbre,” or by pitch, in the DX7 and Surge
datasets, respectively. In effect, the experiment is two evaluations
in parallel, run on two separate datasets.
We sample a random preset with at least 3 unique sounds. For
each sound s, we pick a random sound sl from this preset with
a lower rank (using the DX7 set, this would be a sound having
the same pitch but a lower velocity; for the Surge dataset this is
a sound having the same velocity but lower pitch); and a random
sound sh with higher rank.
For each of s, sl and sh , we compute the distance d(·, ŝ) between this sound and all other sounds ŝ in the dataset. While s is
the sample of interest, distance measures are strictly non-negative.
Therefore, we seek a concurrent metric to determine whether the
compared sound ŝ is “above” or “below” s. If the sound ŝ is closer

4. EVALUATION OF AUDITORY DISTANCES
We seek (1) to quantify the diversity of sounds that can be generated with torchsynth within a particular nebula; and a similar problem, (2) to quantify to what extent a certain nebula can mimic the
variability of sounds in another dataset. In order to do so, we first
need a reliable measure of dissimilarity between pairs of sounds,
also known as an auditory distance.
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Representation
OpenL3 [30]
OpenL3 [30]
OpenL3 [30]
OpenL3 [30]
Coala [16]
Coala [16]
NSynth Wavenet [5]
OpenL3 [30]
OpenL3 [30]
OpenL3 [30]
NSynth Wavenet [5]
Coala [16]
Coala [16]
Multi-scale spectrogram [21, 31]
Multi-scale spectrogram [21, 31]
Multi-scale spectrogram [21, 31]
Coala [16]
Coala [16]

model choice
env, mel256, 6144
env, mel256, 6144
music, mel256, 6144
music, mel256, 6144
dual_ae_c
dual_e_c

normed
✓
✓
✓
✓
✓

music, linear, 6144
music, mel256, 512
music, mel256, 512

✓

dual_ae_c
dual_e_c
linear+log, [4096 ... 64]
log, [4096 ... 64]
linear, [4096 ... 64]
cnn
cnn

✓

Spearman with a preset
Surge
DX7
pitch velocity
0.821 0.746
0.896
0.821 0.747
0.895
0.817 0.732
0.903
0.813 0.722
0.903
0.813 0.729
0.896
0.811 0.737
0.884
0.810 0.717
0.903
0.808 0.722
0.895
0.804 0.710
0.899
0.801 0.705
0.897
0.789 0.675
0.903
0.776 0.658
0.893
0.750 0.630
0.871
0.792 0.690
0.894
0.786 0.689
0.884
0.658 0.410
0.905
0.555 0.303
0.806
0.552 0.297
0.807

DCG across presets
Surge
DX7
mean
0.880 0.908 0.852
0.809 0.883 0.735
0.820 0.916 0.724
0.892 0.942 0.842
0.555 0.547 0.564
0.569 0.576 0.563
0.582 0.591 0.573
0.874 0.943 0.805
0.904 0.943 0.864
0.585 0.606 0.564
0.835 0.893 0.777
0.748 0.756 0.740
0.681 0.710 0.652
0.543 0.555 0.531
0.542 0.566 0.518
0.447 0.343 0.551
0.485 0.433 0.537
0.714 0.614 0.815

Table 2: Performance of representations on experiments defined in § 4.2.1 and 4.2.2. Best scores, and scores within 0.002 of the best, are
bold-faced. ℓ1 distance was used because it outperformed ℓ2 . We sort by mean spearman within a preset.

to sl , we determine the sign of the distance to s to be negative.
If ŝ is closer to sh , we determine the sign of the distance to s be
positive. As a result, we have a signed distance metric comparing
the sound s to every other sound in the dataset.
This set of distances is then correlated to the ground-truth index of pitch, or velocity (depending on the dataset). The correlation, here a Spearman rank correlation, reflects the extent to
which the signed distance can properly order the dataset by variability in pitch or velocity. One limitation of this methodology
for inducing a forced ranking from simple distance is that if, say,
s = 80, sl = 31, sh = 81, and ŝ = 79, we might judge ŝ as closer
to sh and thus above s. We controlled for this by using the same
choice for every auditory distance of sh and sl given s.
Formally, we estimate:


ρ rank(ŝ), d(s, ŝ) ·
E
S∈P,s∈S,sl ,sh ∼S,sl <s<sh ŝ∈S
 (1)

sgn d(sh , ŝ) < d(sl , ŝ

This ensures that pitches avoid similar partials due to overlapping
harmonics that could be easily matched.
4.3. Evaluation Results
We audition the following distances: a) The multi-scale spectrogram distance has been used in a variety of applications, particularly in speech synthesis [34, 35] but also in music [13, 21, 36]; b)
NSynth Wavenet [5] is a Wavenet-architecture trained on NSynth
musical notes; c) OpenL3 [30] was trained multi-modally on AudioSet audio and video, on two distinct subsets: music and environmental sounds; d) Coala [16] was trained multi-modally on
Freesound audio and their corresponding tags.
We experimented with a variety of hyperparameter settings for
the representations. The best results are in Table 2. We use ℓ1 distance because it gave better results than ℓ2 across the board. For
Coala and NSynth Wavenet, normalizing improves the spearman
scores, but harms the DCG across presets. Normalization had little effect on OpenL3. OpenL3 (music, mel256, 512) achieves the
best score on DCG across presets, and its compactness makes it an
appealing choice for the remaining experiments in the paper.

P is the set of presets, S sounds in that preset, and ρ is spearman.

5. SIMILARITY BETWEEN AUDIO DATASETS
4.2.2. Distance Experiment 2: Determine a Synthesis Preset
To evaluate the similarity between two datasets of audio samples
X and Y , we use the maximum mean discrepancy (MMD) [37].
We use the following MMD formulation, assuming X and Y both
have n elements:

In this constrained environment, a good distance measure should
have a relatively low distance between sounds generated by the
same preset. For each trial, we sample 200 different presets. We
sample 2 unique sounds from each preset. For each sound, we
compute its distance against the 399 other sounds, and then compute the discounted cumulative gain (DCG) [32] of the sound from
the same preset, with binary relevance. The DCG is computed for
all 400 sounds in the trial. We perform 600 trials.
In the pitch dataset, to control for the helical nature of pitch
perception [33], the second sound was always an interval of six
semitones (AKA a tritone, diabolus in musica) from the first note.

MMD(X, Y ) =

n
1 X
2·d(xi , yj )−d(xi , xj )−d(yi , yj ) (2)
nn i,j=0

MMD allows us to use our chosen distance measure—OpenL3
(music, mel256, 512) ℓ1 —as the core distance d.
For Surge and DX7, we selected sounds with midi pitch 69
and velocity 64. We also generated a set of 4-second samples of
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MMD
4.396
21.409
23.732
24.130
27.824
2751.519
2884.843
3001.857
3637.845
4756.952
7413.105
13202.202
16985.319
18488.926
20374.929

std
0.123
4.729
3.615
5.251
9.821
80.955
67.264
71.888
79.265
112.705
111.897
61.558
92.992
67.277
78.886

corpus 1
white
dx7
FSD50K
torchsynth
surge
torchsynth
surge
torchsynth
torchsynth
surge
dx7
white
white
white
white

corpus 2
white
dx7
FSD50K
torchsynth
surge
surge
dx7
FSD50K
dx7
FSD50K
FSD50K
FSD50K
torchsynth
surge
dx7

In principle, we can use MMD (Equation 2) as an optimization
criterion to tune these hyperparameters a) to maximize sonic diversity; or b) model the characteristics of another dataset. We use Optuna [38], initializing with 200 random grid-search trials, and subsequently using CMA-ES sampling for 800 trials. In each trial, we
generate 256 random torchsynth sounds with the Optuna-chosen
hyperparameters. Hyperameter curves were sampled log-uniform
in the range [0.1, 10]. The top 25 candidates were re-evaluated
using 30 different MMD trials, to pick the best hyperparameters.
However, MMD estimates are only as good as the underlying similarity metric (OpenL3-ℓ1 ) that it uses.
For these experiments, the authors and non-author musicians
conducted blinded listening experiments of the tuned nebula and
our manually-chosen nebula, and listened to 64 random sounds.
Only after independent qualitative evaluation did we unblind the
nebulae.

Table 3: MMD results comparing different audio sets, including
the stddev of the MMD over the 1000 trials.

6.1. Restricting hyperparameters
Many torchsynth 1.0 Voice sounds (the default nebula) have an
eerie sci-fi feel to them. To find the drum nebula, we used Optuna to choose hyperparameters to minimize the OpenL3-ℓ1 -MMD
against 10K one-shot percussive sounds [39]. In this experiment,
no hyperparameters were frozen; all were permitted to be tuned
at once. We had hoped to find that OpenL3-ℓ1 -MMD would find
appropriate percussive curves.
Overall, we found the sounds of the resulting drum nebula unpleasant to listen to. Many of the sounds did not resemble percussion, and others made use of extreme use of high and low oscillator
tunings. We suspect that the many wide pitch-modulation sweeps
present in the resulting audio were an attempt on the part of the
optimizer to match the broadband energy in the target drum transients.
Curious to see if this negative result was due to a failure of
the distance measure, or instead a systemic limitation in the design
of the torchsynth 1.0 Voice, we next hand-tuned the hyperparameters to create a sensible drum nebula, which is shared as part of
our repository. Many of the resulting sounds have a quality akin
to early drum machines, and the distribution of sounds is overall
much more percussion-like. We encourage the reader to listen to
this nebula, which is available on torchsynth site.
The process of hand-designing this drum nebula revealed to
the authors one clear limitation in torchsynth 1.0: all synth parameters are sampled independently. In kick drums, for example,
low-tuned oscillators tend to correlate to short, snappy envelope
settings; but such envelopes are not appropriate for all percussive
sounds. In future work, we are interested in investigating multivariate sampling techniques, which would allow more focused
cross-parameter modal sound sampling.

white-noise, and used excerpts from the FSD50K evaluation set
[4], which is broad-domain audio, trimmed to 4 seconds. From
each corpus, we randomly sampled 2000 sounds, to match the
size of the smallest corpus (Surge). We performed 1000 MMD
trials, each time comparing n = 1000 sounds from one corpus
to n = 1000 sounds from another, randomly sampled each trial.
To estimate the diversity within a particular corpus, we evaluated
MMD over 1000 distinct 50/50 partitions of the corpus.
Table 3 shows the result of average MMD computations between different audio corpora. 0.0 would be perfectly identical,
only occurring if the two corpora had identical sounds. Some results are expected, whereas some are counter-intuitive and suggest potential issues in our use of the OpenL3 distance measure.
These results are sometimes perceptually incoherent, and suggest
that the use of the auditory distance measures explored may impede progress in automatic synthesizer design, as we will illustrate
in the following section.
• White-noise is the most similar to itself of all comparisons.
• FSD50K broad-domain sounds are, strangely, considered to
have less within-corpus diversity than torchsynth or Surge
sounds. However, the variance is high enough that it is hard
to have statistical confidence in this unexpected result.
• More troubling are low-variance estimates that torchsynth
is more similar to FSD50k than it is to the dx7 synth. A priori, one would expect that synthesizers would sound more
similar to each other than broad domain audio.
• White noise is the least similar to DX7 synth sounds of all
corpora.

6.2. Maximizing torchsynth diversity
We also attempted to tune our hyperparameters to maximize torchsynth MMD, i.e. increase the perceptual diversity of sounds generated by torchsynth itself. As before, Optuna was used to choose
hyperparameters that maximized the OpenL3-ℓ1 -MMD and thus
increase the diversity of sounds. Nonetheless, the “optimized”
nebula exhibited pathologies in pitch, favoring extremely low and
high pitches. It may be that OpenL3-ℓ1 overestimates perceptually
diversity in these frequency ranges. We performed numerous experiments restricting the hyperparameters Optuna was permitted

6. TORCHSYNTH HYPER-PARAMETER TUNING
How can we guarantee the maximum diversity of sounds within a
particular nebula? Similarly, to what extent can torchsynth adopt
the characteristics of a separate given corpus of audio? Recall from
§3 and Figure 4 that for each module parameter, the choice of scaling curve is a hyperparameter. Initial hyperparameters were chosen perceptually and based upon prior-knowledge of typical synth
design.
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that currently impede this sort of experimental work, in particular
demonstrating negative results of auditory distance measures.

to modify, such as prohibiting changes to midi f0 and VCO tuning and mod depth. Consistently, listeners preferred our manually
design nebula to automatically designed ones in blind tests. We
consider this another important negative result that points to the
need for further work in automatic synthesizer design.
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7. OPEN QUESTIONS, ISSUES, AND FUTURE WORK
Many of our experiments in automatic synthesizer design hinge on
having a perceptually-relevant auditory distance measure. OpenL3
(music, mel256, 512) ℓ1 performed well on our quantitative synthesizer experiments (Table 2), but exhibited some issues in the
context of this task in qualitative listening tests, in particular its
insensitivity to extreme pitch and inability to model percussion.
Learning a perceptually-relevant auditory distance measure is
an open research question. Manocha et al. [40] use manuallyannotated “just noticeable differences” (JND) trials generated using active learning to induce a perceptual distance measure. However, these experiments only work with speech and do not include
pitch variations, so their model was inappropriate for our task.
The lack of a perceptually accurate auditory distance measure,
at least in the context of this task, prevented us from precisely
estimating the perceptual diversity of sounds that is expressible
by torchsynth, as well as other synthesizers like Surge and DX7.
We present, then, the following open question: How do we craft
an auditory distance measure that can perceptually measure (and
thereby optimize) synthesizer diversity, or similarity to an existing
sound corpus?
A perceptually-relevant auditory distance measure for music
opens the door to many possible advances in synthesizer design,
including: estimating and maximizing the diversity of synthesizer,
mimicking existing synthesizers through automation, inverse synthesis, automatic transcription, and the other tasks described in §2.
torchsynth 1.0 focuses on high throughput and creating a diverse synth1B1 dataset. There are a handful of improvements we
want to add to torchsynth: 1) Stress-tested differentiable modules,
2) Subtractive filters, 3) Additional architectures including FM
synthesis, 4) Multivariate parameter selection, 5) High-throughput
modules that resemble human speech, and 6) A standardized modular architecture for high-throughput audio effect research.
Despite these open questions, we believe that the synth1B1
corpus is a significant and useful contribution to the world of audio ML research, for its enormous size, speed, and corresponding
multi-modal latent parameters.
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ABSTRACT

to go from spectral to time-domain signals. For problems such
as source separation and denoising the generative process is conditioned implicitly on a learned latent representation, where for
vocoder-based application, it is conditioned explicitly on a spectral representation (typically mel-spectrum) which guides the generation process. An end-to-end architecture, proposed in [8, 9]
used a dilated convolution-based generator for end-to-end source
separation. High-fidelity synthesis was proposed in [10] using a
teacher-student framework, by utilization of the idea of distillation
to guide the training of neural architecture. Using self-supervised
learning, where the goal is to predict the next sample given the
previous context, wavenet can also learn latent representations in
problems such as speech recognition. Representation learning has
been an active area of research in supervised and self-supervised
setups [11, 12, 13]. As we can see, there are a variety of applications encompassing a broad spectrum that employ wavenet-based
generators for waveform synthesis. The main advantage of endto-end learning is to mitigate the transformation from spectrogram
to waveform for audio signals. Spectral inversion has been explored in a variety of ways, with the classic work [14] which converts magnitude STFT spectra to time-domain signals. The idea of
synthesis/generation conditioned on the external application has
been explored for a variety of domains and applications. It enables the fixed-parameter neural architectures to be more expressive in terms of controlling/guiding the output. It was shown in
[15, 16, 17] that by conditioning wavenet-inspired architectures,
audio can be converted from one domain to another. Wavenetinspired models have also shown success in areas such as speech
recognition and latent representation learning from spectral inputs
[18]. Longer-term contexts, captured by latent representation, can
then guide a synthesis network for packet loss concealment approach as described in [19]. The approach has been explored in
natural language processing too, to guide generated language according to metadata such as sentiment and ratings [20]. Problems
such as text-to-speech synthesis, explored conditioning according
to desired characteristics such as speaker ID, prosody, sentiment
to guide the generated spectral representation. [21]. For audio
analysis, early studies have shown how initial layers of neural architecture can learn spectral representations in speech recognition
[22] and frequency estimation [23]. The front end adapts according to the problem of interest. In [23] the front end adapts to learn
a non-linear non-constant bandwidth filter-bank that outperforms
traditional Fourier representations (which are fixed for all applications). This gives the network an ability to first implicitly learn an
analysis-synthesis pipeline based upon internal latent representations. There have been several variants and advancements improving on shortcomings of the wavenet architecture. Researchers in
[24] proposed an architecture that could do raw waveform autoregressive synthesis on raw waveforms using CPU only, almost in
real-time.

This paper proposes a novel way of doing audio synthesis at the
waveform level using Transformer architectures. We propose a
deep neural network for generating waveforms, similar to wavenet
[1]. This is fully probabilistic, auto-regressive, and causal, i.e.
each sample generated depends on only the previously observed
samples. Our approach outperforms a widely used wavenet architecture by up to 9% on a similar dataset for predicting the next
step. Using the attention mechanism, we enable the architecture
to learn which audio samples are important for the prediction of
the future sample. We show how causal transformer generative
models can be used for raw waveform synthesis. We also show
that this performance can be improved by another 2% by conditioning samples over a wider context. The flexibility of the current
model to synthesize audio from latent representations suggests a
large number of potential applications. The novel approach of using generative transformer architectures for raw audio synthesis
is, however, still far away from generating any meaningful music
similar to wavenet, without using latent codes/meta-data to aid the
generation process.
1. INTRODUCTION AND RELATED WORK
Audio synthesis has long fascinated musicians, computer scientists, and researchers and has been one of the core building blocks
of computer music. FM synthesis by John Chowning [2] is an example of distortion-based frequency domain synthesis with which
complex, time-varying spectra can be modeled. An early timedomain technique that generated a particular class of realistic audio was the Karplus Strong algorithm [3]. An early example presaging physical modeling, it could generate transient waveforms
using a filtered delay line loop for the synthesis of plucked string
and percussion-like sounds. These are examples of techniques that
generate waveforms given a set of parameters. The difficulty of
modeling musical structure at longer time scales has been well
summarized in [4]. In this paper, we propose a generative framework using transformers to synthesize audio waveforms. We show
how the approach can outperform the classic wavenet model [1]
that has become a fundamental building block for a variety of audio synthesis frameworks. Wavenet, based upon causal dilated
convolutional filters, is an auto-regressive architecture. By conditioning on the desired metadata, it surpassed state-of-the-art Textto-Speech synthesis in 2016. Wavenet-based sub-block architectures have been used subsequently in problems such as speech
denoising [5], instrument conversion [6], and as a vocoder [7]
Copyright: © 2021 Prateek Verma et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.
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Figure 1: An overview of the proposed method in the paper. Classical wavenet architecture(left) and our proposed conditioned generative
transformer architecture(right) for raw audio synthesis.

The core idea in this paper is to apply Transformer architectures. First proposed in [25], these have revolutionized modern
deep learning by providing an ability for modeling long-term sequences. The basic premise is first to learn important parts of the
input via the technique’s attention mechanism, followed by feedforward architectures that can map them to a separable appropriate
latent space. This can be repeated at multiple levels to learn a hierarchy of features. The idea was proposed in 1991 [26]. With
this simplicity, it turns out these architectures can have enormous
power to model a variety of modalities, such as music [27], audio
[28], text [29, 13], protein sequences [30], videos[31, 32] and vision [33, 34] to name a few. The main drawback comes with the attention block which scales quadratically both in terms of computational and memory constraints. This reduces their effectiveness at
scale, such as when attempting much longer sequences, for example, 5 minutes of music at the waveform level [4]. It is however an
active area of research with possibilities that remain to be explored.
Imposing sparsity [35] has been shown to improve the capability of
these architectures over longer-term sequences. Other techniques
have tried learning latent representation using VQ-VAEs [36]. The
idea of learning on latent representations of the input can be used
to encapsulate various attributes of the input signal in a compact
code, like pitch, timbre, and rhythm for music, as shown in [11].
It enables to model audio signal at a much smaller scale which the
techniques used in [25] can easily capture. By modeling the latent representations of the future with a transformer, one can guide
a conditioned waveform generator on these future latent predictions. This was done by [37] to produce compelling results. It
was, however, based on heavy conditioning, and was not an endto-end approach. Similar approaches were used for problems such
as speech recognition [38, 39] to mimic BERT [13] pre-training for
speech signals. The main reason for the good performance of these
architectures are i) The ability of these architectures to model long
sequences ii) self-supervised training enables the performance to
scale well with data [40]. Recent approaches of improving Transformers by combining ideas from Mixture of Expert models [41]
using up to a trillion parameters makes the current work and the
road ahead even more exciting.
The contributions of the current work are as follows:

that outperforms the traditional wavenet architecture by 6-11% on
a similar dataset with the task of prediction of the next sample.
ii) We propose conditioned Transformer-based generative models that show that they can give a further performance boost over
the unconditioned Transformer. This has the potential for a variety
of setups and conditions in the future.
iii) As with the classic wavenet architecture, this provides a
new method for many applications that rely on neural architectures
for a conditioned audio generation like TTS, instrument/voice transformation, speech denoising, source separation, music generation,
spectral inversion to name a few.
Section I gives a brief introduction and outlines related work in
the field, Section II describes the dataset used for the current problem, followed by the methodology used in our paper. Section 4
compares the results with baseline wavenet architectures followed
by the conclusion and future work in Section 6.
2. DATASET
In this work, we use real-world piano recordings from Youtube.
The choice of the piano was made as it contains a mixture of both
monophonic and polyphonic (playing more than one note at a time)
thus yielding complex audio waveforms. The piano also provides
a wide range of pitches. However, it does have a relatively constrained timbre space as opposed to more choices we could have
made, such as symphonic performances. The flexibility of conditioning the generation on a latent code makes it adaptable to further
datasets. We collected about 840 piano tracks of covers of popular
songs amounting to about 56 hours of data. The reason for selecting real-world recordings over a standard dataset [42, 43] was to
account for differences in room acoustics, playing styles, timbral
differences, loudness, and microphones to name a few. The tracks
included artists ranging from Pink Floyd and Billie-Eilish to some
works from Rahman and Coke-Studio among many others. Forty
randomly chosen tracks were set aside as a test set for which all
the results in the paper are reported. The URLs are shared here at
https://tinyurl.com/6cjxffa8
For training, we worked with a 16KHz sampling rate and 8bit resolution. All the tracks were read and converted to the chosen resolution using [44, 45]. Any tracks having lower original
sampling rates were discarded. The context duration was 100ms,

i) We propose a state-of-the-art neural network architecture

DAFx.2

231

rd
Proceedings of the 24
International Conference on Digital Audio Effects (DAFx20in21),
Vienna,Austria,
Austria,September
September2020-21
8-10, 2021
23th
(DAFx2020), Vienna,

a choice required by computation cost and memory constraints
for the resources available, and because of the quadratic scaling
of transformers. The same setup and context were used for the
wavenet comparisons, too. Since this is a form of self-supervised
learning where the data itself is used, the input vocabulary consisted of the raw waveform representation, values ranging from 0255. The output target was the same waveform but shifted by one
so that at each time step we predict the next sample. This is similar to a recent language modeling project [29]. All of the models
discussed in the current paper are causal attention dilation-based.
Given that we used such a large dataset, we expect the results and
improvement of Transformer over wavenet to hold on to a standard
dataset. 1

Figure 2: Wavenet architecture showing how dilated convolutions
can model long term dependencies. The figure is from [1]

3. METHODOLOGY
can happen with the context and chooses which ones are important
over others as opposed to fixed connections that look over a predefined topology in wavenet. By using multiple layers of Transformer modules the networks learn to also learn higher-order dependencies across the learned representations in the previous layer.
This is explained in more detail in the next section.

This work proposes a generative model for audio synthesis. This is
done by directly modeling the probability distribution of the samples of the waveform of an audio signal. The audio signal represents changes in the amplitude of a signal over a certain time as
sound waves traverse through space. There are two main characteristics of the waveform beyond the amplitude, when we choose
to digitize the signal, i.e the sampling rate which measures how
often we sample the continuous signal, and the bit-resolution, i.e.
how many bits we allocate to represent the signal in the range of
-1 to 1. For our current work, we choose to have an 8-bit resolution (similar to classic wavenet) and 16kHz. Raw audio synthesis
at higher bit rates becomes a difficult problem due to the sheer
amount of states involved (65536 and 16M states respectively for
16-bit and 24-bit audio signals) and is the subject of an ongoing
current work.
We model the probability of a waveform as follows. Let x
denote the joint probability of any observed waveform of length
T , as described in [1]. The joint probability of a waveform, x =
x1 , x2 , ....xT is modelled as,
p(x) =

T
Y

p(xt |x1 , x2 , ....xt−1 )

3.2. Wavenet Implementation details
In our work, we increase the dilation rate by a factor of 2 in each
layer. In our baseline model, we had a total of 10 layers, with 128
convolutional filters in each layer thus yielding an effective receptive field size of 1024 in the final layer. Similar to the wavenet
paper, our second model consists of stacking three such layers of
causal dilated convolutions, with the filter size of 2, dilated by
a factor of 2 in each of the subsequent layers. This in total resulted in about 30 layers of causal convolutions with dilation rate
repeated as 1,2,4, .... 512, 1,2,4....512, 1,2,4,...512. This is a very
strong baseline system to compare. This results in more parameters and an increase in the receptive field size and model capacity. Skip connections were used for better convergence, speedup,
and the ability of the network to learn residual inputs as it has
shown to improve across images, text, and audio. A dense layer is
used to convert the output of the final layer to that of a fixed 256dimensional encoding. A soft-max layer converted the logits to
a probability distribution, and cross-entropy loss was minimized
between the ground-truth bit level and the predicted one. This
setup is maintained for all of the models discussed in this work.
A reason for selecting softmax over traditional other error criteria
such as Euclidean Loss, is due to i) as described in [1] "categorical distribution" is more flexible can more easily model arbitrary
distributions because it makes no assumptions about their shape."
and ii) categorical distributions impose much stricter penalty than
Euclidean distance as the error penalty is the same if the predictions are even off by a single bit level than say by larger numbers.
This is also a type of self-supervised architecture in the sense that
data itself is used for training. For all of the current models, the
context chosen was 100ms, i.e. 1600 samples. This was primarily
because of the huge memory costs that Transformer Architectures
fail to mitigate for longer context, and the constraints of the GPUs.
Additionally, the original wavenet architecture had a context of
240ms, which is twice as large, but all of the current results are
reported on the same dataset, with the same context of 100ms for
all the three architectures in a similar experimental setup.

(1)

t=1

3.1. Baseline: Wavenet architecture
To compare our method with classic neural network-based autoregressive wavenet architecture, we describe here the two variants
that were implemented and compared against. This is done mainly
due to the lack of significant implementation details in the original paper [1]. The main ingredients of the paper are causal dilated
convolutions, which ensures that at each time step, the model only
looks into the past samples to generate the future sample. By using
dilated convolutions, we enable the model to learn longer contexts
through large receptive fields. The figure below shows, the architecture of dilated convolutional model for waveform generation
taken from [1].
As seen from Figure 2, the architecture consists of increasing
the receptive field size at higher layers by dilating (skipping) the
convolution at each layer by a fixed factor. At the very outset,
we can see the advantage attention-based architectures might have
over the classic wavenet architecture as described in Figure 1. A
Transformer model iterates over all the possible connections that
1 We have shared our code for models, the youtube-URLs, and the training and testing tracks here https://tinyurl.com/6cjxffa8
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inputs at every position, we learn a query, key, and a value vector.
This is done by implicitly learning matrices, WQ , WK , and WV to
produce a query vector q, key vector k, and value vector v for each
of the inputs for a single attention head. We take the dot product of
query and key vectors, the result is multiplied by a normalization
factor (the inverse of the square root of the size of the vector as
done in [25]), before taking a soft-max across all the inputs. Each
of the value vectors is multiplied by this score to get the output of
the attention module. Mathematically, for a query matrix Q, key
matrix K, and a value matrix V , it is defined as,
QK T
Attention(Q, K, V ) = softmax( √ )
dk

Figure 3: Generative Transformer over Raw waveforms. Notice
how the attention mechanism can learn which parts of the inputs
are important at every layer, as opposed to fixed topology of the
dilated convolutional based approaches.

We can also learn multiple such attention maps for h attention
heads, defined as,

MultiHeadAttention(Q, K, V ) = Concat(h1 , h2 , ...hh )Wo

3.3. Generative Transformer Architecture over Waveforms
This section describes the Generative Transformer Architecture as
described in [25] that we used to train the system as shown in Figure 3. A detailed explanation is given in [46], but for the sake
of clarity and completeness, we describe it here. As a black-box,
which we would describe in more detail in this section, it takes as
an input vector sequence of a fixed length T during training, and
produces the same length but with a chosen dimension, which we
call E, which denotes the size of the latent space. More specifically, it maps a sequence of vectors x = (x1 , x2 , ....xT ) to a
sequence of vectors of same length T , namely z : (z1 , z2 , ....zT ),
where each of the dimensions of (z1 , z2 , ....zT ) is the chosen hyperparameter E, which in our case is 128, the size of the embedding.
For the sake of brevity, we would explain only one Transformer
Encoder, and for a model with layers, L, each of the stacks is
super-imposed on the other one.
Each Transformer module consists of an attention block and a
feed-forward block. The output of each of them is passed through
a layer norm and a residual layer. So after both the attention block
and the feed-forward block, if the input to a sub-block (attention
Fa or feed-forward Ff f block) is a sequence xb , instead of passing
the output directly to the next module/sub-block, we pass along the
block layer norm and the residual output xbo

, where each of the attention heads hi is defined as
Qi K T
Attention(Qi , Ki , Vi ) = softmax( √ i )
dk
and Wo is a matrix learned during training. In this work, we focus
on a causal attention map which is made possible by multiplying
with a mask of a triangular matrix so that each of the attention head
only gives weightage to the previous sample at position pos and all
the future entries are set to zero. This is critical as our output is
the input signal shifted by one as the norm is for training language
models. [29]
3.3.2. Additional Architecture Details
Once we have weighted the importance of each of the input via
multi-headed attention for passing at a position pos, we pass the
input embedding at each position pos through a feed-forward architecture. For the dimension of feed-forward layers df f , we have
the output of the feed-forward layers xbo for an input xb for a 2layer network as,
FF(xb ) = max(0, xb W1 + b1 )W2 + b2 .

xbo = LayerNorm(xb + Fa/f f (xb ))

This function is identically applied to each position of the input. As described in [25], we add positional encodings to the input.
The model does not take into account the relative positions of the
waveform and the input is passed on as a list. For any position pos
for the dimension i of the latent space, we use a sinusoidal function, i.e. to each position pos and embedding dimension i in E,
we add,
PEpos,2i = sin(pos/10000(2i/E) )

This follows the notion that layer-norm/skip connections help in
better convergence/improved performance. We now describe each
of the two sub-blocks that are part of the transformer block namely,
i) multi-headed causal attention ii) feed-forward architecture
3.3.1. Multi-Headed Causal Attention
In layman’s terms a multi-headed causal attention function can be
described as a weighting function that decides how to get the output of each step. We weigh the rest of the inputs that are fed onto
it. In other words, it assigns a probabilistic score of how important each of the embeddings is while predicting the output. Multiheaded attention consists of first learning a probabilistic score. It
is then multiplied with each of the inputs to determine how important each of the inputs is for the prediction of the embedding for
a position pos belonging to 1, 2, 3....T . The attention mechanism
used in our case is scaled-dot product attention. With each of the

PEpos,2i+1 = cos(pos/10000(2i/E) )
This adds positional information for each point in time and
embedding dimension E as input before passing thorough selfattention layers. The output of the last Transformer block is then
passed through a dense layer, typically representative of the size
of the output space in our case 8-bit waveform levels. Finally, the
logits are converted to probability distribution using softmax activation. We also minimize cross-entropy loss as mentioned in the
previous section, and also to be consistent with wavenet training.
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ing audio examples can be found at: https://tinyurl.com/6cjxffa8
3.6. Transformer Implementation Details
Heavy data augmentation was carried out like amplitude scaling,
time shifts, etc. on the input data. The input one hot representations corresponding to the level of the bit representation was first
passed through a positional encoding layer to add positional information before passing it to the Transformer architecture. For
both the wavenet and Transformer architecture, the goal is to predict the next sample. Cross entropy loss was minimized between
the ground-truth bit level and the predicted one over 256 levels.
Adam optimizer [48] was used with an initial learning rate of 1e-4
for the first 10 epochs, followed by 1e-5 and 1e-6 every time the
loss values began to plateau. The training was performed on the
Google Cloud Computing Platform for a maximum of 30 epochs
for millions of data points. Dropout regularization was used for
the feed-forward architecture to avoid over-fitting. For every training instance, instead of choosing to have a fixed dataset, we randomly shuffle training data at every epoch. The development and
tuning were performed for a held-out validation set, and the bestperforming models are evaluated. For every model, a batch size
of 32 was chosen. For larger-scale experiments, we use NVIDIA
V100 GPUs2 , and all of the frameworks were developed using
open-source Tensorflow [49], using distributed training. This will
enable the work to be easily reproduced. For each of the specific
architectures, the readers are advised to see Table 1 for further
details for the number of attention heads, size of feed-forward architecture, and the embeddings.3

Figure 4: Our proposed conditioned transformer architecture.
This improves performance, and helps mitigate the quadratic
memory constraint of the classical transformers marginally

3.4. Conditional Generative Transformer
Conditional generative transformers have been shown to guide the
generative output according to the desired attributes. They have
been deployed in areas such as NLP [20], to condition the generation of text according to sentiment, bias to reviews, or any other
meta-data we choose to have. In our current work, to give more
context to the generation process, we condition it with the previous context as shown in Figure 4. Due to the quadratic scaling
of the attention mechanism, it is difficult to attend to long-term
sequences, and thus scale this to higher context sizes say 4000
samples or beyond. To circumvent this, we use a convolution architecture to learn a latent space, which might be suitable. We
achieve this by using a 6-layer convolutional architecture on the
past 250ms, i.e. 4000 samples, each having 128 filters and downsampling by 2, followed by a dense layer to learn a latent space of
size 128. There are a variety of ways we can condition an implicitly or explicitly learned latent space. We follow the late fusion
approach. Our model combines the output logits and the latent
space learned through a convolutional net through a dense layer,
and every output prediction is conditioned on the latent space.

4. RESULTS AND DISCUSSION
For comparison against baseline neural generative models, we have
chosen the prediction of the next sample as a criterion to compare
different models. To quantify the performance, we choose to have
top-5 accuracy as a metric. By this, we say that the model is accurate if one of the levels out of the top-5 predictions matches that
of the ground truth. Such metrics have been used in error performance where there are many output categories e.g. [50] [51]. For
all the numbers reported in Table 1, we randomly subsample about
30min of data in total duration out of the 50 test tracks. No data
augmentation or any other pre-processing was carried out. This is
in contrast to what was reported in wavenet, which relied on Mean
Opinion Scores (MOS) to quantify the performance of wavenet
with that of other generative/audio synthesis algorithms. We reason that the output of a system such as a text-to-speech system
is dependent on several variables. For example, how well can a
model handle external attributes/conditioning, the performance of
spectral synthesis over waveform synthesis, etc. There can also be
errors introduced due to the generation of waveforms from spectral representations too. Additionally, there can be different errors
introduced due to different applications e.g. a mean opinion score
metric for the TTS system might not be a good metric for other
perceptual tasks such as speech denoising/enhancement. Finally,

3.5. Unconditioned Raw Waveform Generation
We explored, similar to char-rnn models if we can generate new
audio purely by sampling from the trained models iteratively. To
synthesize new audio, since the model is probabilistic, we feed
just the input as random noise or start with a note/snippet of a piano sound, and do a probabilistic sampling of the next waveform
sample. This next sample is fed back into the model to generate a
sample again. We do not obtain meaningful sounding audio in this
unconditioned setup, which can be due to several factors. Primarily, we do have a smaller context window of 100ms as compared
to 240ms used in wavenet. It might also be a function of tuning
temperature factor T , which also plays a major role in generating
diverse sound rather than simple repetitions [1]. Interestingly, for
speech [4] unconditioned models also fail to produce meaningful
sounds. Most of the compelling results are conditioned on metadata, timing, phonemes, etc. to name a few. However, similar
to the theme in natural language processing as shown in [47], we
outperform dilated convolutional-based models with transformer
architectures for a next step prediction task for raw waveform generation as will be described in the next section. Some of the result-

2 The work is not necessarily predicated on the capacity of a specific
GPU and can be run on slower GPUs as well, with smaller batch sizes.
The only difference would be the time to train and iterate.
3 All of the code was written using an open-source framework Tensorflow and can easily be reproduced.
There are several examples of Transformer implementations that can be tried from
https://www.tensorflow.org/tutorials
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Table 1: Comparison of various proposed architecture as shown
in the table below for top-5 prediction accuracy. H: The number
of attention heads used in our model, E: the size of the embedding
at each layer of Transformer. d: dilation rate at every level for
wavenet architecture, N: Number of Layers, F: Number of filters
in each layer. The Transformers here refer to Transformer architecture with Causal Attention where prediction at each time step
depends on previously seen values.

concerning the quality of generated audio in unconditioned setup
without meta-data, it again is a function of how to sample the predictions, how we modify the temperature function. We evaluate it
against the wavenet model as it is state-of-the-art in raw waveform
synthesis.
Due to these reasons, we focus on the synthesis of waveform
alone and report raw accuracy numbers. Since for both wavenet,
the objective for training is how good the model is in the next step
prediction using cross-entropy loss, we believed that instead of
giving negative log-likelihood scores, we give the accuracy as to
how each of them does in the objective criteria they are trained on.
Table 1 compares the performance of all the systems tried. For the
vanilla wavenet system, we fix the hyper-parameters according to
the one implemented by Google in [1]. The vanilla wavenet architecture consists of 10 layers of causal convolutions with each layer
having 128 filters, and the receptive field was dilated by a factor
of 2 in each layer with the initial filter size being 2. The second
variant of this model stacked 3 such modules yielding a total of 30
layers. We see that with depth the model achieves a performance
of about 76% as opposed to 74% with the vanilla model. This is
because the stacked model learns even longer context as opposed
to the vanilla architecture. We did not tune on the filter sizes, the
number of filters, and these parameters were chosen from the paper
as described in [1].

Neural Model Architecture
Vanilla Wavenet: d = 2, N = 10, F = 128
Stacked Wavenet: d = 2, N = 30, F = 128

Accuracy
74%
76%

3-Layer Transformer: H = 4, E = 128
Conditioned 3-Layer Transformer: H = 4, E = 128
Large 6-Layer Transformer: H = 8, E = 128
Large 8-Layer Transformer: H = 8, E = 128

80%
82%
84%
85%

5. CONCLUSION
With the advent of the success of generative Transformer based
models in a variety of domains, this paper presents how they have
outperformed state-of-the-art architecture for raw audio synthesis.
We show how using conditioned generative models, we outperform a classical wavenet architecture for raw audio synthesis on
the next step prediction task. By combining classical latent representation with that of a Transformer architecture, we show we
can incorporate even longer contexts with current architectures.
This has the potential to improve the classical pipelines where a
wavenet-based generator was used e.g. audio synthesis, source
separation, denoising, audio transforms, vocoders to name a few.
It is flexible to incorporate conditioning on external attributes, as
in our case, the past context.

For the Transformer architecture, we first choose the parameters to have 4 attention heads, with the size of latent space being
128, and the size of the feed-forward architecture was chosen to be
256. For most of the Transformer implementation seen across literature [33] typically the number of attention heads are chosen to be
either 4 or 8 and we adhered to such a choice. We see that the network already outperforms even the large-scale 30-Layer wavenet
architecture by a significant margin of about 4%. One of the main
reasons we attribute the success of these models is because attention models learn which parts of the waveform are important. This
enables learning a much more complex topology than the causal
convolutional filters learned by wavenet architectures. Additionally, when we condition it on the past waveform, it outperforms the
same architecture without conditioning by 2 %. Even though this
is a small number, it is as significant of a jump as between a Vanilla
wavenet implementation and a Stacked 30-Layer wavenet model.
One of the hypotheses as to why this happens is the fact that we
are in some manner able to capture even longer contexts by conditioning the generation on past samples. For example, the latent
code can learn pitch patterns, chord distributions, which can guide
the output predictions better. In the future, speaker/instrumentspecific conditioning can be carried out to generate a diverse range
of audio signals. This flexibility of conditioning via convolutional
architectures can be modified in future for a variety of applications
e.g. Packet Loss Concealment [19, 52], instrument transfer [15, 6]
to name a few. Finally, to see how much we can improve the performance with large deeper Transformer architectures, we train an
8-Layer Transformer model, with 8 attention heads keeping the
size of embeddings and the architecture of feed-forward architecture the same. We see that the performance increases significantly
yielding 5% absolute improvement over the baseline Transformer
architecture. This is in line with what has been seen in the literature of improved performances with the size of the models[41].
The improvement over traditional wavenet architectures with comparable architecture by such significant margins is exciting for the
future of raw audio synthesis.

6. FUTURE WORK
Several future research directions can be explored with the current work. It will be interesting to compare the performance of
waveform-based generative models for applications such as TTS,
audio source separation, denoising, packet loss concealment. Another future direction would be to use variants of a standard transformer architecture to improve the performance further e.g. sparse
transformers, switch transformers. It would also be interesting to
see what the Transformer architecture learns in the attention maps,
and better interpret them. We kept getting improved performance
as we increased the model complexity, which makes the prospect
of further increasing the depth and size of the Transformer module for improved performance. As future work, we want to explore
synthesis by giving more context than 100ms, which will make the
unconditioned generation of audio possible as shown in wavenet
work. Further, we want to push the envelope of how far we can
get, both in terms of modeling longer-term dependencies of the
past samples over several seconds on a waveform level to pave
way for more exciting applications.
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ABSTRACT

worked with six reading heads arranged in a circle to rotate at different speeds and read portions of the tape, hence grains, at different pitches. The tape could change in speed too, and this allowed
to change the tempo independently, provided that the speed of the
reading heads relative to the movement of the tape remained constant.

This paper presents a technique addressing signal discontinuity and concatenation artefacts in real-time granular processing
with rectangular windowing. By combining zero-crossing synchronicity, first-order derivative analysis, and Lagrange polynomials, we can generate streams of uncorrelated and non-overlapping
sonic fragments with minimal low-order derivatives discontinuities. The resulting open-source algorithm, implemented in the
Faust language, provides a versatile real-time software for dynamical looping, wavetable oscillation, and granulation with reduced artefacts due to rectangular windowing and no artefacts
from overlap-add-to-one techniques commonly deployed in granular processing.

1.2. Online and offline approaches to granular processing
Composer Horacio Vaggione is one of the primary proponents of
a technique called micromontage, which he used in some of his
works such as Octuor (1982), Thema (1985), and Schall (1995).
The technique consists of extracting and rearranging sonic fragments from a sample, or in the generation of new fragments, that
are specifically combined according to their characteristics at the
microsound time scale to create complex higher-level sonic materials [7, 8].
In music and DSP, granular processing is a technique similar
to micromontage for the automated generation and transformation
of sounds through fragmentation and reorganisation. Signals are
decomposed into sonic grains, each having independent features
such as pitch, amplitude, and duration (typically below 0.05 seconds), and are then rearranged following different criteria to obtain
a new stream with original global characteristics [9, 10].
In more modern times, granular processing criteria have
evolved through different paths. One of the most relevant techniques today is concatenative sound synthesis (CSS), which is used
for speech and music processing. The general working mechanism
of CSS is based on large databases of signals that are divided into
units, where specialised selection algorithms find the best-fitting
fragments to be combined to achieve the desired target sound. Typically, the selection is performed on low-level and high-level descriptors extracted algorithmically or previously determined by the
user. A thorough review of CSS techniques can be found in [11].
A discussion on other techniques that are related to granular processing and concatenative techniques can be found in [12].
These techniques include granulation, described as a granular synthesis technique similar to CSS based on the reorganisation of a
recorded sound file [9, 10]. Alternatively, the technique called
brassage, which consists of scrambling sounds [13]. Furthermore,
the discussion in [12] focuses on adaptive concatenative sound
synthesis (ACSS), also referred to as data-driven concatenative
sound synthesis, which is often deployed for automated processes
of sound concatenation for the generation of complex streams [14].
The technique presented in this paper can be considered a form of
ACSS, albeit the information processing performed for the automatic selection is basic and low-level, that is, zero-crossing and
first-order derivative analysis to reduce discontinuities at the junction points.

1. INTRODUCTION
1.1. Historical background
In 1946 and 1947, Dennis Gabor published two crucial articles
that would lay the theories and foundations of granular processing
[1, 2]. Gabor developed a conceptual framework for the analysis
of audio signals linking quantum theory, Heisenberg’s uncertainty
principle, and Mach’s analysis of sensation to formulate a key relationship between time and frequency domain in the sonic realm
[3, 4, 5]. The formula from his publication from 1946,
∆t∆f ≈ 1 ,

(1)

represents the interpretation of Heisenberg’s uncertainty principle for acoustic signals. ∆t and ∆f are the uncertainties for
the temporal and frequency locations of an oscillation, linked by
multiplication and equality to a constant to express their inverse
relationship, that is, that reducing the uncertainty in one quantity
increases it in the other and vice versa.
Gabor describes the design for a mechanical machine capable
of frequency compression and expansion in his publication from
1946. Years later, in the 1960s, Springer developed an analogue
device, the Tempophon [6], based on the principles described by
Gabor, which implemented a set of rotating reading tape heads
for the modulation of, independently, tempo or pitch. A revolutionary aspect of the granular theories is that tempo and pitch are
no longer linked and can be altered individually. The Tempophon
Copyright: © 2021 Dario Sanfilippo et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.
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PSOLA method is particularly well-suited for speech signals as it
relies on the (quasi) periodicity of its input, which makes it less
versatile [22]. Deploying trapezoidal windowing with short overlap portions may appear as an easy solution to the problem, although only rather large overlap lengths would effectively reduce
the junction discontinuities. See 1, for example.
The authors’ interest, thus, is to investigate algorithms that can
operate with any signals for the generation of complex spectra by
sequential combination of sonic fragments while preserving the
characteristics of the individual grains. The results are deployed
in the authors’ music practice with self-modulating and adaptive
audio feedback networks [23] to explore the potentials of the algorithm in the creative practice. The design presented here is not
intended to replace well-established standard techniques for granular processing, although it offers an alternative mechanism through
which novel sonorities and musical structures can be achieved.
Concatenative granular processing corresponds to rectangularwindowing granulation through non-overlapping grains. With this
technique, the main issue concerns the signal discontinuities at the
junction points due to the connection of uncorrelated sonic fragments. The spectrum of the splice artefact consists of the superposition of the spectrums of the discontinuities at all derivative levels up to N , including the zeroth discontinuity which is the basic
continuity requirement. The N -th-order derivative discontinuity is
integrated N times in the signal, and therefore has a spectral rolloff of 6N dB per octave, which is also scaled by its magnitude.
Hence, eliminating the zeroth-order discontinuity and minimising
the first-order discontinuity has a significant attenuating effect on
the overall artefact produced, for the higher-order discontinuities
are heavily filtered.

Non-real-time techniques for granular processing are typically
based on fixed wavetables. In this case, sonic fragments can be
read at different speeds using some interpolation scheme and at
different positions depending on the array index pointer. For the
live application of the algorithm presented here, we use circular
buffers that can be updated with new data continuously [15]. Circular buffers are played back by indexing their content. If S is the
size of the buffer in samples, x[n] is an input, widx [n] is the unitincrement writing pointer cycling from 0 to S − 1, and ridx [n] is
the reading pointer to access the table, then we can describe their
behaviour as follows:
Cbuff [n] = x[n − mod(widx [n] − mod(ridx [n], S), S)] .

(2)

We define
mod(n, d) = fmod(fmod(n, d) + d, d)

,

(3)

and
fmod(n, d) = n − trunc(n/d)d

,

(4)

which is the floating-point reminder. Fractional reading indexes
are implemented via fifth-order Lagrange interpolation [16].
Specific configurations of digital granular processing can implement live pitch and time transpositions independently. The
mechanical implementation based on Gabor’s design produced a
smooth transition between successive reading heads. A single
buffer is adequate in the digital case to achieve streams without
gaps as the reading head can move throughout the tape in virtually no time. However, the digital implementation requires a design that avoids discontinuities as they are likely to occur when
transitioning between grains. The windowing of grains is a critical element of granular processing. Windowing means to ringmodulate two signals, so the window type and its spectral content
play a significant role in the outcome. Windowing also results in
a non-continuous stream as there are regions where the amplitude
decreases drastically. Generally, the problem is resolved using two
windowed reading heads that are out of phase by 180 degrees [17].
The overlapping grains then add up to a constant or quasi-constant
amplitude envelope depending on the used windowing function.
The regularity or non-regularity of how pitch, rate, duration,
and buffer position are selected for each grain defines important
characteristics in granular processing. Randomness and stochasticity are often used to render asynchronous granular processing.
The focus in the musical practice of the authors, in particular, is
on having parameters such as pitch, rate, and grain position determined by recursivity and structural coupling between the sonic
output and the parameters of the granulators themselves. Selfmodulation through a nonlinear iterated configuration is the basis
for chaotic behaviours [18] and the emergence of unpredictability,
which are key for a wide range of electronic music works [19].

2.1. Zeroth-order continuity
The first mechanism to guarantee zeroth-order continuity is zerocrossing synchronicity. The fundamental concept of zero-crossing
synchronous granular processing is that grains start and end at a
zero-crossing (ZC). For a fixed audio source on an array, we can
scan the table and store all the ZC positions in a second array of
as many elements as the ZC occurrences to be recalled later. Since
signals and ZC occurrences can be irregular, the duration of each
grain is variable and dependent on the signal itself. One essential
condition to generate a sequence of grains of duration D without
zeroth-order discontinuities is that each successive grain should be
triggered after the time D has passed, at the first ZC occurrence.
Hence, the output of the granulator must be inspected continuously
to detect a ZC, and the information must be sent back to the section that triggers each grain. It is the minimum requirement for a
stream without major amplitude discontinuities at the grains junction, although further actions must be taken to reduce artefacts.
Particularly, grains ending and starting at a ZC position result in a two-sample zero-order hold, as the amplitudes at ZC positions are likely to be close. When the first-order derivative at
the end and start of consecutive grains is the same, then the successive grain start can be positioned one sample ahead to improve
smoothness. However, when transitioning between grains with different first-order derivatives at the junction, the amplitudes at the
ZC can change significantly. Thus, the position correction mechanism shifts the starting position of the next grain by a number of
samples given by the ratio between the first-order derivatives at the
junction. This improves zero-order continuity and preserves firstorder polarity if combined with the mechanism discussed next.

2. CONCATENATIVE GRANULAR PROCESSING
Our investigation on concatenative granular processing (CGP) focuses on avoiding the artefacts that may be introduced by the windowing of grains through non-rectangular windows and overlapadd-to-one (OATO) methods found in standard granular processing. Some of these artefacts are discussed in [20] and [21]. The
pitch-synchronous technique (PSOLA) for granular synthesis is a
solution to some of the artefacts in the overlap-add method, which
allows to preserve the spectral characteristics of the input signal
when, independently, varying either pitch or time. However, the

DAFx.2

239

rd
Proceedings of the 24
International Conference on Digital Audio Effects (DAFx20in21),
Vienna,Austria,
Austria,September
September2020-21
8-10, 2021
23th
(DAFx2020), Vienna,

2.2. First-order continuity
As discussed earlier, continuity in the first-order derivative is also
essential to prevent artefacts caused by the concatenation of sonic
fragments. A basic criterion to reduce first-order discontinuity is
to select grains with matching first-order polarity at the junction.
This, combined with the position correction mechanism discussed
above, will guarantee that the first derivative sign is consistent
while transitioning to the next grain. To effectively reduce the
junction discontinuities, we deploy interpolation combined with
zeroth and first-order analysis. Several interpolation schemes are
available; we have chosen Lagrange polynomials for both efficiency and accuracy. Lagrange interpolation is based on an FIR
structure and is thus stable for any time-variant case, which is a
reason why it was preferred to Thiran interpolation. Furthermore,
low-order Lagrange schemes performed adequately to reduce firstorder discontinuities, while Sinc interpolation would have require
a larger set of points. A crossfade at the junction combined with
zeroth and first-order analysis was considered, although the design
would have presented two issues: a discontinuity in the first derivative introduced by the crossfade, which would have been larger for
smaller crossfade lengths, and a necessary lookahead delay equal
to the size of the crossfade. Hence, we opted for the interpolation
scheme.
Specifically, fifth-order Lagrange interpolation is used to reconstruct the starting segment of the next grain using three points
from each side. We can see comparisons between different Lagrange orders below. Essentially, fifth-order Lagrange appeared
to be a good compromise to demonstrate these results, but the interpolation order is a parameter that the user can change at will
depending on their specific needs. For a reconstruction of M samples and an order N , the coefficients of the Lagrange interpolator
for arbitrary spacing of the points can be written in closed form as
follows:
hδ (m) =

N
Y
k=0
k̸=m

δ − ξ(k)
,
ξ(m) − ξ(k)

m = 0, 1, 2, ..., N

.

(5)

containing ZC positions can be recalled using any reading index,
and it is guaranteed that the output will be a ZC position, which
can then be used to determine the starting position of a grain. In
particular, the buffer position of the grain will be the last ZC occurrence before the desired grain position or the specified position
itself if that corresponds to a ZC.
The condition for storing a position is that the input signal is at
a ZC, while the polarity of the first derivative determines the corresponding buffer. The indicator functions for these cases can be
implemented via logic operators checking if the product between
current and past samples is negative, for the ZC, and whether the
first difference, based on backwards Euler’s method, is positive or
negative.
2.4. Grains starting position processing
A new grain is triggered when two conditions are satisfied: at least
D samples of the current grain must have been read, and the output
of the granulator, Gy [n], must be at a ZC. To read a grain, the
determined starting position is sampled and held to offset a line
that reads the samples in the buffer. The algorithm implements
a trigger indicator that is used to trigger grains and synchronise
parameters variations, including the grain positions. The trigger
indicator consists of a unit-increment counter and a ZC indicator
inspecting the output of the system. If the counter is above a value
representing the grain size and the output is at a ZC, a new grain is
triggered and the counter is reset.
The grain positions are recalled from the buffer containing ZC
indexes with first derivative polarity corresponding to that of the
current output grain. Once a grain is triggered, a correction mechanism adjusts the selected ZC position according to the ratio between the first derivatives of current and next grains at the junction: Gydiff [n]/Gxdiff [n]. This preserves zeroth-order continuity
and first-order polarity. We can call Gp [n] the calculated starting position of each grain, and Gl [n] the line function to index the
buffer and read the samples.
Gr [n] = Gp [n] + Gl [n] is then the granulator’s reading head.
Based on (2), the non-interpolated version of the system is given
by:

For this application, N is assumed to be odd for symmetry and
we have that:
δ = 0, 1, 2, ..., M − 1 ,
(
m − (N + 1)/2,
if m < (N + 1)/2
ξ(m) =
m − (N + 1)/2 + M, otherwise

Gy [n] = x[n − mod(widx [n] − mod(Gr [n], S), S)] .

(8)

(6)
, (7)

where δ is a set of M interpolated positions, and ξ is a set of
N + 1 elements indicating the spacing of the side points on the
x-axis. Later, we will use (5) and (7) to define the output of the
granulator.

2.5. Junction interpolation
The Lagrange polynomials are deployed as a switching section between the interpolated and non-interpolated outputs. When 1T [n] =
1, the system outputs the interpolation for M samples, while it
moves back to Gy [n] afterwards. We can apply (5) and (7) and
define the interpolation section, Ly [n], as follows:

2.3. Storing and recalling zero-crossing indexes
The ZC positions of the input signal are sampled from the signal
widx [n] when specific conditions are satisfied, and they are stored
in two separate buffers to distinguish between positive and negative first-order polarity. The ZC positions, once recalled, must be
exact; hence, non-interpolated buffers can be used to reduce CPU
load. Since ZC positions are likely irregular, when a ZC is detected, the position will be sampled and held and written in the
buffer continuously until a new ZC occurs. This way, the buffers

Ly [n] =

hδ (m)Gy [n + ξ(m) − Lcount [n]]

(9)

m=0

(
0,
if 1T [n] = 1
Lcount [n] =
1 + Lcount [n − 1], otherwise

.

(10)

Finally, the switching section, GyL [n], results in an M-sample
reconstruction of the starting segment at the junction for a smooth
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Pitch factors can be determined recursively according to the
magnitude of the first-order ratio at the junction. At the beginning of the next grain, the first-order derivative is forced to match
the first-order derivative at the ending grain, resulting in an improved continuity and smoother transition while self-modulation
generates chaotic behaviours.
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Discontinuities detection techniques for concatenation speech
signals can be found in [26]. For the evaluation of the results in the
musical domain, we provide spectral analysis of the algorithm and
compare it with naive non-overlapping rectangular windowing
and OATO with Hanning, triangular, and trapezoidal windowing.
To quantify the suppression of the grain junction artefact achieved
by applying our smoothing method, we evaluate the technique
with a sinusoidal input. This allows the distortion introduced
by the algorithm to be clearly visible in the frequency domain.
Moreover, a set of audio examples are provided to compare
audio qualities between zeroth and first-order analysis with and
without fifth-order Lagrange interpolation. The audio files are
stereo, where the right channel corresponds to the algorithm with
derivative analysis and interpolation, and the left one corresponds
to the algorithm with analysis only, so that panning can easily
show the differences. Audio examples will be based on sinusoidal
inputs and complex musical signals, particularly from the piece
Lunacy by the band Swans. The examples can be found at the
following URL:
https://soundcloud.com/dario-sanfilippo/
sets/dafx21; they demonstrate the basic features of
the granulator, such as pitch and time transposition and reverse effects, as well as asynchronous behaviours based on
recursive mechanisms, click-free looping, and wavetable oscillation as zero-factor time stretching. A creative practice
example where the granulator is used extensively can be
found in one of the authors’ pieces, Constructing Realities
(2019-2020), that can be listened to at the following URL:
https://soundcloud.com/dario-sanfilippo/
constructing-realities-2019-2020.
In Figure 1, we can see the spectrum generated with 1000
grains per second without pitch transposition and positions randomly selected from the entire buffer, using a 999 Hz sinusoid as
an input signal. The spectra of the naive non-overlapping rectangular windowing and trapezoidal OATO with 32-sample overlap are compared. In Figure 2, we have the spectra of the OATO
technique with Hanning and triangular windowing. In all of these
cases, we can see that the input signal is heavily masked by broad
noise, showing that OATO mostly attenuates high-frequency components.
In Figure 3, we can see the spectrum generated with 1000
grains per second without pitch transposition and positions randomly selected from the entire buffer, using a 999 Hz sinusoid as
an input signal. The spectra of the non-interpolated analysis-only
design and the algorithm deploying fifth-order junction interpolation can be compared. The frequency of the sinusoid and the grain
rate are non-even ratio to maximise the artefacts and the consequent noise introduced by the process, as the algorithm must actively operate to achieve zeroth and first-order continuity. We can
see that the input signal is clearly visible and that the noise resulting from the concatenation is heavily filtered from about 5 kHz
onwards, showing an overall improvement in the resulting signal-

105

Figure 1: Reconstruction of a 999 Hz sinusoid input with uniformely distributed random positions with 192-sample grains at
192 kHz sample rate. Comparison between spectra of naive nonoverlapping rectangular windowing (top) and 32-sample overlap
with trapezoidal windowing (bottom).

transition between grains. The output of the system can then be
written as follows:
(
Ly [n], if Lcount [n] < M
GyL [n] =
Gy [n], otherwise

.

(11)

2.6. Pitch and time transpositions
Pitch and time transpositions can be implemented easily within
this design. Pitch factors can be varied by merely multiplying
Gl [n]. However, negative pitch factors require some changes. Particularly, since negative pitch factors play grains in reverse, the
positive and negative first-order polarity indicators should be inverted for negative pitch values. Furthermore, considering that
the grains selected for negative pitches crossed zero in the opposite direction, one sample should be substracted to correctly align
the junction, which is then corrected by the first-order ratio. Note
that in the case of negative pitches, the first-order ratio is negative,
moving the position towards the correct direction with regard to
the reverse playback.
Similarly, time transposition can be implemented by modulating the desired grain position through a line function. A line
function can be implemented as an integrated increment, where
the incremental value corresponds to the transposition factor.
Positions can also be determined recursively using the output
of the system. Amplitude values, which will correspond to ZC occurrences in the system’s output, can be magnified arbitrarily as
they will be wrapped around and fed back to determine the position of the next grain. The iterative and nonlinear characteristics of
the process are the basic requirements for the emergence of chaotic
and dynamical behaviours [24], which is often a sought-after quality in contemporary electronic music [25]. Furthermore, the signal
in the feedback path can be low-passed, and the cut-off of the filter
can be used as a parameter to smoothly transition between synchronous and asynchronous behaviours in the grain positions.
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Figure 2: Reconstruction of a 999 Hz sinusoid input with uniformely distributed random positions with 192-sample grains at
192 kHz sample rate. Comparison between spectra of the OATO
technique with Hanning windowing (top) and OATO with triangular windowing (bottom).
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Figure 3: Reconstruction of a 999 Hz sinusoid input with uniformely distributed random positions with 192-sample grains at
192 kHz sample rate. Comparison between spectra of the algorithm without interpolation (top) and 32-point interpolation with
fifth-order Lagrange polynomials (bottom).

4. CONCLUSION

to-noise ratio. The mean square error between input sinusoid and
granular output is 0.01100429. Finally, Figure 4 shows a comparison between linear interpolation and third-order Lagrange interpolation.

We have discussed a technique for generating granular streams
based on zeroth and first-order analysis combined with Lagrange
polynomials to reduce concatenation artefacts. This technique allows for sequences of non-overlapping sonic fragments without
significant signal discontinuities while avoiding some of the artefacts common in standard granular processing techniques due to
overlapping. Furthermore, this design allows for multi-modality as
the system, depending on the parameters settings, can operate as a
wavetable oscillator with complex waveforms, a click-free looper,
and a granulator having standard features such as pitch and time
transposition, reverse effects, as well as asynchronous behaviours.

A disadvantage of this design for granular processing is that
the actual length of each grain depends on the output of the granulator, as the current grain must be at a ZC before being able to
trigger the next one. Especially with pitch transpositions that decrease the signal frequency, the actual length of each grain may
differ substantially from the desired one. This is mostly negligible for high grain rates or for high-frequency input signals. On
the other hand, a less homogeneous grain size distributes the noise
artefacts over a broader spectral region, which is perceptually more
desirable.

Future developments for this algorithm will guarantee higherorder continuity by deploying more advanced grain selection adaptive algorithms for transitions among most compatible grains, i.e.,
grains with best-matching derivatives at the junction.

In Figure 5, we have samples generated with 1000 grains per
second with randomly selected pitch and position for each grain,
using a 999 Hz sinusoid as an input signal. It is possible to see
that, while transitioning between grains with different derivatives,
the correction mechanism is appropriately adjusting the starting
position of the successive grains to preserve zeroth-order continuity and first-order polarity. Furthermore, we can see that the interpolation mechanism at the junction generates a smooth transition
between grains, preserving first-order continuity.

The live nature of the system implies that discontinuities may
result from the buffer being updated with new data from the input
signal. While the software allows freezing the buffer preventing
new data from being written, the authors plan on implementing
guarding mechanisms to guarantee that the granulator’s reading
head does not overlap with the writing one, hence making sure
that grains will be reproduced in their entirety correctly.

Figure 6 shows the granulation of a complex signal with reversed playback and random positions for each grain at a rate of
1000 grains per second.

Lastly, adaptive algorithms will be developed to determine the
best-fitting interpolation length and maximise the effectiveness of
Lagrange polynomials based on the characteristics of each grain.

In Figure 7, we have an example of the granulator operating as
a wavetable oscillator where a short fragment from Swans’ Lunacy
is repeated. We can see a smooth transition between the fragments
as well as an exact repetition of the waveform.
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ABSTRACT

important [7]. In this process, music-making is becoming deeply
intertwined with detailed elaborations on timbre and extraordinary
discoveries in instrumental techniques and orchestration. In turn,
composers and music producers now face the challenge of finding
meaningful paths towards new, diverse, characteristic sonorities to
use in their work.
Likewise, many computer-based applications can aid musicians to manipulate sound qualities and timbres [8, 9]. Many of
these algorithms rely on modelling specific sound sources such as
rainfall [10], harmonic instruments [11], and percussive impacts
[12]. These algorithms are used in applications such as automatic
music mastering and mixing, automatic orchestration, and finding
specific configurations for software synthesizers, and can be evaluated according to the similarity between their outputs and particular, desired targets.
Computers can also be used to generate entirely new timbres.
In this type of application, the automatically-generated novelties
can bring forward new, interesting perspectives for musical exploration. In early electronic music, these explorations have relied
on low-frequency oscillators, statistical models, and chaotic series;
more recently, they have been aided by modern data-driven models
such as Convolutional Neural Networks [13, 14] and Adversarial
Auto-Encoders [8].
In all of these cases, automatic sound novelty creation is related to a trade-off between the need to generate unexpected sound
qualities and the need to control the results of the creation process.
In these applications, the interaction between musicians and machines lies in a spectrum that goes from having no control over
the creation process (the machine generates a new musical idea
upon request) to having full control (the musician simply plays an
entirely predictable instrument). The exploration of this trade-off
often leads to systems in which the musician has control over some
parameters related to their probabilistic behaviors, thus only controlling the emerging statistical properties of the final outcome,
like in the well-known granular synthesis technique [15]. The
search for more possibilities in this matter has inspired the use of
population-based metaheuristics for computer-assisted music creation.
Population-based metaheuristics are algorithms that work by
modeling local interactions between individual agents. Different
behaviors emerge from these interactions [16]. This idea was implemented, among others, in models for genetic evolution [17],

Contemporary musicians commonly face the challenge of finding
new, characteristic sounds that can make their compositions more
distinct. They often resort to computers and algorithms, which can
significantly aid in creative processes by generating unexpected
material in controlled probabilistic processes. In particular, algorithms that present emergent behaviors, like genetic algorithms
and cellular automata, have fostered a broad diversity of musical explorations. This article proposes an original technique for
the computer-assisted creation and manipulation of sound textures.
The technique uses Probabilistic Cellular Automata, which are yet
seldom explored in the music domain, to blend two audio tracks
into a third, different one. The proposed blending process works
by dividing the source tracks into frequency bands and then associating each of the automaton’s cell to a frequency band. Only one
source, chosen by the cell’s state, is active within each band. The
resulting track has a non-repeating textural pattern that follows the
changes in the Cellular Automata. This blending process allows
the musician to choose the original material and the blend granularity, significantly changing the resulting blends. We demonstrate
how to use the proposed blending process in sound design and its
application in experimental and popular music.
1. INTRODUCTION
Creating diversity in music composition has largely been aided by
algorithms throughout history. Algorithms have been used since
the musical dice games from the XVIII Century [1], and were
more formally explored using modern language concepts in work
by Xenakis [2] and John Cage [3]. Digital computers have allowed
implementing algorithms that run in real-time, which has lead to
several modern applications [4, 5, 6].
Although many of these applications work on symbolic music
representations [4, 5], it is undeniable that musicianship in the 20th
and 21st centuries has progressively made sound qualities more
∗ Thanks CNPq (Brazilian National Council for Research) for funding
this research.
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swarms of insects [18], ant colonies [19], and cell communication [20].
The models for cells are known as cellular automata (CA)
[20]. They consist of discrete-time models in which each cell is in
a single state at each time. The state of the cell in the following
discrete-time depends on its state and the state of the neighboring
cells [20].
CA are deterministic, and their behavior can be entirely modified by changing the cell state transition rules. Two interesting
possible emerging results can be chaos, which allows its use in
cryptography, or self-organization, which was the basis for the famous Game of Life. These emerging behaviors are hard to predict
from a simple analysis of the rulesets, and have been studied using
exhaustive simulation in different starting conditions [21].
CA is also a widespread process in the artistic field of Generative Art, which consists of art practices that use systems whose
autonomy generates emerging behavior and contributes to the resulting work [22]. A common process in Generative Arts is to devise systems and then search for their emerging behaviors, for example in the artwork “Rule 30”, by Myskja (2008), in which a machine punches holes on a sheet of paper using Cellular Automata
[23]. These behaviors have been first investigated in the context
of avant-garde art, but are currently being adopted by mainstream
production software as methods to generate variety. They have
been used in the music domain to map triggers to particular cells
[24, 25], to create note or beat sequences [26], and to control filterbanks [27, 28, 29] and other audio transformation tools.
A variation of the deterministic CA is the probabilistic CA
(PCA). In the PCA, cell state transitions are probabilities that depend on the cell’s and its neighbors’ states. PCAs can facilitate to
predict the spread of fires [30] and that of diseases [31], among
other applications. Up to the authors’ knowledge, PCAs have not
yet been used in the music domain. PCA as a probabilistic process
generates a level of indeterminacy desirable in the artistic and creative field and unlike their deterministic counterparts, they allow
results based on the control of different probabilistic parameters
therefore producing more complex behaviors. In this article, we
explore PCAs for audio transformation. We use the metaphor of
blending two source sounds the same way that two minerals mix
themselves to form marble, or metals form an alloy. The result is
a family of sounds called Alloy Sounds, which are new, but still
carry original material characteristics.
The proposed algorithm generates novel musical qualities
based on blending previously-recorded sound sources. It allows
the musician to define the original sound sources, the probabilistic
blending rules, and the PCA’s operation rate. The generated Alloy Sounds continuously change in time, but their transformation
patterns are controlled by the musician.
The sound blending process relies on a PCA whose cells are
organized in a ring neighborhood. The cells can assume states either 1 or 0. Each cell is related to a specific frequency band, and
the automaton evolves in real-time intervals. As further explained
in Section 2, the cell state information is used to select which of the
original sources is active at each frequency band and at each time
interval. This algorithm allows to create sounds that differ from
the original material, but, as we discuss in Section 3, can be purposefully designed to retain some specific characteristics from the
sources. Moreover, the retained characteristics can chance through
time, hence increasing the variability of the sound results.
Importantly, PCAs can be seen as an extension of deterministic
CAs, hence they provide a larger field for exploration. In special,

we note that there are some patterns that cannot be achieved with
CAs because of their deterministic nature. Among these patterns,
as discussed in Section 2.3, we highlight changes that appear sporadically and long-term behaviors that rely on probabilistic state
durations.
The idea of preserving different characteristics of two audio
sources has been previously explored in cross-synthesis [32]. This
technique consists of analyzing two audio samples to extract parameters and then synthesizing a new sample using a combination
of these parameters. Differently, Alloy Sounds preserve characteristics of the original material in the form of parts of their spectral
shapes [33], which appear along time following a probabilistic behavior.
Another similar idea is called timbre morphing [34, 35, 36,
37, 38, 39, 40], which aims at generating signals that sound like a
perceptual interpolation between the sources. This perceptual interpolation has been shown to correlate with the interpolation of
audio features, in special the spectral centroid, the spectral spread,
the spectral kurtosis, and the spectral skewness [36]. The Alloy
Sounds discussed in this article do not aim to provide perceptually
linear interpolations; instead, they aim to generate a continuously
and non-repeating transformation of the source material that preserves some nuances from the original sounds.
This article brings forward a novel method to generate new
sounds. The resulting Alloy Sounds allow recognizing the original material, but the transformations are also evident. Therefore,
the proposed method can be used to reach unexplored perspectives
within sound design and foster creative processes in contemporary
musicianship.
2. PROPOSED METHOD
The method proposed in this article aims at combining two different source signals into a resulting blend. For such, the source
sounds are divided into equal frequency bands. The combination
process uses the PCA to choose which of the sources sound in each
frequency band in the final blend.
The PCAs evolve in time, hence changing which of the source
sounds play in each frequency band at each time. This makes
the sources’ spectral contents blend in an ever-changing fashion,
following patterns that depend on the PCA’s transition probability
rules.
Importantly, PCAs can produce more complex behavior than
the well-known Markov Chains. This is because the transitions in
Markov Chains are only dependent of the automaton’s own state,
whereas, in the PCA, transition probabilities also depend on the
state of the neighboring cells. This allows each cell of a PCA to interact with the others, which cannot happen in traditional Markov
Chain models.
This section is further subdivided into two subsections. Subsection 2.1 describes the PCA algorithm used in this work. After
that, Subsection 2.2 shows how the PCA is used to perform the
blending process.
2.1. Probabilistic cellular automaton
The cellular automaton implemented in this work has K cells ck .
They are disposed in a ring neighborhood, that is, cell ck has the
left neighbor ck−1 and the right neighbor ck+1 . The first and the
last cells are also neighbor to each other, thus closing the “ring”
neighborhood.
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where the symbol ⊙ is the element-wise multiplication.
Last, the blend S3 is converted to the time domain using
overlap-and-add.
Figure 3 illustrates this process. It shows how the PCA grids
are used as a mask to alternate between each of the sources.
The spectrogram of the result retains characteristics from both the
sources and the PCA used to create it.
In the next section, we show how to use our blending process
in sound design applications.

The state sk,t of each cell is re-estimated at each discrete time
t. For such, it uses a probability distribution that depends on the
states of the cell and its neighbors, that is, P (sk,t+1 = 1) =
f (sk−1,t , sk,t , sk+1,t ). The probability distribution for the eight
state possibilities related to a cell and its neighbors is manually
configured.
This allows generating a grid S K,T , with the states of K cells
through T discrete time steps, using the procedure:
1. Generate K random cells for the first generation;
2. Update each cell in the next time step using its state probability P (sk,t = 1);

2.3. Devising PCA rules

3. Advance one time step;
4. If T generations have been created, stop;
5. Return to step 2.
This process allows creating different state grids even when
the next state probabilities remain the same. Figure 1 illustrates
this situation. Grids A and B were generated using the same PCA
configuration. Likewise, grids C and D were generated using another configuration. It is possible to see that the types of patterns
that appear in grids A and B are similar, whereas different patterns
appear in grids C and D. However, none of the grids is strictly
equal to each other. Hence we show that the PCA configuration
allows changing the types of patterns in the state grids but do not
imply generating entirely predictable behavior.
Next, we discuss how to use the grids S K,T to blend two audio
recordings.
2.2. Blending process
The blending process takes two audio tracks as inputs. They are
adjusted to the same length by zero-padding the shorter one. Then,
their Short-Time Fourier Transforms (STFT) are calculated using
a user-defined frame size, a 50% overlap ratio and zero-padding to
twice the frame’s length. This process results in two STFT representations:
S1 , S2 ∈ CN xM ,
(1)
where N is the STFT length and M is its total number of frames.
After that, the PCA grid SK,T calculated in Section 2.1 is
scaled to the dimensions of S1 and S2 . This generates a mask
AN,M , whose values an,m are defined by:
an,m = si,j

(2)

K
)⌋
N

(3)

where
i = ⌊(n
and

T
)⌋.
(4)
M
In Equations 3 and 4, the floor operation ⌊x⌋ means “the largest
integer lower than x”.
Then, the mask is low-pass filtered along the time axis (that
is, each row of A is filtered separately) to smooth the transitions
between the source sounds, as shown in Figure 2. The filter can
be configured by the musician: a higher cutoff frequency leads to
more abrupt transitions, whereas a lower cutoff frequency leads to
smoother transitions. Then, the blend is performed using the mask
A to weight each of the sources in each frequency band at each
time frame, generating the blend S3 by:
j = ⌊(m

S3 = S2 ⊙ A + S1 ⊙ (1 − A),

(5)

Probabilistic Cellular Automata present emergent behavior that is
entirely defined by eight probability values, each related to the possible states of the cell and its neighbors. An exhaustive search in
this parameter space is unfeasible, as it can span billions of possibilities.
One possibility to make rule sets is to start from deterministic cellular automata rule sets, which knowingly generate behaviors such as stability, oscillation, chaos, or self-organization [21].
By changing the deterministic rules to probabilistic ones, we can
generate PCAs that behave similarly to the corresponding CAs,
with the advantage of adding more variety to the transitions. Table 1 shows an example of this process starting from Rule 110
and adding uncertainty to all transitions, which results in behaviors such as the ones shown in Figure 4.
Also, some interesting behaviors can be obtained by carefully
adjusting the PCA’s rules. It is beyond the scope of this work to
provide a complete catalogue of behaviors. Instead, we provide
some examples and their underlying rationale, so that they can be
used as a starting point to further explorations in this matter. The
rules related to all patterns discussed here are shown in Table 2.
We start from simple case, namely “spots”. This pattern,
shown in Figure 5 (a), does not allow for any continuous black
spots, because the zero probability related to all previous states in
the form {0, 1}1{0, 1} forcibly return cells to the 0 (white) state.
Increasing the probability related to the {0, 1}1{0, 1} states,
we can make the spots last longer. This leads to another pattern,
namely “stripes”, which consists of independent horizontal stripes.
As shown in Figure 5 (b), adjacent stripes can only start simultaneously, that is, a new stripe cannot appear next to another existing
one.
The probabilities associated with states 001, 100, and 101
control the possibility of stripes becoming wider, as if they spread
to neighbor cells over time. This creates another pattern, shown in
Figure 5 (c), which we call “stains”.
As noted before, the possibilities shown in this section are not
exhaustive. Nevertheless, they can be an useful starting point to
create new patterns and pattern variations. In the next section we
discuss the musical application related to designing sound blends.
3. DESIGNING SOUND BLENDS
Sounds commonly relate to perceptual characteristics, such as their
pitch, timbre, and intensity. Sound mixing often causes conflicts
in these characteristics, which is partly due to spectral overlap.
Our technique aims to avoid this spectral overlap while also preserving spectral characteristics of both blended sounds. As a consequence, the sound design process uses musical characteristics
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Figure 1: Example grids of the cellular automaton states through discrete-time.
Grids A and B were generated using
f (sk−1,t , sk,t , sk+1,t ) = [0.5, 0.45, 0.8, 0.7, 0.45, 0.75, 0.2, 0.2], and the grids C and D were generated using f (sk−1,t , sk,t , sk+1,t ) =
[0.7, 0.9, 0.1, 0.2, 0.7, 0.9, 0.1, 0.2]. The PCAs have a ring neighborhood, that is, the upper and lower cells are neighbors.
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Figure 2: Mask resized to spectrogram dimensions (left) and low-pass filtered (right).
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Previous States (sk−1,t , sk,t , sk+1,t )
Rule 110 (deterministic)
Relaxed Rule 110

000
0
0.3

001
1
0.7

010
1
0.7

011
0
0.3

100
1
0.7

101
1
0.7

110
1
0.7

111
0
0.3

110
0
0.8
0.8

111
0
0.9
0.9

Table 1: PCA rules (P (sk,t+1 = 1)) related to the relaxed Rule 110.
Previous States (sk−1,t , sk,t , sk+1,t )
Spots
Stripes
Stains

000
0.1
0.1
0.1

001
0
0
0.1

010
0
0.5
0.5

011
0
0.9
0.9

100
0
0
0.1

101
0
0
0.5

Table 2: PCA rules (P (sk,t+1 = 1)) for each of the patterns discussed in this section.

from the original material, but also adds its own behavior, as we
will discuss in the next subsections1 .
3.1. Blending concrete sounds
The idea of combining concrete sounds has been greatly explored
in early electronic music (the 1920s and 1930s), for example, in
the musique concrète lead by composers like Pierre Schaeffer and
Pierre Henry. Here, we show how our technique helps achieving
semantically meaningful results to explore combinations between
two concrete sounds coherently and consistently. For such, we experimented with blending two distinct sounds, as shown in Figure
6.
The first sound was retrieved from the BBC Sound Effects Library [41]. As shown in Figure 6 (a), its spectrum indicates that
it is a harmonic sound with strong attacks, and it has harmonics
close to 1kHz and 2kHz. The second sound is a recording of an
audio amplifier’s inactivity noise. It consists of colored noise with
a more prominent range from 1.5kHz to 2kHz, as shown in Figure
6 (b).
We used the Relaxed Rule 110 probabilities shown in Table 1.
Henceforth, the blend map has structures similar to those shown
in Figure 4. The sound blend, shown in Figure 6 (c), preserves
characteristics of amplifier noise, but there are some occurrences
of bird sounds through the whole spectrum. This new sound can
be used to foster the idea of a soundscape.
3.2. Alloy Chords
Another idea is to blend pitched sounds with different timbres and
add diversity to its original timbre. The resulting blend is similar
to a chord with a characteristic timbre that changes along time, and
music producers can use it as a pad background sound.
To demonstrate this possibility, we used two samples. The
first one consists of a cello playing a C2 note (64Hz). As shown in
Figure 7 (a), its spectrum highlights its richness of partials, which
is typical of the cello’s sound in its low register. The second sound
consists of a flute playing a C4 note (262 Hz). Its spectrogram,
shown in Figure 7 (b), highlights its strong fundamental.
We used the Stains pattern probabilities shown in Table 2.
Hence, the blend map has structures similar to those shown in Figure 5 (c).
The result’s spectrogram is shown in Figure 7 (c). We notice that combining two sounds generates a more complex sound,
1 Audio examples using Alloy Sounds can be found in our repository:
https://github.com/tiagoft/alloy_sounds

whose timbre has a richness of partials. Also, we can see that the
harmonic balance changes through time. This behavior indicates a
constantly-evolving timbre that is hard to obtain using traditional
linear filtering and mixing techniques.
This example shows how to create Alloy Sounds with interesting timbres from simple note samples. The newly generated
sounds depend on the original samples and the musician-defined
probability transition rules. This interplay between the randomness and the musician’s definitions leads to many possibilities that
can be explored and creatively used.
3.3. Musical Usage
The use cases discussed in Section 3 regard changing blending parameters as to generate novel sounds. These sounds can be further
used in musical contexts. Next, we discuss two possible musical
applications.
The blending process that generates Alloy Sounds transforms
sound qualities, and this can be used to generate audio texture variety. As such, it can be used to create soundscapes with variations
of concrete sounds. Henceforth, Alloy Sounds can be used to build
specific musical discourses that refer to those of electroacoustics
and musique concrète.
Another musical application regards popular electronic music.
Nowadays, it is common to use low-volume sounds, called “pad”s,
to make a mix sound more full. Alloy Sounds can be used as pads
in electronic music, so that the sense of filling is preserved and the
result is non-repetitive.
3.4. Further uses in sound design
The possibilities discussed in this article are not exhaustive, and
other variations can be obtained by changing the algorithm’s parameters and the source materials.
The probability distribution for the next state can be changed
to help to generate different textures. These can be more granular, tend to draw diagonal lines, favor one state over the other,
and other possibilities that can be cleverly developed. Impressive
results can come from linearly interpolating two grids along time.
The number of cells is related to the number of bands in the
frequency domain. A very high number of bands can lead to harderto-perceive blends, whereas a meager number can harm the frequency blending characteristic.
The number of steps in the grid is related to the PCA’s execution rate. Hence, the number of time steps can be adjusted to favor
the desired texture blending.
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Figure 4: Grids generated using Rule 110 (a) and a PCA based on
similar rules (b), as shown in Table 1. The PCA exhibits patterns
that resemble its deterministic counterpart and increase variability.
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Figure 3: Blending process of two spectrograms with cellular automaton and output spectrogram. The original sources are two
drone-style sounds with different spectral contents, chosen as to
generate a clear visual contrast in the blend’s spectrogram. The
white cells and black cells represent the spectrograms A and B, respectively. On the blended spectrogram the segments of both input
are discernible.
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Figure 5: PCA grids created using each one of the patterns shown
in Table 2.
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such as marble. The proposed sound blends use PCAs to generate
a similar behavior in the audio domain. Because of its exploratory
purpose, the proposed method cannot be evaluated solely according to their results. Rather, it is presented as a creativity tool that
favors both novel results and a different perspective for the creative
process.
The proposed blending process uses a PCA to determine which
of the original sounds is more prominent in each frequency and
time interval. The estimated prominence evolves along time guided
by the PCA rules creating an ever-evolving pattern of transformations. The musician can control the source materials of this blend
and the PCA granularity in the time and frequency domains.
Alloy Sounds can be a starting point for a walk through a large
domain of synthetic spectra. It offers a whole family of unusual
sounds – limit sounds, paradoxical sounds, unstable sounds, complex sounds – that are hard to obtain using traditional techniques.
We show experiments related to merging concrete sounds and to
merging harmonically-related notes, and both of them allowed creating diverse and evolving sound qualities.
The proposed method enables us to test a myriad of semanticallymeaningful possibilities to explore the combination between sounds
and, as a consequence, to generate novel materials that allow composers to create a coherent and consistent musical discourse in
sound-based music. For this reason, the convergence between Alloy Sounds and the composer’s critical positioning about the generated results can be an important tool for creative explorations.
Also, we speculate whether logarithmic-scaled or overlapping bands
could be more effective in creating more natural-sounding results.
These questions will be left for future work.
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Figure 6: Spectrogram showing the blend of concrete sounds. The
resulting spectrogram has characteristics of each of the sources,
which evolve along time. The spectrograms were limited in band
to improve readability.

(a) Flute
Hz

4000
2000
0

0

5

10

15

(b) Cello

20

Hz

4000
2000
0

5. REFERENCES
0

5

(c) Flute-Cello Blend

10

15

20

0

5

10
Time (s)

15

20

[1] Gerhard Nierhaus, Algorithmic composition: paradigms of
automated music generation, Springer, Wien ; New York,
2009, OCLC: ocn233933272.

Hz

4000
2000
0

[2] Makis Solomos, “Cellular automata in xenakis’s music. theory and practice,” 2005.
[3] John Cage, Silence : lectures and writings, chapter Composition as Process I: Changes, pp. 18–34, Wesleyan University
Press, 1951.

Figure 7: Blending chords. The resulting sound preserver the harmonic characteristic, but its quality (timbre) changes through time.
The spectrograms were limited in band to improve readability.

[4] Jean-Pierre Briot and François Pachet, “Music Generation by
Deep Learning - Challenges and Directions,” Neural Computing and Applications, vol. 32, no. 4, pp. 981–993, Feb.
2020, arXiv: 1712.04371.

Finally, the cutoff frequency of the low-pass filter must be configured. Lower cutoff frequencies cause the grid to be too smooth
and can make the blending process imperceptible. On the other
extreme, a very high cutoff can generate undesired clicks or attacks in the result. All the parameters are strongly dependent on
the source material and the desired results. Henceforth, the Alloy
Sounds are a rich domain for exploring different blends and their
characteristics and can be an important tool for semantic-inspired
sound design and other forms of generative art.

[5] Omar Lopez-Rincon, Oleg Starostenko, and Gerardo AyalaSan Martín, “Algoritmic music composition based on artificial intelligence: A survey,” in 2018 International Conference on Electronics, Communications and Computers
(CONIELECOMP), Feb. 2018, pp. 187–193, ISSN: 24749044.
[6] IEEE MultiMedia, “Playing With Virtual Musicians: The
Continuator in Practice,” IEEE MultiMedia, vol. 9, no. 3, pp.
77–82, July 2002.

4. CONCLUSION

[7] Makis Solomos, De la musique au son. L’émergence du son
dans la musique des XXe-XXIe siècles, Presses Universitaires
de Rennes, 2013.

In this article, we discuss the use of Probabilistic Cellular Automata (PCAs) to create sound blends. The proposed blending
process generates a family of sounds that is called Alloy Sounds in
reference to the blends of materials that combine, creating textures

[8] Adrien Bitton, Philippe Esling, Antoine Caillon, and Martin
Fouilleul, “Assisted Sound Sample Generation with Musical

DAFx.7

251

rd
Proceedings of the 24
International Conference on Digital Audio Effects (DAFx20in21),
Vienna,Austria,
Austria,September
September2020-21
8-10, 2021
23th
(DAFx2020), Vienna,

Conditioning in Adversarial Auto-Encoders,” Digital Audio
Effects (DAFx) 2019, June 2019, arXiv: 1904.06215.

[26] Peter Beyls, “Cellular Automata Mapping Procedures,” in
Proceedings of the ICMC, 2004.

[9] Shiguang Liu and Dinesh Manocha, “Sound synthesis, propagation, and rendering: A survey,” 2020.

[27] Eduardo Reck Miranda, “Cellular Automata Music: An Interdisciplinary Project,” Interface, vol. 22, no. 1, pp. 3–21,
Jan. 1993.

[10] Shiguang Liu, Haonan Cheng, and Yiying Tong,
“Physically-based statistical simulation of rain sound,”
ACM Trans. Graph., vol. 38, no. 4, July 2019.

[28] Eduardo Miranda, “Cellular Automata Synthesis of Acoustic
Particles,” in Proceedings of the ICMC, 1995.

[11] Zhimin Ren, Hengchin Yeh, and Ming C. Lin, “Exampleguided physically based modal sound synthesis,” ACM
Trans. Graph., vol. 32, no. 1, Feb. 2013.

[29] Scott Mclaughlin and Pierre Alexandra Tremblay, “Spectralconway: Cellular Automata Off The Grid,” in Proceedings
of the ICMC, 2010.

[12] Changxi Zheng and Doug L. James, “Toward high-quality
modal contact sound,” ACM Transactions on Graphics (Proceedings of SIGGRAPH 2011), vol. 30, no. 4, Aug. 2011.

[30] J. Quartieri, Nikos Mastorakis, Gerardo Iannone, and Claudio Guarnaccia, “A cellular automata model for fire spreading prediction,” 07 2010.

[13] Jenelle Feather and Josh H. McDermott, “Auditory texture synthesis from task-optimized convolutional neural networks,” in 2018 Conference on Cognitive Computational
Neuroscience, Philadelphia, Pennsylvania, USA, 2018, Cognitive Computational Neuroscience.

[31] S. White, Ángel Rey, and Gerardo Sánchez, “Using cellular
automata to simulate epidemic diseases,” Applied Mathematical Sciences, vol. 3, pp. 959–968, 01 2009.

[14] Hugo Caracalla and Axel Roebel, “Sound texture synthesis
using convolutional neural networks,” Digital Audio Effects
(DAFx) 2019, May 2019, arXiv: 1905.03637.

[33] Denis Smalley, “Spectromorphology: explaining soundshapes,” Org. Sound, vol. 2, no. 2, pp. 107–126, Aug. 1997.

[32] Juan José Burred, “Cross-synthesis Based on spectrogram
Factorization,” in ICMC, 2013.

[34] Marcelo Freitas Caetano and Xavier Rodet, “AUTOMATIC
TIMBRAL MORPHING OF MUSICAL INSTRUMENT
SOUNDS BY HIGH-LEVEL DESCRIPTORS,” in International Computer Music Conference, United States, June
2010, pp. 11–21.

[15] Curtis Roads, “Introduction to Granular Synthesis,” Computer Music Journal, vol. 12, no. 2, pp. 11, 1988.
[16] Christian Blum and Andrea Roli, “Metaheuristics in combinatorial optimization: Overview and conceptual comparison,” ACM Computing Surveys, vol. 35, no. 3, pp. 268–308,
Sept. 2003.

[35] Marcelo F. Caetano and Xavier Rodet, “Evolutionary Spectral Envelope Morphing by Spectral Shape Descriptors,” in
Proceedings of DAFx, 2010.

[17] David E. Goldberg, Genetic algorithms in search, optimization, and machine learning, Addison-Wesley Pub. Co, Reading, Mass, 1989.

[36] M. Caetano and X. Rodet, “Musical instrument sound morphing guided by perceptually motivated features,” IEEE
Transactions on Audio, Speech, and Language Processing,
vol. 21, no. 8, pp. 1666–1675, 2013.

[18] J. Kennedy and R. Eberhart, “Particle swarm optimization,”
in Proceedings of ICNN’95 - International Conference on
Neural Networks, Nov. 1995, vol. 4, pp. 1942–1948 vol.4,
ISSN: null.

[37] Duncan Williams, Peter Randall-Page, and Eduardo Miranda, “Timbre morphing: near real-time hybrid synthesis in
a musical installation,” in Proceedings of the International
Conference on New Interfaces for Musical Expression. June
2014, pp. 435–438, Zenodo.

[19] Nicolas Monmarché and Frédéric Guinand, Eds., Artificial
ants: from collective intelligence to real-life optimization
and beyond, ISTE, London, 2010, OCLC: 699811270.

[38] Marcelo Caetano and Xavier Rodet, “Sound morphing by
feature interpolation,” in 2011 IEEE International Conference on Acoustics, Speech and Signal Processing (ICASSP),
Prague, Czech Republic, May 2011, pp. 161–164, IEEE.

[20] Stephen Wolfram, “Universality and complexity in cellular
automata,” Physica D: Nonlinear Phenomena, vol. 10, no.
1-2, pp. 1–35, 1984.
[21] Andrew Ilachinski, Cellular Automata: A Discrete Universe,
World Scientific, Singapore, 2001.

[39] Trevor Henderson and Justin Solomon, “Audio Transport: A
Generalized Portamento via Optimal Transport,” in Proceedings of DAFx, 2019, arXiv: 1906.06763.

[22] Philip Galanter, “What is generative art? complexity theory
as a context for art theory,” in In GA2003–6th Generative Art
Conference. Citeseer, 2003.

[40] G. Roma, O. Green, and P. A. Tremplay, “Audio Morphing Using Matrix Decomposition and Optimal Transport,” in
Proceedings of DAFx, 2020.

[23] Alan Dorin, Jonathan McCabe, Jon McCormack, Gordon
Monro, and Mitchell Whitelaw, “A framework for understanding generative art,” Digital Creativity, vol. 23, no. 3-4,
pp. 239–259, 2012.

[41] Sound Ideas, “The bbc sound effects library-original series,”
Retrieved March, vol. 1, pp. 2012, 2012.

[24] Kenneth McAlpine, Eduardo Miranda, and Stuart Hoggar,
“Making Music with Algorithms: A Case-Study System,”
Computer Music Journal, vol. 23, no. 2, pp. 19–30, June
1999, Conference Name: Computer Music Journal.
[25] Dale Millen, “Cellular Automata Music,” in Proceedings of
the ICMC, 1990.

DAFx.8

252

rd
Proceedings of the 24
International Conference on Digital Audio Effects (DAFx20in21),
Vienna,Austria,
Austria,September
September2020-21
8-10, 2021
23th
(DAFx2020), Vienna,

GRAPH-BASED AUDIO LOOPING AND GRANULATION
Gerard Roma , Pierre Alexandre Tremblay and Owen Green
CeReNeM
University of Huddersfield
Huddersfield, UK
n.surname@hud.ac.uk

ABSTRACT

In the next section we review existing work related to the proposed approach. In Section 3, we detail the analysis framework.
Section 4 describes the playback algorithms and their implementation. Some examples of using the proposed algorithms are presented in Section 5. We then conclude and outline future directions.

In this paper we describe similarity graphs computed from timefrequency analysis as a guide for audio playback, with the aim
of extending the content of fixed recordings in creative applications. We explain the creation of the graph from the distance between spectral frames, as well as several features computed from
the graph, such as methods for onset detection, beat detection, and
cluster analysis. Several playback algorithms can be devised based
on conditional pruning of the graph using these methods. We describe examples for looping, granulation, and automatic montage.

2. RELATED WORK
The idea of concatenating time-frequency frames based on similarity has been extensively used under the framework of corpus-based
concatenative synthesis (CBCS) [4]. In CBCS the framework usually considers the audio material as an (ideally large) database of
units with a focus on specifying the resulting sound. Here our focus is in the opposite direction: we aim to obtain different ways of
extending short snippets interactively, with an interest in existing
gestures and textures, using common paradigms such as looping
and granulation. Several works have studied these tasks in a similar ways, based on time-frequency analysis and similarity graphs.
The idea of automating the creation of music loops from audio
was proposed in [5], where an algorithm that found repetitive sections was presented. This problem is similar to other MIR tasks,
such as finding the chorus in a pop song. In practice, however,
loops are often devised to create new rhythmic structures even if
the original audio does not contain a repetition. A user interface
for automatic and semi-automatic loop editing was proposed more
recently, using a very basic analysis algorithm [6]. We propose a
more detailed algorithm that can be used interactively, addressing
both the issue of seamless concatenation points and the possibility
of leveraging existing repetitive content.
The proposed algorithms for granulation and montage are related to existing work on texture synthesis, particularly algorithms
based on CBCS. Several algorithms were evaluated in [7]. Among
these, the Montage Synthesis (MS) algorithm, is perhaps the closest to our approach, although its focus is concatenating larger segments for realistic texture synthesis and audio inpainting [8]. Another algorithm for inpainting was presented in [9], based on pruning the similarity graph. Our algorithms are similarly based on
graph pruning but, instead of inpainting missing audio fragments
with realistic reproductions, our focus is on interactive control of
real-time playback. With respect to prior work, a particularly novel
aspect of our approach is the use of spectral clustering of the graph
to identify regions of similar sounds. This allows random navigation of the similarity graph to provide some variation, while retaining some stability in the qualities of the resulting texture.
Our approach is also similar in spirit to the algorithm in [10],
in that it allows extending the stationary part of sounds, although
here we use a time-frequency concatenative approach instead of
convolution with noise.

1. INTRODUCTION
Short sound recordings, around the length of words and sentences,
are used in the creative stages of many forms of audio and music
production. Extending the these snippets in time has many applications, such as creating different musical gestures, or simulation
of realistic sound textures and sound effects in cinema or video
games. The general idea of extending sounds in time is almost as
old as recording technology and can be traced back to tape loops
and early approaches to granulation [1].
In the general case, the possibilities are not limited to a fixed
objective such as the synthesis of a known sound, but very often
emerge from the qualities of the sample at hand. Thus, automatic
audio analysis can be used to leverage the inner structure, textures
or objects in a given recording in an interactive setting. In popular platforms such as digital audio workstations and audio editing
suites, it has become common to conflate the reading of a sound
file with a time-frequency analysis that enables playback capabilities such as time scale modification.
One particular possibility of time-frequency analysis is computing similarity between frames. This has been extensively exploited by concatenative synthesis, either guided by some target
sequence [2] or interactive exploration of a corpus of grains or
short sounds [3]. On the other hand, content-based structural analysis has been used most often in the context of music information retrieval (MIR). In this paper, we explore using content-based
structural analysis of audio for facilitating different playback algorithms that can be used to extend the content of a recorded sound
in time. In particular, we propose using networks of similarity
between different points in the spectrogram. We describe three algorithms: one for automatic looping, one for granular synthesis
and one for automatic montage, and provide implementations for
the Max and SuperCollider environments.
Copyright: © 2021 Gerard Roma et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.
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3.2. Self-similarity matrix

3. ANALYSIS

In order to compute the similarity between two frames, Mi and
Mj , in the Mel spectrogram, we use the Jensen-Shannon (JS) distance:

The proposed framework is based on time-frequency analysis using the short-time Fourier transform (STFT). We assume a preliminary analysis step resulting in a static data structure, which is
used during real-time playback. From the STFT frames we extract a lower dimensional perceptual representation that is used to
construct a self-similarity matrix (SSM). From this matrix we can
extract some basic functions, such as an onset detection function
and the beat spectrum. The SSM is then thresholded into a recurrence plot, which is interpreted as the adjacency matrix of the
similarity graph.

1
1
1
DJS (Mi , Mj ) = ( DKL (M̂i ||M̂k ) + DKL (M̂j ||M̂k )) 2 ,
2
2
(3)
where
1
M̂k = (M̂i + M̂j ),
(4)
2

Mx
,
M̂x = P
Mx

3.1. Feature extraction

and DKL is the Kullback-Leibler (KL) divergence:

The STFT of the signal is given by
X(m, k) =

N
−1
X

x(n + mH)w(n)e−j

2πkn
N

DKL (P ||Q) =

Mf b (k, f )|X(m, k)|,

P (x)log(P (x)/Q(x))

(6)

The KL divergence is frequently used for audio features. In particular, it was found to perform well in early concatenative synthesis
experiments [11]. The JS distance provides a symmetric version
with all the properties of a metric, and is conveniently bounded between 0 and 1 [12]. In initial experiments, we found this distance
resulted in similar visual patterns as the cosine distance used in
[13]. Like the cosine distance, it is normalised with respect to the
magnitude of each frame (here in order to represent a probability
distribution). At the same time, following subjective assessment,
we found it would give better perceptual results when used with a
threshold to allow concatenation of frames from different locations
with low distance.
The similarity between two spectral frames is then computed
as:
SSM (i, j) = 1 − DJS (Mi , Mj ).
(7)

where n is the sample index, m is the spectral frame index, H is
the hop size, k is the frequency bin index, and w is a window function, such as the Hann window. In order to compute the similarity
between spectral frames we need a low-dimensional representation that relates to human perception. While many descriptors have
been used in the concatenative synthesis literature to encode different perceptual features we are interested in a general representation
that can be used to assess the similarity between audio spectra regardless of their content. We use the Mel filterbank, which is one
of the most widely used representations for audio:
F
−1
X

X

(1)

n=0

M (m, f ) =

(5)

(2)

f =0

Eq. 7 defines a self-similarity matrix that shows some patterns in
the sound [13]. An example is shown in Figure 2.

where Mf b is a matrix of F triangular filters scaled along the Mel
frequency scale. The number of filters can be tuned to the required
resolution (along with the size of the FFT window) in the analysis
stage, depending on the sound. Figure 1 shows the Mel spectrogram of a drum loop which is used throughout this section.
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Figure 2: Self-similarity matrix.

Figure 1: Mel spectrogram of a drum loop.
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3.3. Useful measures from the SSM

1.0

The main diagonal of the SSM is simply the similarity of each
frame to itself. The superdiagonal represents the similarity of each
frame to the next. Thus, it can be used to obtain an onset detection
function ODF (i) = 1 − SSM (i, i + 1). The advantage of using
the same distance measure throughout is that is that it is consistent with the rest of the framework and the threshold used for the
similarity, which we use as concatenation cost. As such, onsets
will normally signal a disruption in the connections corresponding
to successive frames. However, since the distance is normalised,
it can be noisy at low amplitude values. This is common in other
onset detection functions [14]. We post-process the ODF by removing a median-filtered version and clipping it below zero. We
also remove peaks that are closer than 100ms to a previous peak.
Figure 3 shows an example of the post-processed ODF.
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Figure 4: Beat spectrum.

0.40
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plot can also be seen as the adjacency matrix of a similarity graph,
which we also use to define potential transitions for playback. A
circular graph layout such as in Figure 6 provides a more intuitive representation of the graph as a transition network (here a
high threshold was used to generate fewer links for illustration
purposes). Nodes in the graph represent spectral frames. The circular layout corresponds to the original order (thus, here, implying
a general loop). The rest of the links can be thought as ‘wormholes’, or shortcuts, which provide potential alternative playback
paths. The graph could also be defined through a nearest neighbours algorithm. However, here the parameter ϵ can be seen as a
constant bound for the transition cost and is also a useful tradeoff:
a higher value will create a sparser RP with fewer transitions. A
low threshold will allow more transitions but with higher potential
for perceived discontinuity.
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Figure 3: Onset detection function from the SSM diagonal.
Another useful measure that can be obtained from the SSM is
the beat spectrum, defined as the sum of diagonals [13] (Figure 4):
BS(l) =

I−l−1
X
1
SSM (i, i + l),
I − l i=0

0

(8)
200

where I is the total number of frames. The sample at BS(l) is the
average similarity between frames separated by lag l. Thus, peaks
represent periodicities in the original audio, which can be used to
automatically find loop points that capture existing rhythms. In
practice, the prominence of peaks depends on whether the audio is
repetitive or not. For rhythmic audio, the peaks are very clear and
are often found at durations that are multiples of the same basic
beat. For short recordings we pick the earliest of the k highest
peaks of the first half of the beat spectrum (typically with a value
of k = 3), in order to obtain a small quantisation beat.

400

600

3.4. Recurrence plot
800

Finally, the SSM is thresholded to obtain the recurrence plot (RP)
(Figure 5):


1, if SSM (i, j) ≥ ϵ
RP (i, j) =
,
(9)
0,
otherwise

0

200

400

600

Figure 5: Recurrence plot.

where ϵ is a threshold parameter. The dots in RP define combinations of spectral frames with high similarity. The recurrence
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back. The general principle is to move a playback head over spectral frames, selected by traversing the graph, which are then synthesised via the inverse STFT. Depending on the sound and the
chosen threshold, there may still be many links. Several algorithms are possible based on different ways of pruning the graph.
We provide three examples focusing on looping, granulation and
automatic montage. It is worth noting that pruning can be simˆ . Given
ply implemented by removing rows and columns in RP
its simplicity, this process could eventually be presented as a user
interface.
The three algorithms are implemented as externals for the Max
and SuperCollider languages, using the Fluid Corpus Manipulation Toolbox[17, 18]. The implementation can be obtained from
github.1
All three algorithms include an initial analysis step in which
the Mel spectrogram and similarity graph are computed. The graph
is then pruned using different strategies for each object. After the
analysis, the playback guided by the graph can be controlled in
real time. We now describe each of the algorithms in more detail.
4.1. Looping
Looping is used in many musical genres, often based on repetition
and rhythm. The choice of a looping region may be influenced by
existing periodicities in the audio, although it is also possible that
there are none, or that new rhythms are created by the loop itself.
The choice of the looping region can thus be seen as a dialogue
between the user and the audio content. We propose to represent
this dialogue as a search process: the user makes an initial query
of loop start and end points, and the system proposes an alternative
set of start and en points based on the audio content.

Figure 6: Circular view of the graph as a transition network.

3.5. Spectral clustering
The graph obtained in the previous section can also be used to
cluster the frames via spectral clustering [15]. In order to preserve
the information about similarities, we use a weighted version of
the adjacency matrix RP :
ˆ (i, j) = RP (i, j) ⊙ SSM (i, j),
RP

4.1.1. Analysis
ˆ is computed using a threshold paramIn the analysis, phase, RP
eter.2 A quantised mode is provided as an option that will use the
earliest detected peak in the beat spectrum to remove links that are
not multiples of the detected beat. Since this may end up with a
very small number of links, all multiples of the beat that start in a
ˆ in the quantised mode.
frame labelled as an onset are added to RP
Onsets are detected as peaks in the ODF defined in Section 3.3.
We then fit a KD-Tree index [19] to the 2D points in the upper
ˆ (Figure 5).
triangle of the symmetric matrix RP

(10)

where ⊙ is the element-wise product.
ˆ are the similarities of each frame with the
The weights in RP
others above the given threshold. The degree of frame i is the sum
of the weights,
L−1
X
ˆ (i, j),
di =
RP
(11)
j=0

The symmetric normalized laplacian is then
1

1

Lsym = D− 2 LD− 2 ,

4.1.2. Playback
(12)
During playback the play head generally follows the original order
of frames, and jumps at the loop positions. The user can specify a
query point in real time. Every query point (ls0 , le0 ) is represented
in the same 2D space as the indexed transitions, so the system
returns the nearest neighbour (ls1 , le1 ). This can be useful for
simplifying the selection of loop points for beginners, or for more
sophisticated loop-based playback by modulating the query point.

where D is the diagonal matrix formed with the degrees of the
frames d0 ...dI−1 along the diagonal. We compute the first l eigenvectors and eigenvalues of Lsym (where l is the maximum number
of clusters). The number of clusters c can be specified manually as
a parameter, or automatically estimated by the eigengap method
[15], by looking at the largest gap between consecutive eigenvalues up to l. The clusters are then obtained by running the k-means
algorithm for the first c eigenvectors (here used as features for each
of the spectral frames and row-normalised) [16].

4.2. Granulation
Granular synthesis is often used to create textures and tones, often
using some random variation of parameters. Here, we are con-

4. GRAPH-BASED AUDIO PLAYBACK

1 https://github.com/flucoma/graph_loop_grain

As described in the previous sections, in this paper we propose
using the similarity graph as a general mechanism for audio play-

2 Note that in all the implemented objects, the threshold parameter is
defined over distance instead of similarity
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sound objects in the recording, so the playback head is allowed to
cross onsets and cluster boundaries.

strained to the STFT framework with respect to some of the grain
parameters, but some variation is obtained by random navigation
of the graph.

4.3.2. Playback
4.2.1. Analysis

In real time, the playback head follows the original sequence of
frames for a given duration, specified by a minimum duration parameter. After this it jumps randomly to a similar point in the
graph. The threshold parameter controls the number of candidate
points. As with the granulation algorithm, a ‘forgetfulness’ parameter controls the predictability of the walk by blacklisting visited
transitions for a given duration, but here the effect is not so immediately noticeable. A minimum distance parameter is used to
remove transitions to nearby frames, which may create freezing
artefacts.

For the granulation algorithm, the analysis phase includes spectral clustering of the graph as described in Section 3.5. The graph
is then pruned to remove links between different clusters. The
number of clusters thus controls the definition of the sound: if the
number of clusters is small, the resulting texture will have higher
variation. The number of clusters can be specified as a parameter, or an automatic value can be used via the eigengap method.
In practice this method can end up returning too few clusters if the
graph is fully connected, so we use the double of the value returned
by the eigengap method as the choice for the automatic mode. In
our implementation the maximum number of clusters is empirically set to 50, and clusters smaller than 10 frames are merged into
the cluster with the nearest centroid.
In addition to clustering, we remove all links to onset frames
(again using the ODF derived from the SSM) to promote continuity and avoid stuttering effects commonly found in granulation.
Since the analysis is based on overlapping windows, and also because audio around onsets is often loud and spans a broad frequency range, we remove the links to the 2 frames before and after
a frame labelled as an onset.

5. EXAMPLES
The different algorithms based on the similarity graph offer a variety of ways to extend sound recordings in time. We now describe
some examples created using the implemented objects. The audio
files for these and further examples, can be found in the companion
website for this paper3 .
In the case of looping, we noted that by implementing the operation in the STFT domain using overlap-add synthesis, and on
the basis of similarity between the overlapped frames, there are
generally no issues with wave discontinuity for musical audio. In
addition, by finding areas with similar spectrum at different points
in time, the algorithm tends to find natural-sounding phrases. An
example is shown in Figure 7. Here, a rough guess was made for
a loop at 10% and 20% of the duration of an excerpt of a syncopated drums performance, marked in yellow. This object generates
the candidate loop points in the analysis phase and then it can be
queried at any time during playback. In this case, the object replied
with the points marked in green: a similarity is found in the onsets
of two bass drum sounds, which determines a short bass drum and
snare phrase. It is worth noting that this was found without using
the quantisation option described in Sec. 4.1.1.

4.2.2. Playback
The main parameters for controlling the granulation are the starting point, which determines the selected cluster, and the threshold.
ˆ is computed dynamiBoth are selected in real-time and thus RP
cally from the SSM. The navigation is generally driven by a sorted
list of nearest neighbours with respect to the current frame and
threshold. This is controlled by two parameters: ‘randomness’ and
‘forgetfulness’. Randomness (0 to 1) defines the number of nearest
neighbours as a fraction of the allowed transitions from the current
frame. A value of 0 will always select the nearest neighbour. This
will create a totally deterministic behaviour, which in general ends
in a cycle of frames in the network. Choosing the nearest neighbour is always the smoothest transition. Thus, higher values of
randomness will increase variation at the cost of more artefacts
in the transitions. Forgetfulness specifies a duration during which
already visited transitions are removed from the available transitions. In general, this parameter will encourage exploration of
the cluster. When randomness is 0, forgetfulness determines the
length of the deterministic loop. In order to reduce the artefacts
from the concatenation of random frames, we added the option
of synthesising the phase from the magnitude, using the real-time
phase gradient heap integration (RTPGHI) algorithm [20].
4.3. Automatic montage
We describe a final algorithm based on a user-specified minimum
duration parameter, similar to the MS algorithm in [8].

Figure 7: Looping example.
4.3.1. Analysis
With respect to the granulation object, we noted it shares the
characteristic sound and artefacts of audio granulation techniques.

For this algorithm no pruning is used in the analysis phase, which
provides more freedom for experimenting with the content of the
sound. The algorithm focuses on preserving the shapes of existing

3 https://www.flucoma.org/DAFX-2021/
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These were considerably reduced by using high overlap factors
(e.g. 4 or higher), and, when using tonal source material, using
the RTPGHI phase synthesis. For noisy sources, using phase synthesis will still tend to produce periodicities, so for realistic results it is better to turn it off. With respect to existing granulation
techniques, this algorithm offers several particularities. One is the
possibility of creating deterministic loops, which can be used to
design new sounds. Another one is the ability to ‘wander’ by using the similarity network. This allows obtaining slowly varying
textures. Finally, unlike traditional granulators, this algorithm can
create stable textures while making use of different parts of the
sound. The stability of the sound is controlled by the number of
clusters in the analysis stage. A small number will produce clusters with different pitches and timbres, and wandering behaviour,
while a large number will produce small clusters and stable textures and tones. An example is shown in Figure 8. A recording
of a music box melody was used as source material with a large
(around 100ms) grain duration. The clustering matched parts of
the sound with similar spectra (the selected cluster is highlighted
in white), and the algorithm produced a stable tone by concatenating similar frames through the random walk and synthesizing the
phase (Figure 9).

Trying the montage object, we found it could be useful both
for articulating gestures found in recordings for music and sound
design, and for synthesizing more realistic textures, particularly
resulting from aggregation of random events. Figures 10 and 11
show an example where a short recording of an applause is extended in time, again using 100ms windows.
In all objects, low values (around 0.2) of the threshold (defined over distance) provided a good compromise for a sufficient
number of seamless transitions. This also depends on the choice
of the number of Mel bands. A high threshold value will result in
more noticeable transition artefacts, while a low value can result in
freezing effects created by a repetition of short sequences. In the
montage algorithm, this can prevented by the minimum distance
parameter, while in the granulation algorithm, low values can still
be used to produce artificial sounds.

Figure 10: Applause recording fragment

Figure 8: Granulation source material (recording of music box)

Figure 11: Texture generated using the montage object with applause

6. CONCLUSIONS AND FUTURE WORK
Alternative playback mechanisms for short audio excerpts are generally useful for music and sound design. In this paper, we have

Figure 9: Granulation example

DAFx.6

258

rd
Proceedings of the 24
International Conference on Digital Audio Effects (DAFx20in21),
Vienna,Austria,
Austria,September
September2020-21
8-10, 2021
23th
(DAFx2020), Vienna,

and evaluation,” in 19th International Conference on Digital Audio Effects (DAFx-16). Brno University of Technology,
Faculty of Electrical Engineering and Communication, 2016,
pp. 217–224.

explored audio similarity graphs as a guide for devising different
algorithms for synthesis and playback in the time-frequency domain. This is an intuitive model that can be used to produce novel
interfaces for a variety of tasks. We have shown algorithms for
automatic granulation, looping and montage. For the first case,
synthesising the phase from the real-time concatenated sequence
of magnitude frames has proven useful for creating continuous
pitched sounds based on existing material. Noisy textures can also
be synthesised with both the granulation and the montage algorithm. When using longer sequences of the original sound (in the
looping and montage algorithms), the graph helps creating seamless transitions, while leveraging existing patterns and gestures in
the source audio.
One limitation of the proposed framework is the cost of the JS
distance. In this paper, our focus is on extending short snippets,
but for longer recordings computing the full SSM using the JS
distance is unfeasible. This could be improved by computing an
initial guess of the graph with a fast nearest neighbours algorithm
as in [9]. In general, the effect of the distance measure, along
with other aspects such as the number of clusters in the granulation
algorithm, could benefit from formal evaluation through listening
tests.
Many other algorithms could be devised on the basis of different strategies for pruning the similarity graph, as well as biasing
random or deterministic navigation. In future work, we plan to investigate more open user interfaces that allow musicians and sound
designers to develop their own playback sequences and algorithms
in musical creative coding environments.

[8] Seán O’Leary and Axel Röbel, “A montage approach to
sound texture synthesis,” IEEE/ACM Transactions on Audio, Speech, and Language Processing, vol. 24, no. 6, pp.
1094–1105, 2016.
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ABSTRACT

filters [2, 3] and general pole-zero filters [6] have been derived theoretically. This paper gives explicit demonstrations of these filters
by realizing a classical IIR resonance filter and the Karplus-Strong
plucked string algorithm in this formalism. These have been chosen as they are closely related to widely used types of synthesis
methods based on filters. Resonant filters are elementary building
blocks in modal synthesis [7, 8, 9]. The Karplus-Strong plucked
string algorithm is constructed from a comb-filter with a low-order
loop filter [10]. It is a simple prototype of a linear time-invariant
filter-based physical model that can be enriched to arrive at physical models based on digital waveguides [11]. The second class of
synthesis methods realized over topologies are oscillatory synthesis methods. It has recently been shown that numerous oscillatory
synthesis methods can be subsumed under the general formulations of maps from the circle to itself [12]. We specifically use
frequency modulation [13] as a particularly popular, yet rich oscillatory prototype of this class of synthesis methods.
The relationship of topological space to audio samples, the
ultimate outcome of sound synthesis methods, is a rich playing
field that involves choices of topological spaces, metric information, and geometric manipulations such as projections. A number
of concrete constructions illustrate these concepts in the topologized sound synthesis computation.
The goal of the paper is to have concrete, simple, yet sufficiently rich examples to serve as a template for similar constructions for other existing sound synthesis methods, or how novel
methods might be constructed using this approach. Hence, these
examples seek to illustrate the general strategy of "topologizing"
synthesis algorithms using simplicial topologies and sheaves.

In recent years, a range of topological methods have emerged for
processing digital signals. In this paper we show how the construction of topological filters via sheaves can be used to topologize
existing sound synthesis methods. I illustrate this process on two
classes of synthesis approaches: (1) based on linear-time invariant digital filters and (2) based on oscillators defined on a circle.
We use the computationally-friendly approach to modeling topologies via a simplicial complex, and we attach our classical synthesis
methods to them via sheaves. In particular, we explore examples
of simplicial topologies that mimic sampled lines and loops. Over
these spaces we realize concrete examples of simple discrete harmonic oscillators (resonant filters), and simple comb filter based
algorithms (such as Karplus-Strong) as well as frequency modulation.
1. INTRODUCTION
Topology is the mathematical description of connectivity. It disregards information such as distances or angles. Thus, topological
constructions make weaker assumptions than geometry and provide broader applicability. In recent years, topological ideas have
increasingly found their way into applications.
In this paper, we explore how topological spaces can be made
an explicit part of the construction of sound synthesis methods
based on two building blocks: (1) Simplicial topological spaces
and (2) sheaves. Simplicial topological spaces have the advantage of being suitable for computer implementation. While the
full theory of sheaves can be daunting [1], sheaves over simplicial topologicies, with some further requirements, become much
more straightforward to understand and use. Using these two constructions, we employ so-called topological filters as proposed by
Robinson [2, 3]. Topological filters are very general in principle,
and largely prescribe a decomposition of input, state, and output
and their related computation over a topological space, which in
our case relates to temporal dynamics. This means that one can
envision that most, perhaps all, existing sound synthesis methods
can be realized in this framework.
In order to illustrate how existing synthesis methods can be related to a topological space, or topologized, we give explicit constructions of two classes of sound synthesis methods in this paper.
The first class consists of methods based on linear time-invariant
digital filters [4, 5]. The realization of both feedforward (all-zero)

1.1. Related Work
While the development of topology is predominantly in the realm
of pure mathematics, topological ideas have increasingly been
found useful in applied domains over the last two decades through
the emergence of the field of computational topology [14], applied
topology [15], and, most recently, the direct application of topological constructions and ideas to data analysis [16] and signal
processing [3, 17, 18].
Of particular relevance is recent work generalizing linear-time
invariant FIR filters [2, 3] as well as IIR filters [6] to topological
filters over sheaves. The basic intuition of a sheaf is the ability to
connect data locally to a topological space, while retaining consistency of data during traversal of the topological space.
Basic topological notions have long been present in digital filter theory, primarily with respect to so-called "filter topologies"
and have been an important facet of comparing realizations of digital filters (see for example [19]). Furthermore, certain topological properties have been used to inform sound synthesis methods. Trautmann published two Waveguide constructions of flat

Copyright: © 2021 Georg Essl. This is an open-access article distributed under
the terms of the Creative Commons Attribution 3.0 Unported License, which permits
unrestricted use, distribution, and reproduction in any medium, provided the original
author and source are credited.
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version of the real line R, except that there is none of the metric
structure of R. Throughout this paper, 0-simplices are interpreted
as topological sample points and 1-simplices define their respective connectivity and sequential order. In fact, the sampled real line
is an example of a line complex, endowed with additional information (such as the metric structure of R). Any irregularly sampled
real line is an example of the line complex. Thus, all sampled
real lines share the same topological structure. The following two
operations allow one to relate n-simplices to each other.
Definition 2.1. A boundary operation b of an n-simplex Xn returns an ordered set of all n-1-simplices that constitute its boundary. A 0-simplex returns the empty set. A face operation f of an
n-simplex returns an ordered set of all n + 1-simplices of which
it is a boundary. We call two simplices directly connected if they
are relatable through one face or boundary operation.

Figure 1: Low-dimensional simplices and their combinatorial description as simplicial sets.

metric Möbius bands as string models via twisted boundary conditions [20]. Topology plays an important role in understanding
nonlinear problems as it often allows for the characterization of
desirable properties even when a method for precisely solving the
problem is unknown. The reason why circle maps are desirable
one-dimensional iterative maps for chaotic sound synthesis is that
their circular topology guarantees stability of the dynamics [21].
Many classical oscillatory synthesis methods can be reinterpreted
as dynamics on a circular topology [12]. Furthermore, studying
the topological structure of synthesis algorithms allows us to generalize results beyond specific metric settings as is the case in
the work of classifying excitation locations across standard and
banded waveguides in one and two dimensions [22]. Topological
foundations have also played an important role in computational
and mathematical musicology [23]. Munkres [24] provides an accessible introduction to topology.

These two operations are sufficient to traverse across neighboring
simplicies, keeping in mind the simplex already visited and the
ones yet to be visited, or having some local notion of orientation.
2.1. Sheaves: Associating Data to a Topology
The traditional setting for signal processing of audio follows this
basic model: Time and amplitude are modeled as Cartesian product yielding a Eucledian plane R2 in which time-parametrized functions of amplitude are considered. Furthermore, time is discretized,
yielding a sampled version of the time axis.
The sampled time line can be topologized by replacing it with
a line complex with the 0-simplicies corresponding to sampling
points. This construction is indeed a topological version of the traditional time line, except that the distance between sample points
is no longer considered up front (though it may be reintroduced
later). Next the amplitude component as well as computational
relations between them are topologized.
Attaching data to the line complex can be achieved by a mechanism called sheaves. Sheaf theory [26] was developed in the
1940s for this purpose, though the original applications of the theory fall within the purely mathematical study of topology and geometry. The construction of attaching data to cellular or simplicial
structures emerged later [27], with applications emerging only recently [28, 15, 3].
It is rather common to consider data in association with some
topological structure, including objects such as colored or labeled
graphs. Sheaves are a formal process of associating not only data,
but also functions, to a topological space. Within category theory, this notion is called a functor [15]. Still, category theory is
not required to understand our constructions. Therefore we limit
ourselves to studying maps. For treatments using category theory
more explicitly, see [3, 15, 28]. We use the following definition
definition of a sheaf [6]:

2. SIMPLICIAL TOPOLOGY
At the most basic level, the study of topology investigates connectivity patterns. General topology can be hard to model explicitly
algorithmically. However, there is a powerful yet very computational description of topology that allows us to formulate topological spaces combinatorially, which can be implemented in a
straightforward fashion. These topological spaces are called simplicial topologies [14, 15], and use simplices as their basic building
blocks. Our exposition here is closely related to [3, 6]. Loworder simplices are depicted in Figure 1. A 0-simplex can be
thought of as a topological point. A 1-simplex is a topological
line segment terminated by two points (0-simplices). n-simplices
can be thought of as modeling different dimensional objects topologically. The next higher dimension would be that of an area.
The 2-simplex can be thought of as a topological area bounded by
three 1-simplices as its faces. This process can be continued to
arbitrary higher dimensions and in each case encodes that a n + 1dimensional (hyper)-volume is filled in between surrounding faces
of n-dimensional (hyper)-volumes. Simplicial complexes are constructed by gluing together n-simplicies from shared points, edges,
areas and so forth. This paper will focus on a subset of simplicial
complexes: path constructions realized as line- or loop-complexes.
An extended line containing multiple points can be constructed
by gluing a number of 1-simplices together at a shared 0-simplex.
If there is no branching, this simplicial complex is called a line
complex1 . This construction looks quite analogous to a sampled
1 More

Definition 2.2. A sheaf of data D of a simplicial complex S each
indexed by i ∈ I satisfying
1. Each Data Di is attached to each n-simplex Si .
2. Local data Di is unique. We call this the consistency condition.
3. If two simplices Si , Sj are directly connected, then there
exists at least one mapping between Di and Dj , called the
consistency map.
simplices are related to signal processing over graphs [25] which has been
recently extended to processing over simplicial complexes [17, 18].

general simplicial complexes which are limited to 0 and 1-
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Despite already being somewhat tailored to our needs, this is still
a rather general definition. Note that any simplicial complex is
permissible and there are only some general requirements for the
nature of the data and maps between them. The main difference
between our definition and other proposals [15, 3] is that our definition fixes consistency locally. We are interested in constructing
synthesis methods and digital filters, rather than in analyzing inconsistency in given data (as is done in [29]), hence it is appropriate to impose local consistency on all our constructions. This
behavior is implied in traditional digital filters.

there is no information to consider for their respective consistencies, we have 0 sheaves over 1-simplices for each. In this diagram,
we think of time flowing from left to right. According to this interpretation, the maps r and s capture the dynamic evolution of the
state as one traverses the simplicial topology, and the maps i and o
capture the injection of input into the state, and the computation of
output from the state, respectively. For the direction of the arrows,
we follow Robinson’s convention [3], which generally points from
higher dimensional spaces to lower dimensional ones. This makes
maps look like traditional (single-valued) functions, but does not
necessarily follow the direction of computation in practical realization. For sound synthesis methods considered here, inputs will
always be given. Therefore, all inputs are always computed as
injections into the state, and never as projections from the state.
Furthermore, we will only consider synthesis in a causal direction
and therefore the retrieval map r is also always computed as an
injection. Hence, the practical computation of maps i and r are always performed against the direction of the arrow in the diagram.
Due to injectivity, both maps can populate the state sheaf directly.

3. TOPOLOGIZING SOUND SYNTHESIS VIA SHEAVES
A general template exists shared by all sound synthesis methods
topologized in this paper, which can be used to formulate others
as well. This construction is precisely the one given by Robinson
[3] under the name topological filter. The general definition of a
topological filter via sheaves after Robinson [3, Definition 4.15] is
encapsulated in this diagram:
i

o

(1)

4. FILTER-BASED SYNTHESIS METHODS AS SHEAVES

The sheaves S∗ in this construction have the following meaning:
Si is the input sheaf, So is the output sheaf, and Ss is the sheaf of
the state of the topological filter. These are called sheaves because
this structure is attached over simplices of simplicial complex and
connected via consistency maps. Tracing out an underlying simplicial line complex results in a general structure [3, 6] as depicted
in Figure 2.

The previous section provides the general outlines of the computations we seek to realize in the sheaf structure. First, we realize
linear time-invariant digital filters as topological filters following
[2, 6]. This allows us to then give concrete examples of filterbased synthesis methods over various simplicial topologies. General pole-zero IIR filters are needed to model resonant behavior.
The full derivation of these filters over sheaves can be found in
[6], to which the reader is referred for more details.

Si ←
− Ss −
→ So

···

Si

0

0

···
4.1. General LTI (Pole-Zero IIR) Filters as Sheaves

i

···

Sc

r

Ss

s

Sc

···
x

o

···
···

0

So

0

b0
+

+

···
···

-a1
+

Figure 2: The sheaf filter structure over a line complex. The vertical sheaf structure constitutes a topological filter. It is associated
with the 0 and 1-simplex below it. Horizontal maps correspond to
the traversal between neighboring simplices via face and boundary
maps and the sheaves above it.

b1
z-1

z-1

z-1

z-1

z-1

z-1

-a2
+

This structure captures all essential aspects of sound synthesis over
a simplicial topology. It defines an input-output relationship with
a temporal dynamic. In the context of sound synthesis, the input captures interactions, excitations, or parametric changes of the
synthesis method. The output is typically related to generated digital audio, though it can also serve as an input for further computations.
More specifically, each vertical slice of Figure 2 has the basic
form of the general topological filter of equation (1). The state over
each 0-simplex Ss is connected via a 1-simplex. This captures the
notion of a transition (or time-step). The consistency sheaf Sc contains the information that is needed to transition data between the
two attached 0 simplices. The top row corresponds to inputs over
different simplices of the underlying topological space. The bottom row corresponds to the output at the same simplices. Given
that input and output samples are treated as independent, that is,

y

+

b2

-aN

+

bN

Figure 3: General IIR filter - Split Direct form II depicted as allpole IIR filter followed by an FIR filter of the same order
The equation for the general LTI filter contains feedforward and
feedback contributions as follows:
y=

N
X
i=1

bi · xN −i + b0 · x +

N
X

−aj · yN −j

(2)

j=1

There are a number of practical realizations of such filters. However, the Direct Form II [4] (depicted in Figure 3 in split form)
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0

is particularly convenient for our discussion. If the length of the
feedback filter on the left and the feedforward filter on the right
are the same, the state is in fact identical and can be merged. This
is required to arrive at a shared state description for a full polezero filter. From equation (2) emerges a state vector of size N . If
feedforward or feedback in the construction is lower, we simply
pad with filter coefficients set to zero to get matching lengths. The
input additionally provides a further dimension. Thus the size of
the vector in the state sheaf Ss is RN +1 .
Now we can specify the nature of the data on the sheaf structure
of Figure 2 for this case, arriving at Figure 4 consisting of linear
maps between vector spaces. It can be shown [6] that the linear
maps in this structure for the general IIR filter are as follows:

RN

N
X

−aj · xN −j )

0

o : (x0 , x1 , ..., xN −1 , x) →(b0 · x +

N
X

bi · xN −i )

RN +1

s

RN

R

0

Figure 4: IIR filter in sheaf form using linear maps between vector
spaces

modeled independently, and the aggregate behavior can be recovered as a linear combination of individual resonators, which in this
context are called modes. This is the core of modal synthesis [7].
We use a second order pole-zero equal-gain resonant filter following [8, 9] as the first of our filter-based examples.
It is straightforward to plug the typical equal-gain resonant filter coefficients a2 = R2 and a1 = −2R cos(2π ffs ) into equation
(3) and the feed forward coefficients b0 = 1, b1 = 0 and b2 = −1
into equation (6) with N = 2. R is the distance from the unit circle, capturing the temporal decay. We used 0.99995.The expected
spectral outcome of this filter (under classical uniform sampling) is
a single narrowband signal that sounds comparable to a sinusoidal
oscillator under some exponential damping.

(3)

j=1

r : (x0 , x1 , ..., xN −1 , x) →(x0 , x1 , ..., xN −1 )
i : (x0 , x1 , ..., xN −1 , x) →(x)

r

o

s : (x0 , x1 , ..., xN −1 , x) →(x1 , x2 , ..., xN −1 ,
x+

0

R
i

(4)
(5)
(6)

i=1

The input map i injects the input into the extended state. The
feedforward part of the filter equation 2 is contained in the output map o. The sheaf map s captures the dynamical behaviors in
filters. This consists of the discrete shift that both feedforward and
feedback filters share and the feedback component of the filter.
This provides a convenient interpretation of the s map capturing
the complete dynamical behavior of the filter. The map r simply
retrieves the computed intermediate state over a 1-simplex to be
combined with the next input. Taken together, maps r and s constitute the complete time-stepped dynamic of the filter that went
through an intermediate state RN which, in our general sheaf filter
structure, we called Sc . Sheaf-theoretically, we say that this intermediate state contains the data needed to keep the data between
the two time steps consistent. This is precisely the data needed
to compute the next step. The standard feedforward filter dynamics is recovered when all feedback coefficients are set to 0. Then
the map s reduces to a shift. In this form, it is easy to see why
feedforward filters are unconditionally stable. It is a unidirectional
computation with no further influence on any other components
of the sheaf structure (the morphisms between two output sheaves
are 0). The state can grow depending on the feedback coefficients.
Given that, if all coefficients are 0 it reduces to a shift (which obviously has unit gain), the stability only depends on the feedback
coefficients. It can be shown that the sheaf map s is precisely the
state space matrix with input [6] hence the stability of the feedback
is identical to that of the classical filter with the same coefficients.

4.3. Digital filters as Physical Models
The ideal 1-D wave equation permits traveling wave solutions.
The traveling behavior can be modeled in a straightforward fashion by digital filters using delay lines, with some additional structure. Given that the delay lines are closed onto themselves for
finite strings or tubes, these correspond to comb-filter-like digital
filters [11]. The plugged string model by Karplus and Strong [10]
is a simple example of these types of physical models.
The Karplus-Strong model is a modified comb filter with an
averaging in its feedback filter coefficients. We chose aN = D ·
L and aN −1 = D · (1 − L) with D = 0.99 corresponding to
an overall damping factor, L = 0.9 being a weighted average.
fs
b0 = 1 and all other coefficients zero. The length N = 1 + 2f
is
the loop length roughly tuned to a frequency at f . The spectrum
of the Karplus-Strong model is harmonic with partials decaying
according to the low-pass filtering in the feedback loop. Hence,
high frequency partials decay faster than low frequency ones.
5. OSCILLATORS ON THE CIRCLE AS SHEAVES
The need to use linear maps over vector spaces is not a given in
topological filters. A range of examples for feedforward structures
have been proposed by Robinson [3]. Here we give an example of
a nonlinear topological filter with feedback properties, discussing
attaching maps from circles to the circles known as circle maps
[21, 12] to sheaves.

4.2. Digital Filters as Resonators
Digital filters are closely related to finite difference recurrence
models, which in turn arise as the discretization of differential
equations. Through this route it is well-known that a mass-spring
system with its damped oscillatory behavior is discretely modeled
by low-order feedback systems which in turn become low-order
pole-zero IIR filters when interpreted as digital filter structures.
Henceforth, we call these types of filters resonators [5]. Furthermore, linearity means that each mode of a linear medium can be

5.1. Topological Filters with Circle Maps
Circle Maps are maps from the circle to the circle S1 → S1 . We
can think of them as being maps between phases of oscillators [21,
12], hence a general circle map over a normalized phase interval
[0, 1) has the form:
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Figure 5: Nonlinear Oscillators in sheaf form using circle maps
between circles

xn+1 = f (xn )

mod 1

(7)

Given that in this equation the past state of the circle position informs future states, this describes a pair of state transition maps
s, r. Furthermore, we can modify these maps by introducing an
input x from S1 . The general form of a circle map with input with
an additional phase is as follows:
xn+1 = f (xn , x)

mod 1

(8)

Output can be constructed through some projection function (compare [12]):
yn = p(xn )

mod 1

(10)
(11)

We note that this form actually updates two phases on the circle
per step. This form indicates that, in principle, more phases can
become part of the temporal update. Figure 5 shows the sheaf
morphisms with N − 1 dynamical phases and 1 input for a total
state dimension of N .
The parameter H ∈ R controls the strength of the effect of the
function f , which is traditionally either a nonlinearity or a modulation. The dynamics of zn corresponds to the oscillation of a
possible modulation while xn is the overall dynamical behavior. A
typical projection for oscillators is the orthogonal projection from
the circle hence we get p(·) = sin(2π · +ϕ) to compute the final
output.
5.2. Frequency Modulation on Sheaves
In our examples we restrict ourselves to the iterative form of frequency modulation [13, 12]:
s : (x0 , z0 , x) →(x0 + Ω + H sin(2πx0 ) + x
, z0 + ωm mod 1)
r : (x0 , z0 , x) →(x0 , z0 )
i : (x0 , z0 , x) →(x)
o : (x0 , z0 , x) →(sin(2πx0 + ϕ))

6. FROM TOPOLOGY TO AUDIO SAMPLES
So far, we attached existing sound synthesis computations over
a simplicial topological space. This is not sufficient information
to compute audio samples because, at a minimum, there are no
distances associated with the simplicial complex. Therefore, the
computation is actually not yet related to any notion of temporal
progression and a notion of temporal sampling. Additional information is needed to relate the results of the topological construction to the format required by standard audio digital analogue conversion, which is fixed rate uniformly sampled data.

(9)

The general modulated circle map that encapsulates a large class
of oscillatory synthesis methods while being otherwise not overly
general is the following [12]:
xn =xn−1 + Ω + Hf (xn−1 , zn−1 , ωm , x)
zn =zn−1 + ωm mod 1

of the oscillator f , modulation frequency fm and sample rate fs
such that Ω = f /fs and ωm = fm /fs . For our examples, we use
f = 220 and fm = 25 f which produces an inharmonic spectrum.
The sheaf maps in this case play an analogous role to the ones for
the LTI digital filter discussed in Section 4. The map s computes
the temporal dynamics. The map r injects the intermediate state
into the next time step to be combined with a new input. The input
map i injects data into the state. The output map o computes a
projection of the state onto a single sample. Given that all maps
from the circle onto the circle are stable (in the sense that they stay
on the circle by definition ) [12], this topological filter is stable.

mod 1

(12)
(13)
(14)
(15)

In this version, H is usually referred to as the modulation index.
Ω and ωm are phase increments corresponding to the frequency

6.1. Metrization, Embedding, and Projection
A first step is to add information to our simplicial topology that
allows a description of some possibly local notion of distance (a
metric). The simplest form of adding metric information is to
associate each 1-simplex X1 and thus, via the boundary map b,
two 0-simplicies X01 and X02 with a pair-wise metric d(X1 ) =
d(b(X1 )) = d(X01 , X02 ). This notion of a metric is local, only
specifies the distance over one 1-simplex, and says nothing about
global metric structure.
A process of embedding can help to better understand the difference between local and global metric structure. If a simplicial
complex is embedded in a space, it takes on its metric structure. A
simple visual example of the embedding process is that of a closed
rubber band that is dropped on a flat surface and pinned down in
a specific configuration of stretching to that surface. The particular configuration and the pinning imposes distances on the rubber
band as well as a kind of flat projection of the band. An embedding can provide substantially more metric information than the
pairwise metric. One can recover global distances and angles from
a Euclidean embedding. Global metric information from embeddings more strongly relates to our geometric intuition. Inversely,
we can also use geometric embeddings to construct topological
spaces with a given metric structure that appeals to our geometric
intuition. We discuss this latter case in Section 7.2.
Finally, the given embedding or metrization may not directly
correspond to the dimensionality of an audio sample. If we draw
a simplicial loop (consisting of a line complex that closes onto
itself) and embed it in the Euclidean plane R2 , there is a mismatch
to the dimensionality of the audio sample amplitude, which is in an
interval (−1, 1) in R. We call the map from a higher dimensional
space to a lower dimensional one a projection.
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Figure 7: A simplicial loop consisting of 50 0-simplices that is
(Left) embedded in the plane as a circle, (Middle) an immersion of
a torus knot by projection on the plane, and (Right) an immersion
of the FM loop by projection on the plane .

Figure 6: Log-scale spectrogram of a second-order equal-gain resonant filter with resonant frequency at 220Hz subject to an exponential up sweep due to distance shortening of the metric of the
line complex. (Left) Without antialiasing. (Right) With 4-time
oversampling and a length-4 averaging FIR filter.

7. EXAMPLES
7.1. Resonant Filter over Variable Metrics on a Line Complex
A first simple concrete example illustrates basic properties of sound
synthesis over a topological space. This example uses the standard
equal-gain reson filter [8] realized as a topological filter (Section
4.2). The filter is implemented over a line complex. We create an
upward frequency sweep by exponentially shortening the spacing
between sampling in a pairwise metric d(X1 ) = xn computed
over 2 seconds at 44100Hz. We should expect the topological filter to be unconditionally stable by construction as long as the IIR
filter design itself is stable. This is achieved in the standard implementation by choosing the radius of the resonance poles to be
less than 1. There is a sample position mismatch between the audio samples required by the standard DAC hardware and our nonuniform sampling from the exponential shortening. Our implementation uses the most naive form of dealing with oversampling
and undersampling. In the first case, an adaptive length FIR averaging filter computes the average of the samples that fall within
one uniform rate audio sample. In the case of undersampling, the
previously computed value is returned, so long as the metric of
the topological space exceeds the distance between audio samples.
Hence, we expect the possibility of aliasing and rectangular waveforms artifacts in the result. This can be seen in Figure 6 (left).
To illustrate how to deal with aliasing, we implemented a simple
4-time oversampling scheme with a standard 4-length FIR averaging filter. Sample frequency and numbers of samples computed
were normalized to maintain the same sweep after discrimination.
While far from optimal, this scheme already substantially reduces
audible aliasing in the example (see Figure 6 (right)).
7.2. Embedding a Simplicial Loop Complex
We called a line complex a loop complex if it closes onto itself by
identifying the first and last 0-simplex of a the line complex. On
its own, a loop complex requires no metrization or embedding.
Example 1. Circle in the Plane
A simple example of a loop with metric structure would be the
standard embedding of the 0-simplices at regular points of the circle in the plane R2 . For a set of N discretely parametrized points
∀n ∈ [0, N ) ∈ N:
x = R sin(2πn/N )

y = R cos(2πn/N )

(16)

By construction, all pair-wise distances between neighboring 0simplices have the same distance in this embedding, so we arrive
at a uniform sampling. Note that we could keep the same metric
circle, and choose another, perhaps irregular set of points on it and
we would arrive at a different, perhaps non-uniform, sampling. In
fact, any map from the circle to itself can be made into a sampling
scheme in this way. However, one can also arrive at variation in
pair-wise distances through alternative embeddings of a loop complex in some space.
Example 2. Torus Knot Projected onto the Plane
To illustrate this concept, first consider what is known as the torus
knot [30]. The torus knot is topologically a closed loop but is derived from forming a closed path on a torus. In our case, consider
the following parametric closed curve in R3 where we pick a number of discrete points ∀n ∈ [0, N ) ∈ N:
x =R cos(2πkn/N ) · (Q + cos(2πln/N ))
y =R sin(2πkn/N ) · (Q + cos(2πln/N ))
z =R sin(2πln/N )

This is a discretely sampled set of points of a winding path on the
surface of a torus in R3 with a big radius R, a ratio Q both in R
and relative prime numbers k and l indicating the winding ratio of
the path around the torus. Note that given the uniform sampling
of our discrete points, the pair-wise distances are again uniform.
Many different embeddings of a simplicial loop can have uniform
sampling; this is one example. However, we can generate nonuniform sampling from geometry by considering projections.
More generally than considered before, a projection is a map
that reduces dimensionality. For example, given two Euclidean
spaces Rm and Rn where m > n we consider the map p : Rm −
→
Rn . The simplicial torus knot with Euclidean embedding in R3
can be projected down to a plane R2 . The most straightforward
projections are those that simply remove one dimension. That is
any plane xy, yz, xz makes a projection (as does any rotation in
R3 followed by such a projection). Figure 7 (middle) shows one
such projection of the simplicial torus knot from an embedding
in R3 into the plane. Not all pair-wise distances are the same
in this planar projection because of the distance that was captured by the projected dimension that has been removed, which
shortened the distance in the projection appropriately. For example, taking a z-projection onto the xy-plane, we have the following
between pair-wise metrics: d3 p
(∆x, ∆y, ∆z) =
p relationship
(∆x2 + ∆y 2 + ∆z 2 ) and d2 (∆x, ∆y) = (∆x2 + ∆y 2 ).
If z vanishes, these two metrics are identical, otherwise any other
distance in the projection is diminished. Thus the sampling distance becomes non-uniform according to the projected dimension.
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Example 3. FM Knot Projected onto the Plane
This idea can be used to construct non-uniform sampling inspired
by known synthesis methods. It has been shown that frequency
modulation [13] can be understood as an example of a map from
a circle to itself [12]. For relative prime ratios of carrier and modulation frequency, these maps close onto themselves in finite time
forming a loop complex. This provides a novel way to view frequency modulation as path in R3 . We construct this path in analogy to the torus knot. The torus as well as the torus knot come
about as a product of two circles. Recognizing that frequency modulation involves two circles (though not as a product) we can create a path equation in analogy to the ones given for the torus knot
in equations (17)–(19) by applying a lift onto both circles to the
frequency modulation equation. This means that we provide the
orthogonal trigonometric function in a second orthonormal dimension. This process yields the following parametric path equation
in R3 for a frequency modulation knot (or FM knot):
x =R cos(2πkn/N + Im cos(2πln/N ))
y =R sin(2πkn/N + Im cos(2πln/N ))
z =R sin(2πln/N )

(20)
(21)
(22)

Im is called the modulation index in FM theory. If we only consider the z-projection onto the xy-plane, we recover the circle map
for frequency modulation in the plane, and a further projection [12]
recovers traditional frequency modulation.

Figure 8: Log-scale spectogram of a second order resonant filter
(Top), of a Karplus-Strong filter (Middle) and a circle map realizing frequency modulation at modulation index 0.33 and frequency
ratio 2:5 for an inharmonic spectrum (Bottom). Loop-complex
metrized by plane projections of knots with 88200 0-simplices.
(Left) Torus knot. (Right) FM knot.

Figure 8 shows concrete renderings of the three topologized
synthesis methods over two non-uniform loop spaces. In order to
improve comparability, all local metric have been normalized by
the total loop length. All examples are rendered at 220Hz (assuming uniform sampling) and the loop simplices consist of 88200
0-simplices. This choice leads to one-to-one mapping onto audio
samples if the metric is regular. The left column shows the torus
knot projected onto the plane and the right column shows the FM
knot under the same projection. Both knots use the same relative
prime ratios 5 : 7. None of these results have been oversampled,
so aliasing artifacts are visible, perhaps most clearly in the top row
showing the result for the resonant IIR filter of Section 4.2. The
middle row uses the Karplus-Strong model (Section 4.3) exhibiting clear harmonic spectra under the metric variation. The bottom
row renders an inharmonic FM using an iterative circle map (Section 5.2), which shows a densely inharmonic spectra while still
maintaining the general spectral variation pattern.
Overall results depicted in Figure 8 show that all methods are
stably computed although they are subjected to severe deformation
in their sampling due to the underlying geometric construction.
This demonstrates that carefully constructing synthesis methods
as stable maps on sheaves leads to robust yet highly flexible manipulation mediated by topological and metric information that can
now be used as parametric control.

synthesis methods by associating them with topological space via
sheaves. This paper can hopefully serve as a template for this construction for other synthesis methods. A key goal of this work is
to show how topology can become an explicit building block and
methodology for digital sound synthesis and processing.
Much work remains to be done to fully explore how topological methods can be fruitfully used in digital audio. Discussed in the
paper are concepts of aliasing, metrization, and embedding. All of
these aspects can be realized and systematized in a context broader
than was possible to cover here. The resulting variation in temporal patterns has a relationship to signal processing on irregular
samples [31], and event-based signal processing [32]. Depending
on the implementation, topological filters can end up having very
similar requirements as filtering in these cases (see recent work
on band-limited filtering over irregular samples [33, 34] as well as
the use of heterogeneous signal processing systems that combine
multiple fixed and event-rate processing [35, 36]. To develop these
connections in full detail is interesting future work.

8. CONCLUSION
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ABSTRACT

methods have been developed, such as deep learning approaches,
which typically run on PCs or powerful computers. Less attention has been devoted by researchers to the development and use
of OD methods that are specifically suited for hard real-time scenarios and can run on embedded devices, such as the Raspberry
Pi or BeagleBone Black single-board computers, which have limited computing power compared to a regular PC [5]. The use of
such methods is particularly relevant to some applications in the
emerging field of smart musical instruments [6], which may repurpose the information extracted from the signal with imperceptible
latency for the player (see, e.g., [7]).
Deterministic (i.e., non-probabilistic) OD algorithms are suitable for such applications because they require less computational
effort than existing methods based on neural networks [1, 4] and,
therefore, comply with the limitations of embedded devices. However, these algorithms require precise tuning of their parameters to
achieve high recognition accuracy low recognition latency. Such
tuning can be performed manually or with grid search, by measuring the performance of the detector on a target data set of audio
recordings for different parameter values. Both tuning processes
can take a lot of time and can be impractical. Moreover, due to
the prevalence of offline applications, automated solutions used in
research often optimize a single objective function (i.e., detection
accuracy), while real-time applications require the optimization of
multiple metrics (i.e., detection accuracy and latency).
In this paper, we propose a general framework for parameter
tuning and performance evaluation of time-constrained real-time
onset detectors, which can be applied to any parametric OD tool
with minor modifications. To optimize detector parameters, our
method uses an Evolutionary Computation (EC) algorithm that
models solutions as individuals of a population and parameters
as genetic material. The EC population is updated iteratively using techniques inspired by natural evolution such as selection of
the fittest, reproduction, mutation of genetic material, and generational replacement. The selection drives the evolution towards a
goal by allowing the best solutions to take part in the reproduction
and mutation processes in order to produce better new solutions.
Moreover, the proposed method is suitable for multi-objective optimization.
The proposed procedure was applied to the OD algorithms of
the free and open-source Aubio library in order to optimize the
detector for a real-time timbre recognition method for acoustic
guitars. The target system should manage to detect each onset
in the audio signal and use a classifier to determine which playing technique the guitarist is using. The classification information
is intended to be repurposed in real-time to play different sounds.
Complex sequential sounds that are separated by less than 30 ms
are generally perceived by the human hearing system as simultaneous [8], therefore this interval should be the maximum end-to-end

Onset detectors are used to recognize the beginning of musical
events in audio signals. Manual parameter tuning for onset detectors is a time consuming task, while existing automated approaches often maximize only a single performance metric. These
automated approaches cannot be used to optimize detector algorithms for complex scenarios, such as real-time onset detection
where an optimization process must consider both detection accuracy and latency. For this reason, a flexible optimization algorithm
should account for more than one performance metric in a multiobjective manner. This paper presents a generalized procedure for
automated optimization of parametric onset detectors. Our procedure employs a bio-inspired evolutionary computation algorithm
to replace manual parameter tuning, followed by the computation
of the Pareto frontier for multi-objective optimization. The proposed approach was evaluated on all the onset detection methods
of the Aubio library, using a dataset of monophonic acoustic guitar
recordings. Results show that the proposed solution is effective in
reducing the human effort required in the optimization process: it
replaced more than two days of manual parameter tuning with 13
hours and 34 minutes of automated computation. Moreover, the
resulting performance was comparable to that obtained by manual
optimization.
1. INTRODUCTION
Audio Onset Detection (OD) is the process of detecting the beginning of musical notes in audio signals and is typically used for
music database analysis tasks, such as automatic music transcription or query by humming, and interactive music systems, such
as novel smart musical instruments. In OD research, two main
application scenarios can be distinguished: offline and real-time
OD. Music database analysis can be performed with offline OD,
which means that the recognition algorithm is applied to whole
audio recordings, and detection time is not critical. On the other
hand, real-time OD operates at a constant rate on an audio stream,
and the detection must be performed before predefined deadlines.
For this reason, real-time detection algorithms can only use the
portion of the audio signal that is available at a given time along
with past history (i.e., it cannot look into the future without increasing the latency).
To date, most research on OD methods has focused on offline
applications [1, 2, 3] and real-time cases with rather generous time
constraints [4]. For these purposes, a wide range of probabilistic
Copyright: © 2021 Domenico Stefani et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.
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latency of the recognition and repurposing system. A maximum
target latency of 20 ms was considered for the timbre recognition
algorithm alone, which can be split between the OD, feature extraction, and classification tasks. It was found that the sum of the
last two tasks in the pipeline consistently takes 6 milliseconds, giving a maximum latency of 14 ms for the OD task. Moreover, the
variability of the detection latency across different sounds should
be low, so that the actual onset time can be estimated by subtracting a fixed interval from the time of detection (see, e.g., [5]).
The following is the outline of our paper. In Section 2 we
discuss various studies related to onset detection and evolutionary
computation in music contexts. Section 3 describes the proposed
method for multi-objective optimization of onset detectors. Section 4 reports the details of the application and evaluation of our
method. Finally, we draw our conclusions in Section 5.

While most of the research in the field has moved to probabilistic and data-driven approaches [1, 2, 4, 3] (applied either to offline contexts or real-time contexts with relaxed time constraints),
deterministic OD methods still offer the guarantee to be able to
run on tight time constraints for the real-time case. These methods
are also less computationally expensive than most of the neural
network-based counterparts (see e.g., [1, 4]), which is an essential
requisite for embedded devices.
The Aubio library has been available for a long time, however,
it can be verified that active development has been maintained over
the years. Furthermore, most of the available audio libraries (e.g.,
Essentia3 [18], Librosa [19], Madmom [20]) offer a very similar
selection of deterministic OD methods, with the sole exception
of some advanced methods (e.g., SuperFlux [21]), which tend to
improve the performance with soft onsets and polyphonic recordings (not necessary for this study since we performed detection on
monophonic recordings). On top of this, Aubio offers a very complete and easy-to-use library with the addition of command line
executable programs that were of great aid when doing the performance evaluation reported below.

2. RELATED WORKS
2.1. The Aubio library
The Aubio library [9, 10] is a free and open-source library designed for audio feature extraction. At its current released version
(0.4.9) the Aubio library is in active development, and since its
inception, numerous improvements and algorithms were added to
its functionalities 1 . One example of relevant improvement is the
addition of Adaptive Whitening 2 [11], which is a method for preprocessing spectral frames that normalizes the magnitude of each
frequency bin with respect to a recent maximum value for the bin.
Such algorithm mitigates the effect of spectral roll-off and variations in the dynamic of the audio signal, thus improving the performance of various detection methods of the library. An exception
to the improvement offered by Adaptive Whitening is the Modified
Kullback–Leibler (MKL) distance method [9, p. 42, formula 2.9],
which was proven to show detrimental effects, as also confirmed
by the present study.
The onset methods currently implemented in the Aubio library
are:

2.2. Evolutionary Computation
EC is a family of optimization algorithms inspired by natural evolution. These algorithms generate an initial population of random
solutions of the optimization problem. Each solution is defined
by a set of parameter values called “genotype”. Individuals in the
population are then selected for reproduction based on how “fit”
they are. One or more crossover operators are used to combine the
genetic material of the “good” solutions that were selected. Then,
random mutation can be applied to the genes of the offspring to
add randomness and help individuals to get out of local optima
in the optimization landscape. Finally, the population is replaced
by some or all of the offspring depending on a recombination operator, and the evolutionary process is repeated for the new generation. The degree of fitness of an individual is determined by
an objective function that depends on the optimization problem.
The evolutionary process explores the optimization landscape and
searches for the global optimum.
The exploratory nature of EC algorithms lends itself well to
the creative areas of generative audio synthesis and algorithmic
composition. A typical use of evolutionary algorithms in sound
synthesis is to create systems that can optimize sound parameters
to achieve certain target sounds (see [22, 23]). The study reported
in [24] employs two stages of evolutionary optimization to suggest
topological arrangements for the functional elements of a sound
synthesis algorithm, as well as to optimize the internal parameters
of these elements. While the aforementioned approaches employ
a mathematical formulation for the fitness function of EC algorithms, Johnson [25] uses an EC algorithm in an interactive manner
by having a user subjectively evaluate the fitness of each individual
in the population. Similar approaches are taken in the field of evolutionary music composition, where some authors choose a specific composition goal and define a fitness function that drives evolution towards it (see e.g., [26, 27]), while others use the interactive
approach with a user-evaluated fitness function (see [28, 29]).
Vatolkin et al. [30] apply EC algorithms to the field of music
information retrieval by optimizing feature selection for a musical
instrument classifier: their approach is to use the performance of
the machine learning classifier as a fitness function. This appli-

1. energy: Energy-based distance, which calculates the local
energy of the input spectral frame.
2. hfc: High-Frequency content [12], which computes the
high frequency content of signal. It has shown to be efficient at detecting percussive onsets.
3. complex: Complex domain OD function [13], which uses
information both in frequency and in phase to determine
changes in the spectral content of the signal that might correspond to musical onsets.
4. phase: Phase-based OD function [14], which uses information both in frequency and in phase to determine changes in
the spectral content of the audio signal.
5. specdiff: Spectral difference OD function [15].
6. kl: Kullback–Leibler OD function [16].
7. mkl: Modified Kullback–Leibler OD function [10, Chapter
2].
8. specflux: Spectral flux [17].
1 https://github.com/aubio/aubio/releases
2 Added

in Aubio version 0.4.5 https://aubio.org/pub/
aubio-0.4.5.changelog

3 http://essentia.upf.edu
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errors [10, p. 52]. The dataset can then be divided into an optimization set and a smaller test set: the first will be used to drive
the optimization process, while the second will be used to test the
generalization performance of the final solution on new data. The
dataset used for this study is described in Section 4.1.
Step 2 involves the development of an “evaluator” program
that computes a measure of the success of the onset detector on
the input data. A tolerance window can be defined around each
hand-labeled onset and any detection that falls within this window
can be considered correct [10, Chapter 2.5.2]. In addition to correct detections, errors can be divided into false positives and false
negatives: the former are onsets that are detected outside a tolerance window, while the latter describe true onsets that are not
detected. Duplicate detections (more than one onset detected in
the same window) can either be counted separately or considered
as false positives (except for the first correct detection). Different
ratios can be calculated with these categories: Precision is the ratio of correct detections to the number of detected onsets, while
Recall is the ratio of correct detections to the number of labeled
onsets. Precision and Recall can be combined using the F1 score,
which is defined as the harmonic mean of the two (Eq. 1).

cation shows that EC algorithms perform well when there is no
derivable objective function for the problem. The same advantage
is shown by Faragó et al. [31] who successfully applied an EC
algorithm to the design of the sound processor of a hearing aid.
Similarly, Pepe et al. [32] employ two different EC algorithms
for tuning filter parameters of a multichannel audio equalization
system to match the desired frequency response.
Finally, while research on EC for musical onset optimization is
scarce, more than one study applied EC algorithms to Electromyography onset detection for muscle activation analysis [33, 34].
Even though electromyographic OD is a different task than musical OD, the optimization strategy shown is similar. In particular,
Rashid et al. [33] describe how an EC can be applied to any detection algorithm that is deemed appropriate for a given problem.
The evolutionary optimizer utilized in the present study was
developed using the Inspyred Python library [35]. Inspyred provides a wide range of bio-inspired algorithms, including EC and
swarm intelligence, which is well documented, easy to use, and
customizable as needed.
3. PROPOSED METHOD
The procedure we devised for the optimization of an onset detector
performance considers both detection accuracy and latency (i.e.,
the time interval between an onset and its reporting). It can be
summarized with the following steps:

F1 = 2 ×

P ×R
P +R

(1)

Step 3 consists in categorizing the parameters of the detector:
the first classification can distinguish between fixed and free parameters, where the values of the former are given by the problem
at hand and the latter can be optimized to obtain the best performance. Free parameters can be further divided into the following
categories:

1. Create and annotate an input set of audio recordings for the
onset detector. The dataset can then be divided into an optimization set and a test set;
2. Prepare an evaluation algorithm that, given a set of input
parameter values, can execute the detector on the input data
and compute the metrics of interest;

1. A-parameters: parameters that have an impact on detection
latency
2. B-parameters: parameters that have no direct impact on detection latency.

3. Identify the parameters that dictate the latency of the computation (A-parameters) and separate them from those that
can be optimized without affecting it (B-parameters). Other
parameters may need to be set to predefined values to meet
problem constraints (fixed parameters);

Then, a set of combinations of interest of the A-parameters can
be selected so that multiple single-objective optimization problems
can be solved to find the values that give the best accuracy metric for each subproblem. The multi-objective optimization, which
considers both detection accuracy and latency, is left for a subsequent step.
Step 4 involves optimizing the B-parameters for every combination of the A-parameters. For this task, an EC algorithm is
proposed as this class of optimization methods can be very robust
and requires no assumption on the problem or the input parameters
(black-box optimization). EC algorithms model the candidate solutions of an optimization problem as individuals of a population,
and evolve such individuals in a way that is inspired by natural
evolution. For each generation, some individuals of the population
are selected for breeding, recombination leads to the creation of an
offspring, mutation can alter the nature of the generated solutions
and finally, the population is replaced by the offspring. The individuals of an EC algorithm are described by their genotype, which
is a set of values for the input parameters for the problem, and their
phenotype, which is the manifestation of the genotype in the form
of fitness of the solution (i.e., a measure of how close the solution
is to the global optimum). This evolutionary process leads to the
improvement of good solutions, which get closer to global optima,
while weak solutions do not survive. Pseudocode for a generic EC
algorithm is shown in Alg. 1 (inspired by [36]).

4. Run the EC algorithm for each combination of the A parameters of interest, considering the list of B-parameters as
the genotype of the EC algorithm. At this stage the performance on the optimization set is used to drive the evolution;
5. Once the best results for each combination of the Aparameters are obtained, find the Pareto front (or tradeoff
curve) considering as objectives both the accuracy metric
of choice and a metric that describes the latency distribution;
6. Select a solution that offers an appropriate compromise between the two competing metrics. All the solutions in the
Pareto tradeoff curve are viable. The final choice of parameters can be evaluated on the test data to ensure that it can
perform at best on new data.
The first step is to prepare a relevant recording sample and annotate every onset in it. Stratified random sampling can be used
to maintain the characteristics of interest of the original dataset.
The time resolution of the labels can vary depending on the application of interest and the labeling process can be carried out with
the help of an annotation software. Furthermore, the same recordings can be labeled by more than one annotator to reduce potential
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3. “Snare-A” technique: producing a sound by hitting the
lower right side of the guitar body.

Algorithm 1: Evolutionary Algorithm
Generate initial random population
while generation <= max_generation do
generation = generation+1
calculate fitness of each individual with the evaluator
select individuals depending on their fitness
perform crossover with probability crossover_rate
perform mutation with probability mutation_rate
use replacement strategy to create the new population
end

4. “Snare-B” technique: producing a sound by hitting the
muted strings over the last part of the fretboard.
Each percussive sound was recorded at 3 dynamic levels (piano, mezzo-forte, forte) and repeated from 10 to 100 times, while
the sounds for “pitched” techniques were recorded for every string
on a selection of frets5 between 0 and 20, and with 3 repetitions
for each dynamic level.
The sound signal was recorded from a combination of a condenser microphone and a piezoelectric pickup embedded in each
guitar (with the exception of one that included only a piezoelectric
transducer) in WAV format, with bit-rate and bit-depth of 48000Hz
and 24bit respectively.
For the optimization phase of this study, a sample of 1328 individual sounds was extracted from the main dataset with stratified random sampling. In the sampled dataset, each combination
of guitarist and guitar is represented by a number of onsets that is
proportional to the original dataset. Moreover, the sampling procedure produces the same number of sounds for each dynamic level.
A second sample of 336 sounds was used for the testing phase,
where the performance of the optimized detector was measured on
data that was not used for the optimization. Finally, the recordings
were labeled by one annotator with the open-source Audacity audio software, providing ground truth onset labels for the evaluation
of the detector. The data used for this study is publicly available in
the project repository.

In the proposed method, the genotype is a vector of Bparameter values. The phenotype is represented by the value of
the accuracy metric of choice and is obtained using the algorithm
designed in step 2. For each combination of A-parameters the EC
returns the single solution with the highest detection accuracy obtained on the optimization dataset.
The fifth step is to take each solution obtained in the previous step and compute the set of optimal solutions with respect
to both the success metric of choice (e.g., F1-score) and a measure of the detection latency (e.g., maximum value or variance).
The optimal solutions are obtained by computing the Pareto front,
which is the set that contains all the solutions for which none of
the objective functions can be improved further, without reducing
some of the other objective values. Therefore, all the solutions
in the front, which are called non-dominated or Pareto optimal,
are equally good from an objective standpoint, and offer different
compromises between detection success and latency.
The final step is to select the single most desirable tradeoff between detection accuracy and latency among the optimal solutions
in the Pareto front. The selection is subjective and should take into
account the set of candidate tradeoffs and the problem domain.

4.2. Evaluation algorithm
Step 2 consists in developing a program that can measure the success of the onset detector on the input data.
Success was quantified using the average F1-score metric (Eq
1) for each playing technique in the dataset, considering as correct
detections only onsets that were detected in a tolerance window
of 20 ms that follows each hand-labeled onset (The non centered
window starts at each labeled onset and finishes 20 ms later). The
exact interval between each labeled onset and its time of detection
was measured.
The evaluation program takes as input a set of parameter values for the detector and runs the aubioonset6 executable that is
provided with the library. The executable was modified to produce
a text file with a list of the exact times at which onsets are detected.
Along with the measure of detection success, the detection latency
was recorded for each onset.
The program was developed using the Python programming
language and the metrics were calculated using the R language.
Finally, the program itself is designed to store any temporary file
in a different folder that is created for each execution of the evaluation program, to allow multiple parallel instances to run at the
same time without conflict.

4. EVALUATION
The proposed optimization procedure was evaluated by applying it
to all the OD methods offered by the Aubio library. The solutions
found by the EC algorithm were compared to the ones obtained by
manual optimization.
The source code is made available on an online repository4 .
4.1. Input data
The input data used is a representative sample of a dataset composed of individual monophonic guitar sounds. The dataset was
recorded with 6 acoustic guitars and 5 professional guitarists that
were asked to play an exhaustive range of sounds with 8 common
techniques, 4 of which produce percussive timbres.
The techniques that make use of the strings include using a
plectrum over the sound hole or the near the bridge, palm mute
and natural harmonics, whereas percussive sounds were produced
by striking the guitar body using the following techniques:

4.3. Onset detector parameters
Step 3 involves distinguishing fixed parameters from free parameters. The fixed parameters, whose values are imposed by the

1. “Kick” technique: producing a sound that resembles a kick
drum by hitting the lower right part of the top of the guitar
body.

5 Natural harmonics were played only on frets 5, 7 and 12, while most
of the other techniques were recorded from the open string (fret 0) to at
least the 15th fret, ending on a fret that depended on physical limitation of
each guitar.
6 https://aubio.org/manpages/latest/aubioonset.
1.html

2. “Tom” technique: producing a sound by hitting the area of
the guitar body near the top of the end of the fretboard.
4 https://github.com/domenicostefani/
BioInspiredOnsetDetection
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requirements of the problem at hand, were the hop size and the
minimum inter-onset interval. The hop size is the number of samples between two consecutive analyses, and determines the rate at
which detection is performed: a value of 64 samples was deemed
adequate for our problem (64 samples at 48000 Hz equals 1.33
ms). The minimum inter-onset interval value is the shortest time
gap between the onsets that the analysis can report, and is imposed
to avoid double detections: a value of 20 ms was considered appropriate since it matches the real-time latency requirement described
in Section 1, and was found not to affect the detection of successive, reasonably quick, guitar onsets.
Contrary to fixed parameters, free parameters must be optimized, and can be further divided into A and B-parameters. Aparameters are all the settings that directly affect latency, and in
the case of Aubio, these are the buffer size and the actual OD function used. In contrast, the B-parameters for Aubio are the silence
threshold (in dB) and the onset threshold. The size of the buffer
and the algorithm used for detection directly influence latency by
determining the number of computations performed at each analysis, while the silence and onset thresholds only modify the signal
level considered as the noise floor and how strong a peak must be
in order to be considered an onset.

Furthermore, the program developed for step 2 was set as the evaluator of the EC algorithm, to be used to calculate the F1-score of
each individual (fitness of the individual). The Inspyred library
contains several standard evolutionary algorithms such as Genetic
Algorithm, Evolution Strategy, and Simulated Annealing as well
as a custom EC framework that allows different evolutionary operators to be composed. The custom framework was used, and it
was found to work best for the problem at hand with the following
settings:
• Population: 30 individuals, where each individual is a vector containing a value for each B parameter. A greater number of individuals could increase the possibilities for improving the solutions even with fewer generations, however,
it would require more execution time.
• Evolution termination: automatic termination after 30 generations. The termination strategy can be defined by trying
different values and evaluating the fitness plots: if fitness
keeps increasing over time the termination deadline can be
moved further away, while a stagnating behavior shows that
termination can happen earlier.
• Selection strategy: tournament selection with size 4, which
holds a “tournament” by randomly sampling n individuals
(4 in this case) and choosing the one with the best fitness
(see [37]).

Table 1: Summary of Aubioonset parameters with the range considered for optimization, their category and whether they affect
directly the detection latency or not.
Aubio Parameter

Optimization
Range

Category

• Crossover: Arithmetic and Laplace recombination operators (rate = 0.7), which are common choices for combining good solutions when using real-valued genotypes (see
[38, 39]).

Determines
detection latency

Hop size
Fixed
Yes*
Min. i.o.i.**
Fixed
No
Buffer size
[64,2048]
A-par.
Yes
Method
Aubio methods
A-par.
Yes
Silence threshold [-60 dB, -30 dB]
B-par.
No
Onset threshold
[0.1, 3.6]
B-par.
No
* Hop size affects the detection latency but it is not an A-parameter
since it is constrained by the problem requirements (fixed).
** Minimum inter-onset interval.

• Mutation: Gaussian mutation operator, which adds a random value from a Gaussian distribution to each element of
an individual’s genotype to produce a new offspring. The
probability of performing the mutation (mutation-rate) was
set to 0.7, while the mean and standard deviation of the
Gaussian distribution were 0 and 3.0 respectively. Mutation helps candidate solutions to move away from potential
local optima in the fitness landscape.

4.4. Single-objective accuracy optimization

• Replacement strategy: Generational Replacement with
elitism, meaning that the entire existing population is replaced by the offspring at the end of each generation, except
for the best n solutions (in this case with 1 elite), which survive if they are better than the worst n offspring. Elitism
helps to preserve the best individuals.

For step 4, a reasonable range of A-parameters was selected, consisting of buffer size values between 64 and 2048 samples (i.e., 64,
128, 256, 512, 1024, and 2048) and all 8 available onset methods,
plus MKL with adaptive whitening disabled at initialization. Each
combination of A-parameter values requires the optimization of
the remaining B-parameters to obtain the best F1-score.
An initial optimization approach was to manually select different B-parameter values and measure performance using the evaluator script. The manual procedure consisted of a coarse grid
search, followed by a refinement of the parameters near performance peaks in the search space. This technique was used because the brute-force approach of a fully automated grid search
showed to be either too coarse or too time-consuming. Manual
optimization proved to be time-consuming and required more than
2 workdays: given the large amount of human effort required and
the limited scalability of the manual procedure, an automated EC
algorithm was used.
The Inspyred Python was used to devise an EC optimizer.
Only a few modifications were required to modify the EC algorithm from the library for the specifics of our problem. In particular, the individuals of the population were specified as vectors,
each containing two values for the silence and onset thresholds.

These parameter values were obtained by testing various combinations on a reduced number of generations. For more information
on the parameters of EC algorithms, see the Inspyred documentation7 .
4.4.1. Manual and Automatic optimization comparison
Eleven parallel executions of the EC algorithm were executed on
an Intel® Core™ i7-10750H CPU. The optimization instances for
the three highest buffer size values were scheduled on the first nine
parallel processes, while the remaining instances were executed on
the last two processes (see Fig. 1). This schedule was devised to
account for the longer time required for the evaluation of the performance of optimizers with high buffer size values (more overall
7 https://pythonhosted.org/inspyred/reference.
html
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For this reason, both the maximum latency and its variability were
calculated, in the form of upper Tukey fence and Interquartile
Range (IQR) respectively. Tukey fences [40] are values that define the range of a data distribution while ignoring data points
that differ significantly from other observations (i.e. outliers).
Tukey fences are commonly used to determine the position of
box plot whiskers, and are computed using quartile values (i.e.,
Q1 , Q2 , Q3 ) and a constant k, with a value of 1.5 for outliers [40]
(Eq. 2).


T F = Q1 − k(Q3 − Q1 ), Q3 + k(Q3 − Q1 ) , k = 1.5 (2)

computations). The last process terminated 13 hours and 34 minutes after the beginning of the optimization.
The best F1-score values obtained in each instance were comparable to those obtained by manual optimization. For both manual and automated optimization, the F1 score was computed on
the test dataset, to evaluate the performance of the best parameter
configuration on new data. The mean of the difference between
the F1-score obtained in the test dataset with the EC and the manual optimization process was 1.4 × 10−3 points and its standard
deviation was 1.2 × 10−2

Parallel process

Parallel Ec executions
1
2
3
4
5
6
7
8
9
10
11
0

2

4

6

8

Duration (hours)

10

12

14

Buffer
size
2048
1024
512
256
128
64

On average, 95.7% of the detected onsets were within the upper and lower fences computed. The IQR was used because, unlike
variance, it is expressed in the same unit of measure of the distribution data (milliseconds). IQR can also be multiplied by four
in order to find the interval between the upper and lower Tukey
fences.
Considering the problem as an instance of multi-objective optimization with F1-score and latency IQR as objectives, the Pareto
front was found. This front is a set containing all the best tradeoff
results that are not dominated by any other solution: this means
that the points in the front describe solutions that are equally good
for both objectives. All the solutions whose maximum latency was
greater than the threshold defined (14 ms) were discarded a priori.
The solutions are shown in Fig. 2 along with the Pareto front
(dotted line) and the discarded results, indicated by the larger red
circle markers in the upper right area. A more detailed view of the
front is shown in Fig. 3 and the solutions are listed in Table 3.

Figure 1: Parallel EC process schedule. Each stack of bars represents the execution time of one of the parallel processes, while
each individual bar indicates a single EC optimization instance.
Table 2: F1-score values (percentage) of the best solutions obtained from the EC algorithm for each combination of OD method
and buffer size used. The highlighted values are the non dominated
solutions of the Pareto front computed in Section 4.5 (Table 3).
Buffer size
64
128
256
512
1024
2048
hfc
93.37 92.31 91.26 89.68 90.15 88.56
energy
94.10 94.20 94.80 94.82 95.58 91.63
complex
83.71 85.09 86.80 87.55 86.66 80.45
phase
76.20 82.34 87.40 82.06 74.26 71.62
specdiff
86.67 93.67 95.35 95.29 95.49 93.39
kl
85.17 86.16 87.95 87.52 89.19 82.41
mkl
84.84 85.90 87.22 86.96 88.18 88.14
specflux
84.49 91.75 92.43 91.21 87.97 86.82
mkl(noaw)* 95.18 97.08 97.42 97.38 97.30 96.30
* The MKL method with adaptive whitening disabled on initialization.

0.95

Method

F1-score

0.90
0.85
0.80
0.75
0.8

4.5. Multi-Objective Optimization
The result of step 4 is a set of solutions that are optimized for each
combination of A-parameters, while step 5 is to perform multiobjective optimization to obtain the best overall performance in
terms of both detection accuracy and latency.
There two main requirements for our target application are the
following:

1.0

1.2 1.4 1.6 1.8
Latency IQR (ms)

2.0

Figure 2: Solutions of step 4 represented in the space described
by the F1-score and the latency IQR objectives. The blue dotted
line represents the Pareto front that minimizes IQR and maximizes
the F1-score, while the solutions represented with the red hollow
circles are the ones discarded because their maximum latency is
over the maximum value allowed (14ms).

1. The maximum detection latency must be lower than 14 ms
to comply with the end-to-end 20 ms deadline defined in
Section 1 for the timbre recognition system. The system
is composed of the OD algorithm and a classification algorithm that consistently takes 6 ms to execute, hence the
remaining time interval of 14 ms that is assigned to the detection;

Table 3: Solutions in the pareto front of figures 2 and 3, with F1score as the first objective and IQR of latency as the second.

2. The variability of the latency distribution must be as low as
possible. Thanks to this, it will be possible to estimate the
time of the actual onset with high confidence by subtracting a fixed temporal interval from the detection time (e.g.,
average or maximum detection latency).
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specflux
specflux
mkl(noaw)
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Buffer
Size

F1score
(%)

Low
Tukey
fence
(ms)

64
256
64
256

84.49
92.43
95.18
97.42

2.2
3.1
2.7
4.2

Latency High
mean
Tukey
(ms)
fence
(ms)
3.8
4.8
4.5
6.0

5.3
6.3
6.2
7.7

IQR
(ms)

0.80
0.81
0.88
0.89
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0.98
0.96
0.94
#b
0.92
0.90
0.88
0.86
#a
0.84
0.80

The procedure includes a subsequent step of multi-objective
optimization to account for the detection latency, which is performed by defining the objectives of interest and finding the
Pareto-optimal solutions. Finally, the best tradeoff between the
optimized objectives is selected.
Using this procedure, we were able to significantly improve
the success rate of a real-time onset detector while reducing the
latency of detection. These improvements were measured on a
separate test dataset.
The use of only a sample of an audio dataset can be a limitation: the proposed method could benefit from the use of the entire
dataset of interest, however, both human labeling and optimization times would increase. Optimization in such situations can be
accelerated by reducing the exploration to more relevant parameter ranges and increasing the number of parallel computations that
can be executed. A higher degree of parallelism can be exploited
by allowing the evolutionary algorithm to compute the fitness of
more than one individual simultaneously, on multiple processing
threads.
The proposed procedure is expected to extend to any parametric onset detector algorithm.

#d
#c

0.82

0.84 0.86
Latency IQR (ms)

0.88

Figure 3: Closer view of the Pareto front shown in figure 2.
4.6. Choosing a solution
By definition, the Pareto front computed in step 5 contains solutions that offer different compromises on the two objectives, and
it is used to support the subjective choice expressed by a human
decision-maker. For this reason, any tradeoff belonging to the
Pareto front can be chosen depending on the problem requirements
and the shape of the curve.
For the problem at hand, solution #d (Fig. 3, Tables 2 and 3)
was chosen since it provides the greatest F1-score value without
having excessive latency IQR. Solution #d was obtained with the
MKL method, no adaptive whitening (see Section 2.1), a buffer
size of 256 samples, a silence threshold of -51.7 dB, and an onset
threshold of 1.18. On the test dataset, solution #d obtained an F1score of 97.33%, an IQR of 0.58 ms, an average latency of 6.0
ms, and lower and upper Tukey fences of respectively 4.8 and 7.2
ms. The results on the test set show that the chosen solution can
perform well on new data.
A different set of optimal solutions may need a different
choice, and the solution that has the best value according to a single objective may not be the most desirable tradeoff.
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ABSTRACT

More than 30k human-made DX7 presets were gathered and the
curated dataset has been made publicly available.
Section 4 introduces a novel convolutional encoder-decoder
structure which is able to extract latent features related to variations of pitch and intensity from multi-channel input spectrograms.
This aspect was neglected in similar projects, which focused on
learning how to reproduce sounds corresponding to a single note.
General results and usability of the final architecture are discussed
in Section 5.

Deep neural networks have been recently applied to the task of
automatic synthesizer programming, i.e., finding optimal values
of sound synthesis parameters in order to reproduce a given input
sound. This paper focuses on generative models, which can infer
parameters as well as generate new sets of parameters or perform
smooth morphing effects between sounds.
We introduce new models to ensure scalability and to increase
performance by using heterogeneous representations of parameters as numerical and categorical random variables. Moreover,
a spectral variational autoencoder architecture with multi-channel
input is proposed in order to improve inference of parameters related to the pitch and intensity of input sounds.
Model performance was evaluated according to several criteria
such as parameters estimation error and audio reconstruction accuracy. Training and evaluation were performed using a 30k presets
dataset which is published with this paper. They demonstrate significant improvements in terms of parameter inference and audio
accuracy and show that presented models can be used with subsets
or full sets of synthesizer parameters.

2. STATE OF THE ART
2.1. Variational Autoencoder
2.1.1. Original formulation
VAEs [5] are deep latent variable models which learn mappings
between a space of observed data x ∈ RE (e.g., audio samples or
spectrograms) and a latent space of vectors z ∈ RD with D ≪ E.
They are built upon an encoding model pθ (z|x) and a decoding
model pθ (x, z) = pθ (x|z) pθ (z) parameterized by θ.
The latent prior pθ (z) is most often defined as pθ (z) =
N (z; 0, ID ). For audio spectrograms modeling applications,
pθ (x|z) is usually a free-mean, fixed-variance multivariate Gaussian distribution [6]. Those means x̂ are outputs of a decoder neural network:

1. INTRODUCTION
Automatic synthesizer programming consists in transforming
sounds into synthesizer presets, which can be defined as sets of
values of all synthesis parameters. While the task of finding an
optimal preset can be fulfilled manually, it is often cumbersome
and requires expert skills because a lot of synthesizers provide
dozens to hundreds of controls. This topic is an active research
field [1, 2, 3, 4] and models based on neural networks have shown
considerable improvements.
This paper focuses on models which can program synthesizers from audio and generate new presets as well, such as the Flow
Synth model [3]. An improved architecture, based on a Variational
Autoencoder (VAE) neural network for audio reconstruction and
on an additional decoder for synthesizer parameters inference, is
introduced in Section 3. In contrast to previous generative models,
this architecture is scalable and is able to handle all parameters of
a given synthesizer. Experiments were conducted on the DX7 Frequency Modulation (FM) synthesizer and required a large dataset.

x̂ = DecoderNeuralNetwork (z; θ)

(1)

Given the above assumptions, pθ (x, z) is easy to compute and
to optimize using Stochastic Gradient Descent (SGD). It is considered to be a generative model because it allows drawing realistic
samples x from latent codes z.
However, the latent posterior distribution pθ (z|x) is intractable
[5] thus impossible to optimize. The original VAE formulation
proposes to approximate pθ (z|x) with a parametric model qϕ (z|x)
such as:



∗ This work was also supported by IRISIB and HE2B-ISIB (Brussels,
Belgium)

qϕ (z|x) = N (z; µ0 , σ02 )
µ0 , log σ02 = EncoderNeuralNetwork(x; ϕ)

(2)

where σ02 ∈ RD
+ contains diagonal coefficients of the diagonal
covariance matrix. From these models, the exact log-probability
of a dataset observation xn under the marginal distribution pθ (x)
cannot be computed nor optimized. Nonetheless, we can maximize the following Evidence Lower-Bound (ELBO):

Copyright: © 2021 Gwendal Le Vaillant et al. This is an open-access article distributed under the terms of the Creative Commons Attribution 3.0 Unported License,
which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.
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practice, most flow transforms [9, 10, 11, 12] have lower- or uppertriangular Jacobian matrices and implementations ensure non-zero
diagonal coefficients for numerical stability.

Lθ,ϕ (x) = Eqϕ (z|x) [log pθ (x|z)]
{z
}
|
reconstruction accuracy

+ Eqϕ (z|x) [log pθ (z) − log qϕ (z|x)]
|
{z
}

(3)

2.2.2. Latent space normalizing flows

regularization term

with log pθ (x) ≥ Lθ,ϕ (x) [5]. The first term is considered to be a reconstruction accuracy because it measures the logprobability of samples generated from encoded latent vectors. The
second term is equal to −DKL [qϕ (z|x)∥pθ (z)] thus encourages
encoded probability distributions to remain close to the prior pθ (z).
In practice, these expectations can be computed using a onesample Monte-Carlo approximation [5], i.e., a single z ∼ qϕ (z|x).
However, for gradients to be back-propagated through the encoder
neural network, z must be reparameterized as z = µ0 + σ0 ⊙ ϵ
where ϵ ∼ N (0, ID ). Finally, Lθ,ϕ (xn ) values are estimated using a minibatch of dataset samples xn and (θ, ϕ) model parameters
can be optimized using minibatch SGD.

The baseline VAE approximates the true posterior distribution
pθ (z|x) with a simplified parametric model qϕ (z|x) such as a
multivariate Gaussian. Although it can lead to good reconstruction results, this posterior approximation can be improved by using a more flexible model [9], e.g., the output of a sequence of
normalizing flows T1 , ..., TK .
Let ψ denote the parameters of the full latent flow transform
T = TK ◦ ... ◦ T1 and zk+1 = Tk+1 (zk ) denote successive latent
vectors. z0 is the "z" variable in Equation 2 and its closed-form
density is parameterized by the encoder neural network. The deep
latent variable of Equations 1 and 3 becomes zK . Thanks to the deterministic relationship between zK and z0 , the expectation from
Equation 3 can be written with respect to z0 ∼ qϕ (z0 |x). Using
Equation 4, the ELBO with a latent normalizing flow becomes:

Lθ,ϕ,ψ (x) = Eqϕ (z0 |x) log pθ (x|zK ) + log pθ (zK )

2.1.2. Latent space properties
The encoder introduces a data bottleneck and is encouraged to
compress observations x while allowing accurate reconstructions
b. Therefore, latent distributions qϕ (z|x) can be expected to hold
x
meaningful information about input data, e.g., amplitude, timbre
or envelope features when x is an audio spectrogram. Thanks to
the regularization term (Equation 3), the latent encoding can also
be expected to be continuous, i.e., similar xn , xm observations
should be encoded as qϕ (z|xn ), qϕ (z|xm ) densities with similar
joint support.
However, Zhao et al. [7] proved that ELBO optimization favors fitting the observations xn over performing correct z inference, mainly because the reconstruction term (Equation 3) encourages encoded probability densities to have a disjoint support. This
phenomenon is further amplified by the usually very large difference between x and z spaces dimensions (E ≫ D). E.g., whereas
DKL [qϕ (z|x)∥pθ (z)] is a sum of D terms (assuming Gaussian
distributions), log pθ (x|z) is a sum of E negative terms if components of x are modeled as independent. The regularization loss
becomes orders of magnitude smaller than the reconstruction loss.
To prevent the aforementioned issues, the β-VAE formulation
[8] applies a β ≫ 1 factor to the regularization term. This hyperparameter also leads to a lower entanglement of latent variables, at
b.
the expense of blurrier reconstructions x

− log qϕ (z0 |x) +



(5)

log |det JTk (zk−1 )|

k=1

2.2.3. Flow models
Two common flow models are Masked Auto-regressive Flows
(MAF) [11] and Real-valued Non-Volume Preserving flows (RealNVP) [12]. On one hand, a single MAF layer is fully autoregressive, i.e., it introduces dependencies between all components
of an output vector, and can be considered as a universal approximator [13]. Thus, a multi-layer MAF-based model has a large
expressive power. However, an MAF inverse computation is sequential and approximately D times slower than a forward computation. On the other hand, a single RealNVP layer is a coupling layer. Half of the outputs are set equal to the first half of
the inputs, while an affine transformation is applied to the other
half of inputs. The scale and offset coefficients are parameterized by the unmodified first half of the inputs and the layer’s own
parameters. Nonetheless, a sequence of RealNVP layers and permutations forms a fully auto-regressive model. A RealNVP-based
model provides more scalability – at the expense of a lower parameter efficiency. Moreover, the forward and inverse directions
require the same amount of computation and are equally numerically stable [12].

2.2. Normalizing Flows
2.2.1. Bijective probability distributions transforms

2.3. Automatic synthesizer programming

Normalizing Flows [9] are invertible neural networks primarily intended to transform probability distributions. Let z0 , z1 denote
random vectors and T : z0 7→ T (z0 ) = z1 denote an invertible
and differentiable transform whose inverse is also differentiable.
Given qZ0 (z0 ), the probability density of z1 can be obtained by a
change of variables:
qZ1 (z1 ) = qZ0 (z0 ) |det JT (z0 )|−1

K
X

2.3.1. From audio to synthesizer parameters
The main goal of automatic synthesizer programming [1] is to find
optimal values of synthesis parameters so that synthesized sounds
gets as close as possible to target input sounds. Applications range
from transferring a sound from a synthesizer to another, to reproducing natural sounds (voice, acoustic instrument, ...) from a synthesizer. Early works used CPU-intensive genetic algorithms [14],
and more recent techniques such as long short-term memory neural networks [1] and Convolutional Neural Networks (CNN) com-

(4)

where JT is the Jacobian matrix of the flow transform T ,
whose determinant should be easy and efficient to compute. In
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Figure 1: Block diagram of our single-channel spectrogram model (general architecture inspired from [3]). The number of channels of
encoding (resp. decoding) convolutional layers denote the number of output (resp. input) channels.

b . First, results showed that their VAE-based models imfrom v
proved the spectral error on synthesized audio, although error on
b was smaller with feedforward baseline models.
inferred presets v
Second, comparative results about the different preset regression
networks of VAE-based models were presented. In terms of synthesized audio accuracy, they demonstrated that the usual MLP regression networks underperformed compared to flow-based ones.
Third, they demonstrated through examples how new presets can
be generated from exploring the neighborhood of a latent vector.
Moreover, thanks to the invertibility of the regression flow, any
preset could be easily encoded into the audio latent space.

bined with Multi-Layer Perceptrons (MLP) [2] have demonstrated
improving performances.
These models directly infer synthesizer presets from MelFrequency Cepstral Coefficients (MFCC) [1], audio spectrograms
or raw waveforms [2]. They do not rely on a perceptually regularized, continuous latent space from which new samples can be
generated. Hence, we will qualify them as non-generative. A
comprehensive literature review about non-generative synthesizer
programming is available in the SpiegeLib paper [4].
2.3.2. Differentiable sound synthesis

There is nevertheless room for improvement. As the authors
admit, the performance of their model decreases as the number of
synthesizer parameters increases. This issue must be addressed
because it prevents the model from using all sonic possibilities of
a given synthesizer. Regarding audio reconstruction and presets
generation, reducing inference errors would generally improve the
model. Moreover, the architecture has been validated on a single
subtractive synthesizer, hence different tests would be interesting.
Categorical parameters, which were excluded from the aforementioned experiments, should also be considered because they make
up for a large part of synthesizer functionalities.

One very interesting approach to this automatic programming
problem is the recent Differentiable DSP model [15] which produces sound using oscillators, filters and noise sources implemented as neural networks. This model learns how to synthesize
sound instead of learning how to program an external synthesizer.
However, in contrast to such fully-differentiable solutions, the
perceptual and interactive qualities of usual software synthesizers
have been studied and improved for a long time. They also provide
non-differentiable synthesis methods (filters, oscillators, ...) which
give them unique sonic properties. Moreover, their source code is
carefully optimized because a low CPU-footprint is necessary for
polyphonic and real-time usage. Therefore, only widespread synthesizers such as VST-format plugins are considered in this paper.

3. SPECTRAL VARIATIONAL AUTOENCODER AND
SYNTHESIZER PARAMETERS REGRESSION

2.3.3. Generative models
Recently, Esling et al. [3] introduced the Flow Synth architecture,
based on a spectral VAE. Instead of using a single-path neural network (e.g., MLP, CNN) from audio spectrograms x to synthesizer
presets v, they proposed to add a neural network which infers presets from latent codes of a VAE. This approach assumes that the
latent space holds enough meaningful audio information.
They compared some feedforward models to several VAEbased models on limited subsets of numerical parameters (16, 32
and 64) of a sound synthesizer named Diva. Reported test meab and distances besurements included errors on inferred presets v
tween target spectrograms x and audio spectrograms synthesized

3.1. Model
3.1.1. General architecture
As previously stated, we focus on a VAE structure similar to Flow
Synth [3], which integrates a regression flow to infer synthesizer
parameters. The detailed architecture is presented in Figure 1.
The CNN-based encoder and decoder are symmetrical. In order to reduce the high computational cost of convolutions, stride is
(2, 2) for convolutional layers whose kernel is larger than one.
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Experiments presented in the following sub-sections compare
different learnable representations of presets. Num only indicates
a numerical representation of all parameters, including categorical ones; NumCat indicates that numerical parameters are learned
as continuous numerical variables and that categorical parameters
are one-hot encoded (Figure 2); NumCat++ indicates that categorical and low-cardinality (up to 32) discrete numerical parameters
are one-hot encoded. We assume that regression flows are able
to handle such heterogeneous vectors of data and will discuss this
hypothesis in sub-section 3.4.

3.1.2. Synthesizer parameters regression flow
Considering the very promising results of Esling et al. [3] on subsets of parameters, an invertible transform v = U (zK ) is optimized. This regression model requires the dimension D of latent
vectors z0 , ..., zK to be that of the synthesizer parameters vector
v. U is made of L invertible flow layers i.e. U = UL ◦ ... ◦ U1
and λ denotes their parameters. While previous works [3] used an
MAF variant [10] as regression flow, we use a RealNVP model in
order to ensure scalability and to help improve training stability.
To infer v from the latent space, Papamakarios et al. [13] suggest to optimize Ep∗ (v) [log pλ (v)] where p∗ (v) is the true distribution of dataset samples (maximum likelihood optimization).
This expectation can be
 estimated by computing inverse samples
z0 = T −1 U −1 (v) , their log-probability under the qϕ (z0 |x)
distribution, and log-determinants of Jacobian matrices of successive layers of T −1 and U −1 (see Equation 4). This approach assumes that normalizing flows provide sufficient expressive power
to model complex probability distributions such as p∗ (v). Esling
et al. [3] also relied on several closed-form priors and on modeling
an error ϵ such that v = U (zK ) + ϵ.
However, we could not successfully train these methods on
large (> 100) sets of parameters. Reasonable learning rate reduction (down to a 0.01 factor) and long warmup periods (100 epochs)
helped but did not ensure models convergence. The required learning rate reduction resulted in prohibitively long training durations.
Nonetheless, we observed that RealNVP gave consistent results when directly maximizing log pλ (v|zK ) without using the
inverse flow transforms. Furthermore, synthesizer parameters inference seemed equivalent or better compared to baseline MLP
regression networks.
Thus, we propose to use a flow model as a usual feedforward
neural network for regression, which can be seen as an additional
decoder. During optimization, the regression flow is only used for
sampling and its tractable Jacobian determinant is left aside. This
straightforward approach allows to take advantage of the expressive power of auto-regressive networks, while keeping the bijective relationship between latent vectors and synthesizer parameters, and a known transform between their probability densities.

3.2. Dataset
3.2.1. Dexed synthesizer
Our model was trained to program the Dexed 1 VST synthesizer,
which is an open-source software clone of the famous Yamaha
DX7 FM synthesizer. VST synthesizers can be used inside the
RenderMan 2 Python wrapper to render audio files from presets.
FM synthesizers are able to produce diverse sounds with rich
spectral content, and Dexed automatic programming has been studied in previous works [1, 4]. However, these studies relied on randomly generated presets which do not accurately represent musicians’ use of a DX7 synthesizer.
Hence, we collected more than 12k DX7 public-domain cartridges – which contains 32 presets each – from various online
sources. Cartridges were read using parts of Dexed source code.
A large majority of those presets were duplicates, which were discarded. Some presets produced audio at a lower than −40dB peak
RMS volume, and were also removed. The final dataset contains
approximately 30k items.
Then, we wanted to better understand what our dataset was
made of. For all presets, a single MIDI note (pitch 60, velocity
100) was played and held for 3.0s and audio was recorded for 4.0s
at 22,050 kHz. A 100ms fadeout was applied at the end of audio
files. In order to label presets, we performed Harmonic-Percussive
Source Separation (HPSS) [16] with a residual component [17] on
all audio files. Samples with more than 35% harmonic (resp. percussive) spectral energy were labeled harmonic (resp. percussive).
27.4k presets were harmonic and 1.5k were percussive. 1.7k presets, which contained mostly HPSS residuals, had no descriptor at
the end of this process. They were arbitrarily assigned a sfx label.
Presets and labels were stored in a SQLite database (26MB)
available from our Github repository 3 . Authors and sources of the
original DX7 cartridges are also reported in this database.

3.1.3. Synthesizer parameters vector
Most synthesizers provide numerical (e.g., oscillator amplitude,
cut-off frequency, ...) as well as categorical (e.g., waveform, filter
type, ...) controls. Preset files usually store all parameters’ values
as numerical data in the [0, 1] range, using quantization for categorical and discrete numerical controls. While such representations make parameters easier to handle and to automate, it induces
an ordering of categorical variables which is often inappropriate.

3.2.2. Parameters
Dexed provides 155 automatable parameters but ten of them (main
volume and filter, and on/off switches of the six oscillators) were
constant across the whole dataset. Moreover, we decided to set
the transpose control to its middle C3 position. Hence, the total
amount of learnable parameters is 144.
DX7 FM synthesis relies on six identical oscillators with 21
parameters each. To test our models’ scalability, all experiments
were also conducted on a reduced set of 81 parameters, which includes the three first oscillators and general DX7 controls.

Figure 2: Two representations of a subset of three parameters
from a preset. (a) VST representation: all parameters are stored
as numerical although parameter 39 contains categorical data.
(b) Learnable representation: parameters 37 and 38 are left unchanged while 39 is one-hot encoded.

1 https://github.com/asb2m10/dexed
2 https://github.com/fedden/RenderMan
3 https://github.com/gwendal-lv/preset-gen-vae
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Table 1: Comparison of flow- and MLP-based regression models for presets inference. Reported values are averages of mean values from
the five training folds, plus or minus one standard deviation.
Params
count

Regression
model

81

Flow

81

MLP

144

Flow

144

MLP

Learnable
representation
Num only
NumCat
NumCat++
Num only
NumCat
NumCat++
Num only
NumCat
NumCat++
Num only
NumCat
NumCat++

Latent
dim. D
81
140
340
340
144
224
610
610

Parameters
Numerical
Categorical
MAE (10−1 )
Accuracy (%)
1.391 ± 0.031
58.1 ± 1.8
1.187 ± 0.021
84.3 ± 1.0
0.916 ± 0.025
85.3 ± 1.0
1.242 ± 0.022
66.6 ± 0.7
1.187 ± 0.013
83.9 ± 0.9
1.026 ± 0.028
83.3 ± 0.7
1.465 ± 0.008
63.4 ± 2.3
1.284 ± 0.013
85.1 ± 0.3
1.049 ± 0.011
86.0 ± 0.6
1.360 ± 0.016
68.6 ± 0.8
1.274 ± 0.004
84.4 ± 0.6
1.110 ± 0.021
84.4 ± 0.5

3.2.3. Spectrograms
Audio files were rendered as described in sub-section 3.2.1 and
were not amplitude-normalized. MIDI notes played depended on
the experiment, and each MIDI note corresponded to approximately
10GB of audio files. These files were transformed into 257-bins
Mel-Spectrograms computed from the log-magnitude of a STFT
(Hann window, width 1024, hop size 256, 347 time frames). Then,
a −120 dB threshold was applied to these Mel-spectrograms, which
were finally scaled into [−1, 1] using the minimum and maximum
amplitudes of the entire dataset.

Audio
Spectrogram
MAE log
SC
0.547 ± 0.021
1.08 ± 0.07
0.510 ± 0.014
1.28 ± 0.06
0.470 ± 0.009
1.15 ± 0.06
0.496 ± 0.005
0.99 ± 0.01
0.548 ± 0.022
1.22 ± 0.03
0.471 ± 0.011
0.98 ± 0.01
0.740 ± 0.035
1.03 ± 0.05
0.650 ± 0.011
1.09 ± 0.01
0.615 ± 0.008
1.03 ± 0.01
0.699 ± 0.007
0.97 ± 0.01
0.654 ± 0.009
1.03 ± 0.02
0.637 ± 0.007
0.94 ± 0.03

MFCC
MAE
17.9 ± 0.9
17.2 ± 0.6
12.1 ± 0.5
16.1 ± 0.3
17.1 ± 0.4
12.2 ± 0.4
19.2 ± 0.6
18.6 ± 0.6
14.7 ± 0.3
19.1 ± 0.1
18.6 ± 0.2
15.0 ± 0.4

Such a normalization implies a β ≈ D/E regularization factor, which roughly ranges from 150 to 1000 across presented tests.
We multiplied the normalized latent loss by an arbitrary 0.2 facb retor to improve the tradeoff between VAE regularization and x
construction accuracy. Resulting β values are similar to those of
Higgins et al. [8] for 178x218 pictures modeling tasks, who also
reported that the β hyper-parameter is hard to tune, even on a logarithmic scale.
3.3.3. Training and evaluation
Presets were randomly split into a held-out test set (20%) and a
train/validation set (80%) used during models development. Each
model was trained five times in order to perform a k-fold crossvalidation procedure (64% train set, 16% validation set). Results
presented in Tables 1 and 2 were obtained from the test set only.
Models were trained during 400 epochs using the Adam optimizer with a minibatch size of 160. In order to help normalizing
flows training, the learning rate increased linearly from 2×10−5 to
2 × 10−4 over the first 6 epochs. A scheduler divides the learning
rate by 5 when validation losses did not improve during 12 epochs,
and training could be stopped earlier if learning rate became lower
than 10−7 . A linear β-warmup [18] from 50% to 100% was performed from epoch 0 to epoch 25. During early tests, we remarked
that β-warmup starting from 0% significantly decreased validation performances. Models training lasted about 2.5 hours on two
Nvidia GTX 1070 GPUs.

3.3. Implementation
3.3.1. Neural networks
All models were implemented using PyTorch and nflows4 . Details about CNNs and Fully-Connected (FC) layers are provided in
Figure 1. Latent and regression flows are made of K = L = 6
layers. Internal scale and translation coefficients of each RealNVP
layer are computed using a 2-layer MLP (300 hidden units) with
residual connection, Batch Normalization (BN) and 0.4 dropout
probability. A hardtanh activation with [0, 1] range is applied to
the regression flow’s output.
3.3.2. Loss functions
A Mean-Square Error (MSE) reconstruction loss is computed on
b and the negative regularization loss is described
decoder outputs x
in equation 5. An MSE loss is evaluated on each numerical parameter, while a categorical cross-entropy loss is computed on each
categorical sub-vector. Cross-entropy softmax activations have a
0.2 temperature to compensate for the limited range of categorical
logits. Nonetheless, we observed that categorical representations
of discrete numerical parameters lead to higher losses for a given
accuracy. Thus, we apply an empirical 0.2 factor on all categorical
losses. The total regression loss is the sum of per-parameter losses.
To perform fair comparisons between variants of our models
(sub-sections 3.4.1 and 3.4.2), we decided to normalize all three
losses, i.e., divide them by the dimension of corresponding data.
This prevents the model from favoring, for instance, parameters
inference over spectral reconstruction when D increases.

3.4. Results
3.4.1. Flow regression
This first experiment studies how the flow-based regression network handles the three proposed representations of presets. MIDI
notes played had a pitch of 65 and an intensity of 85.
Results are presented in Table 1. The Mean Absolute Error
(MAE) of numerical DX7 parameters and accuracy of categorical DX7 parameters are reported. To measure audio accuracy, audio files were rendered using inferred presets. The MAE between
true and synthesized log STFTs, as well as the 40-band MFCCs
(86 time frames) MAE are presented. Spectral Convergence (SC),
which measures a discrepancy between the largest components of
linear-scale STFTs [19], is also reported. While these three metrics provide audio similarity measurements, an in-depth perceptual

4 https://github.com/bayesiains/nflows
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evaluation is left for future works. Comparative audio examples
are available from the paper’s companion website 5 .
The Num only representation, which induces an unnatural ordering of categorical variables, leads to the worst results for most
metrics. NumCat, which is the most natural representation, generally improves performance, and NumCat++ helps improve it even
more. The error on MFCCs, which can be considered as an error
on timbre and general harmonic structure, is particularly reduced
by this last model. This might be partially explained by the onehot representation of some frequency discrete numerical controls,
which are likely to take specific values such as +0, ±7 or ±12
semitones. We conclude that the heterogeneous representations of
presets introduced in sub-section 3.1.3 do improve performance of
the regression flow.
Surprisingly, good SC values can be observed for models which
perform poorly otherwise. However, SC measures an error on a
non-perceptual linear scale. After listening to some presets inferred by Num only models, it seems that these models lead to
simpler and non-diversified sounds, but reconstruct quite well the
main spectral components hence present the best SC values.
Regarding scalability, the performance of our model degrades
only slightly when using six oscillators (144 parameters) instead
of three (81 parameters). This could be expected because the three
added oscillators are the deepest ones in DX7 FM architectures
(i.e., routing of oscillators signals, also called algorithms). They
are usually responsible for subtle modulations of higher harmonics, which are harder to identify from Mel-Spectrograms. Interestingly, the accuracy of categorical parameters inference improves
as the number of learned parameters increases. These elements allow to conclude that presented models are scalable and should be
usable for any synthesizer that provides a larger number of controls.
3.4.2. MLP regression - constant latent space dimension
The NumCat++ representation introduces a quite large increase of
D, which eases the compression task of the spectral VAE. Therefore, it is necessary to know if the benefits of NumCat++ models
come from the representation itself, or from the D increase.
For this second experiment, the three parameter representations were tested with a constrained large latent space dimension
D. However, the invertible transform U had to be replaced by a
non-invertible, feedforward neural network. We chose a 4-layers
MLP with 1024 hidden units and ReLU hidden activations. BN
and dropout (0.4 probability) were appended to the two first MLP
layers only. Similar to Figure 1, a hardtanh activation was applied
to the last layer’s output. The largest MLP regression network
contains 3.0M parameters (5.9 MFLOP) whereas the largest flow
regression network contains 1.6M parameters but requires more
operations per item (11.3 MFLOP).
Results are also reported in Table 1. First, the Num only representation leads to the worst results regarding parameters inference and for most audio criteria. Second, compared to NumCat,
the NumCat++ models improve all metrics but categorical parameters accuracy, which is similar or slightly decreases. Therefore,
we conclude that performances observed in sub-section 3.4.1 were
not caused by the D increase alone. Third, these results also allow
to compare MLP- and flow-based regression models. Consistent
with [3], we confirm that MLP regression networks generally underperform.

4. MULTI-CHANNEL SPECTROGRAMS
4.1. Multiple input notes
Most synthesizers provide parameters to modulate sound depending on the pitch and intensity of played notes. For instance, a cutoff frequency can depend on note pitch, while an oscillator’s amplitude can be related to the articulation of note via MIDI velocity
(intensity). To the best of our knowledge, these parameters have
been neglected in all related studies.
For a model to learn these parameters, multiple spectrograms
corresponding to different MIDI notes should be provided. Therefore, we propose an architecture that encodes and decodes multiple
spectrograms (Figure 3) generated from the same ground truth preset. This approach is conceptually related to the Generative Query
Network [20] which feeds multiple 2D renders of a 3D scene to a
model that infers a high-level representation of that scene. Here,
a 3D scene corresponds to a preset and a high-level scene representation corresponds to a zK latent code. A 2D view of a scene
(from a given position and angle) corresponds to a particular audio
rendering of a preset (using a given MIDI note).
VAE inputs are multi-channel images, each channel corresponding to a single note. The experiment presented below processes six-channel spectrograms whose associated (pitch,
intensity) MIDI values are (40, 85), (50, 85), (60, 42), (60, 85),
(60, 127) and (70, 85). This architecture relies on a singlespectrogram encoder neural network which is sequentially applied
to each input channel. The outputs are small 256-channel feature
maps which contain deep, high-level information about each spectrogram. These feature maps are then stacked and mixed together
by a convolutional layer. The decoder follows a similar principle.
Compared to the previous model (Figure 1), this new VAE
processes six times more data thus requires more parameters. Our
multi-channel VAE neural network contains less than two times
more parameters (42.8M vs. 27.3M) so that it can be considered
parameter efficient.
4.2. Experiment
To compare single- and multi-channel architectures fairly, and to
demonstrate the interest of the latter, we used a slightly modified version of the single-channel encoder presented in Figure 1.
Firstly, the 512-channel encoder and decoder layers were deepened to 1800 channels such that the total number of parameters
was 43.0M. Secondly, the two first elements of µ0 were set to the
pitch and intensity (normalized into [−1, 1]) of the input spectrogram. The two first elements of σ0 were set to 2/127.
Both models were trained as described in the previous section.
Training durations increased to approximately seven hours.
4.3. Results
Results are available in Table 2. Similar to the previous section,
audio synthesis accuracy and parameters inference accuracy are reported. Audio accuracy evaluation was performed on the six training MIDI notes, whereas Table 1 focused on one note. Results also
include inference accuracy for parameters specifically related to
the pitch and intensity of played notes. Models with multi-channel
input spectrograms demonstrate a significant performance increase
for all criteria but SC (which was discussed earlier).
Learning all parameters of a synthesizer by using a single MIDI
note was probably an ill-formed problem, because some parame-

5 https://gwendal-lv.github.io/preset-gen-vae/
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Figure 3: Multi-channel spectrograms architecture. 1-spec blocks partially encode or decode a single spectrogram. They contain the blocks
indicated by the same color on Figure 1. The 1-spec enc and 1-spec dec neural networks are unique and sequentially applied.
Table 2: Comparison of the single-channel and multi-channel models described in sub-section 4.1.
Params
count

D

81

340

144

610

Input
channels
1
6
1
6

All parameters
Numerical
Categorical
MAE (10−1 ) Accuracy (%)
0.97 ± 0.01
83.9 ± 0.4
0.86 ± 0.01
86.3 ± 0.4
1.14 ± 0.02
84.0 ± 0.3
0.99 ± 0.02
86.7 ± 0.4

Pitch and intensity params
Numerical
Categorical
MAE (10−1 )
Accuracy (%)
0.240 ± 0.003
85.6 ± 0.3
0.185 ± 0.006
87.3 ± 0.3
0.308 ± 0.008
84.3 ± 0.3
0.240 ± 0.008
86.4 ± 0.3

ters do require multiple pitches and/or intensities to be estimated.
Hence, we argue that all automatic synthesizer programming frameworks should implement multi-channel convolutional structures
such as ours.

Audio
Spectrogram
MAE log
SC
0.472 ± 0.005
1.37 ± 0.05
0.456 ± 0.012
1.44 ± 0.28
0.643 ± 0.009
1.03 ± 0.02
0.595 ± 0.009
1.05 ± 0.04

MFCC
MAE
12.1 ± 0.3
11.1 ± 0.3
15.2 ± 0.1
13.9 ± 0.3

presets using U . Moreover, smooth preset morphing effects can
be performed by interpolating between zK latent vectors. Preset
inference and generation examples are available from the paper’s
companion website (link provided in sub-section 3.4.1).

5. DISCUSSION
5.2. Latent space and macro-controls
5.1. Presets inference and encoding
The latent space dimension’s lower bound is the number of parameters, which can reach several hundreds with some synthesizers.
Moreover, section 3 demonstrated that increasing the size of presets learnable representations – which constrains the latent space
dimension D – improves preset inference.
Therefore, is seems hard to handle a synthesizer by using the
numerous coefficients of zK as independent macro-controls. It
is also probably impossible to assign a distinct perceptual meaning to each coefficient of zK . Hence, in contrast to [3], we argue
that the objective of disentangled semantic macro-controls might
be unachievable, and might not be suited to such generative models. Instead of individual macro-controls, tools such as graphical
presets interpolators [21, 22] can be used to manage large latent
vectors directly for presets generation.
However, the size and entanglement of the latent space can
be discussed more. The latent space dimension D of our models
might seem quite large, but it remains much lower than that of the
NSynth paper [23] for instance. Disentanglement is harder to assess. Although decorrelation does not imply disentanglement, it
is a necessary condition. Thus, we computed Spearman rank correlation matrices on zK along with corresponding p-values matrices. Correlation coefficients lie in the [−1, 1] range. Matrices
corresponding to training folds of the last model (multi-channel
spectrograms, 144 parameters, D = 610) were stacked to provide the following metrics. 78% of latent variables are unlikely to
be fully-decorrelated (p-value < 0.05), which is a quite high proportion. Nonetheless, the average absolute Spearman correlation
coefficient is 0.10 (SD = 0.10), which can be considered as a low
(< 0.3) correlation. This last result seems to indicate that most of
latent variables contains useful audio information although a weak
correlation exists between most of them.

When our model is used to program a synthesizer from audio files,
the decoder neural network is not used and the data path resembles non-generative solutions such as [2]. An important contribution of VAE-based synthesizer programming, as initially proposed
by Esling et al. [3], is to introduce an auditory-meaningful latent
bottleneck from which new presets can be generated.
Section 3 demonstrated the usability of our model for full-size
(144 parameters) DX7 presets, whereas previous similar models
focused on subsets of parameters and showed degraded performance as the number of learned parameters increased. Moreover,
we provided means to improve performance by turning this inference problem into a hybrid regression and classification problem.
Section 4 focused on learning dynamic parameters which are
related to the pitch and intensity of notes played into the synthesizer. This aspect had been neglected in the relevant literature. We
introduced a multi-channel spectral VAE and proved that it is able
to learn such parameters. This means that these dynamic audio features, which quantify how the sound evolves in relation to MIDI
notes played, were properly encoded into the latent space. This
multi-channel architecture can be used for out-of-domain synthesizer programming, e.g. using voice or acoustic instrument input
sounds. However, this matter requires a more in-depth study and
is left for future research.
Our final architecture ensures that any preset – including onehot encoded parameters – can be precisely encoded into the latent
space by inverting the numerically stable RealNVP-based regression flow. Thanks to the strong latent β-regularization of the spectral VAE, the auditory latent space is continuous. As described in
[3], it becomes possible to generate new similar presets by encoding a given preset v as zK = U −1 (v), generating new latent vectors from the neighborhood of zK , and converting them back into
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6. CONCLUSION
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This paper presented solutions to improve automatic synthesizer
programming using spectral VAE models with regression flows.
These models are able to infer synthesizer parameters from audio
samples but can also generate new presets from the regularized
VAE latent space. Compared to previous works, architecture modifications and new training methods were introduced to scale models to large vectors of synthesizer parameters. Moreover, combinations of representations – continuous or one-hot encoded – of synthesizer parameters were compared. An heterogeneous representation of categorical and numerical variables demonstrated large
improvements in terms of parameters inference and synthesized
audio accuracy.
Then, it was explained that some synthesizer parameters need
multiple input sounds to be properly estimated. A new VAE architecture, which handles multi-channel spectrograms, was presented.
Performances were significantly enhanced while neural networks’
sizes had been only moderately increased.
All experiments were conducted on a software implementation
of the DX7 FM synthesizer. Whereas previous works on the DX7
used datasets of randomly generated presets, we gathered and curated 30k human-made presets. The dataset, as well as models and
evaluation source code, is available from our Github repository.
We hope that our work will help extend VAE-based control and
automatic programming to many other synthesizers and encourage developers and researchers to fork our source code for future
experiments or to integrate it into existing VST plug-ins.
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ABSTRACT
Virtual analog (VA) modeling using neural networks (NNs) has
great potential for rapidly producing high-fidelity models. Recurrent neural networks (RNNs) are especially appealing for VA due
to their connection with discrete nodal analysis. Furthermore, VA
models based on NNs can be trained efficiently by directly exposing them to the circuit states in a gray-box fashion. However,
exposure to ground truth information during training can leave the
models susceptible to error accumulation in a free-running mode,
also known as “exposure bias” in machine learning literature. This
paper presents a unified framework for treating the previously
proposed state trajectory network (STN) and gated recurrent unit
(GRU) networks as special cases of discrete nodal analysis. We
propose a novel circuit state-matching mechanism for the GRU
and experimentally compare the previously mentioned networks
for their performance in state matching, during training, and in exposure bias, during inference. Experimental results from modeling
a diode clipper show that all the tested models exhibit some exposure bias, which can be mitigated by truncated backpropagation
through time. Furthermore, the proposed state matching mechanism improves the GRU modeling performance of an overdrive
pedal and a phaser pedal, especially in the presence of external
modulation, apparent in a phaser circuit.
1. INTRODUCTION
VA modeling [1] attempts to reproduce the desirable sonic characteristics of analog audio processing devices while side-stepping
their inconveniences by operating in a purely digital domain.
While white-box VA modeling approaches [2, 3] can produce accurate digital models, the creation of these models requires expert knowledge in circuit analysis and digital signal processing.
Furthermore, the process is often labor intensive. This creates a
clear appeal in automating VA modeling via black-box methods
for rapid development and deployment.
Various black-box system identification methods for guitar
amplifiers and distortion effects have been proposed [4, 5], but the
methodology is constrained by the coupling between the parameter estimation method and a Wiener-Hammerstein model topology.
Meanwhile, NN and generally deep learning methods for VA have
gained popularity not only due to their black-box convenience, but
Copyright: © 2021 Aleksi Peussa et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.

also their flexible model architecture choice. Generic NN blackbox models include a feedforward variant of the WaveNet [6, 7]
and encoder-decoder models with recurrent bottleneck processors
[8]. A deep learning framework further enables the inclusion (and
end-to-end tuning) of digital signal processing (DSP) components,
such as oscillators [9] and infinite impulse response filters [10, 11].
Typical audio processing circuits are stateful nonlinear systems, with relatively few reactive components. As such, comparisons arise naturally between classical circuit analysis techniques,
such as the Discretized Kirchhoff nodal analysis (DK-method)
[12, 13], and stateful NN models, such as recurrent neural networks (RNNs). RNNs with gated activations (for example, the
long short-term memory (LSTM) [14] network and the gated recurrent unit (GRU) [15]) have been successfully applied in a blackbox VA setting [16–18]. Although these RNNs are stateful, their
state bears no direct relationship to the analog circuit state they
aim to emulate. Meanwhile, the recently proposed State Trajectory Network (STN) [19] directly draws inspiration from the DKmethod by tying the output of the NN model with the analog circuit state. The STN leverages the observed state information for
efficient training, but its generalization to inference without available ground-truth states is not yet well understood. On the other
hand, the present black-box NN models are relatively slow to train,
which could be mitigated by utilizing available circuit states.
Recurrent (and recursive) networks are widely used for sequence modeling tasks in the nearby fields of natural language
processing (NLP) and speech synthesis. Invariably, the models
share a common discrepancy between training and inference time.
That is, at training time, recursively computed states are often substituted with ground truth information. A common example of this
is to replace a recursive model output with the true target output.
However, at inference time such a substitution is not possible and
the model must instead recursively rely on its own previous predictions (and states) as conditioning for its subsequent outputs. This
discrepancy between training and test time conditions is known as
“exposure bias”. Training techniques that “expose” the model to
ground truth information in this way are referred to as “teacher
forcing”, analogous to a teacher correcting a student’s mistakes
while sequentially working through a problem.
The exposure bias problem has attracted considerable research
attention especially in NLP, with proposed mitigation techniques
including scheduled sampling [20], decoding model outputs from
multiple candidate trajectories [21], optimizing metrics at a sequence level [22], adversarial training schemes [23, 24], and reinforcement learning [25]. Though the exposure bias phenomenon
is acknowledged in NLP, it remains difficult to quantify due to the
natural random variation present in the data. In contrast, the elec-
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xt−1

trical circuits in VA modeling are practically deterministic, which
facilitates studying exposure bias in a VA context. An initial investigation into state matching for GRUs and the effect of truncated
backpropagation through time (TBPTT) [26] for various recurrent
VA models was presented in [27].
In this paper, we expand upon previous work by exploring
the impact of state matching and exposure bias on NN based VA
models. In Sec. 2 we demonstrate how existing STN and GRU
based networks can be interpreted as learnable DK-method-like
algorithms and analyze the effect of teacher forcing on the training dynamics of such RNNs. In Sec. 3 we propose a GRU variant which incorporates a state matching capability similar to the
STN via a state-based loss function. We then demonstrate a range
of experimental results in Sec. 4, where we firstly study the exposure bias problem as a generalization gap between the quality
of model outputs generated during training and during inference,
for a simple diode clipper circuit. We also conduct further experiments to quantify the effects of model architecture choice and state
matching during training on a more complex overdrive circuit and
a modulated phaser. Finally in Sec. 5, we finish out the paper with
our concluding remarks.

ut

AE

yt

and form a restricted subset of a learnable DK-method. Note that
all of the learnable system parameters are incorporated into the
nonlinear mapping, fs , as weights and biases of the MLP.
The connection with GRUs is also straightforward to derive.
First, consider the state update equations for a standard GRU [15],
xt
zt
rt
gt
yt

= zt ⊙ xt−1 + (1 − zt ) ⊙ gt
= σ (Wx,z xt−1 + bx,z + Wu,z ut + bu,z )
= σ (Wx,r xt−1 + bx,r + Wu,r ut + bu,r )
(4)
= tanh (rt ⊙ (Wx,g xt−1 + bx,g ) + Wu,g ut + bu,g )
= Wy xt + by ,

where ⊙ denotes the Hadamard product. By then introducing the
additional vector variable wn ∈ RN and nonlinear mapping fg :
RN +M → RN such that
wt = (1 − zt ) ⊙ (gt − xt−1 ) = fg (xt−1 , ut ) ,

Nonlinear state space methods are a common tool in the world
of VA modeling. Among such approaches is the so called DKmethod [12, 13] which decomposes a discretized circuit model into
a cascade of a linear transformation and a nonlinear mapping f ,
whose form is implied by the underlying circuit topology. Under
the assumption that f is functional, the recursive update equations
for such an approach are given by

(5)

and by defining the additional following matrices
A = IN ×N , B = 0N ×M , C = IN ×N
,
AE = Wy , BE = 0Q×M , CE = 0Q×N

(6)

the updates in (4) can be equivalently written as
xt = xt−1 + wt , wt = fg (xt−1 , ut )
yt = Wy xt + by .

(1)

where the vectors xt ∈ RN , ut ∈ RM , wt ∈ RP , and yt ∈ RQ
are the system states, inputs, nonlinear activations and outputs at
time step t respectively and A, B, C, AE , BE , and CE are a set
of appropriately sized matrices. While seemingly distinct from the
world of NN black-box modeling, in the following we demonstrate
that both STNs and GRUs can be interpreted as learnable variants
of such a DK-type method.
We firstly consider STNs. According to [19], one can freely
choose the states of the circuit(s) to be modeled. We explicitly select the device outputs to be a subset of these states and assume that
the output signals correspond to the last Q observed states. We do
so, because during initial experimentation with STNs it was found
that this configuration leads to the best performance in modeling
audio circuits. More formally, we define the matrices

(7)

Note that as in the case of the STNs, the GRU architecture has
again imposed the restriction that P = N .
Comparing the update equations in (3) and (7), one can note
the near identical nature of the recursive updates (xt and wt ) with
the only distinction being the architecture of the nonlinear mapping adopted. Ignoring the additional additive bias term in (7) for
the sake of brevity, it follows that the signal flow of both methods
can be represented by the diagram in Fig. 1.
Due to the well known universal (memoryless) function approximation properties of MLPs [28], the difference in nonlinearity might suggest that the STN could be more flexible than its
GRU counterpart. For the training routine proposed in [19] which
involves ground truth state information, this may well be the case
at training time. However, this approach can have a significant
impact on inference performance when the ground truth states are
no longer available. In contrast, the particular topology of fg is
well known to lend itself to more effective training via truncated
back propagation through time [26] which we postulate can lead
to better model performance at inference time.

A = IN ×N , B = 0N ×M , C = IN ×N
(2)

AE = 0Q×(N −Q) IQ×Q , BE = 0Q×M , CE = 0Q×Q ,


where IQ×Q and 0Q×M denote a Q dimensional identity matrix
and a Q by M zeros matrix respectively. By then defining the nonlinear function fs : RN +M → RN to be a multi-layer perceptron
(MLP), it follows that the STN update equations are equivalent to
xt = xt−1 + wt , wt = fs (xt−1 , ut )


yt = 0Q×(N −Q) IQ×Q xt ,

f

Figure 1: Signal Flow Diagram for STN and GRU.

2. A GENERALIZED INTERPRETATION OF
RECURSIVE BLACK-BOX METHODS

xt = Axt−1 + But + Cwt , wt = f (xt−1 , ut )
yt = AE xt + BE ut + CE wt ,

xt

+

2.1. STN, Teacher-Forcing, and Exposure Bias
Given the previously mentioned connection between STNs and
recurrent mechanisms for black-box modeling, we also link the
corresponding proposed training procedure with that of recurrent

(3)
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mechanisms. To that aim, allow x̂ ∈ RN to be the approximation of the target state signal x ∈ RN computed using fs from
(3). From (3), x can be seen as the vector that contains both the
output and the remaining state variables. For optimizing the parameters of fs , stochastic gradient descent is applied using ground
truth data obtained from the system to be modeled at every timestep t. It follows that an STN is essentially a recurrent mechanism
optimized using the teacher-forcing technique, proposed in [29,
30]. To highlight the exposure bias in STNs, let us focus on the
learning of fs . For the sake of brevity, we will focus on the last
layer of fs , parameterized by the matrix Θ ∈ RN ×Nh where Nh
denotes the dimensionality of the latent vectors computed by the
computational layers of fs . It follows that the partial derivatives
can be calculated1 as
∂E
∂E ∂ x̂ ∂w ∂ w̃
=
,
∂Θ
∂ x̂ ∂w ∂ w̃ ∂Θ

previous time-steps. This results into the problem of vanishing
or exploding gradients [14, 32]. A common way to mitigate the
problem of vanishing or exploding gradients is to employ gated
recurrent mechanisms such as the GRU (see (4)) [15].
3. STATE SPACE INFORMED LOSS FUNCTIONS
In addition to the implicit teacher-forcing in the formulation of
STNs, the work in [19] highlights the potential benefit of using
state information as an additional objective to optimize neural networks. We refer to this objective as state matching and propose
to use it for optimizing the parameters of a GRU. To that aim, let
us denote by st ∈ RNs the target vector of state variables at time
step t where Ns is the number of measured states from the device
under test and by xt ∈ RN the output of the GRU using (4). The
state matching loss Es for a set of time steps t ∈ [0, T − 1], is
given by
T
−1
X
Es =
LESR,t (xt , st ),
(10)

(8)

where E is the outcome of a differentiable loss function that compares the predicted and target outputs x̂ and x. From (3), the output of fs is denoted by w ∈ RN . The tilde symbol “ ˜
• ” is used
to denote the computed latent vector prior to the application of the
element-wise non-linear activation function and thus, ∂w
refers to
∂ w̃
the first derivative of the element-wise non-linear activation function(s) contained in fs .
As can be seen in (8), the updates of the parameters of the fs
do not consider the temporal contribution of previous time-steps
t′ < t. Essentially, fs does not model temporal dependencies
longer than a single advance from t − 1 to t, i.e., the shortest possible trajectory is considered during training. Consequently, fs
is exposed only to vectors drawn from the training data-set and
not the predicted ones by evaluating fs at some previous timestep. This could limit the generalization performance of the model
during inference [25], because at inference time only the approximations x are available for conditioning. It is therefore useful
to expose fs to approximations of the input vectors, so the model
may learn to recover from its own mistakes.
A straightforward way to expose fs to the previously mentioned bias can be achieved by allowing fs to freely-run for T
time-steps during the training procedure. In the free-running
mode, the output of fs is used as input for the next time-step
and the optimization of Θ can be done using back-propagation
through-time (BPTT) [26] and its time-truncated (TBPTT) variant [31]. With this in mind, we propose to consider the temporal
contributions of previous time-steps t′ to the loss at time-step t as
t
X
∂Et ∂ x̂t ∂wt ∂inst wt′
∂Et
=
,
∂Θ
∂ x̂t ∂wt ∂wt′ ∂Θ
′

t=0

where LESR,t is the error-to-signal ratio (ESR) loss function and it
follows that N = Ns . The LESR,t between a target mt ∈ RN and
an approximation of mt at time-step t, denoted as m̂t ∈ RN , is
computed as
LESR,t (mt , m̂t ) =

(11)

where ϵ = 10−9 is an additive constant ensuring numerical stability and F is a memory-based pre-emphasis filter computed as
F(mt ) = mt − 0.95mt−1 .

(12)

In (12) the memory refers to the storage of the information contained in mt−1 and for t = 0, mt−1 is a vector of zeros. The
motivation for applying the high emphasis filter follows the experimental findings presented in [6, 17, 33].
Assuming that the outputs of the device under test are a subset
of the measured states, (10) also contains information of the target
output signal y. In contrast, black-box training only aims to match
outputs which is equivalent to substituting xt and st in (10) by




x̃t = 0Q×(N −Q) IQ×Q xt , s̃t = 0Q×(N −Q) IQ×Q st .
With the above substitution, we can interpret state matching as
a form of loss regularization. If we were to naively use (10) to
regularize GRU training however, this would impose that N = Ns
which could limit network capacity due to the restrictive form of
fg . Motivated by the different AE matrices used in (3) and (7), we
therefore propose a modified state matching loss by substituting xt
and st in (10) by

(9)

t =0

∂

∥F(mt ) − F (m̂t )∥22
,
∥F(m̂t )∥22 + ϵ

w

where inst∂Θ t′ is the instantaneous gradient. The instantaneous
gradient computes the gradient of w with respect to Θ only at
t′ , disregarding other time-steps. In contrast to the instantaneous
∂wt
gradient, ∂w
is calculated by considering the dependencies from
t′
all the previously evaluated time-steps up to t including the applied
element-wise non-linear function. It is important to notice that
for T = 1, (9) boils down to (8), i.e., the training scheme of the
STN as originally proposed in [19]. A caveat for letting T > 1,
∂wt
is that the Jacobian ∂w
can perturb exceedingly small or large
t′
values, due to the computation of a product that includes all the

x̃t = As xt + bs , s̃t = st ,

(13)

where As , bs together form a learnable affine mapping between
the network states xt and circuit states st . This allows us to maintain the decoupling of N and Ns and optimize with respect to a
single objective, i.e., Eq. (10) with the modifications imposed by
Eq. (13). Furthermore, assuming that the output states form a subset of s, the last Q rows of As and bs are equivalent to the output
affine mapping of the GRU, Wy and by respectively. We refer to
the usage of (13) as soft state matching and the usage of (10) as
hard state matching.

1 The functional dependence of variables and differentiable functions is
used for convenience in the notation.
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Expanding on (13), we can also use state information to warmstart the GRU during training. Commonly, for the first time-step
in a batch, the GRU hidden states are initialized with zeros and for
subsequent frames the hidden states contain the previously processed time-step state. In contrast, teacher forcing uses ground
truth state information for every time-step. We therefore propose
to use an additional learnable mapping between the state vector st
and the GRU hidden states xt during training, to complement the
use of soft state matching. Specifically, at the start of each TBPTT
frame in a batch we propose to set
xt = Cs st + ds ,

the ESR without pre-emphasis. The ESR metric without the preemphasis is denoted as EESR . To assess the model quality, we also
employed a metric computed using the short-time Fourier transform (STFT) denoted by ESTFT . Similarly to (11), ESTFT is computed as
ESTFT =

(15)

k=1

where J and K denote the number of frames and frequency bins,
respectively, log10 is an element-wise logarithmic function, and
STFT denotes the STFT operation using a 8192 sample long Hanning windowing function and 75% overlap.
In contrast to the ESR, which compares values point-wise in
the time domain, the STFT and magnitude based metric first averages short-time spectral information for the target and model
output, and only afterwards computes a difference. The resulting
metric is agnostic to discrepancies in phase. We expect a potential
drift in model output to occur, but it remains imperceptible as long
as the short-time spectral magnitude remains unaffected. Note that
both the validation and test metrics were only considered on the
final output of the device under study. This is due to the output accuracy being the most crucial element of the model performance,
while allowing for the direct comparison of models irrespective of
their state-space representation.

(14)

where Cs and ds constitute a learnable affine layer. Echoing our
state matching naming convention, we will refer to this as soft
teacher forcing. We postulate that when combined with soft state
matching, this will allow GRU based networks to exploit circuit
state information without restricting their state size.
4. EXPERIMENTAL PROCEDURE
To evaluate the impacts of teacher forced training and statematching on NN VA modeling, we conducted a number of experiments. In this section we highlight these efforts by firstly outlining our experimental methodology including our data generation
approach and performance metrics. For the teacher forcing experiments we explore the presence of exposure bias in trained models
in the context of a second order diode clipper while in the statematching case we consider two more complicated devices, a Boss
SD-1 and MXR Phase 90. Lastly, listening tests results for each
experiment are included to complement the objective performance
metrics.

4.3. Impact of Exposure Bias on Inference Performance
To quantify exposure bias, the generalization gap between the freerunning prediction performance, during inference, and the metrics
measured during TBPTT based training was explored. Specifically, three model configurations were considered: the STN [19],
a standard black-box GRU [17], and finally a state-space regularized GRU (SS-GRU) which utilizes the soft state-matching (13)
and soft teacher forcing (14) proposed in Sec. 3. Furthermore,
each model was trained using various TBPTT lengths to quantify
the effect of sequential training. To keep the experiment simple,
we focused on modeling a second order diode clipper (following
[19]). To ensure non-linear circuit behavior, the input signals for
each dataset were increased in order to give peak values of ±2 V,
which is comparable to the signals used in [19].

4.1. Data Generation
To conveniently obtain the state information of increasingly complex circuits, we opted to use synthetic data generated via SPICE
simulations. A corpus of musical instrument recordings (∼ 7 min)
were passed through these models to form the dataset for each,
with peak values of ±1 V. The data was split into training (∼ 5 min
30 s) and validation (∼ 30 s) subsets. Furthermore, a test subset
(∼ 1 min) was formed to evaluate the trained model performance
for each experiment. The number of states Ns was determined
for each circuit based on their respective number of reactive elements (i.e., capacitors or inductors). As these states could be chosen somewhat arbitrarily without degrading performance, [19], for
each reactive component, an associated nodal voltage was measured with the additional restriction that one such state would be
the output signal itself (for all considered circuits Q = 1).
SPICE transient analysis uses a variable time step size to accurately resolve the circuit states. To convert into a constant step
size, we therefore used cubic spline interpolation to obtain a 32
times oversampled sequence, which was then bandlimited and resampled to a 48 kHz rate2 . Finally, the resulting recordings were
scaled globally (per device) to a range of ±1.

4.3.1. Experimental Configuration
The STN and SS-GRU were able to be trained in a fully teacherforced manner, because the real circuit states were known at each
time step and could be mapped to the model state. However, such
ground-truth information was not available for the hidden states
of the GRU. Therefore, when training the standard GRU with a
TBPTT of 1 the model always starts from a zero state. Each model
was trained with a constant number of hidden units, in this instance
8, which was chosen due to the simplicity of the given circuit. Each
GRU model contained a single layer, while the STN had 3 hidden
layers due to a fully connected MLP layer having approximately
one third the computational complexity of a (three-gated) GRU
layer of the same nominal size. Both the STN and SS-GRU map
between the hidden and observed states using affine layers.
For each training iteration, a one-second audio segment was
used which was framed and reshaped to match each respective
TBPTT segment length. As a result, the effective minibatch size
was decreased as TBPTT length increased, retaining a constant

4.2. Objective Evaluation
While the models were trained with pre-emphasized ESR loss
(11), each model was also evaluated on unseen test data using
2 Note

J
K
 |STFT(m)| 
1 XX
,
20 log10
JK j=1
|STFT(m̂)|

that the STN was originally trained at a 192 kHz rate [19].
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Table 1: Test set EESR and ESTFT metrics for the second order diode
clipper with increasing TBPTT length (the lower the better), for
both free-running and teacher-forced inference. The lowest obtained values in each column are highlighted in bold.
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1
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16
64
256
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64
256
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Iterations
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SS-GRU / Training

SS-GRU / Validation

1
16
256

1
16
256

1e2
1e1
1e0

N/A

1e3

data volume at each iteration. To evaluate the generalization performance during training, validation metrics were computed by
performing free-running predictions over the full length sequences
in the validation set every 10k iterations. The training utilized an
early stopping criterion with a patience of 10 validation intervals,
after which the model with the lowest validation loss was stored
for further evaluation. We used the Adam optimizer [34] with a
learning rate of 5 × 10−4 and beta values (0.9, 0.999) for all experiments in this paper. Likewise, the MLP layers were initialized
using the Xavier uniform initialization [35], while the GRU used
the PyTorch default uniform initialization.

STN / Training

1e2
1e0

EESR (%)

STN

TBPTT

Teacher-forced
EESR (%) ESTFT (dB)
0.18
1.43
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Figure 2: EESR metric during training and free-running validation for each model type and configuration. Legend indicates the
truncation order in TBPTT during training. ESR metric values are
averaged for all model outputs during training (i.e., all states for
state-space models, only output for standard GRU). During validation, the ESR metric is computed only on the final circuit output.

4.3.2. Exposure Bias Results

troduced in training, highlighting the benefits of reducing exposure bias by having models train in circumstances that represent
their inference conditions closest. Moreover, the generalization
gap from teacher forced training to free-running validation is not
as significant with the SS-GRU when comparing to the STN.
From Fig. 2, one can observe a discrepancy between validation
and training results for the majority of configurations. While for
the state-aware models this comes from the fact that the validation
metric only considers the output signal, the presence in the GRU
results indicates potential differences in the datasets. In particular,
the validation set is smaller and hence less diverse than that used
during training. Lower validation scores may therefore indicate
accurate modeling for only a subset of typical instrument playing.

Table 1 lists objective metrics for the various model architectures
and TBPTT lengths used during training. TBPTT length 1 corresponds to the fully teacher-forced training for the state-space models. Overall, the SS-GRU tends to outperform the GRU model
in matching size and TBPTT configuration. To quantify exposure
bias, the state-space model scores were computed for the test set
data first for free-running predictions on long sequences, and second for one-step predictions given ground truth state information.
This was done in an attempt to separate the “ordinary generalization error” present in a teacher-forcing condition that matches the
training setup and realistic generalization error present in the freerunning mode. We argue that the difference between these two
kinds of metric gives a measure of exposure bias in VA modeling.
Fig. 2 displays training and validation metrics for different
models and various TBPTT lengths. It can be seen that fully
teacher forced training, results in poor generalization when the
models are validated in free-running mode. This is the fundamental outcome when a model is exposure biased, since free-running
validation is the first instance wherein the model has to recursively
utilize its own predictions. In contrast, as recursive conditioning is
introduced to the training, the corresponding validation accuracy
improves dramatically. That is because the models are optimized
to operate in such conditions.
Furthermore, it is important to note the instability and poor
generalization present when fully teacher forcing during training.
However, this instability dissipates as recurrent predictions are in-

4.4. State Matching with Neural Networks
To explore the effect of state-matching as a mechanism with which
to train neural networks, we experimented with two devices of
varying behavior, the Boss SD-1 and MXR Phase 90. For each device we tested both the state-aware architectures discussed within
this work, the STN and SS-GRU, as well as the non-state matched
GRU. For these experiments we adopted the training convention
of previous works [17], whereby each iteration consisted of processing TBPTT length segments with a fixed batch size. For both
devices the combination of a batch size of 4 with TBPTT length
256 was used, while the hidden unit size was increased.
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Table 3: Test set EESR and ESTFT metrics for the MXR Phase 90.
Lowest obtained values are highlighted in bold.
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Figure 3: Listening tests results for the diode clipper. For each
model, the configurations with lowest free-running ESR (EESR ) in
Table 1 and TBPTT length 1 (denoted “TF”) were considered.

STN

SS-GRU

GRU

Hidden units
8
16
32
64
8
16
32
64
8
16
32
64

EESR (%)
146.39
47.03
10.62
48.01
5.17
1.97
1.25
0.85
7.66
1.00
0.79
0.53

EESR (%)
57.09
58.02
56.36
56.33
8.33
3.96
1.04
1.27
29.47
6.27
3.89
1.15

ESTFT (dB)
8.30
8.31
8.08
7.98
2.78
2.35
1.45
1.45
4.03
2.26
1.74
1.48

4.4.2. MXR Phase 90
The final circuit considered is that of the MXR Phase 90 which is
a basic four pole phaser pedal. Unlike the other models considered
so far, the input vector un in this case is given by the concatenation
of the input voltage Vin and low frequency oscillator (LFO) voltT

age VLF O such that un = Vin,n , VLF O,n . Notably, VLF O is a
modulation signal used to vary the center frequency of the phasers
allpass stages across time. Since the device was simulated within
SPICE, the LFO section of the physical device was not replicated
but rather a triangular waveform was used to modulate the allpass
filter stages within realistic bounded values. The frequency of oscillation was set to different values for each dataset, to effectively
evaluate the generalization capabilities of the models. Since this
allowed the ground truth time-aligned LFO signal to be known directly, no LFO extrapolation was required as shown in [36].
The objective metric scores for the Phase 90 experiments can
be seen in Table 3. In contrast to the previous devices, the SS-GRU
now provided the most accurate emulation. Moreover, similar to
the SD-1 (see Table 2), the SS-GRU performed better with smaller
hidden sizes. The differences between the GRU models is also
shown in Fig. 4, in which spectrograms of the smallest and best
performing models are included. Again, the STN exhibits higher
EESR values when compared to equally sized GRUs, reinforcing
the training challenges noted in Sec. 4.4.1.

Table 2: Test set EESR and ESTFT metrics for Boss SD-1. Lowest
obtained values are highlighted in bold.
Model

Hidden units
8
16
32
64
8
16
32
64
8
16
32
64

ESTFT (dB)
8.21
13.25
4.60
12.48
2.98
2.14
1.87
1.52
3.19
1.77
1.46
1.25

4.4.1. Boss SD-1
The Boss SD-1 is a common overdrive pedal in the world of guitar
effects. Unlike the second order diode clipper, this circuit is much
more complex and contains a number of tunable user controls. For
the sake of brevity, these were set to a constant value but it should
be noted that these could also have been passed in as additional
inputs to the neural network to learn their behavior [17].
The results for the Boss SD-1 are shown in Table 2, where
the increase in circuit complexity shows higher variance between
models and configurations than before. For all configurations, the
STN results in a higher loss value compared to an equally sized
GRU, which highlights the challenges in training such a network
architecture with TBPTT. Both GRUs demonstrate improved performance with increasing hidden size, however, when comparing
the smallest model sizes, one can note that the SS-GRU outperforms its GRU counterpart. This could indicate that access to circuit state-space during training allows for more efficient performance with smaller hidden sizes. The SS-GRU can also leverage the warm-starting of the circuit state to accumulate less error
within a batch. The state-matching also implicitly demonstrates
longer-term dependencies that would otherwise fall outside of the
TBPTT window. However, the larger hidden sizes allow the standard GRU to perform best, which could demonstrate a loss of
model capacity of the SS-GRU as it has to replicate each system
state of the device.

4.5. Listening Tests
To grade the subjective performance of the studied models, we
conducted a set of MUSHRA listening tests3 [37]. Fig. 3 shows
the results for the diode clipper experiments, while Fig. 5 displays
the results for the SD-1 and Phase 90. Rating averages are shown
with t-statistic based 95% confidence intervals, along with scatter
plots of individual ratings. Test responses where the reference was
rated below 80 or the anchor was rated above 80 were excluded
from the analysis.
The Wilcoxon signed-rank test was used to evaluate the statistical significance of differences between systems. For the significance test, all pairings (excluding the anchor) were formed within
a MUSHRA page and the resulting p-values were adjusted for multiple comparisons using the Bonferroni correction. For the diode
clipper, there were statistically significant differences between all
conditions, except for the pairings STN-TF – GRU-TF, STN-TF –
3 Audio examples available at https://neural-dsp-publications.github.io/
DAFx2021/
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Figure 4: Phase 90 test set spectrogram for GRU models of increasing size. Model’s hidden size is indicated in parenthesis.

matching of circuit states to model states assist in NN training.
These questions were motivated by previous knowledge in RNN
research (especially language modeling) and VA modeling, respectively. Both the objective metrics and listening tests show that
all the studied model configurations exhibit a test-set performance
gap between free-running and teacher-forced inference, which we
interpret as exposure bias. The effect is somewhat mitigated by
TBPTT during training, but full understanding of the issue remains
a future research question. State matching for the GRU was found
helpful in the case of a phaser circuit (Phase 90) and diode clipper,
but not with a more complex distortion circuit (SD-1).
While the STN performed reasonably well on the diode clipper and benefited from the TBPTT training, it struggled to model
the more complicated SD-1 and Phase 90 circuits. Although there
is no available experimental reference for these circuits, we acknowledge that implementation differences to the original paper
[19] may have contributed to this performance. Notably, all the
experiments in this paper used a 48 kHz sample rate, while the
original used 192 kHz. Furthermore, we did not perform an extensive hyperparameter search for the model and optimizer configurations, nor experimented using different parameter initialization
strategies. The settings used were rather conservative but remained
consistent across the different models considered. While the models used herein were fairly small, some sensitivity can be expected.
However, investigating these differences is left as future work.

Boss SD-1
100
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60
40
20
0
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STN (32)

GRU (64) SS-GRU (64)

REF

MXR Phase 90
100
80
60
40
20
0
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REF

Figure 5: Listening tests results for the (top) SD-1 and (bottom)
Phase 90 models. Model’s hidden size is indicated parenthesis.
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ABSTRACT

Google Brain in 2019 solves these problems. It contains 1,184 real
performances of the International Piano-e-Competition, with 6.18
million notes and a total of 172.3 hours of audio. The entire audios of MAESTRO dataset are recorded from Yamaha Disklavier
piano. Onsets and Frames transcription approach [4] achieves an
F1 score of 94.73% on this dataset.
Kong has proposed the High-resolution model [7], which integrates the velocity information into the onset branch and frame
branch of Onsets and Frames model. Meanwhile, High-resolution
model uses a probability model to annotate the frames near onset time, which theoretically overcomes the time resolution limitation of hop_length in transcription systems. Besides, Highresolution model also takes the pedal prediction into account. On
MAESTRO dataset, High-resolution model achieves an F1 score
of 97.38%. Apart from the model’s innovation, Kong has proposed
GiantMIDI-Piano dataset [8], which is beneficial for music information retrieval and musical analysis.
The above methods have achieved good performance on
MAESTRO dataset, and they are verified on MAPS dataset and
OMAPS (Ordinary MIDI Aligned Piano Sounds) dataset in this
paper. OMAPS dataset contains audio and video for the purpose
of our further audio and video multimodal transcription research.
More details about OMAPS dataset will be given in the experiment
section. Compared with performance on MAESTRO dataset, the
accuracy of Onsets and Frames model and High-resolution model
decreases a lot on MAPS dataset and OMAPS dataset, revealing
the lack of generalization ability. Therefore, the goal of this paper
is to enhance the robustness of transcription models.
Onsets and frames annotates onset time with a single frame
(Figure 1a). In contrast, High-resolution annotates onset with multiple frames, and the label value of each frame is subject to a specific probability distribution (Figure 1b), which implies that transition has been considered in the annotation of High-resolution
model. The basic idea of attack transition was used in the segment boundary blurring method[9] to improve music segmentation, as well as frequency-based smearing[10] to improve fundamental frequency estimation. In both of those cases, the approach
can be understood as accounting for uncertainty or lack of precision in the annotation process. But in this paper, the concept
of transition is used to model the spectrogram evolution process,
which overcomes the problem that traditional annotation methods
only consider the center frame in the attack stage, like the spectrogram envelope of note’s attack, decay, sustain, release(ADSR)
proposed by Kelz[11]. The key idea of transition is to describe
piano audio from a process rather than a single moment. Highresolution model adopts the method of multi-frame onset annotation and achieves better results than single-frame annotation.
Despite its good performance on MAESTRO dataset, the tran-

Piano transcription is a classic problem in music information retrieval. More and more transcription methods based on deep learning have been proposed in recent years. In 2019, Google Brain
published a larger piano transcription dataset, MAESTRO. On this
dataset, Onsets and Frames transcription approach proposed by
Hawthorne achieved a stunning onset F1 score of 94.73%. Unlike
the annotation method of Onsets and Frames, Transition-aware
model presented in this paper annotates the attack process of piano
signals called atack transition in multiple frames, instead of only
marking the onset frame. In this way, the piano signals around
onset time are taken into account, enabling the detection of piano onset more stable and robust. Transition-aware achieves a
higher transcription F1 score than Onsets and Frames on MAESTRO dataset and MAPS dataset, reducing many extra note detection errors. This indicates that Transition-aware approach has
better generalization ability on different datasets.
1. INTRODUCTION
Piano transcription is the process of inferring onset time, offset
time, and pitch of notes from the piano audio. Due to the limited modeling ability, traditional methods [1, 2, 3] based on nonnegative matrix factorization (NMF) undergoes slow development.
Since 2012, the emergence of new transcription approaches represented by deep learning and a larger dataset, MAESTRO, has
further promoted piano transcription technology evolution.
Before MAESTRO dataset [4] became available, MAPS
dataset [5] had been widely used for piano transcription studies.
MAPS dataset includes 210 pieces of synthetic audio and 60 real
performances recorded from Yamaha Disklavier piano. There are
some difficulties with studies based on MAPS dataset. The 210
training performances on MAPS dataset are synthesized using synthesizer software, and only 60 performances for testing are played
on the Yamaha Disklavier piano. This results in a large audio characteristics gap between the training set and the test set. As a result,
models trained on the training set often cannot be well generalized
to the test set. In addition, as mentioned by Gong [6], there are
still some errors in MAPS dataset annotations, which affects the
evaluation of different models. MAESTRO dataset proposed by
∗ This work is supported by The National Natural Science Foundation
of China (No. 61877060)
† Corresponding author
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2. RELATED WORK

Amplitude

Amplitude

scription accuracy of High-resolution model on MAPS dataset and
our OMAPS dataset declines much more than that of Onsets and
Frames model. It demonstrates that both the complex multi-frame
onset annotation and the simple single-frame onset annotation will
affect the robustness of transcription models. Therefore, a compromise approach of multi-frame onset annotation, called attack
transition annotation, which uses constant values instead of probability model to annotate multiple frames around onset moment
(Figure 1c), is proposed in this paper. Furthermore, the three methods above all annotate a complete evolution process of the note
spectrogram called whole transition annotation (Figure 1d).

attack

a)

Different time-frequency representations have a great influence on
the performance of transcription models. Kelz [12] and Cheuk
[13] studied the impact of various transformations like CQT and
mel on CNN-based models. It indicated that spectrograms with
logarithmic frequency axis could get better onset detection results
than that of linear frequency axis, for the internal components of
the music signal are presented logarithmically. Gao [14] found
that using differential spectrograms as input could enhance spectral changes at onset time, and significantly improve the recall of
transcription models. Bittner [15] used the spectrograms of harmonic constant Q transform (HCQT) to capture odd harmonics.
Cwitkowitz [16] found that the spectrogram features extracted by
learning-based filters were not as good as those by fixed-parameter
filters, revealing that the end-to-end automatic music transcription
systems were not satisfactory.

attack

b)
decay

decay
onset

onset
Time
The onset labels of Onsets and Frames
attack

c)

2.2. Traditional Piano Transcription Methods

attack transition
Time
The training targets of High-resolution

Amplitude

Amplitude

2.1. The Effect of Time-frequency Representations

d)

Traditional transcription models usually use NMF, SVM, Adaboost, and other machine learning methods. These methods cost
less training time but generally could not achieve high accuracy.
Cheng [3] used non-negative matrix factorization (NMF) to model
piano signals as attack components and decay components, reaching an F1 score of 81.80% on ENSTDKCl, a subset of MAPS
dataset. Cogliati [17] utilized convolutional sparse lateral inhibition to reduce piano onset detection errors. Valero-Mas [18]
used multi-pitch estimation and onset detection modules to complete note segmentation, and then tried Decision Tree, AdaBoost,
Support Vector Machine (SVM), etc., to accomplish pitch classification, finally achieving an F1 score of 73% on MAPS dataset.
Deng [19] sent the fundamental and harmonics of 88 pitches in
the spectrogram into 88 Adaboost binary classifiers, respectively,
so that the feature redundancy and interference of classifiers were
reduced.

attack
decay

decay
onset
Time
Time
attack transition
onset
whole transition
The attack targets of our Transition-aware The transition targets of the three models

Figure 1: The annotation method of attack transition and whole
transition. The rectangle represents the label value. a) Onsets
and Frames only annotates the onset frame. b) High-resolution
annotates attack transition with a probability model. c) Transitionaware annotates attack transition with a constant value, one. d)
The three models annotate the whole transition in the same way.

2.3. Transcription Methods Based on Deep Learning
The development of computer vision has brought much inspiration to piano transcription. Generally, time-frequency transformation is used to convert the one-dimensional audio sequence into a
two-dimensional spectrogram. Then convolutional networks are
employed to process the spectrogram to complete transcription
[20, 21, 22]. For example, Kelz [11] used three parallel CNN networks to predict onset, frame status, and offset, respectively, followed by HMM in the late-stage according to the envelope model
of attack, decay, sustain, release (ADSR), achieving an F1 score
of 81.38% on MAPS dataset. Pedersoli [23] found that the transcription accuracy of baseline convolutional neural networks could
be improved by pre-stacking a U-Net. From another perspective,
audio is a sequential signal with strong temporal correlation, so
many models are based on the CRNN framework for transcription.
Ullrich [24] used CNN’s framework with Seq2Seq to model the
time correlation and long-term signals dependency. Hawthorne
[4] and Kong [7] used CNN with bidirectional LSTM to accomplish onset detection and time correlation learning and achieved
F1 score of 94.73% and 97.38% on MAESTRO dataset, respectively. Besides, transcription researches using musical language

Overall, this paper’s main contribution is that the transition concept is used to model the spectrogram evolution process.
Transition-aware model is divided explicitly into attack transition
and whole transition. Combined with joint training, the attack transition can more accurately predict onset, and the whole transition
can also reduce the interference of spectral noise on onset detection. The main contributions are as follows:
• A more robust piano transcription model: it proposes the
concepts of attack transition and whole transition and enhances the generalization ability of onset detection through
the joint training of two branches, which is superior to the
existing methods on MAPS dataset and OMAPS dataset.
• Open source: code of our model and OMAPS dataset will
be all available on Github1 when the paper is published.
The inference code and part of OMAPS dataset are now
available.
1 https://github.com/itec-hust/transition-aware
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Figure 2: Overall structure of Transition-aware model.

around onset and completing note onset detection. Attacktransition branch can focus on the spectral attack process of
notes, which is more stable than the model that only annotates a single frame.

models [25, 26, 27] and adversarial learning [28, 29] also have
been conducted.
3. METHOD

• Whole-transition branch annotates all frames from onset
time to offset time to realize the modelling of the whole
transition process and complete the notes’ activation prediction. Probabilities from attack-transition branch are fused
into whole-transition branch to enhance the stability of the
model.

To improve the generalization ability of piano transcription models, Transition-aware model is proposed in this paper to model the
spectrogram evolution of played notes, with details described in
the following paragraphs.

• Peak selection takes the threshold for the probabilities of attack transition branch, selects the peak values in the period
above the threshold, and finally obtains each of 88 notes’
onset time.

3.1. Problem Definition
In the proposed model, constant Q transform (CQT) is adopted
to convert piano audio into CQT spectrogram, and then the CQT
spectrogram is cut into segments along the time axis. The onset
time and pitch2 corresponding to the notes played in each segment
are detected. The complete (onset, pitch) sequence of a track is
obtained as the transcription result.
3.2. Overall Network Structure
Transition-aware model consists of three parts: attack-transition,
whole-transition, and peak selection. Whole-transition branch
integrates probabilities of attack-transition branch, as shown in
Figure 2. Attack-transition and whole-transition are trained
jointly, but the transcription results are only extracted from attacktransition branch through peak selection. Transition-aware framework firstly uses a multi-layer convolutional neural network to extract features from the CQT spectrogram, then uses BiLSTM for
time-dependent modelling, and finally uses fully connected layers
as the classifier to complete onset detection and frame estimation.
The idea of Transition-aware model is as follows:
• Attack-transition branch realizes the note attack transition process’s modelling by annotating multiple frames
2 The

value range of 88 pitches is 21-108

The most significant difference of Transition-aware model is
that attack-transition and whole-transition are used to model the
spectrogram evolution process, and peak selection is used for
post-processing. Compared with annotating only the onset frame,
Attack-transition enables the model to focus on the spectrogram
evolution of notes in the attack stage, making the onset detection
more stable. Whole-transition branch allows the model to focus
on the complete spectral evolution process of notes, and it also
plays an auxiliary role in stabilizing onset detection. The implementation details of the Transition-aware model are described in
the following sections.
3.3. Constant Q Transform
Constant Q transform (CQT) is a standard time-frequency transformation method in music signal processing, which realizes converting the one-dimensional audio sequence to the two-dimensional
spectrogram. Compared with short time Fourier transform
(STFT), different frequency resolution is used for high and low
frequency signals in CQT, which is more suitable for music signal
processing. CQT in this paper is realized by the CQT function in
Librosa library [30]. The specific parameters are referred to [31].
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Table 2: Whole Transition network parameters.

The sampling rate is 44100Hz, the frame hop_length is 512, the
frequency bins of each octave are 48, and the total frequency bins
are 356.

Input
(T + 8) × 356 × 2
(T + 6) × 352 × 8
(T + 6) × 352 × 16
(T + 6) × 176 × 16
(T + 4) × 172 × 32
(T + 2) × 168 × 64
(T + 2) × 84 × 64
T × 80 × 128
T × 10240
T × 88
T × 176
T × 256

3.4. Attack-transition and Whole-transition
Attack-transition branch uses a five-layer convolutional network to
extract the features of CQT spectrogram segments and then uses
BiLSTM to conduct time-dependent modelling. Finally, through
fully connected layers, an 88-dimensional vector is output, representing the probabilities of note onsets, and the process modelling
of note attack transition is accomplished.
As shown in Table 1, each feature map’s size can be expressed
in the form of time_length × f req_bins × channels. For example, the size of the input is (T + 8) × 356 × 2, where (T + 8)
represents the number of the input spectrogram frames. The optimal value of T will be obtained in section 4.3. Since convolution operation will reduce the size, to ensure the predictions are
T frames, 8 frames of the spectrogram are padded around the T
frames segment in the center. 356 is the CQT frequency bins, as
described in 3.3. Since dual-channel audios are used, the number
of input spectrogram channels is 2.
To ensure the size of the predictions is T frames, the size of
the feature map on the time axis can only be reduced by 8. So a
small convolution kernel size, 3, is used on the time axis. To get
a slightly large receptive field, 5 is used as the convolution kernel
size on the frequency axis. Thus the size of the convolution kernel
is 3 × 5. In order to learn the time dependence between different
frames, BiLSTM is used in the model. And to speed up training
convergence, batch normalization layer is used behind each convolutional layer. To prevent over-fitting, dropout layers are added to
the fully connected layers. Specific parameters of attack-transition
branch are shown in Table 1. The convolutional layer parameters,
H × W @C, refer to the height of the convolutional kernel as H,
width as W , and the number of kernels as C. The max-pooling
layer parameters, pH × pW /pSH × pSW , indicate that the height
of the pooling area is pH, the width is pW , the moving step in the
high direction is pSH, and the moving step in the wide direction
is pSW .

Layer & Parameter
Conv:3 × 5@8
Conv:3 × 5@16
Pool:2 × 2/1 × 2
Conv:3 × 5@32
Conv:3 × 5@64
Pool:2 × 2/1 × 2
Conv:3 × 5@128
Reshape
Dense:1024
BiLSTM:512
Dense:88

Output
(T + 6) × 352 × 8
(T + 6) × 352 × 16
(T + 6) × 176 × 16
(T + 4) × 172 × 32
(T + 2) × 168 × 64
(T+2)×84 × 64
T × 80 × 128
T × 10240
T × 88
T × 176
T × 256
T × 88

of notes. The specific parameters of whole-transition branch are
shown in Table 2.
Transition-aware model combines the training of the attacktransition branch and whole-transition branch and simultaneously
completes the modelling of the spectral process of notes in the attack stage and the whole evolution, improving the detection probabilities of note onset. The loss function lnote of the joint training
can be expressed as:
lnote = lattack + lwhole

(1)

Where, lattack and lwhole are the cross entropy loss functions of
attack-transition branch and whole-transition branch respectively.
3.5. Peak Selection
Peak selection is the post-processing part of Transition-aware
model. Peak selection is performed on the probabilities of note
onsets output by attack-transition branch to obtain the final (onset, pitch) sequence as the transcription result. For each of the 88
notes, peak selection considers only the period in which the onset
probabilities are greater than the threshold of 0.5. Peak selection
then selects the peak values within each period and sets the corresponding moment of peak value as the related note’s onset.

Table 1: Attack-transition network parameters.
Input
(T + 8) × 356 × 2
(T + 6) × 352 × 8
(T + 6) × 352 × 16
(T + 6) × 176 × 16
(T + 4) × 172 × 32
(T + 2) × 168 × 64
(T + 2) × 84 × 64
T × 80 × 128
T × 10240
T × 1024
T × 1024

Layer & Parameter
Conv:3 × 5@8
Conv:3 × 5@16
Pool:2 × 2/1 × 2
Conv:3 × 5@32
Conv:3 × 5@64
Pool:2 × 2/1 × 2
Conv:3 × 5@128
Reshape
Dense:88
Concat
BiLSTM:128
Dense:88

4. EXPERIMENT

Output
(T + 6) × 352 × 8
(T + 6) × 352 × 16
(T + 6) × 176 × 16
(T + 4) × 172 × 32
(T + 2) × 168 × 64
(T + 2) × 84 × 64
T × 80 × 128
T × 10240
T × 1024
T × 1024
T × 88

4.1. Dataset
The principal datasets of piano transcription include MAPS dataset
[5] and MAESTRO dataset [4]. MAPS dataset has a total of
270 complete piano performances. Generally, 210 synthetic audio recordings are used as the training set, and 60 real performances are used as the test set. MAESTRO dataset has been
created by Google Brain in collaboration with the International
Piano-e-Competition. Besides, MAESTRO-v2 has also been proposed, added 396 audio tracks from the 2018 contest compared to
MAESTRO-v1.
The OMAPS (Ordinary MIDI Aligned Piano Sounds) dataset
established in this paper contains complete playing videos, audios,
and corresponding annotations, primarily for our study of audiovisual fusion transcription. The OMAPS dataset was recorded
from Yamaha electric piano P115 by a piano player. The Logitech C922 Pro HD stream webcam was used to record video and
audio simultaneously. The Logitech camera is available in both
1080p/30fps and 720p/60fps video configurations. To ensure the

Whole-transition branch also uses a five-layer convolutional
network to extract the features of the CQT spectrogram segments
and then uses fully connected layers to reduce the dimension.
Then, the features fused with attack-transition branch are sent to
BiLSTM for time-dependent modelling. Finally, an 88-dimension
vector is output, representing the probabilities of the activation
status of notes, realizing the whole-transition process modelling
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resolution of the video, we used the 1080p/30fps configuration.
The Logitech camera audio module’s sampling rate is 44100Hz.
Since the recorded videos and piano MIDI files were out of sync,
we manually aligned the exported MIDI files as annotations. The
OMAPS dataset contains 106 different pieces for a total of 216
minutes, with an average two minutes per piece. The number of
notes played per second is used to measure the playing speed. According to the playing speed, the OMAPS dataset is divided into
a training set and a test set. The training set and the test set have
the same playing speed distribution. The training set contains 80
videos, and the test set contains 26 videos, as shown in Table 3.

the length of the input CQT spectrogram segments in the time dimension. Frame length is the T in section 3.4. To simplify the experiment, it is assumed that the effects of blurred length and frame
length on the model are not coupled. First, the blurred length is
fixed at 5 to find the optimal frame length. Then fix the frame
length and search for the best blurred length. We train on MAESTRO dataset and test on OMAPS dataset. The experimental results are shown in Figure 3. It can be seen that the optimal frame
length, or T , is 101, and the corresponding time scale is 1.173s.
The optimal blurred length is 5, corresponding to a time scale of
0.058s.

Table 3: Statistics of the OMAPS dataset.

frame length=101

blurred length=5

Split
Train
Test
Total

Performance
80
26
106

Duration, minutes
123
53
176

Size, GB
3.18
1.03
4.22

1

1

Notes
60,589
19,135
79,724

0.8
0.9

0.6

Although OMAPS dataset contains videos and audios, and the
dataset is divided into training part and test part, only the audios
and annotations of the dataset are used in this paper. Besides, since
the total time of the audios is short, OMAPS dataset is not used
to train the model. Instead, both the training set and test set of
OMAPS are used for evaluation.

0.8

Precison

0.4

Recall

Recall

F1
0.7

F1
0.2

0

9

43

87

101 129 173 431 863

frame length

1

3

5

7

9

blurred length

Figure 3: Performance of each model with different blurred length
and frame length on OMAPS dataset.

4.2. Evaluation Metrics
Precision, recall and F1 score are used to evaluate the performance
of piano transcription models. Precision represents the extra note
detection errors, recall represents the missed note detection errors,
and F1 score represents the model’s all-around performance. Precision, recall, and F1 score calculation formulas are as follows:
P =

Precison

TP
TP + FP

4.4. Different network structures
The structure of Transition-aware is shown in Figure 2, where
the features of the attack-transition branch are integrated into the
whole-transition branch but the whole-transition branch is not used
during prediction. This section will expand on this consideration
in detail. We separately studied the results of using only the attacktransition branch, the attack features integrated into the wholetransition branch, the whole-transition features integrated into the
attack-transition branch, and the fusion of the attack-transition features and whole-transition branch features, as shown in Figure 4.
Figure 4b corresponds to Figure 2.

(2)

TP
(3)
TP + FN
2×P ×R
F1 =
(4)
P +R
Where T P is the number of correct detected notes, F P is the
number of extra detected notes, and F N is the number of missed
detected notes. At present, the evaluation algorithm implemented
in mir_eval library [32] is commonly used to evaluate transcriptional models, and the time tolerance of onset is set to ±50ms.
R=

We use MAESTRO-v1 dataset to train the four models above,
and test them on MAESTRO-v1 test set, MAESTRO-v2 test set,
MAPS test set, and the whole OMAPS dataset respectively. The
results are shown in Table 4. The only attack model structure
only considers the modeling of the attack transition. Although
good results have been achieved on MAESTRO-v1 dataset and
MAESTRO-v2 dataset, the generalization ability is weak, and the
performance on MAPS dataset and OMAPS dataset is not very
good. Attack into whole model structure is slightly better than the
whole into attack model structure, and has achieved the best performance on MAPS dataset and OMAPS dataset. Although the
attack-whole fused model structure performs best on MAESTROv1 dataset and MAESTRO-v2 dataset, it does not perform well on
the MAPS dataset and OMAPS dataset. Maybe this fusion method
is more complicated, resulting in overfitting. So finally we choose
the attack into whole model structure as our optimal model structure.

4.3. Hyperparameters Selection
As shown in Figure 1c, Transition-aware models the note attack
transition by successively annotating multiple frames around onset to improve the detection accuracy of note onset. Meanwhile,
whole-transition branch is used to model the whole transition
process to assist attack-transition. However, different annotation
lengths of attack-transition will make the model consider attacktransition of different time scales. Spectrogram segments of different lengths brings different context information to whole-transition
modelling, which will affect the detection accuracy of note onset.
To discuss the impact of the time scale, we defines the blurred
length and frame length. Blurred length represents the annotation length of attack-transition process. Frame length describes
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whole
attack

concat

attack

(a) Only attack

whole

frame states

(b) Attack into whole

whole

frame states
concat

fused

fused

attack

note onsets

note onsets

frame states
concat

attack

fused

note onsets

note onsets

(c) Whole into attack

(d) Attack-whole fused

Figure 4: Four network structures.
Table 4: Performance of the four model structures.

Only attack
Attack into whole
Whole into attack
Attack-whole fused

MAESTRO-v1
P
R
F1
98.78 94.33 96.48
99.10 92.17 95.45
98.69 93.33 95.89
98.41 94.20 96.24

MAESTRO-v2
P
R
F1
98.70 94.65 96.59
98.96 92.37 95.47
98.49 93.42 95.82
98.41 94.51 96.38

4.5. Comparison with the State-of-the-Art Methods

F1
86.41
87.52
87.47
85.60

P
77.87
89.87
86.65
77.50

100000

OMAPS
R
89.73
86.80
88.96
90.25

F1
83.24
88.21
87.70
83.24

extra notes
missing notes
total error

80000

60000

Table 5: Dataset configuration of the three models.
Training
MAESTRO-v1 training set
MAESTRO-v2 training set
MAESTRO-v1 training set

MAPS
R
87.04
85.62
86.73
86.98

MAESTRO-v1 test set and MAESTRO-v2 test set (1.93% and
1.3%, respectively). Besides, Transition-aware model is better
than Onsets and Frames model on the four datasets3 . This shows
that the annotation method of Transition-aware is more effective
than that of Onsets and Frames. In conclusion, Transition-aware
model is a better choice in terms of piano transcription performance and robustness.
To analyze the performance of each model in detail, the three
models’ error distribution on MAPS test set and OMAPS dataset
is shown in Figure 5. Compared with Onsets and Frames model
and High-resolution model, Transition-aware model reduces many
extra note errors, increasing the stability of onset detection, which
is consistent with the design goal of Transition-aware model in this
paper.

As described in the respective papers, MAESTRO-v1 dataset
was used to train and validate Onsets and Frames model [4],
and MAESTRO-v2 dataset was used to train and validate Highresolution model [7]. Although Onsets and Frames model and
High-resolution model have used different training sets for training, the impact on the final performance of the models can be
ignored, for the difference between MAESTRO-v1 dataset and
MAESTRO-v2 dataset is very small. MAESTRO-v1 dataset is
used to train and validate Transition-aware model in our experiment. In this paper, MAESTRO-v1 dataset, MAESTRO-v2
dataset, MAPS dataset and OMAPS dataset are used to test the
above three models. Test sets in MAESTRO-v1 and MAESTROv2, the 60 real performances in MAPS dataset, and all recordings
in OMAPS dataset are used for testing. To illustrate clearly, the
dataset used for training and validation of each model is shown
in Table 5. All models are testing on MAESTRO-v1 test set,
MAESTRO-v2 test set, MAPS test set ( i.e., 60 real performances)
and the whole OMAPS dataset ( i.e., training set and test set).

Onsets and frames
High-resolution
Transition-aware

P
85.91
89.64
88.32
84.38

Validation
MAESTRO-v1 validation set
MAESTRO-v2 validation set
MAESTRO-v1 validation set

40000

20000

The performance of the three models on the above four
datasets is shown in Table 6. High-resolution model has the
best performance on MAESTRO-v1 dataset and MAESTRO-v2
dataset, with the onset F1 score reaching 97.38% and 96.77%, respectively. However, High-resolution model’s performance is the
worst on MAPS test set and OMAPS dataset, which indicates that
High-resolution model has the problem of over-fitting and weak
generalization ability.
The F1 score of Transition-aware model is significantly higher
than that of High-resolution model on MAPS test set and OMAPS
dataset (4.35% and 10.31%, respectively), and slightly lower on

0

onset and frames

high resolution

transition-aware

Figure 5: Error distribution of the three models on MAPS test set
and OMAPS dataset.

3 Onsets and Frames achieved 94.80% of F1 score on MAESTRO-v1 in
[4], but we found that only 94.73% of F1 score was achieved by repeating
the prediction process.
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Table 6: Performance of the three models.

Onsets and frames[4]
High-resolution [7]
Transition-aware

MAESTRO-v1
P
R
F1
97.91 91.82 94.73
98.52 96.29 97.38
99.10 92.17 95.45

MAESTRO-v2
P
R
F1
97.88 92.26 94.93
98.16 95.46 96.77
98.96 92.37 95.47

P
87.42
79.57
89.64

MAPS
R
85.58
87.35
85.62

F1
86.43
83.17
87.52

P
81.03
68.31
89.87

OMAPS
R
F1
90.22 85.17
91.58 77.90
86.80 88.21

[2] E. Vincent, N. Bertin, and R. Badeau, “Adaptive harmonic spectral decomposition for multiple pitch estimation,”
IEEE/ACM Transactions on Audio, Speech, and Language
Processing, vol. 18, no. 3, pp. 528–537, 2009.

High resolution model used complex annotation methods,
which might lead to the model fitting the noise pattern in the piano signal, resulting in many extra note errors. Onsets and Frames
model is robust, and its extra note errors and missing note errors
are few. However, its modeling of attack stage is not enough,
and its onset detection performance can not reach the optimal.
Transiton-aware model uses the method of annotating continuous
multiple frame around onset time combined with peak selection
post-processing to obtain the most robust onset detection results.
On the one hand, the continuous annotation of multiple frames
overcomes the over fitting problem of High resolution; on the other
hand, the peak selection is different from the method of directly
taking threshold of output probabilities proposed by Onsets and
Frames model and High resolution model, which makes the model
more insensitive to interference.

[3] T. Cheng, M. Mauch, and E. Benetos, “An attack/decay
model for piano transcription,” in Proceedings of the International Society for Music Information Retrieval Conference,
2016, pp. 584–590.
[4] C. Hawthorne, A. Stasyuk, and A. Roberts, “Enabling factorized piano music modeling and generation with the maestro dataset,” in Proceedings of International Conference on
Learning Representations, 2019.
[5] V. Emiya, R. Badeau, and B. David, “Multipitch estimation
of piano sounds using a new probabilistic spectral smoothness principle,” IEEE/ACM Transactions on Audio, Speech,
and Language Processing, vol. 18, no. 6, pp. 1643–1654,
2009.

5. DISCUSSION AND CONCLUSION
In this paper, a simple and effective Transition-aware piano transcription model is proposed. Joint training of attack-transition
branch and whole-transition branch enhances the perception ability of transcription model on the evolution process of piano signals and improves the stability and robustness of onset detection.
OMAPS dataset using the ordinary electric piano in the general
recording environment is established to expand the discussion on
the models’ generalization ability. Transition-aware model proposed in this paper has a comprehensive optimal performance on
MAESTRO-v1 dataset, MAESTRO-v2 dataset, MAPS dataset and
OMAPS dataset.
Of course, there are many limitations to Transition-aware
model. First of all, the piano signal is a combination of fundamental and harmonics, and different playing methods and pianos
will lead to various combination forms of fundamental and harmonics. Such complexity brings difficulties for the perception of
Transition-aware model. Secondly, most of the current piano transcription models only complete transcription from a single auditory or visual [33, 34]. In the future, transcription systems based
on audio and video multi modes will accomplish this task better.

[6] X. Gong, W. Xu, and J. Liu, “Analysis and correction of
maps dataset,” in Proceedings of the 22th International Conference on Digital Audio Effects (DAFx-19), 2019.
[7] Q. Kong, B. Li, , and X. Song, “High-resolution piano transcription with pedals by regressing onsets and offsets times,”
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ABSTRACT

match a target sound even if the target sound was produced by the
same synthesizer [5]. This difficulty can be attributed to the complexity of the synthesis algorithm and the vastness of the search
space.
One fundamental question that must be addressed is whether
we actually need to match a sound with a synthesizer. One motivation for early work in FM synthesis sound matching was that FM
synthesis can provide a computationally efficient replacement for
realistic sounds [1]. In modern music production where samplers
have become computationally inexpensive and adequately expressive, this is no longer a valid reasoning for sound matching.
We argue that the objective for sound matching is to assist
the user during the sound design process. The user can query the
system with a target sound that is vaguely similar to the real intention. The system should then provide an intuitive way to adjust
the sound further. Some methods have been proposed to assist
the user in such a way. Relevance feedback from the user can account for the gap between the intended sound and the target sound
[8]. A variational autoencoder model can not only perform sound
matching but also provide the user with alternative controls for a
synthesizer [6].
In this paper, we solve this problem by finding solutions that
are spread out in terms of audio features that the user can specify.
The user can then choose the sound closest to their intention from
a variety of matching sounds. Specifically, the contributions of this
study are as follows:

It is difficult to adjust the parameters of a complex synthesizer to
create the desired sound. As such, sound matching, the estimation of synthesis parameters that can replicate a certain sound, is
a task that has often been researched, utilizing optimization methods such as genetic algorithm (GA). In this paper, we introduce a
novelty-based objective for GA-based sound matching. Our contribution is two-fold. First, we show that the novelty objective is
able to improve the quality of sound matching by maintaining phenotypic diversity in the population. Second, we introduce a quality diversity approach to the problem of sound matching, aiming
to find a diverse set of matching sounds. We show that the novelty objective is effective in producing high-performing solutions
that are diverse in terms of specified audio features. This approach
allows for a new way of discovering sounds and exploring the capabilities of a synthesizer.
1. INTRODUCTION
Recently, the advent of software synthesizers has made the use
of synthesizers prevalent in musical production. However, there
is still great difficulty in manually adjusting the parameters of a
synthesizer to obtain a desirable output. It is common for music
producers to simply rely on presets, i.e. parameter settings crafted
by sound designers. The full creative potential of synthesizers has
been out of reach of most producers. Thus, there have been many
efforts to alleviate the difficulty of using synthesizers. A common
approach is sound matching, estimation of synthesis parameters
that closely replicate the target sound.
In one of the earliest examples of sound matching, genetic algorithm (GA) was used to optimize some parameters of frequency
modulation (FM) synthesis to match a target spectrum [1]. Historically, FM synthesis had been viewed as a way to create emulations
of natural sounds, but finding such parameters manually required
time and effort. Similarly, GA has been applied to estimate the
physical modelling parameters of plucked strings [2].
More recently, there have been attempts to estimate the parameters of conventional software synthesizers. Such synthesizers
feature many parameters, and include not only parameters related
to the static nature of the timbre but also parameters that modulate
these parameters, such as LFO rate. Techniques such as linear regression [3], multi-objective GA [4], and neural networks [5], [6],
[7] have been applied to multitude of synthesizers with varying degrees of complexity. Previous work has found that it is difficult to

• We show that incorporating a novelty objective can improve
the performance of GA-based synthesizer sound matching.
In recent evolutionary computation literature, novelty objectives have been shown to effectively maintain phenotypic
diversity and improve the performance of GA in difficult
domains [9]. For the first time, we apply novelty objective
to the problem of synthesizer sound matching.
• We introduce the idea of quality diversity (QD) to the problem of synthesizer sound matching. The idea is to obtain
not only the single best solution, but many interesting solutions spread across a space of audio descriptors. We show
that standard GA fails to produce such diverse output, but
introducing a novelty objective can help in finding a diverse
set of solutions.
This paper is structured as follows. Section 2 explains the basics of GA and introduces the concept of novelty search and quality
diversity. In Section 3, we explain the synthesizer sound matching
method and the definition of audio novelty. In Section 4, the experiment setup details regarding the optimization algorithms and
the synthesizer are described. We report and discuss the results of
the experiment in Section 5 and conclude the paper in Section 6.

Copyright: © 2021 Naotake Masuda et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.
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ρ of a point x, i.e. the average distance to its k-nearest neighbors:

2. BACKGROUND
2.1. Genetic Algorithms

ρ(x) =

Genetic algorithm (GA) is a metaheuristic optimization algorithm
that takes inspirations from mechanisms of biological evolution.
In GA, an individual consists of a genotype and a phenotype. The
genotype of an individual corresponds to the genomes of an organism and is subject to the genetic operators such as crossover and
mutation. The genotype is usually an array of binary or real-valued
numbers. The phenotype corresponds to the observable traits and
physical form of the organism. The phenotype is what decides the
fitness values of each individual.
In GA, an initial population of individuals is randomly generated. Then, the phenotype of each individual is evaluated against a
problem, and each individual is assigned a fitness value. Individuals are then stochastically selected from the population, favoring
those with higher fitness value. Genetic operators such as mutation and crossover are performed on the genotypes of selected
individuals to create the new generation of solutions. This process
is repeated for a fixed number of generations.
When applying GAs to a problem, it is important to consider
the design of the genetic encoding. In binary encoding, the most
traditional encoding type in GA, each genotype is an array of bits
(0 or 1). While this allows for simple genetic operators and is
suitable for some type of problems, it is difficult to apply this to
problems with real-valued inputs. Real-valued encoding is more
common in such cases, but more sophisticated crossover methods
such as blend crossover or simulated binary crossover [10] should
be used with real-valued encoding.

k
1X
dist(x, µi ),
k i=0

(1)

where µi is the ith-nearest neighbor of x, using the distance metric
dist. Usually, Euclidean distance is used as the distance metric.
Since the phenotype itself is complex and high-dimensional,
the novelty is calculated from a compact representation of the phenotype, commonly referred to as the behavior characterization
(BC). The BC should describe salient aspects of an individual’s
phenotype as a vector. For example, in the case of maze navigation, it is common to use the final position of the navigating robot
as the BC. By rewarding the robot for reaching new areas, the robot
should eventually reach the goal.
In the most simple approach for novelty search, novelty of an
individual is calculated using k-nearest neighbors in the current
population. However, this is known to cause a cycling behavior,
where the population moves from one area of the phenotype space
and to a new area and back again [13]. Since the algorithm has
no memory, regions already explored may be visited again in later
generations.
To suppress this cycling behavior, an archive of individuals
is kept over generations. The nearest neighbor search for novelty calculation is performed against the union of this archive and
the current population. Every generation, some individuals from
the current population are added to the archive. While it is common to add only the individuals with novelty score above a certain
threshold value, recent study has shown that adding a fixed number
of individuals randomly is just as effective in improving solution
quality [14].
The effectiveness of novelty search can be attributed to the
fact that novelty search asymptotically behaves as a uniform random search process in the phenotype space [15]. This is different
from a random search in the genotype space. The phenotype space
is often more compact than the genotype space and thus uniform
search in the phenotype space is more effective.
In domains where the phenotype space is large, novelty search
alone cannot reach an adequate solution. In such cases, a novelty objective can be combined with a fitness objective. A multiobjective GA such as NSGA-II can then be used to optimize both
fitness and novelty. In difficult domains such as bipedal locomotion, using a novelty objective alongside fitness has been shown to
improve solution quality compared to using fitness alone [9]. This
can be attributed to the fact that the novelty objective maintains a
phenotypic diversity, keeping many stepping stones that lead to the
objective.
Phenotypic diversity should not be confused with genotypic
diversity. In fact, much of research on diversity mechanisms in
evolutionary algorithms focused on maintaining diversity in the
genotype space, such as fitness sharing [16]. However, in many
problems, points in the genotype space often collapse into a single
phenotype. For example, in case of synthesizer sound matching,
many parameter settings actually result in the same sound. In such
cases, it may be more effective to explicitly maintain phenotypic
diversity using a novelty objective.
So far, novelty search has seen little application to music and
audio. A blog post describes a project in which novelty search
was applied to Ableton Live set parameters in order to find musical inspirations [17]. However, the novelty of each individual
was calculated from the genotype, not the phenotype. Thus, the

2.2. Multi-objective Genetic Algorithms
While standard GAs maximize a single fitness value, multi-objective GAs (MOGAs) optimize multiple objectives at once. This is
different from simply adding multiple objective functions together.
Multi-objective GAs aim to find a set of Pareto-optimal solutions.
A solution is Pareto-optimal when it is not dominated (i.e. beaten
in every objective) by any other solution. The set of Pareto-optimal
solutions is called the Pareto-front.
NSGA-II [11] is one of the most popular algorithms for solving multi-objective problems. NSGA-II performs non-dominated
sorting, where least dominated solutions are given a high rank. Binary tournament selection is used for the selection of parents in
NSGA-II. More specifically, two individuals are compared, and
the one with the higher rank is selected. When the two individuals
are of the same rank, the crowding distances are compared, favoring the individual in less crowded area of the Pareto-front. This
crowding distance acts as a diversity-preserving mechanism along
the Pareto-front.
2.3. Novelty Search
In GAs, progress is measured with the fitness function, but in deceptive domains, this can misdirect the search. Novelty search
abandons the fitness objective and searches only for novel behaviors [12]. Novelty search is surprisingly effective in solving deceptive problems like maze navigation, where fitness-based GA often
leads evolution to a dead end.
Novelty of an individual is defined as how different an individual is from other individuals. This is calculated as the sparseness
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Genotype

creative capabilities of this project is similar to that of parameter
randomization features commonly found in creative software. In
fact, it would be very time consuming to render each individual
and evaluate their phenotypic novelty using Ableton Live.

Filter 1 freq: 56
Attack 1: 32
Decay 1: 24
Sustain 1: 65
Release 1: 52
...

Phenotype
Synthesizer

Output Audio

2.4. Quality Diversity
Quality diversity (QD) algorithms aim to find a collection of solutions that are diverse and high-performing [18]. The idea of QD
followed naturally from methods optimizing both novelty and fitness, since optimizing both objectives leads to the discovery of a
wide range of solutions. However, optimizing fitness still imposes
a global competition among the individuals, which leads to the algorithm preferentially exploring certain regions of phenotype characteristics that gives the best fitness. This is beneficial for finding
the best single solution, but it may be more beneficial to explore
other regions to discover a diverse set of solutions.
Subsequent research in QD algorithms focused on exploring
the entire phenotype space uniformly. Novelty search with local
competition (NS-LC) replaces the fitness value with a local competition score (LC score) [19]. The LC score is calculated as the
number of individuals with inferior fitness value in the k-nearest
neighbors. If this number is high, then the individual is highperforming compared to other individuals in the same niche. This
mechanism leads to the discovery of high-performing solutions in
many different niches.
Another popular QD algorithm is MAP-Elites [13]. MAPElites uses an archive which explicitly defines the niches in the
BC. The BC is discretized to form a grid, and each bin on the
grid can hold a fixed number of individuals. The selection operator selects bins from the grid with uniform probability and then
selects individuals from the bin to produce offspring. The BCs
of the offspring are calculated, and the offspring are added to the
corresponding bin.
QD algorithms have been applied to fields such as procedural
content generation, where game stage designs are automatically
generated [20]. In this case, the BC is the aesthetics of the stage or
the moves required to beat it. The quality of a stage is how well an
A* agent can beat it (i.e. playability). By generating a diverse set
of solutions spread along a specified dimension, the user can easily
pick an appropriate solution. To our knowledge, QD methods have
yet to be applied to the field of sound design.

Match Loss
(Fitness)

BC
[Centroid, Flatness]

Figure 1: The genotype-phenotype relation in synthesizer sound
matching. Expression of the genotype corresponds to playing the
synthesizer. The phenotype, or output audio is used to calculate
fitness and behavior characterization.

Algorithm 1 Proposed method (fitness & novelty)
Input: Target, Synthesizer
Initialize Population as list of random Individuals
Initialize Archive as empty list
for gen = 1, · · · , Ngen do
for ind ∈ Population do
▷ Evaluation of Individuals
audio ← Synthesizer(ind.gtype)
ind.fitness ← −LSD(Target, audio)
ind.bc ← BC(audio)
for ind ∈ Population do
▷ Novelty calculation
distances ← kN N
(ind.bc,
Population
∪ Archive)
P
ind.novelty ← k1
distances
Offspring ← SelectionN SGAII(Population)
for i = 0, · · · , Npop /2 − 1 do
▷ Genetic operators
inda , indb ← Offspring[2i], Offspring[2i + 1]
Mutate inda , indb at mutation rate pmut
Crossover inda and indb at crossover rate pcx
Population ← Offspring
Add λ Individuals from Offspring to Archive at random

A pseudocode of the proposed method can be written as Algorithm 1. The initial population is generated randomly by sampling
uniformly from the parameter ranges. The genotypes of the individuals in the population are fed into the synthesizer as synthesis
parameters to synthesize audio. STFT is then calculated for the
synthesized sounds to extract the spectrogram, and the log-spectral
distance (LSD) is measured between the synthesized and target audio. LSD of two power spectra is calculated as:
v
!2
u
uX
P (ω)
t
LSD(P, P̂ ) =
10 log10
.
(2)
P̂ (ω)
ω

3. PROPOSED METHOD
3.1. Synthesizer Sound Matching
In GA-based synthesizer sound matching, the genotype is the synthesizer parameters and the phenotype is the synthesized audio, as
shown in Figure 1. The genotype is an array of real-valued numbers. This is fed into the synthesizer as the synthesis parameters to
produce an audio output. The fitness of the individual is calculated
by how well the synthesized audio matches the target sound.
Several loss functions for measuring the match quality have
been used in previous work, such as spectrogram loss [4] and melfrequency cepstrum coefficients (MFCC) loss [5]. Preliminary experiments found that MFCC loss gave subpar matches, often resulting in sounds with pitch different from the original. This is
due to the fact that MFCC only captures the overall shape of the
spectral envelope. This property is ideal for applications such as
speech recognition, but unsuitable for sound matching. Thus, we
calculate match loss using the spectrogram.

The average value of LSD over frames is used as a measure of
quality of the match. Note that since tournament selection is used
in NSGA-II, the scaling of this fitness value has no effect on the
selection probability.
Then, behavior characterization (BC) of the synthesized audio
is calculated from the spectrogram. Novelty of the individual is
calculated by the mean of Euclidean distances in BC space from
the k-nearest neighbors in the current population or the archive.
NSGA-II selection is used to select the individuals, whose geno-
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the same sound can be derived from different parameter setting.
Already, we see that optimizing for parameter loss is problematic.

types are then mutated and crossed-over to create the new population. From the new population, λ randomly selected individuals
are added to the archive. This process is repeated for Ngen generations. We also implement novelty search with local competition
(NS-LC) by replacing the fitness value with a local competition
score.

4.2. Synthesizer
To measure the effectiveness of the black-box sound matching
methods, Dexed1 and Diva2 VSTi synthesizers were used for this
experiment. Dexed is an emulation of the Yamaha DX7, an FM
synthesizer with 6 operators, and Diva is a virtual analogue synthesizer. These two synthesizers were chosen because most of their
parameters were controllable through MIDI CC. We expect that
the sound matching will be easier for Diva, since it is a subtractive
synthesizer that can be controlled more intuitively.
Certain sets of parameters were optimized, and other parameters were set to a fixed value during the experiments. For Dexed,
the most notable fixed parameter is the ALGORITHM parameter, which modifies the routing of the FM operators. Automatic
design of synthesizer structure is a separate problem that should
be dealt with using methods like genetic programming [21]. For
Diva, oscillator and filter model types were fixed, and the effects
were turned off. 32 parameters used during sound matching with
Diva include envelope and LFO parameters that modulate amplitude and filter cutoff, oscillator tuning and mix parameters, and
filter feedback/resonance/cutoff parameters.
We tested Dexed with various numbers of parameters to optimize. The 3-ops setting used 30 parameters, including parameters of 3 operators. The other 3 operators were turned off. Next,
the 6-ops setting used 61 parameters including parameters of all 6
operators. It can be hypothesized that optimization is more difficult when there are more parameters to optimize. Features such as
pitch envelope and LFO were turned off for this experiment, as it
was mostly unnecessary for matching natural sounds.
For rendering audio from VSTi, RenderMan [5] was used.
RenderMan is a python package that enables control of MIDI CC
parameters and recording of MIDI notes significantly faster than
realtime. For each sound, a MIDI note with pitch of C4 and velocity value of 80 lasting 3 seconds was recorded for 4 seconds to
capture the release of the sound. The sample rate was set to 22,500
Hz for the Dexed synthesizer and 44,100 Hz for the Diva synthesizer, since Diva did not function properly in lower sampling rates.
We use an FFT size of 2048, and an STFT hop size of 1024 samples. Librosa [22] was used for calculation of spectral centroid and
flatness. These values are then clipped to be within [300, 4500]Hz
and [−85, −30]dB respectively. These limits were chosen according to the distribution of the typical musical sounds included in the
test set. Lastly, the values were both normalized to be within [0, 1]
before calculating novelty.

3.2. Behavior Characterization
The novelty of an individual is calculated from not the synthesized
audio itself but the BC of the audio. This representation should
be compact and interpretable. We chose the following spectral
features for the BC:
• Spectral Centroid is the center of mass of a spectrum. It
has been shown to be correlated with the perceived brightness of a sound. When the spectral centroid is high, the
sound is perceived as bright.
• Spectral Flatness describes how noise-like a sound is. A
spectrum with high flatness is similar to white noise, while
a spectrum with low flatness is similar to a pure tone.
The spectral features are calculated for every frame, and weighted
mean with regards to RMS of the frame is used as the BC. Novelty
objective encourages diversity along these features, so we expect
to obtain sounds that are differing in brightness and noisiness.
4. EXPERIMENTS
4.1. Optimization Methods
We implemented standard genetic algorithm (fitness only, GA),
novelty search with global competition (fitness & novelty, NSGC), and novelty search with local competition (local competition score & novelty, NS-LC). All synthesizer parameters used in
this experiment were continuous values. Thus, we used genetic
operators for real-valued GA. In all algorithms, simulated binary
crossover and polynomial mutation was used, with crossover probability pcx = 0.75, mutation rate pmut = 0.05 for each attribute,
and crowding degree of 5. These values were chosen after preliminary experiments on the standard GA baseline. For standard
GA, we used binary tournament selection to align with the selection mechanism of NSGA-II (as explained in Section 2.2) used in
the latter algorithms. All algorithms were run for 200 generations
with population size of 200 individuals.
In NS-GC and NS-LC, λ = 5 individuals from the population
were added randomly to the archive every generation. The novelty is measured using k = 15 neighbors. We found that using
local competition resulted in slow progress, due to the algorithm
dropping the individuals with the best fitness from the population.
Thus, we use elite selection to always keep 10 individuals from the
last generation with the best fitness.
For comparison, we implement a synthesizer parameter estimator using an LSTM network similar to [5]. This network takes
log-spectrograms as input and outputs the synthesizer parameters.
The network consists of 2 LSTM layers with a hidden size of 256
and a dropout probability of 0.1, followed by a linear layer. This
model was trained on 60,000 randomly generated parameter-audio
pairs with MSE loss for the estimated parameters. Monitoring the
parameter loss on the validation set, we found that this network
quickly overfitted. This is due to the fact that the network tries
to predict a single set of parameters from a sound, even though

4.3. Test Set
To evaluate our methods, we prepared two test sets: in-domain
and out-of-domain. Each test set consists of 30 sounds. In-domain
consists of sounds created using the same synthesizer. For creating
this dataset, presets for each synthesizer were collected from the
Internet and the built-in preset library. Certain parameter values
were fixed to a default value to match the parameter optimization
setting, Thus, it is theoretically possible to match the sounds perfectly, although previous work has found this task to be challenging for the Dexed synthesizer [5]. These presets were rendered
1 https://asb2m10.github.io/dexed/
2 https://u-he.com/products/diva/
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Table 1: Comparison of sound matching results. Values shown are the mean log-spectral distance (the smaller the better) across each type
of test set with different synthesizer settings. Standard deviation is noted in parentheses.

GA
NS-GC
NS-LC
LSTM

Diva
11.47 (7.89)
9.55 (5.64)
10.71 (6.83)
22.77 (13.83)

In-domain
Dexed 3-ops
22.22 (15.19)
18.71 (13.47)
19.03 (12.98)
43.45 (22.86)

Dexed 6-ops
30.50 (10.47)
27.91 (10.72)
29.92 (11.00)
70.47 (33.74)

Diva
11.73 (4.47)
11.45 (4.35)
11.78 (4.48)
19.52 (6.55)

Out-of-domain
Dexed 3-ops
36.20 (16.59)
32.26 (14.66)
32.87 (14.89)
55.22 (24.03)

Dexed 6-ops
32.93 (14.14)
31.19 (14.91)
32.68 (14.71)
54.73 (23.24)

synthesizer often results in an unorthodox and non-musical sound.
Using hand-crafted presets as training data can possibly improve
the performance of the model, but a large collection of presets is
usually unavailable for most synthesizers. However, one merit of
using neural network-based methods is that once the network is
trained, inference can be performed quickly. GA-based methods
require playing the synthesizer to obtain evaluate the individuals,
taking a much longer time (see Section 5.3 for further discussion
of run time).
For the in-domain dataset using Dexed, the more difficult 6ops setting resulted in poorer match quality. This can be attributed
to the increase in complexity of both synthesis algorithms and target sounds 4 . Interestingly, the more difficult parameter setting
often resulted in better matches for out-of-domain dataset, suggesting that the optimization algorithms were able to utilize the
more complex and powerful synthesis algorithms.

with the same MIDI note used in the optimization. Out-of-domain
consists of musical sounds that would actually be used as a query
to the system in real usage. This includes sounds produced from a
diverse range of acoustic and electronic instruments. These sounds
were taken from the Nsynth Dataset [23]. The test set was extracted to be well spread out in terms of instrument type. These
sounds are also in the same pitch as the MIDI note used in the
optimization.
5. RESULTS AND DISCUSSION
In Section 5.1, we show the effects of novelty objective in improving the quality of synthesizer sound matching. In Section 5.2,
we evaluate the sound matching evolution from a quality diversity
perspective. Finally, we discuss a possible creative application of
the proposed method and its challenges in Section 5.3. Further
experiment results including output audio and animations of the
evolution have been uploaded to the accompanying web page 3 .

5.2. Quality Diversity
In a quality diversity (QD) problem setting, the objective is to obtain not only the best match, but a set of solutions spread across
the specified audio features. For evaluation of QD, it is useful to
discretize the behavior characterization (BC) space. We split each
dimension of BC into 20 divisions to create a 2D grid with 400
bins. In a manner similar to MAP-Elites, every individual found
during the evolution is assigned to a bin according to its BC. We
denote the maximum match quality of individuals assigned to the
ith bin as Qi . This match quality was calculated as the reciprocal
of log-spectral distance (the higher the better).
The distribution of Qi in BC space for a typical run (out-ofdomain sound, Dexed 6-ops) is shown in Figure 2. This illustrates
how each algorithm exploited the niches in BC space. The standard GA only explored some regions in the BC space, while NSGC and NS-LC explored a wider region and found high quality solutions in many bins. Since the target sound was an electric bass,
regions with lower spectral centroid tended to have a better fitness.
A comparison of the algorithms in terms of various QD metrics (coverage, exploration uniformity, QD score) is shown in Figure 3. These metrics were calculated from and averaged over runs
with out-of-domain dataset and Dexed 6-ops setting. In the following paragraphs, we will explain each metric in detail and discuss
the performance of each algorithm with regards to these metrics.
As a measure of diversity of individuals found during the evolution, the coverage of the evolution is calculated as the proportion
of bins with 1 or more individuals assigned. The coverage of each
algorithm is shown in the leftmost column of Figure 3. Standard
GA has poor coverage, failing to reach many regions of the BC

5.1. Sound Matching
In Table 1, we show the results of sound matching, in regards to
the best solutions found by the evolution for GA-based methods.
For the estimation of in-domain sounds, NS-GC (novelty & fitness) found significantly better solutions than standard GA in all
settings, Diva, Dexed 3-ops, and Dexed 6-ops (p = 0.004, p <
0.001, p = 0.006, Wilcoxon signed-rank test). This shows that
the preservation of phenotypic diversity was beneficial for sound
matching. Despite only optimizing for local competition score,
NS-LC seemed to perform just as well as standard GA in terms
of the best solution found. For the out-of-domain dataset, NS-GC
found significantly better solutions than standard GA in the more
difficult settings, Dexed 3-ops and Dexed 6-ops (p < 0.001, p <
0.001, Wilcoxon signed-rank test). Standard deviation of the result
is high for all settings, owing to the fact that the test set contains
sounds of various characteristics. Sounds with simple timbre and
fast decay tend to be easier to match and therefore result in better
match scores, while longer, complex sounds result in worse match
scores.
We found that LSTM performed poorly in comparison to GAbased methods. One possible cause for this is that it is hard for
the model to learn properly while minimizing a loss of synthesis
parameters, when the same sound can come from different synthesis parameter settings. What the model learned as the “groundtruth” synthesis parameter setting to a certain sound can be contradicted by another setting resulting in the same sound. Another
problem is the quality of the training data. The training data for
the LSTM model is generated by uniformly sampling in the parameter space, but randomly setting the parameters of a complex

4 Target sounds for the in-domain dataset were changed according to
parameter settings, so that they can theoretically be matched perfectly by
optimizing the parameters.

3 https://hyakuchiki.github.io/QDSynthWebpage/
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Figure 2: Comparison of quality distribution from a typical run. Lighter colors indicate that high-performing individuals were found in
the bin. Bins with no assigned individual were colored white. The target sound was an electric bass sound from the NSynth dataset.
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Figure 3: Comparison of QD metrics. Coverage values close to 1 indicate that the algorithm explored most of the bins in the BC space.
For exploration uniformity, values close to 1 indicate that the individuals found during the evolution follow a uniform distribution in the
BC space. Higher QD-scores indicate that the evolution was able to find a diverse set of high-performing solutions.

where Qi = 0 for bins with no assigned individual. The QDscores of each algorithm is shown in the rightmost column of Figure 3. While standard GA can find a single high quality solution,
it fails to find a diverse set of solutions.

space, while algorithms with novelty objective reach most of the
BC space.
To gain insights about the dynamics of the evolution, we analyzed the exploration uniformity, as introduced in [14]. Let φ be
the set of all individuals found during a run and Ii be the number of individuals assigned to ith bin. The exploration uniformity
U (φ) is calculated from Jensen-Shannon divergence between the
distribution Xφ of all individuals and the uniform distribution Y
in the BC space:
U (ϕ) = 1 − JSD[Xφ ||Y ],

Surprisingly, NS-LC did not achieve a higher QD-score than
NS-GC, despite having higher exploration uniformity. This result
can be explained by the alignment of the BC with the quality.
A BC is said to be highly aligned with the quality, when certain
regions in the BC space correspond to a narrow range of fitness
values [18]. The BC in this experiment is fairly aligned with the
match quality. If a sound has the same BC values as the target
sound, the spectrograms are similar and the match quality tends
to be high. When the alignment of BC is high, finding novelty
will help the evolution find regions in the BC space with higher
fitness. This can perhaps explain the results in Section 5.1, where
the novelty helped in finding solutions with high fitness. On the
other hand, only a certain region can achieve the highest fitness
values, so it may be better to exploit that region to achieve a high
QD-Score. We can speculate that NS-GC was the best balance
between the exploitative and exploratory behavior in the case of
sound matching.

(3)

where

I1
I400
,··· ,
,
|φ|
|φ|


1
Y =
, · · ·×400 .
400


Xφ =

(4)
(5)

The exploration uniformity of each algorithm is shown in the center column of Figure 3. The results show that by removing global
selection pressure, NS-LC explores the BC space more uniformly
than NS-GC.
Finally, QD-score is often used in QD literature as a single
measure of both quality and diversity. QD-score is calculated as
the sum of maximum quality achieved in each bin:
QDScore =

400
X

Qi ,

In most application of QD, the BC is unaligned with the quality, since the dimensions we want to find diversity in is often unrelated to the quality. However, in the case of sound matching, the
BC is somewhat aligned with the match quality, because the target
sound can also be assigned to a point in the BC space. Having the
same BC values as the target sound leads to better fitness score. We
argue that is still useful to find diversity in this BC space because

(6)

i=1
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"Bright"

"Noisy"

Target

"Bright"

"Pure"

Best Match

"Noisy"

Figure 4: Sounds contained in the BC map obtained from a typical run. The x axis is the spectral flatness which corresponds to the
“noisiness” of a sound, and the y axis is the spectral centroid which corresponds to the “brightness” of a sound. The position of the best
matching individual is marked in red. We display the waveform and melspectrogram of individuals with lower spectral flatness (“Pure”,
purple), higher spectral flatness (“Noisy”, cyan), and higher spectral centroid (“Bright”, yellow) and mark the positions in BC space. In
this run, NS-GC was used with the 6-ops parameter setting to match a trumpet sound.

the target sound may differ from the user’s true intentions.

Since RenderMan did not allow for hosting of multiple VSTis,
the rendering of the population was not done in parallel. A VST
host software capable of hosting multiple plugins must be developed to speed up the rendering. Ideally, the synthesizer software
itself should be optimized to allow for a faster batch rendering of
presets. Alternatively, the parameters of the evolution can be optimized further for faster convergence, and the evolution can be
ended early when a stopping criteria is met. Finally, surrogate
models are often used as a way to alleviate the need for computationally expensive evaluations [24]. A surrogate model for the
synthesizer can potentially approximate the fitness and the behavioral characteristics of an individual.

5.3. Creative Applications
We propose that the product of each run is not just the best match
or the final population, but all the individuals found during the population. As shown in Section 5.2, a map of BC space can be used
to visualize the spread of individuals in terms of the specified audio features. We visualize the BC map and the sounds it contains
in Figure 4. Bins away from the best matching individual in the
BC map also holds individuals with similar structure, but differing in the spectral features specified as the BCs. For example, the
“Noisy” individual is similar to the best match but features more
partial, and in the “Pure” individual, a single partial is emphasized.
When utilizing this method to assist sound design, a user can audition the best individuals in each bin to find sounds similar to the
query sound but with a certain quality.
One challenge for applying the proposed method to a practical application is the run time. Matching a sound with 200 generations, population size of 200, and audio length of 4.0s using
Dexed took about 20-25 minutes on a standard desktop CPU (Intel
i7-6700). Diva took approximately an hour with the same setting,
as it could not be run in lower sample rates and features computationally expensive analogue emulation. This run time may be
considered as reasonable, considering that previous work in GAbased sound matching took several hours to match a single sound
using a computing cluster [4]. Still, this is prohibitively long for
interactive use in a creative application.
Profiling of the program revealed that approximately 95% of
the elapsed time was spent on synthesizer rendering, while the calculation of novelty added little processing time. Thus, in order for
GA-based synthesizer sound matching to be useful, the synthesis
process needs to be optimized.

6. CONCLUSIONS
In this paper, a genetic algorithm with novelty objective was applied to the problem of synthesizer sound matching. Synthesized
sounds were characterized by spectral features, and the novelty
objective encouraged diversity along these features. We showed
that the novelty objective can improve the performance of sound
matching. We also introduced a quality diversity (QD) approach
to the problem of synthesizer sound matching, seeking out a set
of solutions that are high-performing and diverse. The novelty objective was shown to be effective in exploiting many niches in the
phenotype space. This QD approach allows for a novel, intuitive
way to discover sounds and explore the capabilities of a synthesizer.
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ABSTRACT

features for the first time. A new onset detection method was proposed using a specific spectrum envelope matched filter on multiple frequency bands. And a computer-vision method was proposed
to enhance audio-only piano music transcription by tracking the
pianist’s hands on the piano keyboard. Lee [5] introduced a novel
two-stream convolutional neural network that took video and audio
inputs together for detecting pressed notes and fingerings. However, due to the lack of implementation details and open-source
datasets, the actual performance of the models [4, 5] remains to be
verified.
At present, researches based on video transcription and audio transcription are relatively sufficient, but the single-mode transcription models cannot achieve satisfactory results in actual performance scenario. Therefore, a piano transcription model based
on strategy fusion is proposed, as shown in Figure 1, and the
model’s real performance is discussed in this paper. At the same
time, the feature fusion idea of Lee [5] is also reconstructed. Finally, we compare the transcription models’ performance based on
feature fusion and strategy fusion.

Piano transcription is a fundamental problem in the field of music
information retrieval. At present, a large number of transcriptional
studies are mainly based on audio or video, yet there is a small
number of discussion based on audio-visual fusion. In this paper,
a piano transcription model based on strategy fusion is proposed,
in which the transcription results of the video model are used to assist audio transcription. Due to the lack of datasets currently used
for audio-visual fusion, the OMAPS data set is proposed in this paper. Meanwhile, our strategy fusion model achieves a 92.07% F1
score on OMAPS dataset. The transcription model based on feature fusion is also compared with the one based on strategy fusion.
The experiment results show that the transcription model based on
strategy fusion achieves better results than the one based on feature
fusion.
1. INTRODUCTION
Piano transcription is a fundamental problem in the field of music
signal processing and music information retrieval. It has a wide
range of applications in music education, music creation and information retrieval. The complete piano transcription infers information about onset, offset, pitch, velocity and pedal from the
audio signal and then obtains score-level representation. Due to
transcription complexity, most of the current transcription models
can only get accurate onset and pitch [1].
Audio-based transcription, video-based transcription and
audio-visual fusion transcription are three methods of piano transcription. The current mainstream transcription models are based
on audio, among which the Onsets and Frames model [2] is the
most advanced model. Besides, video-based transcription models and audio-visual fusion transcription models have been gradually developed in recent years. In general, the keyboard registration is carried out in the video-based model [3] to obtain the
segmented single-key images.Then the single-key images are fed
into the classifier to get the transcription results. Compared with
video-based and audio-based transcription, there are a few studies on audio-visual fusion transcription. Wan [4] proposed a novel
piano-specific transcription system, using both audio and visual

The intermediate results of
video transcription
Probabilities of
video transcription

Keys jitter detection

Hands range
Audio transcription
results

Harmonic error
elimination

t1 t2 t3

t1 t2 t3

Successive error
elimination

t1 t2 t3

Figure 1: Piano transcription based on strategy fusion.
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As shown in Figure 1, the audio transcription model only relies on the audio signal to predict notes, but the audio is a mixture
of fundamental and harmonics. When a piano key is pressed, both
the fundamental and harmonics have strong energy. As a result,
audio models often detect harmonics as notes with a higher fundamental frequency, resulting in extra note detection errors. We
refer this type of errors as harmonic errors. At the same time, the

Copyright: © 2021 Xianke Wang et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the
original author and source are credited.
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actual playing can be fast or slow. For successive rapid notes, the
audio models are also prone to extra note detection errors of the
same pitch We refer this type of errors as successive errors. In
this paper, the transcription model based on strategy fusion takes
the audio transcription results as the preliminary results and then
uses the range of hands in the video to limit the pitch range of
playing notes to eliminate harmonic errors. Besides, video-based
transcription can detect key jitters in continuous playing, helping
the audio model eliminate successive errors.
In order to study the effect of video transcription on audio transcription, the ablation studies of hand range and jitter detection are
carried out. The experiment results show that the strategy fusion
model with hand range and jitter detection achieves a 92.07% F1score on OMAPS dataset, which is better than the single-mode
transcription model.
The feature fusion transcription is also studied and compared
with the transcription based on strategy fusion. Since the feature
fusion model [5] directly takes the whole image as the video module’s input, many interfering pixels will be brought in, which may
have a negative impact. Therefore, the influence of full image,
only keyboard region, only hand region and differential image as
input on the feature fusion model is also studied. On OMAPS
dataset, the F1 score of the strategy fusion model is 5.18% higher
than that of the best model based on feature fusion, which proves
the superiority of the strategy-based fusion model.
In general, the main contributions of this paper are as follows:

is the two-dimensional spectrogram obtained by time-frequency
transformation. Then the spectrogram representation is sent to the
convolutional neural network for feature extraction. Finally, the results are obtained through the classifier. The transcription models
based on CNN make up for the lack of modelling capability, but
they don’t consider the time dependence between sound signals.
To solve this problem, Hawthorne [2] and Kong [12] proposed the
piano transcription models based on CRNN. These models used
CNN to extract the spectral features and then used Bi-LSTM to
learn the time dependence. Compared with the model only using CNN, the CRNN models can capture the correlation of sound
signals and achieve better transcription performance. In addition,
there are transcription studies based on generative adversarial networks (GAN) [13, 14], language models [15, 16, 17], etc.
2.2. Video-based Transcription Research
At present, there are two kinds of video-based transcription methods. In the first kind of methods, a single key image is obtained
by keyboard location and keyboard segmentation. These images
are then fed into a binary classifier to get transcription results.
However, the accuracy of keyboard segmentation is critical in this
non-end-to-end transcription methods. Before the emergence of
deep learning, traditional image processing methods such as Sobel
operator, Hough transform, morphological expansion and corrosion [18, 19, 20] were generally used to complete keyboard location and keyboard segmentation. However, such methods are often
sensitive to camera distortion and illumination changes, leading to
the accuracy decline of the keyboard segmentation and ultimately
affecting the entire transcription system’s performance. Akbari
[21, 22] added an illumination correction step in their pipeline, but
the limitations for drastic light changes or vibrations of the camera
or piano were reported. The methods based on deep learning make
keyboard segmentation more robust. Li [3] proposed keyboard location and segmentation models based on semantic segmentation,
making the model more tolerant to illumination changes and camera distortion. The second kind of methods is to directly send the
whole image into the models for end-to-end learning. Since the
transcription of a single image often ignores the association between successive frames, Koepke [23] has used 3D convolution
for feature extraction to learn the temporal correlation between
continuous video images. Besides, Rho [24] used a depth camera to capture the depth change and speed of the keypress, which
provides a new idea for video-based piano transcription.
Single-key models reduce interference in images and focus on
keypress detection. But there are also shortcomings, such as the
lack of hand position perception and key position correlation learning. Full keyboard input retains the original hand position information. However, full image as input will bring a lot of irrelevant
information to the models, which may interfere with the model’s
decision making.

• A piano dataset, OMAPS dataset 1 , is proposed for audiovisual fusion transcription research, which contains complete video, audio and aligned MIDI annotations.
• A piano transcription algorithm based on strategy fusion is
proposed, and for the first time the hand range and jitter
detection mechanisms is used for audio-visual fusion transcription.
• The input characteristics of the transcription model based
on feature fusion is also studied. And compared with the
best model based on feature fusion, the strategy fusion algorithm proposed in this paper is better.
2. RELATED WORK
2.1. Audio-based Transcription Research
Before deep learning became popular, NMF was often used for piano transcription. The simplest NMF [6, 7] first established the
spectrum template through the single note signal, then used the
spectrum template to decompose the piano signal to get the activation matrix, and finally obtained the transcription results through
the post-processing of the activation matrix. However, simple
NMF transcription methods do not consider the differences of
signals at different stages, and the models’ performance is often
unsatisfying. Cheng [8] proposed an NMF transcription method
based on attack-decay, using different spectral templates to decompose the attack and decay stages of the piano signal, and achieved
an 81.80% F1 scores on MAPS dataset. However, NMF is a linear
model and its modelling ability is limited, so the development of
NMF in transcription soon reaches a bottleneck.
With the emergence of deep learning, piano transcription technology has been further developed. The most common input of
the piano transcription models [9, 10, 11] based on deep learning

2.3. Audio-visual Fusion Transcription Research
Piano transcription methods based on audio-visual fusion have
been gradually developed in recent years. There are two methods
to complete audio-visual fusion transcription. The first method
is to use the transcription results of one mode to assist the transcription of another mode. For example, the audio-visual fusion
transcription method proposed by Wan [4] adopted an energy envelope matching filter for the audio transcription part. Then hand

1 https://github.com/itec-hust/OMAPS
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information transcribed in the video was used to enhance the audio transcription results. Another fusion method is to fuse audio
and video modes’ feature matrices to get the final transcription results. For example, Lee [5] proposed a two-stream convolutional
neural network that took video and audio together for detecting
pressed notes and fingerings. Lee finally achieved an accuracy of
75.37% on its own piano dataset, which proved the feasibility of
audio-visual fusion transcription.
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Figure 3: Extra note detection errors’ distribution.

Figure 2: The overall structure of our system.

3.1.2. Problems in audio transcription

3. METHOD

We have tested the Transition-aware model on OMAPS dataset and
achieved an F1 score of 87.51%. The number of extra note detection errors and missing note detection errors on OMAPS dataset of
the Transition-aware model is 2723 and 2235, respectively, which
indicates that extra note detection errors are the principal contradiction of the audio transcription model. We have analyzed the extra note detection errors’ distribution on OMAPS dataset, as shown
in Figure 3. It can be seen that there are mainly harmonic errors
generated by harmonics and successive errors generated by continuous playing, which is consistent with the discussion in the introduction part. The audio-based transcription model performs well,
but the remaining extra note detection errors are challenging to be
solved by audio-based methods, which prompts us to propose a
fusion model based on strategy.

Because the single-mode piano transcription models in the real
scenario are not excellent, a fusion model based on strategy is proposed in this paper. The fusion model based on strategy utilizes the
current optimal audio transcription model and video transcription
model. The system’s overall structure is shown in Figure 2, which
is divided into three modules: video transcription, audio transcription, and strategy fusion. Each module will be introduced in detail
below.
3.1. Audio transcription model
3.1.1. Implementation of audio transcription model
We use the Transition-aware model [25] as our audio-based transcription model. This model includes two branches: frame estimation and onset detection. The overall structure is shown in
Figure 4. Frame estimation is used to predict the existence of 88
notes; Onset detection is used to predict the onset probabilities of
88 notes. The structure of onset detection and frame estimation
branches is the same. Firstly, a multi-layer convolutional network
is used to extract features from the input spectrogram. Then, BiLSTM is used to conduct time-dependent modeling. The onset detection branch features are fused into the frame estimation branch
to improve the frame estimation branch’s performance.
The structure of the Transition-aware model is similar to that
of the Onsets and Frames model. The following improvements
have been made to the Transition-aware model to achieve a better
transcription performance:

3.2. Video transcription model
3.2.1. Implementation of video transcription model
We adopt the best video transcription model [3], which includes
four components: keyboard location, keyboard segmentation,
hands location and classifier. The overall structure is shown in
Figure 5.
As can be seen from Figure 5, a complete input image contains the keyboard, hands and other interfering pixels. Putting the
whole image directly into the neural network will bring in many interfering factors, which will affect the model’s performance. The
keyboard location is generally carried out first, and only the keyboard’s filed is retained to improve the performance of the video
transcription model. Then the coordinates of each key can be obtained according to the geometric relationship. On the other hand,
the keyboard area covered by each playing action is limited to the
hands’ range. Therefore, the hand detection module is used to locate hands, and the approximate range of playing keys is obtained.
We intercept the keyboard within the rectangular field of the hands
as our detection range. At the same time, the coordinates of all
keys are used for single key segmentation. Finally, a single key’s
image is sent into the binary classifier to get the detection results.
The video transcription model uses differential images as input of
the binary classifiers to obtain better transcription results. Considered the influence of optical factors, two independent classifiers
are used for white keys and black keys, respectively, and the com-

1. Use CQT spectrogram instead of mel spectrogram as input. Compared with mel spectrogram, the frequency points
of the CQT spectrogram are distributed exponentially and
have different frequency resolutions for high and low frequencies, so it is more suitable for music signal processing.
2. The continuous five frames near the onset are annotated so
that the model could better consider the spectral changes at
the edge of the onset moment and improve the transcription
accuracy.
3. Use peak selection to obtain onset transcription results.
Compared with the taking threshold method, peak selection
is more robust to noise interference and can reduce extra
note detection errors.
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Figure 4: Audio-based transcription model.
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Figure 5: Video-based transcription model.

plete transcription results are finally obtained by combining them.
Keyboard location and hand detection are implemented using the semantic segmentation model, PSPNet [26], proposed by
SenseTime company. To reduce the model’s computational load,
MobileNet-v2 [27] is used to accomplish feature extraction in
PSPNet. After locating the keyboard, each key’s position can be
obtained based on the geometric relationship to achieve keyboard
segmentation. Finally, the classifiers of black keys and white keys
are implemented by the five-layer convolutional neural network,
and the specific parameters are shown in Table 1. The convolution
layer parameters, H*W@C, refer to the height of the convolution
kernel as H, width as W and the number of channels as C. The
max-pooling layer parameters, PH * PW/PSH * PSW, indicate that
the height of the pooling area is PH, the width is PW, the step size
along the height direction is PSH, and the step size along the width
direction is PSW.

keys. Second, a black gap will appear when a piano key is pressed.
For white keys, the model can recognize the gap better when the
piano keys are pressed. However, for black keys, the color of the
gap is comparable to that of the black keys, so the model cannot
identify the gap’s characteristics well. These two factors lead to
the detection accuracy of the black keys being much lower than
that of the white keys, which ultimately leads to the video models’
performance is inferior to that of audio models.
Although the model’s overall performance based on video is
not as good as that based on audio, some information in the video
can assist the audio model in completing the transcription task better. For example, the video model’s hand range judgment can help
the audio transcription model remove harmonic errors. Meanwhile, the video transcription model can perform jitter detection
for white key, which helps eliminate successive errors of the audio
model. Both mechanisms are described in detail below.

Table 1: Parameters of the classifiers.
Intermediate

Input
112 × 32 × 1
112 × 32 × 8
56 × 16 × 8
56 × 16 × 8
28 × 8 × 8
28 × 8 × 16
14 × 4 × 16
14 × 4 × 32
7 × 2 × 32
256

Layer & Parameter
Convolution:3 × 3@8
Max-pool:2 × 2/2 × 2
Convolution:3 × 3@8
Max-pool:2 × 2/2 × 2
Convolution:3 × 3@16
Max-pool:2 × 2/2 × 2
Convolution:3 × 3@32
Max-pool:2 × 2/2 × 2
Reshape+Drop:0.5+Fc:256
Fc:2

results of video

Output
112 × 32 × 8
56 × 16 × 8
56 × 16 × 8
28 × 8 × 8
28 × 8 × 16
14 × 4 × 16
14 × 4 × 32
7 × 2 × 32
256
2
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hands range
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Figure 6: Concrete implementation of our strategy.

3.3. Strategy fusion
Our fusion model’s basic idea based on strategy is to use the intermediate results of the video-based model to assist the audio-based
model. As shown in Figure 6, the video-based model’s hand range
is used to eliminate harmonic errors, and the jitter detection results
are used to eliminate successive errors.
The mechanism of using the hand range to eliminate harmonic
errors is straightforward. We take the notes within the hand range
detected by the video transcription model as the candidate notes. If

3.2.2. Problems with video transcription
We have found that the transcription models based on video can
detect the white keys well, but there are many missing note detection errors for the black keys. There are two reasons for this
phenomenon. First, the hands will cover part of the keys during
the playing process, while the color of the human skin is closer to
the color of the black keys, which has a greater impact on the black
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Figure 7: Jitter is used to eliminate successive errors.

4. EXPERIMENTS

the note onsets of the audio transcription results are not within the
candidate notes, we consider them as harmonic errors and remove
them from the final results. Using the jitter detection mechanism
to eliminate successive errors is shown in Figure 7a. There may
be successive detection of the same pitch in the audio transcription results. Some of these results represent continuous playing,
while the other part represents successive errors. To distinguish,
we use the detection probabilities of the video model to perform
jitter analysis. As shown in Figure 7b, the video transcription
model’s output probabilities show a jitter between two probability
peaks, indicating that the video model has detected continuous key
playing. Therefore, the continuous detections in the audio model
results are retained, and the final transcription result is shown in
Figure 7c. As shown in Figure 7d, the video transcription model’s
output probabilities have no jitter between the two peaks, indicating that this is the playing action of one onset. Hence, the audio
part’s continuous detection results represent successive errors and
will be removed later. The final result is shown in Figure 7e.

4.1. OMAPS dataset
At present, the datasets used in piano transcription research include MAPS dataset [28], MAESTRO dataset [2] for audio transcription, and MTA dataset [20] for video transcription. However,
the dataset used for audio-visual fusion transcription has not been
proposed yet. To evaluate the performance of different audio-video
fusion models, we have established the OMAPS dataset.
The OMAPS (Ordinary MIDI Aligned Piano Sounds) dataset
was recorded from Yamaha electric piano P115 by a piano player.
The Logitech C922 Pro HD stream webcam was used to record
video and audio simultaneously. The Logitech camera is available in both 1080p/30fps and 720p/60fps video configurations. To
ensure the resolution of the video, we used the 1080p/30fps configuration. The Logitech camera audio module’s sampling rate is
44100Hz. Since the recorded videos and piano MIDI files were out
of sync, we manually aligned the exported MIDI files as annotations. The OMAPS dataset contains 106 different pieces for a total
of 216 minutes, with an average of two minutes per piece. The
amount of notes played per second is used to measure the playing speed. According to the playing speed, the OMAPS dataset is
divided into a training set and a test set. The training set and the
test set have the same playing speed distribution. The training set
contains 80 videos, and the test set contains 26 videos, as shown
in Table 2.

For the video transcription model, optical factors lead to a high
error rate for black keys. Therefore, we carry out different fusion
strategies for white keys and black keys:

1. For the black keys, we directly use the hand range to eliminate harmonic errors in the audio. Due to the low detection
accuracy for the black keys, the jitter detection of the black
keys cannot be well detected. Therefore, we do not conduct
successive errors correction for the black keys.

Table 2: Statistics of the OMAPS dataset.
2. For white keys, the video model has high accuracy, so we
adopt a more refined processing strategy. Firstly, all the
probabilities of white keys within the range of hand are obtained, and then white keys above the threshold are selected
as candidate keys to eliminating harmonic errors. Then we
use a jitter detection mechanism for white keys to eliminating successive errors.

Split
Train
Test
Total
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Performance
80
26
106

Duration, minutes
123
53
176

Size, GB
3.18
1.03
4.22

Notes
60,589
19,135
79,724
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4.2. Evaluation metrics
Precision, recall and F1 score are used to evaluate the performance
of the piano transcription models. Precision represents extra note
detection errors, recall represents missing note detection errors,
and F1 score represents the model’s comprehensive performance.
The calculation formula of precision, recall and F1 score is as follows:
P =

TP
TP + FP

(1)

R=

TP
TP + FN

(2)

(a) Full image

(b) Only keyboard

2×P ×R
F1 =
P +R

(3)

Where TP is the number of correct detected notes, FP is the number of extra detected notes, and FN is the number of missed detected notes. At present, the evaluation algorithm implemented in
mir_eval library [29] is commonly used to evaluate transcriptional
models, and the time tolerance of onset is set to ±50ms.

(c) Only hands

(d) Differential image
Figure 8: Four types of input images.

4.3. Study on ablation of strategy fusion
The fusion model based on strategy in this paper adopts a non-endto-end method to conduct post-fusion of audio and video transcription results. The audio part adopts the Transition-aware model and
the video part adopts Li’s model. Due to many parameters in the
Transition-aware model and to prevent overfitting of the model,
we pre-trained the Transition-aware model using the MAESTRO
dataset and then fine-tuned the model on OMAPS training set. The
OMAPS training set contains more than 200,000 images, which is
enough to train Li’s video transcription model. So we directly use
the OMAPS dataset to train the video transcription model.
To investigate hand range and jitter detection, we studied the effects of three model configurations: Transition-aware,
Transition-aware combined with hand range, and Transition-aware
combined with hand range and jitter detection. As shown in Table
3, the hand range eliminates many harmonic errors and increases
precision by 8.6%, which is the main contribution improving of the
model’s performance. After combining jitter detection, the precision is only increased by 1.01%. On the one hand, there are a
few successive errors, and the improvement of reducing successive errors is limited. On the other hand, the video transcription
model has a poor jitter detection performance for black keys, so it
is only implemented for white keys. At the same time, it can also
be found that the recall of using the hand range and jitter detection
mechanism is unchanged, which indicates that the proposed strategy rarely brings in new missing detection errors into the audio
transcription results.

4.4. Input research of feature fusion
We replicated the idea of the feature fusion model [5] and conducted training and testing on OMAPS dataset. A complete image
was directly fed into the feature fusion model, including many interfering pixels, so the transcription performance might not be perfect. To explore the potential of the feature-fusion based model,
we investigated the effects of full-image input (Figure 8a), onlykeyboard input (Figure 8b), only-hands input (Figure 8c) and differential input (Figure 8d), respectively. The full-image input (Figure 8a) is the input configuration in Lee’s paper. The performance
of each model on OMAPS test set is shown in Table 4.
Table 4: The feature fusion model’s performance on different input
images.
Configuration
Full image
Only keyboard
Only hands
Differential

P
85.98
94.58
95.59

R
89.22
88.56
88.94

R
83.96
84.26
84.77
86.32

F1
86.67
87.74
89.69
90.22

As shown in Table 4, only an 86.67% F1 score is obtained
on OMAPS dataset when the entire image is directly used as the
model input. The F1 score of the only-keyboard input reaches
87.74%, which indicates that reducing interference makes the
model achieve better performance. The F1 score and precision of
the only-hands input reaches 89.69% and 95.74% respectively, and
the recall isn’t decreased, indicating that only-hands input features
can make the transcription model locate the playing pitch range
more accurately. For differential input, the transcription model
achieves an F1 score of 90.22% on OMAPS dataset and achieves
the best performance among the feature fusion models. The differential image allows the model to directly focus on each finger,
which is more accurate than the only-hands images and further re-

Table 3: Performance of the three model configurations on
OMAPS test set.
Model
Transition-aware
Transition-aware+Hands
Transition-aware+Hands+Jitter

P
90.62
92.83
95.74
96.15

F1
87.51
91.40
92.07
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As can be seen from Table 5, the F1 score of Onsets and
Frames is 2.02% higher than Li’s video-based transcription model.
The transcription models based on feature fusion and strategy fusion achieve 90.22% and 92.07% F1 scores on OMAPS dataset,
respectively, which are higher than the single-mode transcription
model based on video or audio. The fusion models’ performance
indicates that it is effective to combine video and audio information.
The strategy fusion model achieves a 92.07% F1 score on
OMAPS dataset, which is the best among the above models. This
model directly post-processes the audio transcription results to reduce the audio model’s extra note detection errors. In this way, no
missing detection errors are brought in, thus maintaining the advantage of the audio-based transcription model’s high recall rate.
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5. CONCLUSION
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Piano transcription based on audio-visual fusion is a new research field, and there are a few relevant pieces of research at
present. However, studies based on multimode is essential. We
need machines to perceive the external world from a variety of
perception simultaneously, just like humans. In the future, we will
continue to study the audio-visual piano transcription and further
explore the piano transcription models based on feature fusion.
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