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Foreword

When we decided to embrace the challenge of organizing the next DAFx conference
we thought it would have been a piece of cake. We had ample reasons to believe that:
DAFx is such a mature and renown community, our location is very appealing, our
chair has already chaired DAFx previously, and an organizing consortium consisting
of three institutions involved in research on mathematics, physics and informatics
applied to sound and music seemed to be a very solid basis to start with.

Alas, most of our assumptions proved wrong in the face of a pandemic. However,
the end result, or rather the mid-term result, is that we are breaking a lot of records.
Indeed, we are practically organizing two conferences, one of which, the eDAFx2020,
is the first virtual DAFx ever. Altogether, DAFx2020 will be the first DAFx confer-
ence whose proceedings will be published in two volumes; in which we will most
likely have the highest number of accepted papers while having at the same time
the most selective committee (our acceptance rate was slightly over 60%). In fact,
being temporarily relieved from the organization of practicalities, gave us more time
to think about the quality of the scientific content. As a result, this will be the first
DAFx in which a second review process was set forth for those submissions which
did not fully convince the reviewers on the first review round.

This volume 1 of DAFx2020 proceedings contains 43 papers. Their distribution
in Sections reflects the structure of the eDAFx2020. However, virtual presentation
of the papers was on a voluntary basis; 3/4 of the accepted papers were presented
in live streaming. The leading topics still are machine learning in audio and virtual
analog systems. However, this year we had a great revival of papers on reverberation.

For the Programme Committee we could count on a pool of over 200 expert re-
viewers, to whom we are largely indebted for truly providing in-depth reviews. These
not only contributed to improve the quality of the content but also initiated extremely
interesting debates. The availability of such a large pool eliminated the need for the
system of subreviewers, thus enhancing the independence of each evaluation.

We wish to thank the authors of all the submissions to DAFx2020 for contribut-
ing to the scientific and technological content of this conference and for carrying out
outstanding advancements and innovation in this research field so precious to our
community.
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In spite of our bad luck in choosing 2020 to organize DAFx, we were lucky that
we had previously developed an automated system for producing most of the con-
ference material, including these proceedings. We also developed the first complete
DAFx font set for branding our community and making logos. These tools eased the
whole production; they can be reused next year and in future DAFx events. DAFx2020
proceedings are the first DAFx proceedings to be fully conceived for both online and
offline navigation. Moreover, all the original cross-references work as active links
throughout the book (see navigation instructions in the next section).

Even though this year’s DAfx will be smaller and virtual, we started receiving a
great support from several sponsors. DAFx would never be the same without their
help, so we deeply thank the generosity of those companies whose logos are found
in the inner cover of this volume. DAFx2020 sponsorship lasts until the end of the
in-person DAFx2020 in 21, so we expect more sponsors to join us along the way.

This year we introduced again the Inclusion Grant, which allows more deserving
scholars from underrepresented groups in our community to participate in-person
in 2021. Funding for this is thoughtfully offered by two companies this year: Sound-
toys and Ableton.

We wish to thank the organizers of previous DAFx events for passing material,
which helped us lay the bases for our implementation. In particular we wish to
thank the BCU Birmingham team for letting us reuse the backbone structure of their
website.

At the moment, we regret not being able to share the beauty of Vienna with the
participants or to host the traditional social dinner. It is a pity we cannot even enjoy
together the planned concert and jam session, where we would have experienced
the digital audio effects in musical practice. We promise to do our best to organize
all this in the 2021 in-person version of DAFx2020: the DAFx2020 in 21.

The DAFx 2020 Local Organising Committee
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Navigation Instructions

• On any page:

– clicking on the left eDAFx2020 logo located on the bottom of the page will lead to the
previous section or paper

– clicking on the right DAFx2020in21 logo will lead to the next section or paper

– clicking on the running header on the top of the page or on the page number at the bottom
of the page will bring you to the table of contents at the section or paper where the page
belongs.

• For each paper in the table of contents:

– click on the title, authors or page number and you will navigate to the paper

– click on the bullet on the left of the paper entry and a new window will open with the
corresponding paper alone, numbered as extracted from the proceedings [this feature only
works in certain pdf viewers and requires download of the html proceedings]

– Click on the bar to the right of the paper entry and you will access the citation record
for the paper in BibTeX format (you need to authorize the use of your favorite app to
visualise it) [this feature only works in certain pdf viewers and requires download of the
html proceedings]

• In the text of any paper, click on any figure/table/equation/citation number and the view is
shifted to that element.

Committees

DAFx Board

Daniel Arfib (CNRS-LMA, Marseille, France)
Nicola Bernardini (Conservatorio di Musica ”Cesare Pollini”, Padova, Italy)
Stefan Bilbao (University of Edinburgh, UK)
Philippe Depalle (McGill University, Montreal, Canada)
Giovanni De Poli (CSC-DEI, University of Padova, Italy)
Myriam Desainte-Catherine (SCRIME, Université de Bordeaux, France)
Markus Erne (Scopein Research, Aarau, Switzerland)
Gianpaolo Evangelista (University of Music and Performing Arts, Vienna, Austria)
Simon Godsill (University of Cambridge, UK)
Robert Höldrich (IEM, University of Music and Performing Arts, Graz, Austria)
Pierre Hanna (Université de Bordeaux, France)
Jean-Marc Jot (DTS, CA, USA)
Victor Lazzarini (National University of Ireland, Maynooth, Ireland)
Sylvain Marchand (L3i, University of La Rochelle, France)
Damian Murphy (University of York, UK)
Søren Nielsen (SoundFocus, Arhus, Denmark)
Markus Noisternig (IRCAM - CNRS - Sorbonne University / UPMC, Paris, France)
Luis Ortiz Berenguer (ETSIS Telecomunicación - Universidad Politécnica de Madrid, Spain)
Geoffroy Peeters (IRCAM, France)
Rudolf Rabenstein (University Erlangen-Nuremberg, Erlangen, Germany)
Davide Rocchesso (University of Palermo, Italy)
Jøran Rudi (NoTAM, Oslo, Norway)
Mark Sandler (Queen Mary University of London, UK)
Augusto Sarti (DEI - Politecnico di Milano, Italy)
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Lauri Savioja (Aalto University, Espoo, Finland)
Xavier Serra (Universitat Pompeu Fabra, Barcelona, Spain)
Julius O. Smith (CCRMA, Stanford University, CA, USA)
Alois Sontacchi (IEM, Univ. of Music and Performing Arts, Graz, Austria)
Jan Tro (Norwegian University of Science and Technology, Trondheim, Norway)
Vesa Välimäki (Aalto University, Espoo, Finland)
Udo Zölzer (Helmut-Schmidt University, Hamburg, Germany)

DAFx 2020 Local Organizing Committee

Gianpaolo Evangelista (mdw), chair
Peter Balazs (ARI)
Monika Dörfler (NuHAG)
Nicki Holighaus (ARI)
Adrián Artacho Bueno (mdw)
Tommsch Mejstrik
Konstantin Ulitsch (ARI)
Piotr Majdak (ARI)

DAFx 2020 Programme Committee

Alexander Adami, Fraunhofer IIS
Benoit Alary, Aalto University
Paulo Antonio Andrade Esquef, National Laboratory for Scientific Computing
Raphael Arar, Khan Academy
Adrian Artacho, University of Music and Performing Arts Vienna
Federico Avanzini, University of Milan
Peter Balazs, Acoustics Research Institute, Austrian Academy of Sciences
Balázs Bank, Budapest University of Technology and Economics
Isabel Barbancho, Universidad of Málaga
Stefan Bayer, International Audiolabs Erlangen
Gerald Beauregard, muvee Technologies
Jose R Beltran, University of Zaragoza
Sofia Ben Jebara, Higher SChool of Communications of Tunis
Gilberto Bernardes, INESC TEC
Stefan Bilbao, The University of Edinburgh
Braxton Boren, American University
Bruno Bossis, University of Rennes 2
Baris Bozkurt, Bahcesehir University
Ivica Bukvic, Virginia Tech
Birgitta Burger, University of Jyväskylä
J. A. Burgoyne, University of Amsterdam
Rodrigo Cadiz, Pontificia Universidad Catolica de Chile
Murray Campbell, The University of Edinburgh
Guilherme Campos, University of Aveiro
Sergio Canazza, University of Padova
Elliot Canfield-Dafilou, CCRMA, Stanford University
Estefania Cano, A*STAR
F. Amílcar Cardoso, University of Coimbra
Thibaut Carpentier, IRCAM
Mark Cartwright, New York University
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ABSTRACT

There are several algorithms and approaches to Room
Impulse Response (RIR) estimation. To the best of the author’s
knowledge, there is no documentation of accuracy, speed, or
even the feasibility of using signed distance functions (SDFs) in
combination with sphere tracing for this task. A proof of concept
with a focus on real-time performance is presented here, which
still lacks many features such as frequency-dependent absorption
and scattering coefficients, arbitrary source and receiver directives
etc. The results are then compared to real room impulse responses
and to a different simulation algorithm. Also, the rather special
merits of such an approach, such as 4D reverberation and simple
rounding of geometry, are briefly discussed and presented.

1. INTRODUCTION

Sphere tracing as defined by [1] has been used extensively in the
so-called "demo scene" for decades to render 3D video demos
via shaders in real time. Sphere tracing is a version of the ray
casting algorithm [2]. It relies on the geometry being defined as
signed distance functions (SDFs), and does not directly support
the import of standard 3D Polygonal geometry or meshes. One of
the advantages lies in the algorithm’s potentially improved speed
in comparison to fixed-step ray casting. SDFs are used to describe
implicit surfaces, typically via a function f : R3 → R(although
in principle, arbitrary dimensions are possible, f : Rn → R. See
Section 6). In order to define the desired geometry, this f should
be designed to return a negative value if the locus of the point is
inside the geometry, a positive value if the locus is outside and 0 if
on the surface. If f is defined carefully, the distance to the nearest
surface is returned by the function and therefore always known
during stepping along a view-ray. It follows from this that the step
size of a ray casting algorithm can be dynamically adjusted (see
Figure 1), resulting in fewer iterations along a ray, and therefore in
significant speed-ups. This dynamic adjustment of the step size to
unbound spheres around the current step is the core idea of sphere
tracing and the reason for its name [1].
Throughout this paper, several test-scenes are mentioned such as
"Scene 1, rigid". These scenes are taken from [3] which attempts
to compare different RIR algorithms with real recordings. For this
purpose, real rooms have been measured and CAD models are
provided of these scenes. Therefore this work used a small set
of simple scenes from [3] and repeatedly refers to them.

Copyright: © 2020 Patrik Lechner. This is an open-access article distributed under

the terms of the Creative Commons Attribution 3.0 Unported License, which permits

unrestricted use, distribution, and reproduction in any medium, provided the original

author and source are credited.

Figure 1: Visualization of the sphere tracing algorithm in 2D. A
ray is sent from the source (left) to the right until it hits a surface,
always moving the maximum distance as the SDF informs the
tracing algorithm about the distance to the nearest surface.

1.1. Previous Work

A lot of previous work exists both in the field of ray/sphere
tracing and RIR estimation. As shown in [4] and [3], there
are numerous approaches for estimating RIRs. Besides ray-
based methods such as the "Image Source Method", ray-tracing
and hybrid approaches, wave-based methods, such as finite
difference methods are becoming increasingly interesting due to
advancements in computational power and research. Still, wave-
based methods seem to be too slow for real-time applications.
With the Pascal Architecture, NVIDIA introduced real-time ray
tracing done on the GPU with NVIDIA VRWorks™ Audio [5].

Sphere Tracing

Sphere tracing itself was first described by [1]. Since then, many
authors have described improvements in speed e.g. [6] or the
addition of features such as [7] [8], [9] or the activity of the
"shadertoy"-community[10]. The defining of SDFs is an active
field of research and there are several projects that aim at easier
construction of SDFs and integration in 3D frameworks such as
[11] and [12] but also some commercial software products have
implemented raymarching and SDFs by default such as Houdini
or Notch.

1.2. Motivation

The reasons why sphere tracing in a compute shader for RIR
estimation has not been documented until now probably lie in the
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relatively new introduction of compute shaders as well as in the
difficulty of creating SDFs (in comparison to using existing 3D
/CAD models and importing them to polygon-based ray tracers).

1.2.1. Sphere Tracing

As described above, ray tracing is one common method of
approaching the problem of RIR estimation. Sphere tracing offers
a number of advantages over ray tracing in combination with
meshes or polygonal surfaces. It is procedural/parametric by
default, since all geometry is defined by implicit surface equations.
Sphere tracing approximates cone tracing and is thereby reducing
aliasing artifacts in the pixel domain[1]. In the audio domain,
beam tracing is considered to have advantages– however, it is
is very time consuming in a non-SDF setup[4]. Deformation
and rounding of geometry is possible in a very efficient way,
which might offer an opportunity to approximate low-frequency
response due to diffraction artifacts. Since geometry is not defined
via vertices and edges, there is no such thing as increasing the
complexity of a shape in this way as in traditional mesh-based
approaches. Rounding a geometrical shape is a mere subtraction
since it just shifts the rendering to another iso-surface which
gets increasingly smooth as shown in Figure 2. Depending on
the construction of the geometry, holes and cavities (such as
in a diffusor) can also be made to disappear (offering ideas for
heuristics for a low-frequency pass), as shown in Figure 3.

Figure 2: Rounding the box given in Equation 1 by subtraction of
0.7 meters. Visible iso-lines (gray) are generated by the distance
function. The subtraction shifts the surface to a different, rounder
iso-line.

1.2.2. Implementation

It is possible to implement the chosen algorithm on the CPU
and the GPU. A number of frameworks could be chosen for
GPU-accelerated computation such as OpenCL or NVIDIA
CUDA. For example, [13] gives an overview of GPU development
environments suitable for RIR estimation. The choice of a shader
has the advantage of being more operating system-independent
and hardware-independent as, for example, the use of CUDA ties
to NVIDIA GPUs. Compute shaders (in contrast to fragment
shaders) make it possible to write to arbitrary output locations,

(a) Diffusor shape (b) After subtraction: rounded
and closed.

Figure 3: The diffusor from "Scene 1" in [3] was reconstructed
exactly (a). A subtraction of 0.01 meters from the distance function
causes the holes to close (b). The diffusor has bounding box
dimensions of 3.992m×4.141m×0.240m.

which is necessary for generating the actual impulse response
from the measurement of timings. Since they have been available
since OpenGL 4.3 (August 2012) / OpenGL ES 3.1, they are
both mature enough to have received broad support in other
frameworks, and relatively new in respect to first publications
about sphere tracing. Another reason for the choice of compute
shaders is their simplicity. In comparison to CUDA and OpenCL,
shaders are easier to write and the use of the Graphics Library
Shading Language (GLSL) is widespread. Achieving the whole
computation in a single shader, from the definition of the
geometry, to the ray tracing, up until the actual impulse response
computation makes this attempt highly portable and expandable.

2. GENERATION OF SDFS

Only rather simplistic shapes were needed for this proof of
concept. Predominantly boxes were used and combined in various
ways to achieve reflection areas, shoebox scenes and the slightly
more complex diffusor shape of "Scene 1" in [3]. A simple 3D
box SDF f as a function of 3-dimensional coordinates px, py, pz
with a size of Rx ×Ry ×Rz can be described by:

f(px, py, pz) =
√

c0(px −Rx)2 + c0(py −Ry)2 + c0(pz −Rz)2

(1)
where the function c0(x) is just clipping at 0:

c0(x) = max(x, 0) (2)

which conveniently translates to GLSL in Listing 1.

f l o a t box ( vec3 pos , vec3 R) {
re turn l e n g t h ( max ( abs ( pos ) − R , 0 ) ) ;

}

Listing 1: GLSL code for creating a box SDF

As mentioned above, rounding can be achieved by subtracting a
distance value (in meters in this case since all distances in this
implementation are chosen to be in meters). As an example, this is
demonstrated in Figure 2, with the value 0.7meters resulting in fr:

fr(px, py, pz) = f(px, py, pz)− 0.7m (3)

[1] gives a list of mathematical definitions of many shapes,
[14] gives a good overview of procedural modeling using SDFs
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and a rich and advanced software library of shapes and operators
that are ready to use for the creation of more complex scenery can
be found in the mercury hg_sdf library[15].

3. SPHERE TRACING

For simplicity, deterministic equal-angle Ray Tracing is used
in contrast to Monte Carlo or Equal Area Ray Tracing (EART)
[16]. Unidirectional ray tracing has also been used for simplicity
reasons, although [17] has shown that bidirectional ray tracing
offers advantages. Since the classical sphere tracing algorithm
was adapted, it was found to be simplest to consider the "camera"
to be the receiver/microphone as it would receive light. It sends
out rays that might hit the sound source, which acts as a receiver
of rays. The sound source is chosen to be a sphere. Choosing the
correct volume for the receiver is critical, and using a constant size
can introduce systematic errors [18], [4]. A number of models are
available to compute the receiver volume, Vr . Typically factors
such as room volume, the number of rays and the distance from
the source are used for this computation. As in [19], [4], and [20],
the receiver was allowed to grow in volume. While [19] and [20]
use time as a factor to let the receiver grow, the reflection count
k is used in this attempt. Initially, when a ray is sent, k = 0 and
when it hits a surface, this counter is increased by one so the
source grows by this factor for this particular ray. So instead of
using time, the model provided in [4] is used and augmented with
the k term:

Vr = (k + 1)ωdSR

√
4

N
(4)

with
ω = log10Vroom (5)

where dSR is the source-receiver distance, N is the number of
initial rays and Vroom is the volume of the room.

The actual sphere tracing largely follows the original
formulation in [1] and is implemented similar to the pseudo code
in Listing 2.

f o r ( i =0 ; i ++; i <imax ) {
vec3 pos = ro + t * rd ;
Sdf r e s = map ( pos ) ;
t += r e s . x ;
i f ( r e s . x< e p s i l o n ) {

break
}

}

Listing 2: GLSL pseudo code for sphere tracing

In the above simplified code listing, the variable ro defines
the ray origin in space, rd defines the ray direction and epsilon
can be set to adjust the algorithm’s precision. The map()
function in this case not only returns the distance computed
via the SDF(res.x) but a struct that can contain material
properties (reflection coefficients, etc.). Here it was used to
distinguish between a sound source and a regular reflective body.
The space is sampled spherically and rd is generated from
the compute shader’s gl_GlobalInvocationID. In this
implementation, a resolution of 1024 × 1024 is used, resulting in
10242 initial rays and a maximum RIR length of 10242 samples.
From there, the space is sampled using the highly simplified
pseudo code in Listing 3.

Sdf r e s = c a s t R a y ( ro , rd )
f o r ( i n t k =0; k< n u m R e f l e c t i o n s ; k + + ; ) {

i f ( ComingFromRef lec t iveBdy ) {
rd = r e f l e c t ( rd , normal ) ;

}
r e s = c a s t R a y ( ro , rd ) ;
t = r e s . x ;
pos = ro + rd * t ;
i f ( r e s . body == soundSource ) {

t r a v e l D i s t a n c e += t ;
r e a d W r i t e ( t r a v e l D i s t a n c e , k ) ;

}
}

Listing 3: GLSL pseudo code for sampling the space and writing
to the RIR.

In Listing 3, castRay() refers to a function that
looks similar to the sphere tracing function in Listing 2, and
readWrite() refers to a function that takes the total distance a
ray has traveled from source to receiver, including all reflections
and the number of reflections. From the distance it computes
both the attenuation and the location to write to in the impulse
response buffer. It then reads the current value at this location and
adds the corresponding value, making use of a compute shader’s
capability to read and write its output and write to arbitrary output
locations. The necessity to write to arbitrary output locations is
the main reason for choosing a compute shader over a fragment
shader. It is, however, possible to define most of the functionality
in one file that is referenced via an include statement into
a compute shader to calculate the RIR and into a fragment
shader for visualization, see Figure 4. This is particularly handy
during the construction of geometry but also makes it possible
to easily calculate the RIR of existing sphere-traced scenes for
reverberation, e.g. in an audio/visual performance context or for
other 3D video content.

F (pxyz)

fragment shader compute shader

H(n)

Figure 4: A lot of the code, especially the map function F (pxyz)
which contains the SDF, can be shared between a fragment shader
used for visualization and a compute shader responsible for RIR
calculation.

4. IMPULSE RESPONSE GENERATION

The room is assumed to be a linear time-invariant (LTI) system.
Due to the proof-of-concept nature of this proposal, a highly
simplified model for RIR computation is used. Sphere tracing
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delivers the distances and number of reflections for M rays in this
implementation. Each ray follows a number of reflections K(m).
Each reflection pass adds up to a total travel distance of the ray
d(m). The sound source is assumed to send out the discrete unit
impulse function (Kronecker delta function) δ(n), see Equation
6. As non-integer delays are ignored in this implementation, the
shader will just write to the rounded integer delay location τs in
the impulse response H(n) that corresponds to the distance:

δ[n] =

{
1, n = 0

0, n ̸= 0
(6)

H(n) =

M∑
m=0

δ(n− τs(m)) · α(m) · (−1)K(m) (7)

The total attenuation per ray α(m) can be computed by using a
material-dependent coefficient of reflection αmat that is stored
in the Sdf struct. At each reflection pass k this results
in a possibly different reflection pass-dependent coefficient
αmat(k,m). α(m) can finally be computed by keeping a running
product within the loop of Listing 3:

α(m) =

K(m)∏
k=0

αmat(k,m) (8)

For simplicity’s sake, only one global coefficient αG is
implemented here, resulting in:

α(m) = α
K(m)
G (9)

Additionally, a proof of concept for frequency-dependent
loss for each reflection is introduced to the model. As a
computationally efficient heuristic, a binomial filter is used [21],
[22]. A simple one-zero filter G(z) is applied for each reflection:

G(z,K) = (1 + z−1)K ·
(
1

2

)K

(10)

The advantage of using such a simple filter is that a K-stage
cascade’s impulse response can be computed easily without
applying the filter repeatedly. By doing the inverse discrete-time
Fourier transform F−1 of the transfer function G(z) the N -length
impulse response is obtained:

g(n,K) = F−1{G(z)} =

(
1

2

)K
1

N

π∑
ω=0

(1 + e−jω)Kejωn

(11)
A binomial filter’s impulse response converges to a Gaussian bell
curve [21], which can be approximated as:

G(n,K) ≈ 1

σ ·
√
2π

· e−
1
2
(n−µ

σ
)2 (12)

with

σ =
√
K0.231 + 0.562 (13)

and

µ =
K

2
+

1

2
(14)

The right-hand side of Equation 12 is simply the normal
distribution, which is computationally efficient to calculate for
any K.

So instead of adding δ(n − τ(m)) into the RIR,
g(n − τ(m),K) is simply used instead. Similar to many
other implementations, a high-pass filter is applied to the resulting
RIR to compensate for low-frequency components resulting
mainly from the spatial extension of the sound receiver shape.

Other Frequency-Dependent Models

Besides the faster binomial filter approach, a function for IIR
filters was implemented in case a filter is needed whose Kth-order
serial cascade impulse response is not known. Also, if different
materials are set up in the scene and different filters need to
be applied, the binomial filter strategy is not applicable, so this
approach demonstrates a more realistic scenario. The filter(s)
needs to be set up as sample-by-sample functions and iterated
over an array. The result is inserted just as g(n) above.

Output

After the RIR is computed, it needs to be written to the
shader’s output texture. This way, an intermediate rectangular
representation of N × M pixels is produced. The RIR, h(n) is
written to the Texture T (x, y):

T (x, y) = H(x mod N +
y

M
) (15)

Depending on the use case (saving the RIR to a file, possible
auralization or convolution on the GPU), this data then needs to be
fetched from the GPU and the latter process needs to be reverted
to obtain a one-dimensional signal again.

5. RESULTS

This paper presents results and comparisons in 3 different
scenarios:

• A scene with two opposing medium-density fibreboard
(MDF) plates, causing multiple echoes: "Scene 3, multiple
reflections", taken from [3]

• A scene with one reflection from a diffusor in an otherwise
anechoic chamber: "Scene 1, diffusor", taken from [3]

• A shoebox scene, simulated with this work and [23] for
reference.

An example application is provided in the framework
TouchDesigner. The application as well as all generated
data and Jupyter Notebooks can be found on this project’s
github repository. 1

All of the following results have been computed using 10242

rays with each ray undergoing 10 reflections. The computations
were made on a strong consumer-grade machine (Intel i7 CPU,
NVIDIA Geforce 1080ti). The computation time for simple
scenes such as "Scene 1, rigid" in [3] was less than 1

60
seconds

including the computation of a simple visualization in real time.
The most complex scenes (geometrically and in regards to the
amount of reflections) that were tested, the shoebox scene and
"Scene 1, diffusor", were computed in less than 1

50
seconds. As

1github.com/hrtlacek/rayMarchReverb
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(a) Original recording, "Scene 3, multiple reflections" from [3].
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(b) Simulated using the proposed method.

Figure 5: Comparison of spectra of a real impulse response (a) and the proposed method (b).
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(b) Simulated using the proposed method.

Figure 6: Impulse response of shoebox room. Computed using the proposed method and [23].
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Figure 7: RIR computed using the proposed method and measured
by [3], "Scene 3", multiple reflections at opposed MDF plates.
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Figure 8: RIR computed using the proposed method and measured
by [3], "Scene 1", a single reflection with a diffuser.
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Figure 9: Impulse response of shoebox room. Computed using the
proposed method and [23].

expected, the method’s inherent parallelism gives fast execution
times and interpolation could be used to create audio-rate RIRs
for real time usage.

Since this implementation lacks features such as material-
specific reflection coefficients and passes for multiple octave
bands (computing low and high frequency behavior separately),
it is not possible to accurately compare previous work with
the proposed method by simply using the same materials. Still,
Figures 8 - 9 might give the reader an impression that the proposed
method has deficits but is able to produce results rather similar
to the reference RIRs considering the many simplifications.
Generally it can be shown that by adjusting reflection coefficients,
the method can be matched up to resemble existing work.
The results from "Scene 3, multiple reflections" can be observed
in Figure 7 in the time domain and a spectrogram is shown in
Fig. 5. Note that the comparison with [3] in Figure 7 ignores
the frequency response of the speaker and microphone that were
used in the original recording. As can be seen in the plot, the
original recording features a visible amount of difference to an
ideal impulse even with the direct signal. Fig. 5 seems to indicate
that the material dependent filtering seems too simple in the
proposed method, unable to capture a similar falloff of high and
low frequencies. The time domain plot in Figure 7 seems to show
that the echo times slightly differ from the reference, which might
be related to the growth of the receiver volume Vr . Figure 8 shows
another plot to show this implementation’s reaction to a more
complex scene including a diffusor. Figure 6 shows the spectra
of a simple shoebox room simulation in comparison to [23]. The
time domain plot of this comparison can be found in Figure 9. The
shoebox scene features a small room with dimensions 3× 4× 2.5
meters. Note that [23] used a sampling rate of 16kHz and has
been up-sampled to 44.1 kHz for comparison reasons.

Given the proof-of-concept nature of this proposal, there is a
lot of room for improvement in terms of accuracy. More audio
examples than are shown here can be inspected at the project’s
github repository.

6. CONCLUSIONS AND FUTURE WORK

This work was able to show that RIR estimation via SDFs in a
compute shader in a real-time-compatible manner is possible.
It remains to be tested how far this method can reach. While it
still is computationally costly to do these calculations in general,
the use of SDFs can offer some significant advantages such
as their procedural nature, their efficiency and simplicity. A
number of improvements both in speed and accuracy are possible
in the proposed technique, such as reduction of if-statements,
material-dependent attenuation and scattering, for example. Also,
a number of speed improvements and optimizations could be
implemented such as the removal of if statements in the SDF
function. Furthermore, a more detailed comparison and more
mature and rigorous mathematical analysis of the process seems
promising, as well as an analysis of the sphere tracing-specific
artifacts and their effects in the audio domain. As mentioned in
Section 1.2, sphere tracing seems to offer a surprising simplicity
and elegance, for example when it comes to smoothing geometry.
Simply the fact that it is a rather different approach than classical
ray casting of polygons seems to promise opportunities for further
research.

An SDF’s closeness to classical mathematical structures (in
contrast to sets of triangles, vertices, edges, etc.) might lead to
easier analysis or simpler comparison of different algorithms.
Their popularity in the graphics community leads to constant
development and the sheer amount of activity in the field seems to
promise greater ease of use in the future.

(a) Visualization.
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(b) RIR simulated using the
proposed method.

Figure 10: Visualization (a) and RIR (b) of a 3-dimensional
projection of a 4-dimensional function, the Julia Set [24] .

Certain rather experimental ideas are easy to realize in
this technique as well. Due to the aforementioned connection
between geometry formulation in sphere tracing and mathematical
formulas, this algorithm is often used to render fractals. In this
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context, this would mean that it is rather easy to calculate the
RIR of a Menger sponge or a Julia Set (see Figure 10 for a
visualization and RIR). Moreover, many geometries/SDFs can
be formulated in a dimension-independent way, resulting in a
straightforward way to render 4-dimensional geometries, leading
to the idea of calculating the RIR of a 4-dimensional room. While
these thoughts do not offer any apparent practical application and
might "only" lead to aesthetically interesting results, it is possible
to find applications in the sonification of high dimensional data.
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ABSTRACT

Virtual reality applications require all kinds of methods to create
plausible virtual acoustics environments to enhance the user experi-
ence. Here, we present an acoustic paintbrush method that modifies
the timbre of a simple room acoustics simulation with the timbre
of a measured room response while aiming to preserve the spatial
aspects of the simulated room. In other words, the method only
applies the measured spectral coloration and alters the simulated
and temporal distribution of early reflections as little as possible.
Three variations of the acoustic paintbrush method are validated
with a listening test. The results indicate that the method works
reasonably well. The paintbrushed room acoustic simulations were
perceived to become closer to the measured room acoustics than
the source simulation. However, the limits of the perceived effect
varied depending on the input signal and the simulated and recorded
responses. This warrants for further perceptual testing.

1. INTRODUCTION

Immersive audio aims to immerse the listener in an alternative
soundscape [1]. The soundscape can range from a recording of an
existing place to a simulation of a completely artificial environment,
both trying to create a plausible sound environment for the listener.
In case we wanted to combine the two, namely emulate an existing
space, the safest way would be to run an acoustics simulation. This,
however, requires a 3D model of the environment and estimates of
its surface materials. The most advanced methods [2] can indeed
provide very plausible results, but they are computationally very
expensive. Furthermore, it is hard to estimate acoustic material
properties correctly and no perfect solution has been presented.
Simply put, the approach described above appears infeasible for
applications requiring real-time results. In the end, the end result
just needs to sound plausible for the given space, even though not
physically accurate.

In this paper, we present an acoustic paintbrush method, which
offers one solution to create plausible soundscapes without heavy
computational load. The acoustic paintbrush method modifies spec-
tral characteristics of a simulated room with the characteristics of
another room, while aiming to preserve the spatial properties of the
simulation. An ideal end result would therefore be a perceptually
plausible reproduction of the modifying space with the spatial cues

∗ This work has been partially supported by Nokia Technologies and the
Academy of Finland [296393]
Copyright: © 2020 Otto Puomio et al. This is an open-access article distributed

under the terms of the Creative Commons Attribution 3.0 Unported License, which

permits unrestricted use, distribution, and reproduction in any medium, provided the

original author and source are credited.

of the modified one. The method is applied before the auralization,
i.e., convolution with the sound signal. Ultimately, the acoustic
paintbrush method aims at speeding up the computation by reducing
the need for extensive acoustic simulation.

This paper is divided into four sections. First, we present the
method and its modifications while connecting them to similar prior
work. Then we evaluate the presented methods with a listening
test and describe the test arrangements, followed by the analysis
of the obtained results. Finally, we discuss the effects found in the
data and possible applications of the proposed acoustic paintbrush
method.

1.1. Background and similar work in related areas

Ideas similar to the acoustic paintbrush method have been applied
before on computer simulated RIRs. Li et al. [3] applied computer
vision, bidirectional ray tracing and a RIR recording to create
spatial audio for 360◦ video in post-production. Their approach
was to apply room resonances by creating a short modulation filter
from the recorded RIR. The filter was designed on the samples up
to 5–10 ms after the direct sound and applied on simulated RIRs
generated at 50 cm intervals along an approximated camera path.

While the filter described above applies a very similar technique
to our method, there are also two significant differences. The first
difference is the number of samples used in designing the coloration
filter. The first 5 ms is too short to capture the whole timbral change
that early reflections cause to the signal. Instead, the presented
paintbrush method utilizes the whole early response in the design
process. The other difference is that Li et al. apply a zero-phase
filter, whereas our method utilizes a minimum-phase filter. While
the zero-phase filter does not theoretically affect the phase, it creates
a noncausal signal tail before any impulses in the impulse response
(IR). Even though the effect is unnoticeable with short filters, it
must be accounted for with longer ones.

Surprisingly, the paintbrush method also bears similarities to
room response equalization for loudspeakers [4]. In room response
equalization, one tries to improve the quality of the reproduced
sound by reducing the detrimental effects of the reproduction room.
Similar to the method presented in this paper, room response equal-
ization methods utilize a room impulse response (RIR) to design an
inverse filter for the room. In particular, room equalizers prefer fil-
ter stability and extended sweet spot over a perfectly flat frequency
response. The main difference between room response equalization
and the presented method is that while the former aims at reducing
the effect of the room on audio signal, the latter targets a completely
different room response. In addition, the paintbrush method aims at
keeping the spatial aspects of the original room. Despite the simi-
larities in the methods, the two methods target completely different
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Figure 1: Acoustic paintbrush method flowchart. The source and target RIRs (in blue and red, respectively) are used to construct a
minimum-phase filter (green) that colorizes the source RIR for binaural rendering (black). In addition, two extra methods (purple and yellow)
may extend the method either together or separately.

scenarios.

2. METHODS

The acoustic paintbrush method is motivated by the virtual acoustic
environment creation for virtual reality applications. In many appli-
cations, the sound environment might fit its purpose even without a
very accurate acoustic simulation. Yet to really succeed in this, one
needs computationally light methods that achieve plausible sound-
ing results. The acoustic paintbrush method takes this approach by
aiming at offering an alternative to the accurate acoustic modeling.

The paintbrush method is presented in its entirety in Figure 1.
The method takes in two RIRs. For clarity, the modifying RIR
(red) is henceforth called target and similarly, the RIR being mod-
ified (blue) is called the source RIR. The latter is a spatial room
impulse response (SRIR), i.e., it contains the metadata indicating
the direction-of-arrivals (DOA) of the direct sound and the early
reflections. Both the source and the target are referred with their
respective colors in all Figures throughout this article; this also
applies to the methods and their respective colors introduced next.

The method consists of three procedures: basic procedure
(green), frequency warping (purple) and filter length reduction
(yellow). Basic procedure can be thought as the core process, while
the other two procedures extend it independently. Basic procedure
returns a minimum-phase coloration filter that is convolved with the
source RIR to get the colored RIRs (henceforth result). The result
RIR utilizes the DOAs of the source SRIR to create a binaural room
impulse response (BRIR). Finally, the created BRIR is convolved
with sound stimuli to get a binaural output for headphones.

There are many ways to apply the paintbrush method. For
instance, the source SRIR can be a virtual space simulated with
a relatively simple room rendering method, e.g., with the image
source method [5, 6]. The target RIR in turn can be an accurate
simulation of the same space, a measured RIR of a similar space,

or a RIR of a completely different space altogether. The underlying
idea in modifying the source is to only avoid simulating a complex
acoustic model in real-time.

In the next sections, the three paintbrush method procedures are
explained in detail. Section 2.1 presents the basic procedure, sec-
tion 2.2 extends that with frequency warping, and section 2.3 boosts
computational performance by reducing the filter order. Their good-
ness of fit is examined objectively in section 3.3, and the result RIR
spatialization is described in section 2.4.

Note that in this paper and in the listening test (Section 3), only
the first 100 ms of the response was colored while the late part
was excluded from any procesing. This choice was made because
the early part is expected to dominate the perceived coloration
of a continuous signal. Additionally, the late part of the signal
would mask some of the audible differences of the early responses,
therefore the tail was left out for purpose.

2.1. Basic procedure

The first and the most basic procedure implements a simple col-
oration filter in the frequency domain. Designing the filter is divided
into three steps. In the first step, the early part of the response is
extracted from both the source RIR hs[n] and the target RIR ht[n],
n being a discrete time sample. The response cut lengths are mea-
sured from the direct sound and the extracted parts are linearly
faded out during the last 20 ms of the filter. Henceforth, these
extracted early parts of the source and the target are denoted as
hs,ER[n] and ht,ER[n], respectively.

In the second step, the early parts define a coloration filter C[z]
as follows:

C[z] =
|Ht,ER[z]|
|Hs,ER[z]|

(1)

where Ht,ER[z] and Hs,ER[z] are discrete Fourier transformed
(DFT) versions of ht,ER[n] and hs,ER[n], respectively; and z is
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the frequency-domain counterpart of n. In practice, C[z] first
whitens the source response with an inverse filter Hs,ER[z] and
then applies the target coloration with Ht,ER[z].

In the final step, the filter is minimum-phased before convolving
it into hs,ER[n]. This step is done in order to make the filter causal
(as discussed at the end of section 1.1). Additionally, the operation
aims at reducing phase manipulation effect when compared to a
conventional RIR. Minimum-phasing is applied through cepstral
domain manipulation. After filtering, the direct sounds of the result
filter hr,ER[n] and hs,ER[n] are realigned to compensate for any
filter delay. This way, the result RIR and the source DOA vector
stay aligned w.r.t. each other for spatialization presented later in
this paper.

After the basic procedure, hr,ER[n] is combined with the late
part of the response to form the full RIR. The late part can either be
simulated (e.g. with a feedback delay network) or extracted from
the target recording (in witch case the signals are crossfaded).

2.2. Warped approach

The second procedure applies frequency warping to the first pro-
cedure described above. Frequency warping is well studied, for
instance, by Härmä et al. [7]. Frequency warping aims to simulate
nonlinear resolution of human hearing by modifying the frequency
resolution of the filter. When compared to a conventional filter, the
warped filter samples the low frequencies more densely, leaving
the high-frequency sampling sparser. This is usually implemented
with a cascade of all-pass filters that stretch different frequencies
by different amounts. This stretching allows us to sample the fre-
quency domain nonuniformly, letting us to focus the filter effort in
the frequencies where we hear the differences better. The warped
filter can therefore perform better than a conventional finite impulse
response (FIR) filter with the same number of taps.

Frequency-warped implementation extends the first procedure
described before. Instead of transforming hs,ER[n] and ht,ER[n]
to the frequency domain directly, both of them are first transformed
to the frequency-warped domain with the warpTB package [7].
These warped signals are then transformed to the Fourier domain
and processed as in the first procedure. Finally, the minimum-
phased filter is applied to the source RIR in the warped frequency
domain, and the result RIR is brought back to (unwarped) time
domain before applying it to the signal.

The warping can also be applied in the frequency domain [8].
In this technique, one fits a spline to the frequency domain data. The
spline is used as an interpolant to obtain the frequency-warped filter.
This approach is more efficient than the time-domain one yet it does
not suit for cases where there is no downsampling involved. This
is because the conventional DFT samples the frequency domain
uniformly. Compared to the frequency warped filter of the same
size, the uniformly sampled filter has more sample points on the
high frequencies and less on the low ones. Fitting the spline to the
uniform data does not improve this resolution, meaning that the low
frequencies of the warped filter cannot be more accurate than they
are in the original filter. For this reason, the conventional all-pass
method was selected to avoid any potential artifacts imposed by the
selected warping method.

2.3. Reduced filter length

The third and final procedure aims at reducing filter length created
by the first and second procedures. In the earlier procedures, the

final filter length is determined by the chosen length of the early
part of the response. Therefore, the filter length can span even up
to 150 ms, which corresponds to 7200-tap FIR at 48 kHz sample
rate. A filter of this length is excessively laborous for e.g. mobile
applications and is also deteriorating the performance gain of the
paintbrush method. The third procedure addresses this very prob-
lem by reducing the filter length through spectral downsampling.

The third procedure can be implemented on both the first and
second procedures by resampling the early responses in the fre-
quency domain. In both cases, the early responses are resampled
before proceeding to Eq. (1). This means that in case of the second
procedure, resampling happens in the warped frequency domain.
In the presented implementation, the actual resampling is done
through spline interpolation. As the filter lengths heavily depend on
analyzed signal length and sample rate, the exact resample ratios
are not specified here. Instead, the reader is instructed to consult
section 3.2 for exact resample rates for this paper.

As reasoned above, the main reason for spectral downsampling
is to reduce computational demand of the paintbrush procedure.
By shortening the applied FIR filter length, the number of multi-
plications drops by same proportion in the frequency domain. On
the downside, the filter also shortens in the time domain, reducing
its power to apply coloration and reverberation to the signal. This
downside would however be easy to circumvent by applying infi-
nite impulse response (IIR) filters, but the implementation of these
filters are not discussed further in this paper.

2.4. Spatializing the impulse response

Up to this stage, the paintbrush algorithm has only processed mono
impulse responses. These impulse responses do not contain any
information about the DOA of the sound. Therefore, DOAs need
to be injected to the modified responses when they are spatialized.
In this paper, the directions are taken from the source SRIR and
combined with the result RIRs to synthesize BRIRs for spatial
audio rendering.

The SRIR synthesis is implemented as follows. The synthesis
takes a RIR and a DOA vector as an input. For each sample in
the impulse response (IR), there is an azimuth and elevation angle
describing the DOA for that particular sample. In case of the
generated result RIRs, the required DOAs are fetched from the
source DOA vector. Such SRIR can be applied to any spatial sound
reproduction system.

For multichannel reproduction, the pressure signal samples
are distributed to reproduction loudspeakers according to the DOA
vector as in the original Spatial Decompostion Method (SDM) [9].
Then the convolution with the actual sound signal is done for each
loudspeaker independently. Naturally, these loudspeakers can be
"virtualized" by applying head-related transfer functions (HRTF)
corresponding to the loudspeaker directions. The virtual loudspeak-
ers effectively create a BRIR, though the sound has only a sparse set
of incoming directions. Finally, the BRIR could also be synthesized
directly without a discrete number of virtualized loudspeakers. This
is possible by matching each sample DOA to the closest HRTF in
a dense dataset. The selected HRTF is then scaled with the corre-
sponding IR amplitude. These scaled HRTFs are accumulated to
get the synthesized BRIR.
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Figure 2: Comparison of different procedures of the paintbrush method that were used in the listening test. (a) smoothened RIR magnitudes (1
ms gaussian window) of different test methods: (green) the basic method (8192 taps); (yellow) the basic method with spectral downsampling
(1024 taps); (purple) frequency-warped method with spectral downsampling (1024 taps); and (black) comparison method. Source (blue) and
target (red) RIRs are shown for comparison. (b) Frequency spectra of the aforementioned methods with one-third octave bands smoothing.

3. EVALUATION

The performance of the acoustic paintbrush method was evaluated
with subjective and objective measures. These measures seek to
evaluate how well the method transforms the simulated RIR towards
the measured target. The section is organized such that first the
simulated and measured rooms and the compared methods are
described in detail. This is followed by the objective analysis of
the method. The rest of the section then presents the subjective
listening test organization and related results.

3.1. Simulated and measured rooms

The acoustic paintbrush method requires the source and target
spatial impulse responses, as depicted in Fig. 1.

The target rooms were a small rectangular lecture room (8.6
x 6.4 x 2.3 meters) and a less symmetric coffee room (approx. di-
mensions of 9.7 x 8.2 x 2.5 meters). Both rooms were measured
for spatial impulse responses by using a Genelec 8331 as a sound
source and an omnidirectional free-field microphone as a receiver.
In the lecture room measurement, the distance between the loud-
speaker and the microphone was 2.2 m while the inter-transducer
distance was 2.8 m in the coffee room measurement.

The source responses for both rooms were simulated with the

image source method utilizing the roomsim software [10]. To
reduce the number of variables affecting the listening test results,
the simulator was configured to use similar room volumes as were
in the measured target rooms. For the same reason, the sound source
and receiver positions in the model were setup to be as similar as
possible to the target measurements. Otherwise, the simulator was
configured to execute a simple broadband acoustic simulation with
only specular reflections.

To obtain the simulated spatial impulse response, a spatial open
microphone array was simulated with the image source method
up to 10th order reflections to 7 omnidirectional receivers. The
microphone array had one receiver in the center of the array and
3 microphone pairs around it in x, y and z directions. This rather
unconventional way to use the image source method was chosen
as we wanted to analyze the simulated microphone array impulse
responses with the SDM to obtain the required data vectors, i.e.,
the IR and corresponding DOA vectors. Another reason for this
was to save time and avoid implementing a system from scratch for
generating the required data.

Both the source and target responses were truncated to contain
only early part (up to 100 ms) of the whole IR. This way, the
small changes in the early response are not masked by the late
reverberation.
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Figure 3: Comparison of objective parameters of the procedures used in the listening test. Strength (G), early decay time (EDT), reverberation
time (T20) and clarity (C50) were calculated at octave bands for each test method.

3.2. Tested methods

The listening test samples were prepared with three different ver-
sions of the presented paintbrush method and a naive implementa-
tion of coloration as a comparison method. The included methods
were:

m1 100 ms minimum-phase filter that is downsampled to 1024
taps in the frequency domain (resample rate 8:1).

m2 same as m1, but source and target RIRs are frequency-
warped before FFT.

m3 100 ms minimum-phase filter, no downsampling (filter length
8192 taps)

comp first 100 ms of target, minimum-phased and convolved with
the 100 ms of the source response.

The method comp is seen as the "simple" implementation of
the paintbrush method. There, the source frequency response is not
touched at all before applying the target response as a minimum-
phase filter on top of it. Practically, this corresponds to Eq. (1)
without the source frequency response in the denominator. This
kind of approach relies on the assumption that the simulation is
already spectrally white to work well.

In addition to the paintbrushed responses, the listening test
included the hidden anchors. The anchors were the first 100 ms of
the source and target RIRs of the room under evaluation.

3.3. Objective comparison of methods

Figure 2 illustrates the goodness-of-fit of all the RIRs used in
the listening test. The paintbrush method appears to suppress the

reflections of the source RIR (blue) while applying target RIR
reflections (red) in the result RIR (other colors). The result RIR
magnitudes follow the target RIR most of the time. Simultaneously,
one can find traces of source RIR magnitude peaks as well. There
are two visible exceptions for this behavior. First, m1 decays faster
than the other methods which is caused by the shorter filter length
compared to other methods. Second, the other test methods lose
energy between 80–100 ms because of the linear fadeout applied
on the early part of the source. Overall, all the procedures seem to
bring the source RIR closer to the target RIR.

While the differences in the time domain are relatively small,
one can find more differences between the procedures in the fre-
quency domain. As expected, m3 (green) fits the closest to the
target, while m1 (yellow) differs the most out of the four. Also as
expected, m2 (purple) notably improves the fit in the low frequen-
cies when compared to m1. Finally, comp appears to deviate from
the target up to 2 kHz, after which it does not differ from the other
methods. Therefore m3 appears to fit the magnitude spectrum of
the target better than comp.

One can also compare the methods through objective room
acoustical parameters. Four different objective parameters were
calculated for the test methods in octave bands, shown in Figure 3.
The objective parameters of the target RIR are shown in red, while
the test methods introduced in section 3.2 are displayed in other
colors. While the strength parameter seems to be similar over all
the methods, there is a lot of variance in the other parameters. Test
method m1 appears to differ from the target the most, while m3
and comp gets the closest to it. The performance of the last test
method m2 is between m1 and m3. On 63–500 Hz octave bands,
m2 seems to perform almost identically to m3. From 1000 Hz
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Figure 4: Result RIR and source DOA vector alignment comparison.
The direct sounds of the target and m2 are aligned to the source
direct sound, while the source DOA vector is left untouched. The
reflections conforming with the source reflections get their original
direction while the shifted ones mostly get a more random one.

octave band onwards, the filter starts to depart from m3, finally
reaching m1 on 8000 Hz octave band. These results are expected
because of the difference in filter length. Basically, m1 and m2
apply a FIR filter that is 8 times shorter than in m3 and comp. Also
as expected, frequency warping enhances filter performance on
the low frequencies, effectively explaining the m2 performance on
sub-500 Hz bands.

Finally, the alignment of the result RIRs and the source DOA
vector is compared in Figure 4. It is apparent that the result RIR
reflections do get the same direction as the source counterparts if
the reflections are time-aligned. For instance, one of these cases
occur at the fourth result RIR reflection. In cases the reflections
have ’shifted’ to target locations, the result reflection seems to get
a more random direction. This case is seen in the first reflection.
There, the source reflection comes from the ceiling, arriving ap-
proximately from (az = 0, el = 50) to the listener. In turn, the
shifted result reflection arrives from (az = −100, el = −10), hav-
ing a completely different direction than the corresponding source
reflection.

3.4. Stimulus signals

Three different stimuli were used to determine how signal content
affects the method performance. These recordings were 5 – 8 s in
length and their contents were the following:

• Dry cello music

• Dry drum music

• Dry speech signal

All together, the listening test consisted of two different rooms,
three stimuli and four methods.

3.5. Test organization

Due to the restricting circumstances of the COVID-19 pandemic,
the listening test had to be organized as an online listening test.
The test was distributed to the subjects by email and run locally on
their home computers. After the test, the subjects submitted their
results also via email. The spatial sound was reproduced binaurally
as explained in Section 2.4.

The chosen listening test methodology was a multiple stimulus
test using a continuous grading scale and two hidden reference end
points, namely the source and the target. In the test, the subjects
were instructed to rank how close each test sample is to the given
two references. As explained above, the first reference was the
measured target SRIR captured in a real room and the second
one was the simulated source SRIR created with the roomsim
software. Each subject was asked to grade different procedures of
the paintbrush method whether they are closer to either reference.
In addition, both references were hidden amongst the test samples,
requiring the subjects to identify and grade them accordingly. The
presented method was hypothesized to statistically differ from the
source reference. In addition, the method was expected to be closer
to the target reference, but not necessarily statistically equal to it.

Upon submitting the answers, the subjects were also asked
three questions:

1. What cues did you use to discriminate the samples?

2. Which headphones did you use (model)?

3. Any questions/comments/feedback in general?

Answers to these questions were used to identify the most signifi-
cant discriminators, possible causes for outliers and other criteria
that may have affected the results.

In summary, the listening test was a multiple stimulus test
with two hidden anchors. Four methods were tested with two
different rooms and three sound signals. In addition, each test case
was repeated three times. Thus, each test participant performed 18
multiple stimulus gradings, i.e., 3 stimuli x 2 rooms x 3 replications.

3.6. Results

The listening test was completed by 16 subjects, who were re-
searchers in acoustics and could be considered as experienced
listeners. First, the subjects were validated by their results to be
able to consistently identify the hidden references. On a scale of
[−1 . . . 0 . . . 1] presented as {’REF1’,’Neither’,’REF2’}, the sub-
jects were required to rate both references 0.95 or more at their end
of the scale in at least 85 % of the cases. Practically, the subjects
were rejected if they failed to rate three or more cases. In the end,
this lead to discarding three participants, resulting in N = 13 for
further analysis.

After the validation, the preprocessing focused on refining the
data. The sample replications were averaged into a single mean
value per participant. Finally, hidden references were omitted from
the statistical analysis as their scores were saturated to the end
points of the grading scale, as was expected.

The grading scores were analyzed with repeated-measures anal-
ysis of variance (RM-ANOVA). The within-subject factors were:
room, stimulus, and method. First, the data was checked for vio-
lations of sphericity assumption with Mauchly’s test of sphericity.
The test revealed significant effect in interaction room * method,
χ2(5) = 17.279, p < 0.05, ϵ < 0.75. Thus, the data for this inter-
action is corrected with Greenhouse-Geisser correction for further
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Figure 5: Marginal means and 95% confidence intervals (N = 13)
for interaction between room, stimulus, and method in the listening
test. Each method is plotted with the same hue as in Figure 2, while
the brightness of the color refers to different rooms. Finally, the
marker indicates the stimulus used for that particular test sample.

analysis. After the correction, the test for within-subject effects
revealed 5 significant effects. These values are shown in Table 1.

As the third-order interaction, room * stimulus * method, was
significant, further analysis is based on it. The marginal means and
their 95 % confidence intervals are shown in Figure 5. This figure
does not have any compensations applied for multiple comparisons.
Therefore, it should be used only to study trends and not to decide
statistical significances.

Figure 5 shows multiple effects that explain the significant test
results. First, method m1 seems to be least consistent over room
types and stimulus types. Second, the effect of the room does not
seem to have any clear trend when interacting with the other two
parameters — but it affects results. Third, the drum sample seems
to have more compressed results than the other two sound samples
as most of its scores are generally closer to the mid point. Finally,
method m1 seems to be clearly closer to the source reference than
the other methods which tend more towards the target.

Table 1: Significant effects (p < 0.05) in the repeated-measures
ANOVA analysis of test 1 results.

Source F Sig.

stimulus F (2, 24) = 16.943 0.000
method F (3, 36) = 93.886 0.000
room * stimulus F (2, 24) = 6.213 0.007
stimulus * method F (6, 72) = 24.280 0.000
room * stimulus * method F (6, 72) = 4.299 0.001

3.7. Written feedback from the subjects

Written feedback was first preprocessed by hand and then analyzed
with a bag-of-words algorithm. The analysis reported the top-three
discriminator features to be reverberance, timbre and perceived
source distance. In addition, three subjects reported on location
shift of the direct sound or changes in the perceived stereo image.

The feedback also indicated that there were differences in rating
difficulty between different sound samples. Three subjects reported
the speech sample to be the easiest to rate, while the drum sample
was reported the hardest by two subjects. Cello sample caused
mixed feelings among the listeners; one subject reported it as the
most difficult sample to rate, while two others indirectly mentioned
it to be either harder or easier to rate than another sample.

4. DISCUSSION

The main goal of this paper was to implement an acoustic paint-
brush, a method that applies timbre of the target RIR on top of the
source RIR. This was approached with a comparison method and
three different FIR filter implementations. Based on the listening
test results, all the implementations seem to achieve at least some
timbral coloration towards the target RIR as expected.

In more detailed inspection, the methods align in the source-
target scale as expected. Out of the three methods, m3 gets the
closest to the target, while m1 performs the worst. Also as expected,
m2 improves the coloring performance of m1 significantly. These
findings are in line with the previous research on frequency-warped
filters [7]. What was unexpected is that comp performed as well
as — if not even slightly better than — m3. There are two possible
reasons for this. First, comp had the same filter length as the best-
performing method, therefore its filtering performance is also about
the same. Second, by consulting Figure 2, the source RIR appears
to have a rather flat frequency spectrum to begin with. One can
therefore only speculate how source room inversion affects the
coloration result beyond this particular case. Noting that how much
closer m3 was to the target magnitude spectrum than comp, this
reveal indicates that there is more to the perceived feel of space
than the magnitude spectrum alone.

Sound stimulus was observed to affect the subject ratings. The
written feedback seems to explain this effect as the rating difficulty
was reported to vary between the three signals. This appears in the
results as compression or spreading around the mid-axis. The drum
was rated the most difficult signal to rate, which shows as all the
methods being compressed to almost insignificant differences. The
two other signals in turn show a clear uniform trend, which were
also easier to rate.

Differences between rooms provided inconsistent effects. De-
pending on the method and stimulus, there seems to be differences
but there are no clear trends that would apply to all combinations.
There are multiple causes that could be theorized to affect the re-
sult such as: room shape and reverberation time, and difference of
the target room from the simulated room. However, these effects
simply require more testing with other rooms and signal types to
draw conclusive results.

The results in general show quite varying interactions. This
can be partly explained by timbre being a complex phenomenon
and multiple factors affecting it [11]. The resulting signal has the
spectral timbre contributions from the target response but the spatial
contribution to the timbre comes from the simulation. This timbral
mix, however, seems to be somewhat predictable based on the
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listening test results and informal listening, that is, the simulation
seems to dominate the spatial perception whereas the paintbrush
effect turns the overall timbre into a mix of the two.

One important factor about the listening test should be remem-
bered though — due to restrictions caused by the COVID-19, this
test could not represent practical use cases but simply quantified
how the acoustic paintbrush performs compared to references. The
practical use cases are more varying and there is usually no ref-
erence present to which the output could be compared. In these
situations, perceptual plausibility is the most important factor. The
method can be easily applied to a simple dynamic simulation (i.e.,
simulation is constantly updated based on listener and source move-
ments) of a virtual space to allow use of a recorded good quality
RIR to provide perceptually high-quality timbre for reverberation.
It is also possible to extend this to augmented reality (AR) use
where it is usually possible to obtain the geometry of the real space
using the AR headset. This allows generating a simulation of the
space and paintbrush can be applied with a reference RIR from
the same space or from a suitable good quality recording. Another
use case is the artistic control of rendering. Instead of iterating
simulation parameters of the room, the sound designer could select
the target RIR they would like the room to sound like. Then during
runtime, the room simulation would create the essential spatial cues
for immersion while the target response would take care of the
timbre.

There are clear topics for future research. First, the current
limitations in test facilities did not allow listening tests using head-
tracked binaural reproduction or loudspeaker reproduction. In addi-
tion, spatial aspects of the method were not formally tested. Based
on informal listening, it is expected that the method should preserve
the spatial characteristics of the source room, while the objective
analysis of the result RIR and source DOA alignment suggested
otherwise. Thus, more tests should be performed to evaluate the
method. Second, the actual use cases of the method are in real-time
rendering and to evaluate the performance properly, a complete
rendering system is required. Third, the intended use case for the
method is to use a reference RIR of a perceptually pleasant room to
color the simple simulation of the virtual space. Formally testing
this is not simple, but comparisons to other simulation methods
could be performed with preference tests.

5. CONCLUSIONS

This paper presented an acoustics paintbrush method. The method
modifies timbre of a simulated spatial impulse response with a
measured impulse response while aiming to preserve the spatial
and temporal properties of the simulation. The desired timbre is
applied on simulated virtual room rendering with a simple filtering
step. This approach is beneficial in virtual and augmented reality
use cases where perceptual plausibility is preferred over physically
exact acoustic simulation.

The presented method was evaluated with a listening test where
a reference room was captured and different versions of the paint-
brush method were applied on a simple simulation of a similar
room. Although the current pandemic situation limited the study to
headphone listening at home, the listening test results together with
the objective metrics showed that the paintbrush method success-
fully transforms the rendering of the room from the simulated case
towards the reference case. However, the simple method used as
a comparison performed similarly to the best-performing method,
although its magnitude spectrum differed from the target the most.

Also, the results did not allow drawing any conclusions about pre-
serving the spatial properties. Finally, the results showed that there
were multiple interactions between the test parameters as the timbre
perception is a complex effect.

6. COMPANION PAGE

The companion page for this paper is located at

http://research.spa.aalto.fi/publications/papers/dafx20-pb/.

The page contains sound samples rendered with the paintbrush
method.
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ABSTRACT

Reverberation is one of the most important effects used in audio
production. Although nowadays numerous real-time implementa-
tions of artificial reverberation algorithms are available, many of
them depend on a database of recorded or pre-synthesized room
impulse responses, which are convolved with the input signal. Im-
plementations that use an algorithmic approach are more flexible
but do not let the users have full control over the produced sound,
allowing only a few selected parameters to be altered. The real-
time implementation of an artificial reverberation synthesizer pre-
sented in this study introduces an audio plugin based on a feed-
back delay network (FDN), which lets the user have full and de-
tailed insight into the produced reverb. It allows for control of
reverberation time in ten octave bands, simultaneously allowing
adjusting the feedback matrix type and delay-line lengths. The
proposed plugin explores various FDN setups, showing that the
lowest useful order for high-quality sound is 16, and that in the
case of a Householder matrix the implementation strongly affects
the resulting reverberation. Experimenting with delay lengths and
distribution demonstrates that choosing too wide or too narrow a
length range is disadvantageous to the synthesized sound quality.
The study also discusses CPU usage for different FDN orders and
plugin states.

1. INTRODUCTION

Artificial reverberation is one of the most popular audio effects. It
is used in music production, sound design, game audio, and movie
production to enhance dry recordings with the impression of space.
The development of digital artificial reverberation started nearly 60
years ago [1], and since then various improvements as well as dif-
ferent techniques have been developed [2]. The designs available
nowadays can be roughly divided into three groups: convolution
algorithms, delay networks, and physical room models [2, 3, 4].

The methods involving physical modeling simulate sound prop-
agation in a specific geometry. Due to their high computational
cost, though, they are used mostly in off-line computer simulations
of room acoustics [3]. Recent developments in hardware and soft-
ware technologies have also allowed computationally expensive
simulations, such as those based on 3-D finite-difference schemes,
to run in real time [5].

∗ This work was supported by the “Nordic Sound and Music Computing
Network—NordicSMC”, NordForsk project number 86892.
Copyright: © 2020 Karolina Prawda et al. This is an open-access article distributed

under the terms of the Creative Commons Attribution 3.0 Unported License, which

permits unrestricted use, distribution, and reproduction in any medium, provided the

original author and source are credited.

The techniques convolving the input signal with a measured
room impulse response (RIR) produce rich, high-fidelity reverber-
ation. However, since the RIR samples serve as the coefficients of
a finite impulse-response (FIR) filter, with which the dry signal is
filtered, the computational cost is high, especially for long RIRs.

Another group of artificial reverberation algorithms is based
on networks of delay lines and digital filters. The first example
of such reverberators was introduced by Schroeder and Logan [1],
who used feedback-comb-filter structures to create a sequence of
decaying echoes. A similar architecture using allpass filters was
also proposed to ensure high echo density without spectral col-
oration. The development of such structures led to the invention of
feedback delay network (FDN) algorithms, which can be regarded
as a “vectorized” comb filter [2]. The FDN, as used in its current
form, was presented in the work of Jot and Chaigne [6, 7].

Over the years, many real-time implementations of artificial
reverberation algorithms have been developed. The designs that
use a convolution-based approach, however, depend on measured
or pre-synthesized RIRs convolved with the signal, which are col-
lected in groups of presets [3, 8, 9, 10]. Such Virtual Studio Tech-
nology (VST) plugins allow modifying the reverberation by modu-
lating, damping or equalizing the available RIRs. The possibilities
are, however, limited by the size of the RIR databases and there-
fore prove to be relatively inflexible.

Algorithmic reverb plugins that are based on delay network
designs are both computationally efficient and easily modulated,
thus providing more flexibility and freedom in producing reverber-
ated sounds [4, 11]. The available designs vary between simple so-
lutions allowing the user to change only a few parameters [12] and
complex architectures with an elaborate interface enabling control
over a wide range of variables [13]. Many of those plugins, how-
ever, still remain ambiguous about the reverberation they synthe-
size, allowing the user to set only the broadband decay parameter,
and rely on presets based on the types of rooms they are supposed
to imitate (e.g., Bright Room or Dark Chamber [14]). Usually,
they also lack the information about the reverberation algorithm
they use and its elements.

The present work proposes a real-time implementation of an
FDN algorithm with accurate control over the reverberation time
(RT) in ten octave frequency bands in the form of an audio plu-
gin. The graphical user interface (GUI) gives a thorough insight
into the attenuation filter’s magnitude response, corresponding RT
curve, and resulting impulse response (IR). The plugin also pro-
vides several possibilities to control the elements of the FDN struc-
ture, such as the feedback matrix and delay lines. It gives the user
a full view of the decay characteristics and quality of the synthe-
sized reverberation. The study also presents the effect that the type
and size of the feedback matrix and the lengths and distribution of

DAFx.1

DAF
2

x
21in

Proceedings of the 23rd International Conference on Digital Audio Effects (DAFx2020), Vienna, Austria, September 2020-21

16

https://www.aalto.fi/en/aalto-acoustics-lab
mailto:karolina.prawda@aalto.fi
https://melcph.create.aau.dk/
mailto: sil@create.aau.dk
https://www.aalto.fi/en/aalto-acoustics-lab
mailto:vesa.valimaki@aalto.fi
http://creativecommons.org/licenses/by/3.0/


Proceedings of the 23rd International Conference on Digital Audio Effects (DAFx-20), Vienna, Austria, September 8–12, 2020

the delay lines have on the produced sound and the algorithm’s
performance.

This paper is organized as follows: Section 2 presents the
theory behind the FDN, and Section 3 shows the GUI of the im-
plemented plugin, describes the functionalities and user-controlled
parameters of the reverberator, presents the code structure and dis-
cusses the real-time computation issues. Section 4 shows and dis-
cusses results regarding the echo density produced by the imple-
mentation and the CPU usage of the plugin. Finally, Section 5
summarizes and concludes the work.

2. FEEDBACK DELAY NETWORK

Figure 1 presents a flow diagram of a conventional FDN, which is
expressed by the relation:

y(n) =

N∑
i

cisi(n) + dx(n), (1a)

si(n+ Li) =

N∑
j

Ai,j h̃i(n)sj(n) + bix(n), (1b)

where y(n) and x(n) are the output and input signal, respectively,
at time sample n, si(n) is the output of the ith delay line, and
Ai,j is the element of an N -by-N feedback matrix (or scattering
matrix) A, through which all the delay lines are interconnected.
Parameters bi and ci symbolize input and output coefficients, re-
spectively, d is the direct-path gain, and h̃i(n) is the attenuation
filter of the ith delay line.

When designing an FDN, a common practice is to first ensure
that the energy of the system will not decay for any possible type
of delay. Therefore, the matrix A should be unilossless [15]. To
obtain a specific frequency-dependent RT, each of the delay lines
must be cascaded with an attenuation filter, which approximates
the target gain-per-sample expressed by

γdB(ω) =
−60

fsT60(ω)
, (2)

where T60(ω) is the target RT in seconds, ω = 2πf/fs is the
normalized angular frequency, f is the frequency in Hz, and fs

is the sampling rate in Hz. In order to ensure that all delay lines
approximate the same RT, the gain-per-sample for each of them
must be scaled by a respective delay in samples L. This implies
that the target magnitude response of the attenuation filter in dB is
defined as follows:

AdB(ω) = LγdB(ω). (3)

In order to provide an accurate approximation of the target
RT, and therefore to closely follow the AdB, the attenuation filter
used in the FDN implementation in the present study is a graphic
equalizer (GEQ), which controls the energy decay of the system in
ten octave bands, with center frequencies from 31.25 Hz to 16 kHz.
The equalizer is composed of biquad filters [16] and designed with
the method proposed by Välimäki and Liski [17] with later modifi-
cations, such as the scaling by a median of gains and the adding of
a first-order high-shelf filter as proposed in [18]. The GEQ mag-
nitude response for the ith delay line is expressed in dB as

H̃dB,i(e
jω) = g0 +

M∑
m=1

(
HdB,i,m(ejω)− g0

M

)
, (4)
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Figure 1: Flow diagram of an FDN with N equalized delay lines
and their M octave-band biquad filters shown in detail. See Sec-
tions 2 and 3.5 for more details.

where g0 is the broadband gain factor, HdB,i,m are the magni-
tude responses of the band filters, and m = 1, 2, ...,M is the
frequency-band index with M controlled frequency bands. The
time-domain representation h̃i(n) of H̃dB,i(e

jω) is used in Eq. (1b).

3. IMPLEMENTATION

This section describes the real-time implementation of late rever-
beration synthesis using an FDN and a modified GEQ as the atten-
uation filter. The algorithm has been implemented in the form of an
audio plugin in C++ using JUCE, an open-source cross-platform
application framework [19]. The plugin can be downloaded from
[20], and an explanatory demo video can be found in [21].

3.1. Control over RT Values

In the present implementation, the modified GEQ attenuation filter
allows controlling the RT values in ten frequency bands. In order
to utilize the whole potential of the filter, the GUI of the plugin is
equipped with ten vertical sliders, one for each frequency band, as
depicted in Fig. 2. By changing the value of each of the sliders, the
user is able to change the RT value for the corresponding frequency
band from 0.03 s to 15 s with a 0.01-s step.

Since too large a difference between two consecutive RT val-
ues can cause instability [18, 22], two extra modes are imple-
mented for better control: the All Sliders and the Smooth modes.
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(a) The attenuation filter’s response (red line) and the corresponding RT
curve (black line). No preset is selected, and the Smooth button is pressed.

(b) Reverberator IR. The Fix coeffs button has been pressed, and the preset’s
drop-down menu and sliders have been disabled (see Sec. 3.6).

Figure 2: GUI of the implemented FDN plugin.

The modes are activated by pressing the respective buttons, as in-
dicated in Fig. 2a, with the corresponding buttons on the GUI be-
ing highlighted in green. If a mode is activated when the other is
active, the latter will deactivate. The All Sliders mode allows the
user to set all the RT values to be the same by changing the slider
position in one of the frequency bands.

When the Smooth mode is activated, changing the value of one
RT will also adjust the RT in the other frequency bands. RT values
of bands closer to the band that is changed are more affected than
other RT values via the formula

T60[m] = T60,init[m] +
(
T60[mc]− T60,init[mc]

)
ϵ|m−mc|, (5)

where mc is the index of the currently adjusted slider, m = 1, 2, ...,
M is the slider number, T60 and T60,init are the final and initial RT
values, respectively, and ϵ = 0.6 is a heuristically chosen scaling
factor.

Five typical reverberation presets were created: Small Room,
Medium Room, Large Room, Concert Hall, and Church. The first
three presets are based on the measurement results presented in
[23], whereas RT values for the last two are taken from [24]. All
examples are available in a drop-down list in the top part of the
GUI. If one of the sliders is changed, “– no preset –” is displayed
in the drop-down list, as shown in Fig. 2a.

The Impulse button at the bottom right of the GUI empties
the delay lines and feeds a Dirac delta into the system so that the
impulse response of the reverberator is produced as an output.

3.2. Response Plotting

The window in the upper-half part of the GUI displays plots that
inform the user about the state of the plugin. As seen in Fig. 2a, the
GUI can display the RT curve (black) and the corresponding mag-
nitude response of the attenuation filter (red), which are plotted in
real time based on the values set by the sliders. This provides the

user with an insight into the actual decay characteristics of the syn-
thesized reverberation, which may differ from the user-defined RT
values. This happens due to the limited ability of the attenuation
filter in following the target RT curve, especially when the differ-
ences between values set for the neighboring frequency bands are
big [18, 22]. Very extreme differences may lead to the filter’s mag-
nitude response reaching or exceeding 0 dB, which results in the
system’s instability. This state is signaled by the background color
of the window changing to light red. For the response, only one
delay line is used to retain real-time plotting. Due to the fact that
the attenuation filter adopts smaller values for shorter delay-line
lengths, the shortest delay line is chosen as it exhibits instability
sooner than the others.

The Show IR button located in the top right of the window al-
lows the user to toggle between the RT curve and filter’s response
plots and the reverberator’s IR plot, which is shown in Fig. 2b. As
opposed to the response, the longest delay line is used to calcu-
late the IR. Even though the effect of the scattering matrix, and
with that the effect of other delay lines, are not included, using the
longest delay line has been proven empirically to give a good in-
dication of the audible IR. The values displayed on the x-axis are
determined by the average slider value, i.e., a shorter reverb time,
results in a more detailed plot of the earlier seconds of the IR. Fur-
thermore, not every sample is drawn, but 1,000 data points spread
over the plot-range.

3.3. Choice of Delay Lengths and Distribution

Although FDN-based reverbs are nowadays among the most pop-
ular algorithmic reverbs, there is no clear rule on how to choose
the lengths of the delay lines [25, 26]. The common practice is
to choose the number of samples that are mutually prime and uni-
formly distributed between the maximum and minimum lengths to
avoid clustering of echoes [26].
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Figure 3: The advanced settings window.

Through the Advanced Settings window shown in Fig. 3, the
distribution of delay-line lengths can be chosen through a drop-
down menu from four options: Random, Gaussian, Primes, and
Uniform. Whenever an option is selected, the delay-line lengths
are randomly generated based on the distribution selected and rounded
to the nearest integers. The generation can be repeated by clicking
on the Randomize button. Furthermore, the minimum (500 sam-
ples) and maximum (10,000 samples) delay-line lengths can be
controlled; the minimum difference between the two has been set
to 100 samples. Moreover, there is an option to have the lengths
pre-defined for each distribution so that the plugin will have the
same behavior every time it is used. The minimum and maximum
delay-line lengths have been empirically set to 1,500 and 4,500
samples, respectively (~30–100 ms at fs = 44.1 kHz).

3.4. Choice of Feedback Matrix

The choice of the feedback matrix is crucial for the FDN algo-
rithm to work correctly. The popular matrix types used in FDN
implementations that fulfill the requirement of being unilossless
are Hadamard [27], Householder [27], random orthogonal, and
identity matrices [28]. Where the first three are chosen to en-
hance specific properties of the algorithm, e.g., density of the im-
pulse response, the identity matrix, however, reduces the FDN to
a Schroeder reverberator, or a parallel set of comb filters [6, 28].
The plugin presented in this study allows the user to choose be-
tween these four matrices through a drop-down menu and to learn
about the differences in the sound obtained by changing this part
of the FDN reverberator. Additionally, the order of the FDN, and
thus the size of the feedback matrix, can be changed. The avail-
able options are 2, 4, 8, 16, 32, and 64, which can be chosen from
a menu.

In the case of the Householder matrix type, the implementa-
tion of matrices of different sizes vary. For all orders except for
16, the matrix is constructed using following the formula:

AN = IN − 2

N
uNuT

N , (6)

where uT
N = [1, . . . , 1], and IN is the identity matrix [27]. The

matrix of order 16, on the other hand, following [29], is con-
structed using the recursive embedding of matrix of order 4:

A16 =
1

2

 A4 −A4 −A4 −A4

−A4 A4 −A4 −A4

−A4 −A4 A4 −A4

−A4 −A4 −A4 A4

 . (7)

As a result, the matrix of order 16 consists of the same values,
differing only in their sign.

3.5. Code Structure

The plugin is divided into two main components that run on dif-
ferent threads at different rates. Firstly, the DSP component run-
ning at 44,100 Hz (audio rate), is structured in the same fashion
as shown in Fig. 1. An FDN class contains the scattering matrix
A, vectors b and c that scale the inputs and outputs of each delay
line (marked as bi in Eq. (1b) and ci in Eq. (1a), respectively, and
in the current implementation all set to 1), and N instances of the
EQDelayLine class. This class, in turn, contains a delay line of
length Li (implemented as a circular buffer) and M instances of
the Filter class. This class does all the low level computation and
contains the filter states and coefficients bi,m and ai,m of the ith
delay line and the mth octave band.

Secondly, the GUI component running at 5 Hz is responsible
for the graphics and control of the FDN. Apart from the controls,
this component contains the Response class that is used to draw the
RT and gain curves and the IR shown in Figs. 2a and 2b. The fil-
ter coefficients necessary for drawing the curves are updated at the
aforementioned rate. This calculation also provides information
about the stability of the FDN and is used to trigger the light-red
background denoting instability. The Response class also contains
a single instance of the EQDelayLines class that is used to calcu-
late the IR.

Communication from the GUI to the DSP component happens
at a 5-Hz control rate, which has been found to be a great trade-off
between speed and quality of control. When changing any of the
non-RT controls, the GUI triggers flags that are outside of the pro-
cess buffer (512 samples) to avoid the manipulation of parameters
when sample-by-sample calculations are being made.

3.6. Real-time Considerations

The components of the plugin requiring most computations are the
(re-)calculation of the filter coefficients and the plotting of the re-
sponses. Even though the filter coefficients only need to be recal-
culated when the sliders’ values are changed, it is good practice for
a plugin to have the same CPU usage when its values are changed
as when its values are static to prevent unexpected spikes in the
CPU usage. Instead, a Fix coeffs (coefficients) button has been
implemented that, when clicked, will deactivate the preset’s drop-
down menu and the sliders (as shown in Fig. 2b). Furthermore,
the plugin will stop recalculating the plots and filter coefficients,
greatly decreasing CPU usage (see Sec. 4.2). The CPU usages of
both threads are shown at the top of the plugin.

When any change is made to the FDN, be it the order, delay-
line distribution or length, the delay lines and filter states are set to
zero to prevent any unwanted artifacts. Only the RT control works
in real time without emptying the delay lines and filter states.
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(a) Distribution of delay-line outputs for the option Primes.
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(b) Distribution of delay-line outputs for the option Uniform.
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(c) Distribution of delay-line outputs for the option Random.
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(d) Distribution of delay-line outputs for the option Gaussian.

Figure 4: Distribution of the outputs of 32 delay lines (without scattering) for the options (a) primes, (b) random, (c) uniform, and (d)
Gaussian, and the length range (top) pre-defined lengths (1,500–4,500 samples), (middle) lengths randomized over the entire range (500–
10,000 samples), and (bottom) lengths randomized over a narrow range (5,000–6,500 samples). Each dot marks the time when the given
delay line outputs a sample.

4. RESULTS AND DISCUSSION

This section presents results regarding the echo density produced
by and CPU usage of the plugin.

4.1. Echo Density

To achieve smooth reverberation, a sufficient echo density, i.e., the
number of echoes per time unit produced by the algorithm and
their distribution [26], should be obtained. Echo density is affected
by a few factors, such as the lengths and the distribution of the
delay lines, the type of the feedback matrix [30] and its size, all of
which are discussed below.

4.1.1. Delay Lengths

The choice of delay-line length-distribution can help avoid more
than one sample appearing at the system’s output at the same time
and a clustering of the echoes, since both of these phenomena
lower the echo density. Additionally, the range over which the
delay-line lengths are chosen also affects the quality of the synthe-
sized sound. The distribution of delay-line outputs over time, with-
out a scattering matrix (i.e., an identity feedback matrix is used),
is shown in Fig. 4 for all the options available in the plugin. In the
case of the randomized selection of the delay-line lengths (middle
and bottom panes of Figs. 4a–4d), the results show one of the pos-
sible configurations. The delay-line lengths used in the examples
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were sorted in ascending order.
The top panes of Figures 4a–4d show the outputs of the pre-

defined delay lines, which depict the typical behavior of the FDN
algorithm. The outputs become more diffused over time, mak-
ing the reverb smoother. It should be noticed, however, that when
using Uniform distribution, the chosen range is divided into por-
tions proportional to the FDN order, and the delay-line lengths are
chosen from such “bands”. This makes the consecutive delay lines
differ by a similar number of samples, and the possibility of output
samples overlapping or clustering is higher than with other distri-
butions. Choosing the Gaussian option, on the other hand, draws
the delay-line lengths from the normal distribution with the mean
being the midpoint between the range’s boundaries. This results in
choosing the lengths closer to the mean more often than those fur-
ther from it, as depicted in Fig. 4d, potentially causing clustering
of echoes and slowing down the increase of the echo density.

The distribution of outputs presented in the middle panes show
that when the delay-length range is very wide, the output is dif-
fused from the beginning. Since such decay is rarely met in reality,
it is useful when recreating only specific spaces [31]. Additionally,
very short delay lines create clusters of echoes and a huge portion
of the output samples overlap. They do not contribute to the in-
crease of echo density, but nevertheless add to the computation.
Such clusters are well visible in Figs. 4a and 4c. Moreover, the
attenuation applied to the short delay lines is usually small, and
therefore closer to 0 dB, which makes them more prone to causing
the system’s instability.

On the other hand, very long delay lines (10,000 samples trans-
lates to about 0.23 s for the 44.1-kHz sample rate) may not produce
a meaningful contribution to the synthesized reverb for low RT val-
ues. However, such long delay lines still add to the computation,
since the order of the FDN, and at the same time, the size of the
feedback matrix needs to be equal to the number of delay lines.

Using a very narrow range over which the delay-line lengths
are distributed results in clusters of samples arriving at the output
within a very short time, as seen in the bottom panes of Figs. 4a–
4d. Between the consecutive clusters, however, relatively long
silences occur. The synthesized reverberation tail diffuses very
slowly. Regardless of whether the delay-line lengths are chosen to
be prime, random, distributed normally or uniformly, choosing too
narrow a range results in low sound quality with clearly audible
segmentation and in the effect’s behavior resembling more that of
a single delay line than a reverb.

4.1.2. Feedback Matrix

The normalized echo densities for all types of matrices available
in the plugin were calculated, following the method presented in
[32, 33, 34], for orders 2–64 and the delay lines selected randomly
from the range between 1,500 and 4,500 samples (the same set of
delay lines was used for all calculations). To avoid bias caused by
the smearing of echoes due to the filtering, the attenuation filters
were not used in the calculations. The results are presented in
Fig. 5 which generally show that the echo density increases faster
with a higher FDN order than with a lower one.

When matrices of size 2 and 4 are used, the number of echoes
in the output of the reverberator increases slowly and may never
reach saturation, i.e., the moment when there is an echo at ev-
ery successive time unit [26]. Therefore, these low orders do not
produce smooth sound. In the case of an FDN of order 8, the
echo density build-up is slow, which results in audible artifacts in

Table 1: CPU usage for all FDN orders in the cases of unfixed
(plotting IR and EQ) and fixed coefficients.

FDN CPU usage (%)
Order Unfixed (IR) Unfixed (EQ) Fixed

2 18.4 11.0 3.1
4 19.8 12.0 5.4
8 22.7 15.2 7.9

16 28.6 22.2 13.3
32 46.1 40.2 30.4
64 110.5 100.1 92.5

synthesized reverbs for as long as one second. Thus, a matrix of
size 16 is the smallest that increases the number of echoes quickly
enough so that the resulting sound is perceived as smooth for all
matrix types (except for the identity matrix). For the Hadamard
and random matrices, a further rise in the size accelerates the echo
density build-up, as evident in Fig. 5c and 5d.

Interestingly, the Householder matrix excels with the order of
16 using the recursive embedding of Eq. (7). This can be explained
by the fact that for all other orders, the implementation follows
Eq. (6), which produces matrices in which the difference between
the diagonal and the rest of the elements grows proportionally to
the order. Effectively, this makes the FDN approach a bank of
decoupled comb filters, which results in high variability of echo
density for orders 32 and 64, as seen in Fig. 5b, leading to audible
artifacts in the reverberation. For the matrix of order 16, however,
the echo density increases fast and remains high once saturation is
reached.

Because the identity matrices produce a very low echo den-
sity that does not increase with time, as seen is Fig. 5a, they are
not well fitted for the FDN. Reverberation synthesized using such
matrices is always low-quality. Being also an identity matrix, the
Householder matrix of order 2 should be avoided as well.

4.2. CPU Usage

Table 1 shows the CPU usage for all implemented FDN orders for
three different plugin-states: unfixed coefficients plotting the IR,
unfixed coefficients plotting the EQ, and fixed coefficients (plot-
ting and recalculation of filter coefficients disabled). The perfor-
mance has been measured on a MacBook Pro with a 2.2 GHz Intel
i7 processor using Xcode’s time profiler [35].

For all plugin states, the CPU usage increases exponentially
with the FDN order. Furthermore, fixing the coefficients, and thus
disabling the plotting and filter-coefficient calculation, greatly de-
creases the plugin’s CPU usage. Comparing this to the unfixed EQ
case, an additional ~8.0% is added to the CPU usage, and when
plotting the IR versus the EQ, an additional ~7.5% is added to the
usage. This value, however, depends on the average reverb time
used. For testing, the Concert hall preset was used, which requires
calculating 2.5 s of sound for the IR plot. With a higher average
slider value, and thus a longer IR to be calculated and plotted, the
CPU usage also increases.

The smallest useful FDN order is 16, as stated in Sec. 4.1.2.
Table 1 shows that this order, or even 32, is unlikely to cause audi-
tory drop-outs, especially when the coefficients are fixed.
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(a) Identity matrix.
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(b) Householder matrix.
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(c) Hadamard matrix.
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(d) Random orthogonal matrix.

Figure 5: Normalized echo densities for four types of feedback matrices and different FDN orders.

5. CONCLUSIONS

The present study introduces the FDN-based artificial reverber-
ation synthesis plugin. The implementation allows control over
the decay characteristics of the sound in ten octave bands in real
timeand plots the corresponding RT curve, the attenuation filter’s
magnitude response, and the IR. Additionally, users can explore
different setups of the FDN by changing the type and size of the
feedback matrix, and the lengths and distribution of the delay lines.

Experiments with the delay-line lengths and their distributions
suggest that these parameters should always be used in a balanced
manner, that suit the target reverberation. A wrong choice may
result in the creation of clusters of output samples and a low echo
density, which is undesirable in a reverberator. Choosing the lengths
over a narrow range results in low-quality, segmented sound, which
diffuses slowly. Picking the right distribution of delay-line lengths
is also important.

The ability to choose from among different FDN orders shows
that the lowest useful order for high-quality sound processing is
16, as it a sufficiently provides fast echo density build-up to ob-

tain smooth reverberation without audible artifacts. Shifting be-
tween feedback matrix types proves that the identity matrix, even
though it is lossless, should not be used in such applications, since
the produced sound is fluttery. It also shows that, in the case of
the Householder matrix, implementation affects the reverberation.
Results show that using recursive embedding when constructing
the Householder matrix increases the echo density in the produced
reverberation.
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ABSTRACT

Reverb provides psychoacoustic cues that convey information con-
cerning relative locations within an acoustical space. The need
arises often in audio production to impart an acoustic context on an
audio track that resembles a reference track. One tool for making
audio tracks appear to be recorded in the same space is by applying
reverb to a dry track that is similar to the reverb in a wet one. This
paper presents a model for the task of “reverb matching,” where
we attempt to automatically add artificial reverb to a track, making
it sound like it was recorded in the same space as a reference track.
We propose a model architecture for performing reverb matching
and provide subjective experimental results suggesting that the re-
verb matching model can perform as well as a human. We also
provide open source software for generating training data using an
arbitrary Virtual Studio Technology plug-in.

1. INTRODUCTION

The audio production industry relies on audio engineers to create
consistent, coherent narratives out of audio arriving from multi-
ple sources. For instance, re-recording engineers and mixers need
to mix audio from Automated Dialogue Replacement (ADR) into
scenes that already have production dialogue. The ADR audio
must be indistinguishable from originally recorded production di-
alogue. Documentary editors receive audio and video from sev-
eral sources and combine them together with voiceover to tell a
story. Audio segments might be sourced across multiple years and
recorded on different devices and microphones, as well as in dif-
ferent acoustic environments. Podcasters interview subjects in sev-
eral spaces, but they want all sources to sound like they’re having
a conversation in the same room. Subtle differences in audio can
disorient listeners, distracting them from the narrative. Creating
cohesion is integral to providing a good listening experience.

Consistent acoustic cues, such as reverb, are essential to cre-
ating the perception that all sources were recorded in the same
place [1]. In practice, an audio engineer might spend an enor-
mous amount of time hand-tweaking parameters of an artificial
reverb generator to make dry audio sources sound similar to re-
verberant ones. This is a challenging task because there may be
nearly infinite combinations of reverb generation parameters. In
other words, the audio engineer must manually search an incredi-
bly large parameter space to find the right sound. On top of this,
certain combinations of reverb parameters may interact with each
other in hard-to-predict ways.
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In this paper, we present a model for the task of “reverb match-
ing.” The model takes as input a reverberant audio signal and infers
the parameters or preset of an artificial reverb generator. These, in
turn, may be used to add reverb to a non-reverberant target au-
dio signal, saving an audio engineer the time-consuming effort of
manually searching the reverb parameter space. We also provide
open source software for generating a large amount of training data
through many audio plug-in instances running in parallel.

In the following section we provide an overview of related
work. Section 3 defines the reverb matching task, and Section 4
explains how we created a custom dataset for the task. Next we
describe the model architecture in Section 5. Finally, we provide
the statistical results of an experiment involving human subjects
(Section 6), followed by concluding remarks in Section 7.

2. RELATED WORK

The reverb matching task falls under the more general category
of “sound matching,” which has recently gained interest in the re-
search community. In the sound matching task, there exists some
target audio, and we wish for a model to infer a set of parameters
or a preset corresponding to an audio processing unit. When pop-
ulating the audio processor with the inferred parameters or preset,
it should be able produce audio that sounds similar to our target
audio. Most papers have attended to the task of sound matching
for virtual instrument synthesizers, which are capable of generat-
ing a highly diverse set of sounds, some of which imitate acoustic
instruments. In these cases a model is fed a target signal, and the
model infers the set of parameters associated with a synthesizer
that will generate audio having similar pitch, timbre, and envelope
characteristics.

Perhaps one of the first examples of sound matching for vir-
tual instrument synthesizers can be found in [2], which proposes a
simple linear regression model for inferring the parameters to an
arbitrary synthesizer. The authors test their model on a wide range
of synthesizers. Hand-picked features such as root mean square
energy and zero-crossing rate are the input to their model, along
with meta-features like first and second order time derivatives of
the features. Using principal components analysis (PCA), the au-
thors attempt only to infer parameters that contribute the highest
variance to their training data. Their model is capable of match-
ing sounds of arbitrary duration, as is ours. However, between
the design choices of linear model, hand crafted input features,
and method of choosing parameters, we expect that their approach
would have difficulty matching sounds where there’s a high degree
of interdependence between parameters.

Modern approaches to matching the sound of virtual instru-
ment synthesizers use deep learning methods. The real-valued
parameters of the Dexed synthesizer plug-in, which is based on
Virtual Studio Technology (VST), are matched in [3] from target
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sounds transformed to Mel-frequency cepstral coefficients. The
authors test the efficacy of several neural networks, including one
that has, similar to our proposed model, a bidirectional recurrent
layer. One of the advantages of using a recurrent network is that
input sequences may be of arbitrary length. However their models
were apparently only trained and tested on audio having a duration
of 1 sec. In our case, we wish to match reverberant audio which
may be of arbitrary duration.

A custom synthesizer employing subtractive and frequency
modulation synthesis is matched in [4] using a deep convolutional
model. The input to the model is either the Short-time Fourier
transform (STFT) or raw audio and the outputs are the real-valued
parameters of the synthesizer, quantized to 16 discrete levels and
represented as one-hot vectors. This is the only work in our review
that conducted a formal listening test, as we do. Listening tests
are arguably at least as important as objective tests for evaluating
sound matching models, as it is difficult to map objective test error
to perceptual judgment of quality. Yet there exists several fun-
damental differences between our work and theirs. For instance,
we do not quantize real-valued parameters and we use a recurrent
neural net architecture. The convolutional architectures proposed
by [4] expect fixed-length input sequences and have small kernel
sizes providing receptive fields that are at most fractions of a sec-
ond long. Our architecture has no constraints on the signal length
and should be able to capture longer-term dependencies due to the
gated recurrent architecture. We believe these differences may be
important to characterize important attributes such as the length
and shape of a reverberant tail.

The Flow Synthesizer [5] is perhaps the most sophisticated
model, at the time of writing, for matching virtual instrument syn-
thesizer sounds. The authors of the Flow Synthesizer present a
generative model that includes a variational autoencoder which
provides a latent space for the target audio. The distribution over
the latent space is transformed through a bijective regression flow
to the parameters of the Diva synthesizer. As a result, the Flow
Synthesizer can simultaneously learn a lower dimensional mani-
fold for reconstructing the target audio, as well as a mapping from
the manifold to the parameters of the synthesizer. The model is
trained on real-valued parameters to the synthesizer and, similar to
[2], only attempts to infer parameters leading to the greatest vari-
ability in the data, as determined by PCA.

The sound matching task has not been applied to many do-
mains outside of virtual instrument synthesizers. An example of
reverb matching (which is explicitly defined in Section 3) can be
found in [6]. The authors first train a universal background model
(UBM) of reverberant audio. They subsequently adapt the UBM
to a Gaussian mixture model for each preset associated with a set
of reverb generators. This approach does not scale well when the
number of presets under consideration becomes large.

There have also been several proposals for "acoustic match-
ing." For instance, [7] suggests a method for characterizing record-
ings so that audio embeddings associated with the same impulse
response have smaller geometric distance than those associated
with differing impulse responses. The reference and target embed-
dings are subsequently used as conditioning signals in a waveform-
to-waveform model to transfer the acoustic context from one record-
ing to the next. An important difference between the work of [7]
and ours is that the former relies on strong assumptions that the
reverberant recordings can be fully characterized by an impulse
response.

A defining characteristic of our approach is the fact that our

system is designed to match natural as well as unnatural reverb.
Our model makes no assumptions about whether the reverb can be
characterized by an impulse response or that it was produced by
a linear time invariant system such as a physical acoustic space.
There is no requirement that the reverberant signal be decomposed
into a dry source and reverb kernel.

The reverb matching task has constraints that make it unique
from tasks that involve matching the sounds of a virtual instrument
synthesizer. First, a reverb generator may be thought of as an audio
“effect,” where an underlying audio source undergoes processing
and is mixed again with the original source. Because of this, we
want the model to “ignore” the underlying source material, mak-
ing an inference that is independent of the affected source. The
model must be able to reliably infer the correct reverb settings,
even when the reverberated target audio has been generated using
different source material. Second, the duration of a reverberated
source may vary greatly according to the reverb time of the reverb
generator. Virtual instrument synthesizers may also exhibit vary-
ing duration due to changes in release time, but the audible tail of
reverb may last many seconds, a less likely scenario with typical
virtual instrument synthesizer patches.

3. REVERB MATCHING

Consider an artificial reverb generator that reverberates an input
signal and mixes the reverberated output with the input. We denote
the set of all possible input signals, output signals, and parameters
that control the characteristics of the reverb generator as X , Y ,
and Φ respectively, and we define a family of reverb generating
functions

G = {gϕ : X 7→ Y | ϕ ∈ Φ} . (1)

(We denote vector-valued functions and variables in boldface, whereas
scalar values are denoted in normal typeface. Vector elements are
indicated using subscripts.) Thus, given an arbitrary dry input sig-
nal x ∈ X , mixing ratio π ∈ [0, 1], and reverb parameters ϕ ∈ Φ,
a particular reverb system is summarized as following.

y = π gϕ(x) + (1− π)x (2)
∈ Y .

In the reverb matching task, we’d like to recover gϕ and π
from y, without knowing anything about x. Notably, gϕ may be
non-differentiable so that a direct solution is not possible or practi-
cal. We approach this task by training a temporally adaptive neural
net f parameterized by θ so that, building on Equation 2, the fol-
lowing holds true.

fθ(y) = [π̂, gϕ̂] and (3)

ŷ = π̂ gϕ̂(x) + (1− π̂)x (4)

≈ y .

In this work, we take a data-driven approach to optimizing the pa-
rameters of the model. Due to the novelty of the task, there are
no off-the-shelf datasets available for reverb matching so we must
build a custom dataset. Our method for making training data is
described in general terms in the following section. (More explicit
details related to our experiment are provided in Section 6.)
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4. DATA

We build our own custom dataset by first choosing an artificial
reverb generator G that is capable of producing enough different
styles of reverb to satisfy our domain and codomain of interest, X
and Y . In practice, we choose a VST version of a reverb audio
plug-in.

Starting with a corpus of non-reverberated audio, we synthe-
size a dataset,

D = {(gϕ, π,x,y)

| gϕ ∈ G, π ∈ [0, 1], x ∈ X , y = gϕ(x)} . (5)

There are a few actively developed command line tools for batch
processing large-scale audio data through a VST plug-in, e.g., Mrs.
Watson1 and RenderMan2. However we found that offline batch
processing tools such as these could fail to render audio properly
under certain conditions. In particular, unexpected results were
encountered with reverb plug-ins that render reverb tails extending
beyond the duration of the input audio file.

We mitigated these issues by writing a batch processing server
that generates audio data from an arbitrary VST plug-in. The
server, which we provide as open source software3, was built with
Max by Cycling ’744. The application runs an HTTP server writ-
ten in Node.js to process HTTP requests specifying a dry audio file
and arbitrary VST plug-in parameter values. Each request triggers
the application to processes the dry audio file through an instance
of a VST plug-in and saves an output audio file after the plug-in’s
output gain settles to zero.

Our server is designed to process many files concurrently. For
this work, the number of data files processed in parallel was lim-
ited to a hand-tuned number of reverb plug-in instances that could
safely run with the available CPU overhead on our hardware. An
area of future development is to detect audio dropouts due to CPU
overload and automatically adjust the number of data files being
rendered in parallel.

For each example of dry audio, we uniformly sample a rever-
berator gϕ from G and mixing ratio π in [0, 1]. We subsequently
generated one or more associated examples of reverberated audio
using the batch processing server. The specific dry data and set of
reverberators G, chosen to correspond to the codomain of interest,
are discussed with respect to our experiment in Section 6.

5. MODEL

The model, shown in Figure 1, is a non-causal temporally adaptive
neural network. Raw time-domain reverberant audio of arbitrary
duration is transformed to the frequency domain using an STFT.5

Frames are further grouped into subsequences of maximum length
L frames. Frame groups are processed through a stack of bidirec-
tional recurrent layers [8]. A recurrent layer is a first-order stateful
function that is often applied to temporal sequences of inputs. The
output at the current time step is a nonlinear function of an affine

1http://teragonaudio.com/MrsWatson
2https://github.com/fedden/RenderMan
3https://github.com/iZotope/max_vst_renderer
4https://cycling74.com/products/max
5We’ve informally tested various transformations of the STFT as input,

including Mel-scale frequencies, log amplitudes, and cepstral coefficients.
Although not shown in our results, we found that the STFT input consis-
tently performed best for the reverb matching task.

transformation of the layer input and the current state. The current
state is typically the output of the previous step. A bidirectional
recurrent layer additionally applies the nonlinear function, with
different weights, to the sequence in reverse order.

The recurrent cell of each direction of each layer is a gated
recurrent unit (GRU) [9]. A GRU includes a reset and an update
gate. The reset and update gates are each a nonlinear function of
an affine transformation of the input and previous state. The reset
gate is used to create an intermediate state that “forgets” some por-
tion of its current state. An intermediate output is produced as a
nonlinear function of a different affine transformation of the input
and the intermediate state. The update gate is used to mix a portion
of the previous state with a complementary portion of the interme-
diate output. Hence a GRU may be trained to adaptively reset and
update relevant portions of the state, based upon the current input
and previous state. A bidirectional gated recurrent unit (BGRU)
applies two GRUs, one to the input sequence (forward GRU), and
another to the time-reversed input sequence (reverse GRU). The
output of the reverse GRU is time-reversed and concatenated with
the output of the forward GRU.

The final time step of the last recurrent layer is sliced and
followed by a fully connected layer, which projects the last time
step of the recurrent outputs to the required output dimensionality
D, optionally followed by an activation function. We apply mean
pooling over the inferences pertaining to groups of subsequences.
For training, we use a subset of the dataset DT ⊂ D. In the rest
of this paper, we let N = |DT |, and any particular element in the
training set is indicated by a superscript index.

We consider two versions of the model.

1. A regression model, which infers the reverb parameters ϕ ∈
Φ, where Φ ⊂ [0, 1]D .

2. A classification model, which infers the posterior probabil-
ity q(G|y), where D = |G|.

In both versions, the model additionally infers π, the mixing
coefficient. The objective function is

L = αLπ + (1− α)Lg , (6)

where Lπ is the mean-squared error of the model’s mixing ratio
inference and α is a term that weights the relative influences of
the losses. Each model and its loss Lg is described in more detail
below.

5.1. Regression Model

The regression model directly infers reverb parameters ϕ̂ ∈ RD .
In this version, there is no activation function applied to the fully
connected layer, and the network can be described as follows.

fθ(y) = [ϕ̂, π̂] . (7)

The objective function Lg is the mean-squared error of ground
truth and inferred reverb parameters, ϕ and ϕ̂.

5.2. Classification Model

The classification model infers one of D discrete reverberators,
represented as a one-hot vector. Denote the following function h,
which maps a reverberator to a one-hot vector.

h : G →

{
p ∈ {0, 1}D

∣∣∣∣∣
D∑
i=1

pi = 1

}
. (8)
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Figure 1: Model architecture.

Table 1: List of PhoenixVerb parameters.

Parameter

Diffusion Diffuser Type Diffuser Size
Predelay Early Attack Early Time
Early Slope Envelope Attack Envelope Time
Envelope Slope Reverb Size Reverb Time
Xover Frequency Low Mid Balance Damp Frequency
Damping Factor Early Level Reverb Level
Width Output Filter Type Out Frequency

We denote the ground truth probability distribution of a particular
reverberator as p = h(gϕ). The first D elements of the fully
connected layer are passed through a soft-max activation function,
which we denote q so that the network can be described as follows.

fθ(y) = [q, π̂] . (9)

We use a cross-entropy loss function Lg of q relative to p.

6. EXPERIMENTS

We chose monophonic reverberant dialogue as our codomain of
interest. We used several speech corpora to build a dataset. (See
Section 4 for a description of how the reverberant data was gen-
erated.) By far, the largest amount of data was culled from the
VCTK speech corpus [10], which consists of 109 subjects reading
newspaper texts, and consists of approximately 44 hours of audio.
We randomly selected 86 subjects for training data and put the rest
aside for validation and testing. The VCTK speech corpus con-
sists largely of monotone non-emotional speaking, so we added a
few other datasets of emotional speech to the training data. These
included the Berlin Database of Emotional Speech [11] and the
Surrey Audio-Visual Expressed Emotion Database [12].

We chose the PhoenixVerb VST audio plug-in by Exponential
Audio, which has a broad set of tunable parameters for generat-
ing many types of natural-sounding reverb. The parameter list is
provided in Table 1. We note, however, that any reverb generator
satisfying one’s matching requirements should suffice. For each
dry audio file in our dataset, we chose at random a PhoenixVerb
preset form the list of presets shown in Table 2. These presets, se-
lected largely from the “ADR and Post” category of PhoenixVerb’s
presets, were chosen by an expert audio engineer for their appro-
priateness to the codomain of interest.

The model was trained and tested using reverberated mono-
phonic audio sampled at 16 kHz. (High quality resampling was
performed when necessary.) The STFT was computed using a
window size of 512 samples with the same number of coefficients.
The input to the model was the first 257 non-redundant magnitude
coefficients of the STFT. The hop size was 128 samples. We used
two stacked layers of BGRUs. The sub-sequence length L was set
to 122, resulting in groups of subsequences approximately 1 sec

in duration. The outputs of the model corresponded to either the
90 presets listed in Table 2 or the 21 parameters listed in Table 1
(classification model and regression model, described below). We
used Adam [13] to optimize the model and trained it until there
was no improvement in loss for 20 epochs on a held-out validation
set.

Model performance was evaluated using MUSHRA (MUlti-
ple Stimuli with Hidden Reference and Anchor) [14], a method
designed to evaluate the quality of a lossy audio codec with re-
spect to an uncompressed reference. For the reverb matching task,
we adapt part of the MUSHRA protocol for the purpose of evalu-
ating the relative quality of several model variants. It is important
to point out that the goal of our task is to automatically add reverb
to a “dry” sound so that it sounds the same as a reverberated ref-
erence. Because we are not evaluating compression codecs, our
goal diverges slightly with MUSHRA. Nevertheless, MUSHRA is
a helpful tool to determine quality of algorithms. Our experimen-
tal design is discussed below, along with any significant variations
from the published MUSHRA protocol.

6.1. Design

Sixteen listening examples, or “trials”, were provided in random
order. The duration of each example ranged from 3.4 to 10.4 sec-
onds. Half of the examples were “synthetic” and half were “natu-
ral” (described below). Each trial had a “visible” reference track,
which is reverberated audio. For each trial, subjects were asked to
evaluate the pairwise similarity of the visible reference with each
of five stimuli, presented in random order. The stimuli are de-
scribed below.

Hidden reference The same audio as the visible reference.

Human model A reverberated example created by an expert au-
dio engineer, who used the PhoenixVerb plug-in in com-
bination with a digital audio workstation to manually per-
form the reverb matching task. The engineer was allocated
a maximum of 120 seconds, per trial, to perform manual
reverb matching. (Therefore the time limit imposed on the
engineer allowed at least an order of magnitude more time
than the duration of each trial example.)

Random model A PhoenixVerb preset (from Table 2) and the
value for mixing ratio were selected uniformly at random.

Regression model PhoenixVerb parameters (from Table 1 and mix-
ing ratio predicted by a trained regression model.

Classification model PhoenixVerb preset (from Table 2) and mix-
ing ratio predicted by a trained classification model.

The participants were asked to rate each example along a numeri-
cal continuum from 0 to 100. There was no time limit per trial.
Participants were presented one unused example before the ex-
periment began to get accustomed to the experimental environ-
ment. The experiment was conducted online using the open source
webMUSHRA interface [15]. Participants were asked to conduct
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the experiment in a quiet environment using high quality head-
phones, but no other specific controls were applied to the listening
context.

6.1.1. Synthetic References (Trials 0–7)

These examples were drawn from the test partition of the VCTK
corpus, in which adult men and women were recorded reading
fragments of newspaper stories. The vocal deliveries in the cor-
pus are generally not emotive, and the recording conditions are
consistent. The “dry” recordings were reverberated using presets
from PhoenixVerb. The presets were drawn randomly from a list
selected by an expert audio engineer (Table 2) and the mixing ratio
was drawn from a uniformly random distribution between 0 and 1.
These examples are very similar to the ones that were used to train
our models. However, none of the voice actors in this set had been
used when training the model.

6.1.2. Natural References (Trials 8–15)

These are internally sourced field recordings that are “natural,” in
the sense that they were recorded by a production team, either on
a sound stage, or at another naturally reverberant environment. In
some cases, we used paired dry and reverberant audio recorded
with different microphones located at different distances with re-
spect to the subject speaking. In other cases (Trials 8, 13, and 14),
we used unpaired reverberant recordings and dry versions were
created using [16]. Since “natural” field recordings were “from
the wild,” there were no ground-truth reverb parameter settings as-
sociated with these recordings.

6.2. Differences from MUSHRA

This section describes how our MUSHRA test deviated from the
established protocol, which was originally designed for evaluating
the quality of lossy audio compression algorithms. We note that
such deviations from the protocol are widely used in the literature
when subjectively evaluating generic audio algorithms.

6.2.1. Hidden Reference

In the established MUSHRA protocol, participants are instructed
that the reference is hidden among the comparison clips. Given
this knowledge, it is therefore expected that the participants rate at
least one example with a score of 100, per trial. This provides the
experimenters a mechanism for rejecting participants who provide
the hidden reference a low rating. Due to an oversight, we did not
provide this information to our participants. As a result some par-
ticipants rated the hidden reference lower than 100. However, we
applied statistical analysis to each individual’s ratings and deter-
mined that no participant rated other models higher than the hidden
reference, even when the hidden reference was given, on average,
a rating lower than 100.

6.2.2. No Anchors

We did not provide any hidden anchors in the comparison clips.
Because we were not evaluating audio quality, it was difficult to
design a true “anchor.” An anchor should degrade the reference
by a known quantity, but there are too many perceptually impor-
tant and confounding dimensions in reverberation for us to design
a true anchor. For instance, we could create an anchor that reduces

Table 2: List of PhoenixVerb presets used in training the classifi-
cation model and testing the classification and regression models.

Preset

Tight Snare Tiny Ancient Plate
Tiny Ancient Plate 2 Tiny Vocal Plate
Dessert Plate In the Nursery
Sml Clean Chamb Sml Mid Chamb 2
Sml Mid Chamb 3 Chicken Chamber
Skinny Cow Chamb Recital Hall
Recital Hall 2 Ruby’s Cube 2
Live Room Live Room 2.
Live Room 3 Live Room 4
Live Room 5 Live Room 6.
Live Room 7 Live Room 8
Live Room 9 Live Room 10
Muted Live Room Muted Live Room 2
Cookin Kitchen Cookin Kitchen Too
Balance Room Airy Room
Airy Room 2 Room With a View
Room With a View Too Live Vocal Booth
Smooth Vocal Booth Wally Room
Wally Room 2 Wally Room 3
Polly’s Wall Room Kick Boom Room
Kick Boom Room 2 Empty Office
Empty Office 2 Lge Live Room
Lge Live Room 2 Carpet Crypt
Carpet Crypt 2 Carpet Crypt 3
Carpet Crypt 4 Carpet Crypt 5
The Bear Gets You Ski Slope
Snowbird Diamond Little Blue Car
Little Blue Car 2 Little Blue Car 3
Little Blue Car 4 Little Blue Car 5
50’s Hot Rod 60’s Hot Rod
Front Yard Front Yard 2
Front Yard 3 Front Yard 4
Front Yard 5 Back Yard
Back Yard 2 Back Yard 3
Back Yard 4 City Street
City Street 2 City Street 3
City Street 4 City Street 5
Afterthump Boxed In
Inverse Inverse 2
BongosMediumRoom BongosLargeRoom
CongasSmallRoom CongasMediumRoom
TamboraMediumRoom TamboraLargeRoom
GuiraRoom StereoKick
KickAir Hip-HopSnare
Hip-HopSnare 2 Bass Thumper
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Figure 2: Average ratings and 95% confidence intervals of mod-
els. (All trials.)

or increases the mixing ratio relative to the reference. However,
mixing ratio might be easily confused with reverberation time.
If the reference has a short reverberation time, the anchor would
be less meaningful and easier to confuse. Instead, the “Random
Model” provides the closest stimulus to a hidden anchor. The
random model provides us a mechanism for evaluating a baseline
performance and it is expected, on average, to be evaluated much
worse than the other stimuli.

6.3. Results

We had 28 adult participants in the experiment. All participants
are employees at an audio technology company where the average
employee may be considered a highly experienced listener. We
validated participants and trials by checking whether any model
was given a significantly better score than the reference.

Graphical results are depicted for the full set of trials, as well
as “synthetic” and “natural” partitions. The bar plots show the av-
erage ratings for each stimulus. Bar plot whiskers depict the 95%
confidence interval, as computed using the bootstrap method with
1000 iterations. Overall, and as shown in Figure 2, the hidden ref-
erence was provided the highest score and the Random Model was
provided the lowest score. When examining the full set of trials,
we determine that the Regression Model performed about as well
as a human expert. This is apparent by observing the correspond-
ing overlapping confidence intervals in 2. We also note that the
regression model apparently performs better than the classification
model, with non-overlapping confidence intervals.

When examining the partition of trials that used only “syn-
thetic” examples (Figure 3), the regression model and classifica-
tion model, as evaluated by our experiment participants, was in-
distinguishable in performance from human reverb matching. This
observation is based on the overlapping confidence intervals for all
three models.

Figure 3: Average ratings and 95% confidence intervals of mod-
els. (Synthetic trials.)

Figure 4: Average ratings and 95% confidence intervals of mod-
els. (Natural trials.)
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When examining results corresponding to “natural” examples,
shown in Figure 4, human subjects showed a clear order of prefer-
ences: Hidden Reference > Human Expert > Regression Model
> Classification Model > Random baseline. All preferences were
determined to be statistically significant on the “natural” data. Even
though the “Regression” model does not perform as well as a hu-
man expert engineer, we note that it performs much better than the
baseline, and that the model takes orders of magnitude less time
than a human to provide its inferences.

7. CONCLUSION

We presented a model for the reverb matching task, in which one
would like to automatically transfer the reverberant characteristics
of a reference audio track to a “dry” audio track. Notably, the
underlying source material of the “wet” and “dry” tracks may not
be the same. Such a model helps an audio engineer to avoid an
exhaustive manual search over the parameter space of an artificial
reverb generator.

We presented a subjective study where the codomain of inter-
est is reverberant speech dialogue, of the type commonly used in
automatic dialogue replacement for movies and TV. We provided
results corresponding to test data partitioned into “synthetic” and
“natural” examples. Considering the results of the full test set and
its partitions, we determine that the regression model does a good
job at the reverb matching task. It is as good as a human expert,
especially when the testing data is similar to the data used to train
the model. It performs a little worse than an expert human on more
natural data, but far better than a random baseline. We expect that
we may improve the model’s performance for in-the-field record-
ings if we provide more varied data during training. As mentioned
above, the training data was overwhelmingly non-emotive, which
doesn’t align well to the types of recordings that would typically
occur for tasks like ADR. We leave training on a more heteroge-
neous dataset to future work.
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ABSTRACT
Various audio signal processing applications, such as source

separation and dereverberation, require an accurate mathematical
modeling of the input audio data. In the literature, many works
have focused on source signal modeling, while the reverberation
model is often kept very simplistic.

This paper aims to investigate a stochastic room impulse re-
sponse model presented in a previous article: this model is first
adapted to discrete time, then we propose a parametric estimation
algorithm, that we evaluate experimentally. Our results show that
this algorithm is able to efficiently estimate the model parameters,
in various experimental settings (various signal-to-noise ratios and
absorption coefficients of the room walls).

1. INTRODUCTION

Audio signal processing algorithms often involve the modeling of
room impulse responses. In the context of source separation or
dereverberation, for example, the observed signal x(t) is usually
defined as a sum of convolution products of acoustic source signals
si(t) with the corresponding room impulse responses (RIR) hi(t),
corrupted by additive noise n(t) as in (1):

x(t) =
∑
i

hi ∗ si(t) + n(t), (1)

where i refers to the different acoustic sources. Hence, the respec-
tive mathematical models chosen for the source signals and the
RIRs play an equally important role in the joint estimation of hi

and si.
The modeling of source signals has been the main focus in

numerous papers, with approaches such as Non-negative Matrix
Factorization (NMF) [1, 2], stochastic models [3], or methods that
take advantage of specific characteristics of the problem, like har-
monic/percussive separation [4].

As for the RIR, one standard model [5, 6] is a Gaussian process
with independent samples and exponentially decreasing variance:

h(t) = e−atb(t)

b(t) ∼ N (0, σ2).
(2)

We will show in Section 2 that this model is a good approximation
in the late part of the reverberation but it does not permit to ac-
curately represent the early reflections. However the early reflec-
tions, where the energy is mostly concentrated, are perceptually

Copyright: © 2020 Achille Aknin et al. This is an open-access article distributed
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very important. Further attempts for modeling reverberation in-
clude the use of a spatial covariance matrix [7], complex Gaussian
latent variables [8] or a more general Student’s t model [3].

We present in this paper an algorithm that aims to estimate
the parameters of a model which accurately represents both the
early and late parts of reverberation, based on a previous work in
[9, 10]. We intend to adapt this algorithm to various signal pro-
cessing applications, such as source separation, noise reduction or
dereverberation.

This paper is organized as follows: in Section 2 we define the
stochastic model and discuss some of its properties, Section 3 ex-
poses the parametric estimation algorithm and Section 4 reviews
our experimental results. Finally, some conclusions and perspec-
tives are drawn in Section 5.

2. REVERBERATION MODEL BASED ON A POISSON
POINT PROCESS

The physical model we use is described in [9, 10]. We will sum-
marize in this section the main contributions and highlight some
interesting properties.

2.1. The image source principle

The model is based on the image source principle [11, 12], illus-
trated in Fig. 1. According to this principle, an indirect path from
an acoustic source to a microphone can equivalently be described
by a direct path from an image source to the microphone and con-
versely, where the image sources are at the positions obtained by
iterative symmetrization of the original source with respect to the
room walls.

A remarkable property of this principle is that, regardless of
the room dimensions, the density of the image sources is uniform
in the whole space: the number of image sources contained in a
given disk, of radius sufficiently larger than the room dimensions,
is approximately invariant under any translation of this disk. We
will additionally consider that the positions of the image sources
are random and uniformly distributed in the room. More precisely,
for any given volume V ⊂ R3, we assume that the number of
image sources in V follows a Poisson distribution (denoted P) of
parameter λ|V |:

N(V ) ∼ P(λ|V |) (3)

where|.| denotes the Lebesgue measure.
This assumption leads to the use of a Poisson random measure

with independent increments to describe the image sources, with
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Figure 1: Positions of microphone (plus sign), source (blue dot)
and image sources (black dots) with the room walls represented
as thick lines. A virtual straight trajectory from one image source
to the microphone is drawn, along with the real trajectory in the
original room [10].

an infinitesimal volume dxs:

dN(xs) ∼ P(λdxs)

N(V ) =

∫
V

dN(xs)
(4)

where we still have N(V ) ∼ P(
∫
V
λdxs)) = P(λ|V |).

2.2. Unified stochastic reverberation model

According to the image source principle, the RIR can be decom-
posed into a sum of direct sound waves from the image sources to
the microphone:

h(t) = e−ath̃(t) with h̃(t) =
∑
s

h̃s(t)

where we sum over all the image sources s, and a > 0 is a constant
exponential decay factor, assuming that the acoustic field is diffuse
(isotropic) and that the absorption of the walls is independent of
the frequency. We can further express the sound received from the
image source s, h̃s(t), if we assume the source and the microphone
to be omnidirectional:

h̃s(t) =
g
(
t− ∥x−xs∥2

c

)
∥x− xs∥2

where c is the speed of sound, ∥.∥2 denotes the Euclidean vec-
tor norm, x is the microphone position, xs is the source position,

1
∥x−xs∥2

is a consequence of the quadratic energy decay of spher-
ical waves, and the causal filter g corresponds to other convolutive
effects such as the inner response of the microphone, and must
verify Fg(0) =

dFg

df
(0) = 0, where Fg(f) is the Fourier trans-

form taken at frequency f , for technical reasons explained in [10].
Using the assumptions made in the last section, we can further de-
velop:

h̃(t) =

∫
xs∈R3

g

(
t−
∥x− xs∥2

c

)
dN(xs)

∥x− xs∥2
.

One final simplification can be made by noticing that, since
the microphone and the source are omnidirectional, the integrated
function only depends on the distance between the microphone

Figure 2: Representation of an ideal RIR, with isolated peaks in
the early reflections becoming denser in the late reverberation.

and the image source r = ∥x− xs∥2 = ct′, where t′ is the time
taken by a sound wave to travel from the image source to the mi-
crophone: ∀t ∈ R,

h̃(t) =

∫
t′∈R+

g
(
t− t′

) dN ′(t′)

ct′
(5)

where R+denotes the set of non-negative real numbers, and dN ′(t′)
∼ P(4πc3λt′2dt′) is now a Poisson increment of quadratically in-
creasing parameter w.r.t. time.

2.3. Properties

The main difference between the exponentially decreasing Gaus-
sian model in (2) and the Poisson point process model in (5) is the
treatment of the early reflections. Fig. 2 shows that, in an ideal
RIR, the early reflections correspond to isolated peaks which be-
come denser with time, converging to a Gaussian process in the
late part of reverberation.

While the exponentially decreasing Gaussian model is a good
approximation in late reverberation, it does not accurately repre-
sent the early reflections. The Poisson point process model, on the
other hand, is representative of both the early and late parts of the
reverberation, thanks to the sparsity of the Poisson distribution.

2.4. Discrete-time model

From now on, we will consider the case of discrete-time signals,
sampled at frequency fs. Consequently the model (5) becomes:
∀u ∈ [0, Lh − 1],

h(u) = b(u) + w(u)

b(u) =
∑
v∈N

gd (u− v)
e−advp(v)

v

(6)

where:

• Lh is the length of the observed RIR h,

• w(u) ∼ N (0, σ2) is white Gaussian noise corresponding
to the measurement error of h,

• ad = a
fs

,

• gd(v) = e−adv fs
c
g( v

fs
),

• p(v) ∼ P(λdv
2),

• λd = 4πλ c3

f3
s

.
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For readability purposes, we will respectively denote the pa-
rameters a, λ and g instead of ad, λd and gd and stop referring to
their continuous equivalent in the rest of this paper.

3. ESTIMATING THE PARAMETERS

The model defined in (6) includes:

• the observed variable h(u),

• the latent variable b(u) 1,

• the parameters a, σ2 and λ,

• the impulse response g that filters the time series π(v) =
p(v)
v

scaled down by e−av , that we will model as a causal
autoregressive (AR) filter of parameters (1,−α1, . . . ,−αP ),

• one hyper-parameter, the order P of the AR filter g.

To simplify the estimating process, we will consider p(v) to
be drawn from a Gaussian process of same variance, instead of a
Poisson process. This invalidates some results from [10] but p still
has the same physical interpretation. Thus we have:

p(v) ∼ N (0, λv2)

π(v) =
p(v)

v
∼ N (0, λ)

(7)

where p(v) has an expected value of 0, instead of λv2 as in Sec-
tion 2.4, but this is compensated by the fact that we will no longer
need to assume Fg(0) =

dFg

df
(0) = 0 as in Section 2.2. A conse-

quence of this simplification is that the a posteriori distribution of
b is also Gaussian:

b | h, α, λ, a, σ2 ∼ N (µ,R). (8)

Given these last conditions, an Expectation-Maximization (EM)
algorithm [13] can be used to jointly estimate the parameters α, a,
λ and σ2 and the latent variable b(u) given an observed RIR h(u)
in the maximum likelihood sense. The algorithm alternates two
steps:

• expectation step (E-step): computing the a posteriori dis-
tribution of b given h (in this case we only need its mean
vector µ and covariance matrix R), given the current esti-
mates of the parameters,

• maximization step (M-step): maximizing (9) with respect
to the parameters θ = (α, λ, a, σ2) given the current esti-
mate of the a posteriori distribution of b.

More specifically, the a posteriori expectation of the log-probability
density function (PDF) of the joint distribution of observed and la-
tent random variables is:

Q =EP(b|h,θ)
[
lnP(h, b | θ)

]
=EP(b|h,θ)

[
lnP(b | θ)

]
+ EP(b|h,θ)

[
lnP(h | b, θ)

]
=− Lh

2
ln(2πλ) +

Lh(Lh − 1)

2
a

− 1

2λ

(
∥EAµ∥22 + Tr(E2ARAT )

)
− Lh

2
ln(2πσ2)− 1

2σ2

(
∥h− µ∥22 + Tr(R)

)
(9)

with:
1Note that we could equivalently define w(u) or p(v) as the latent vari-

able.

• MT the transpose of matrix M ,

• Tr(M) the trace of matrix M ,

• E the diagonal matrix of coefficients {eau}Lh−1
u=0 ,

• A the Lh × Lh Toeplitz matrix implementing the inverse
filter of the AR filter g, which has finite impulse response:

A =



1 0 . . . . . . . . . 0

−α1 1
. . .

...
...

. . .
. . .

. . .
...

−αP

. . .
. . .

. . .
...

. . .
. . . 1 0

0 −αP . . . −α1 1


.

3.1. Expectation

The expectation step corresponds to the exact updates:

R = λσ2(λI + σ2ATE2A)−1

µ =
Rh

σ2

with I the identity matrix. Since the matrix inversion in the update
of R is computationally expensive, using a Kalman filter with a
Rauch-Tung-Striebel (RTS) smoother as described in [14] and [15]
is preferable.

In this case, considering at each time step u ≥ 0 the state vari-
able B(u) =

[
b(u), b(u− 1), . . . , b(u− P + 1), b(u− P )

]T ∼
N (µu|Lh−1, Ru|Lh−1) (where µu|v and Ru|v denote the mean
vector and covariance matrix of B(u) given all observations h
from times 0 up to v), the following two equations hold for any
u > 0:

B(u) = FB(u− 1) + Π(u)

h(u) = CB(u) + w(u)

with:

• Π(u) ∼ N (0, Qu),

• Qu(0, 0) = λe−2au and Qu(i, j) = 0 if i ̸= 0 or j ̸= 0,

• F =



α1 α2 . . . αp 0
1 0 . . . 0 0

0
. . .

. . .
...

...
...

. . .
. . .

...
...

0 . . . 0 1 0


,

• C = [1, 0, . . . , 0].

The expectation step is then as described in Algorithm 1.

3.2. Maximization

As for the maximization step, the following updates directly max-
imize the a posteriori expectation of the joint log-PDFQ in (9).

DAFx.3

DAF
2

x
21in

Proceedings of the 23rd International Conference on Digital Audio Effects (DAFx2020), Vienna, Austria, September 2020-21

33



Proceedings of the 23rd International Conference on Digital Audio Effects (DAFx-20), Vienna, Austria, September 8–12, 2020

Algorithm 1: Expectation step with Kalman filter and
RTS smoother

Result: µu|Lh−1 and Ru|Lh−1 for all u ≥ 0
µ−1|−1 = [0, . . . , 0];
R−1|−1 = 0 the zero matrix;
for u← 0 to Lh − 1 do

µu|u−1 = Fµu−1|u−1 (a priori state estimate);
Ru|u−1 = FRu−1|u−1F

T +Qu (a priori covariance
estimate);

ỹu = h(u)− Cµu|u−1 (pre-fit residual);
Su = CRu|u−1C

T + σ2 (pre-fit residual
covariance);

Ku = Ru|u−1C
T /Su (optimal Kalman gain);

µu|u = µu|u−1 +Kuỹu (a posteriori state estimate);
Ru|u = (I −KuC)Ru|u−1 (a posteriori covariance

estimate);
end
for u← Lh − 1 to 1 do

Ju−1 = Ru−1|u−1F
TR−1

u|u−1 (correction matrix);
µu−1|Lh−1 = µu−1|u−1+Ju−1(µu|Lh−1−µu|u−1)

(smoothed state estimate);
Ru−1|Lh−1 =

Ru−1|u−1 + Ju−1(Ru|Lh−1 −Ru|u−1)J
T
u−1

(smoothed covariance estimate);
end

Filter g: The optimal filter parameters are the unique solution of
the linear system: ∀0 < p ≤ P ,

P∑
q=1

αq

Lh−1∑
u=0

(µ(u− q)µ(u− p) +R(u− q, u− p))e2au

=

Lh−1∑
u=0

(µ(u)µ(u− p) +R(u, u− p))e2au.

(10)

Image sources density parameter λ: The optimal parameter λ
is:

λ =
1

Lh
(∥EAµ∥22 + Tr(E2ARAT )). (11)

Absorption parameter a: Substituting the value of λ in the ex-
pression of Q in (9) and canceling the partial derivative with re-
spect to a, we find:

Lh − 1

2

[
∥EAµ∥22 + Tr(E2ARAT )

]
=

Lh−1∑
u=0

u
[
(EAµ)(u)2 + (E2ARAT )(u, u)

]
.

(12)

This equation has no closed-form solution, but the solution is unique
and we can use a dichotomy method to find the optimal value of a.

White noise parameter σ2:
The update of the white noise parameter is:

σ2 =
1

Lh

(
∥h− µ∥22 + Tr(R)

)
. (13)

3.3. Initialization of the parameters

An adequate initialization of the parameters can make the EM al-
gorithm converge much faster. This is why we initialize the pa-
rameters as follows:

Filter g:
Filter g has an effect on the spectral shape of h, so that we can

approximate the squared magnitude of the frequency response of g
by taking the average power of each sub-band signal in the short-
term Fourier transform (STFT) of h. The inverse discrete Fourier
transform (DFT) of this squared magnitude of the frequency re-
sponse gives a biased estimate of the autocovariance function, and
the corresponding AR coefficients α are found by solving Yule-
Walker’s equations [16].

Absorption parameter a:
Since the energy of h is exponentially decreasing, we perform

linear regression on lnh2(u) in order to estimate its slope 2a.

Image sources density parameter λ:
Given that the approximate number of impulses in the early

part of the RIR between times 0 and N is λN3

3
, we consider the

first sample Nfirst where h reaches a certain threshold (for exam-
ple half the maximum amplitude of h), which is expected to cor-
respond to the first impulse (due to the direct path from the source
to the sensor). We then approximate λ = 3

N3
first

. Although in-

accurate, this approximation is sufficient for initializating the EM
algorithm.

White noise parameter σ2:
The white noise parameter σ2 is estimated as the average power

of the first values of h, before the first impulse at time Nfirst.

3.4. Implementation

The algorithm described in this section was implemented in Python.
Code and documentation can be found in the following GitHub
repository: https://github.com/Aknin/Gaussian-ISP-model.

4. EXPERIMENTAL RESULTS

4.1. Room impulse response dataset

In order to evaluate the performance of the EM algorithm, we used
synthetic RIRs generated by Roomsimove [17]. Roomsimove is
a MATLAB toolbox that simulates a parallelepipedic room, and
allows us to specify the dimensions of the room, the absorption
parameter of the walls, the filter g, and the position of the source
and microphone. We manually added the noise w(u) to account
for the measurement error. Although the model described in [9, 10]
applies to any room geometry and our algorithm is expected to
work regardless of the shape of the room, Roomsimove is limited
to the simulation of parallelepipedic rooms.

In all the experiments conducted, we used the following pa-
rameters in Roomsimove:

• gtrue is a combination of a low-pass filter with cut-off fre-
quency 20 Hz, that is implemented as a recursive filter of
order (2,2) (default settings of Roomsimove), and a Finite
Impulse Response (FIR) filter approaching the frequency
response of an Audio-Technica ATM650 microphone2,

2Based on http://recordinghacks.com/microphones/Audio-
Technica/ATM650.
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Figure 3: Frequency response of both the estimated and true filters
g in one of the experiments, where the absorption coefficient is 0.7
and σ2 = 10−4 (the corresponding SNR is 15 dB).

• the room is of size 2× 3× 4 (in meters),

• the sampling frequency is fs = 16000 Hz,

• the sources and microphones in the room are omnidirec-
tional.

We also set the hyper-parameter P = 20 (order of the AR filter).
Note that, since to the best of our knowledge the algorithm

presented in this paper is the first one that estimates the model pre-
sented in [10], it is not possible to compare its performance with
any other method in the literature. Instead, we will use the true
parameters of Roomsimove and compare them to the estimated
parameters. For instance, the comparison of the true and estimated
σ2 is straightforward, since the noise is manually added.

We can also compare the estimate gest and the ground truth
gtrue by computing the average relative error between their re-
spective DFTs:

Dr(gest, gtrue) =
1

Nfft − 1

Nfft−1∑
k=1

∣∣∣∣∣∣∣Ĝest(k)
∣∣∣−∣∣∣Ĝtrue(k)

∣∣∣∣∣∣∣∣∣∣Ĝtrue(k)
∣∣∣

where Nfft is the number of frequency bins k in the DFT Ĝ(k).
Note that the first frequency bin k = 0 is ignored because, as an
AR filter, gest is not expected to verify the property satisfied by
gtrue: Fgtrue(0) =

dFgtrue
df

(0) = 0. Fig. 3 shows an example
of the frequency response of the estimated gest along with the fre-
quency response of the true filter gtrue where Dr(gest, gtrue) =
0.151.

Parameter a is related to the reverberation time T60 of the
room (T60,est = 3 ln(10)

afs
) which can be computed with Room-

simove parameters using Eyring’s formula [18]:

T60,true = −0.1611 |V |
S ln(1−A)

where |V | is the volume of the room, S is the total surface of the
walls in the room and A is the absorption of the walls. We can also
estimate T60,baseline, that will serve as a baseline, by interpolat-
ing the logarithm of the Energy Decay Curve (EDC) with a linear

function of coefficient −T60,baseline
3 as described in [19].

As for parameter λ, it is theoretically related to the volume of
the room: λ = 1

|V | , and it is directly related to the energy of h.
But since the observed RIR h is normalized in practice, we cannot
compare λ to any ground truth parameter.

4.2. Complexity of the algorithm

While the exact expectation step, involving the inversion of an
Lh ×Lh matrix, is quite computationally expensive (O(L3

h)), the
complexity of the Kalman filtering and RTS smoothing algorithm
is only O(LhP

3).
Note that the maximization step is even less computationally

expensive. Indeed, the most expensive stage in this M-step is
the computation of the diagonal entries of matrix ARAT in (11)
and (12). Knowing that a multiplication Ax (or xTAT ) with x a
vector of length Lh is actually a convolution of x with a finite im-
pulse response of length P +1, the computation of these diagonal
entries amounts to a complexity of O(LhP

2).
In practice, on an Intel Xeon Gold 6154 CPU at 3.00 GHz, the

execution time for 500 iterations of the EM algorithm is 150 sec-
onds, in the case of short RIRs of length Lh = 750 (i.e. 47 ms), or
up to 600 seconds in the case of longer RIRs of length Lh = 2500
(i.e. 156 ms). It is important to observe that only 150 iterations
are sufficient to converge to accurate parameter estimates when
Lh = 750, but more iterations are needed when the reverberation
in longer.

4.3. Influence of the Signal to Noise Ratio on the estimation

In this experiment, we made the white noise parameter σ2
true vary

in order to investigate the influence of the signal-to-noise ratio
(SNR) on the estimation performance, while fixing the absorption
parameter to 0.7.

Fig. 4 compares the true and estimated parameters for several
SNRs between 5 and 35. Fig. 4c, that compares σ2

true and σ2
est,

displays the quotient of the estimate over the true parameter, in
order to improve the readability (σ2 takes values between 10−6

and 10−3). The blue dot represents the mean value and the blue
segment is bounded by this mean value plus or minus the standard
deviation, where the mean and standard deviations are computed
over 100 different experiments for each SNR value. Fig. 4a also
shows the baseline estimation T60,baseline using green dots and
green segments in a similar way.

We can draw several conclusions from these figures. First of
all, the estimation of the T60 seems to be better than the baseline
estimation, although slightly biased at any SNR value. Having a
high SNR gives more consistent results, but the estimation remains
biased.

On the other hand, a high SNR leads to better estimates of g,
by improving both the consistency and the mean results.

As for the estimation of σ2, it fits well the true values regard-
less of the SNR, except for a higher standard deviation when the
SNR is too low.

3Note that being able to estimate the T60 does not allow us to compare
this algorithm to other T60 estimators available in the literature, since they
are usually designed to work with speech or music signals, instead of RIRs,
and generally fail when applied to RIRs.
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Figure 4: Comparison of the mean and standard deviation of the
estimation over 100 different experiments (blue) to the true param-
eters (orange) as well as the baseline estimation of the T60 (green)
for different SNRs.
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Figure 5: Comparison of the mean and standard deviation of the
estimation over 100 different experiments (blue) to the true param-
eters (orange) as well as the baseline estimation of the T60 (green)
for different absorption parameters.
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4.4. Influence of the absorption of the walls on the estimation

In a second experiment, we explored the influence of the absorp-
tion parameter of the room walls on the quality of the estimation.
Fig. 5 shows the results obtained when the absorption ranges from
0.3 to 0.8 while σ2

true is set to 10−5, corresponding to an SNR of
15 dB.

In Fig. 5a we notice that the estimation of the reverberation
time is closely matching the curve of T60,true, while still being
slightly biased. As in the first experiment, our model estimates the
reverberation time better than the baseline.

On the other hand, a low absorption leads to better estimates
of g, by improving both the consistency and the mean results.

As for the estimation of σ2, the estimation appears to be good
at any absorption value. This experiment thus confirms that the
EM algorithm is robust to various absorption levels.

5. CONCLUSION

This paper investigated the application of a stochastic reverbera-
tion model and the estimation of its parameters given an observed
RIR. We presented the implementation of the estimating algorithm
and highlighted some experimental results.

In the future, this algorithm could be adapted to more specific
tasks, such as estimating the T60 in various settings (since it is
directly related to one of the parameters of the model), or also more
complex signal processing applications, like source separation and
dereverberation.

We now plan to further explore several directions:

• relaxing the assumption that the exponential decay is isotropic
and not frequency dependent, leading to a more realistic re-
verberation model [20],

• adapting the EM algorithm to consider non-omnidirectional
sources and microphones,

• implementing a similar algorithm with non-Gaussian pro-
cesses, into order to better account for the sparsity of early
reflections,

• estimating the model parameters from real audio signals
(speech, music) instead of the RIR,

• implementing an audio source separation algorithm using
this reverberation model in order to further evaluate the ben-
efits of using an accurate representation of the RIR.
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ABSTRACT

In the design of real-time spring reverberation algorithms, a modal
architecture offers several advantages, including computational ef-
ficiency and parametric control flexibility. Due to the complex,
highly dispersive behavior of helical springs, computing physi-
cally accurate parameters for such a model presents specific chal-
lenges. In this paper these are addressed by applying an implicit
higher-order-in-space finite difference scheme to a two-variable
model of helical spring dynamics. A novel numerical boundary
treatment is presented, which utilises multiple centered boundary
expressions of different stencil width. The resulting scheme is un-
conditionally stable, and as such allows adjusting the numerical
parameters independently of each other and of the physical pa-
rameters. The dispersion relation of the scheme is shown to be
accurate in the audio range only for very high orders of accuracy
in combination with a small temporal and spatial step. The fre-
quency, amplitude, and decay rate of the system modes are ex-
tracted from a diagonalised form of this numerical model. After
removing all modes with frequencies outside the audio range and
applying a modal amplitude correction to compensate for omitting
the magnetic transducers, a light-weight modal reverb algorithm is
obtained. Comparison with a measured impulse response shows a
reasonably good match across a wide frequency range in terms of
echo density, decay characteristics, and diffusive nature.

1. INTRODUCTION

Spring reverb tanks originated in the 1930s as a compact, electro-
mechanic means to emulate room reverberation [1]. Their func-
tionality relies on the slow and heavily dispersive propagation of
waves in helical springs, which facilitates long reverberation times
and diminishes constructive wave interference. The spring’s vibra-
tional behaviour is assumed to be approximately linear and time-
invariant at typical driving levels, and the impulse reponse (IR)
generally features a series of smeared pulses (see Figure 1). As
discussed in previous works (see, e.g. [2, 3]), the IR spectrogram
is typically divided into two frequency ranges, each featuring a se-
ries of frequency-dependent echos, sometimes referred to as chirps
[4, 5]. These peculiar characteristics make spring reverb sonically
distinct from room or plate reverb. As such, it has been appreciated
and employed as an effect in its own right since the early 1960s,
when type IV units first appeared [6].

Efforts have been made in the past two decades to digitally
emulate spring reverb, which enables incorporating it into digi-

Copyright: © 2020 Maarten van Walstijn. This is an open-access article distributed

under the terms of the Creative Commons Attribution 3.0 Unported License, which

permits unrestricted use, distribution, and reproduction in any medium, provided the

original author and source are credited.

Figure 1: Example impulse response, measured on a single spring
of an Accutronics & Belton 9EB2C1B Reverb tank. The black
dashed line indicates the transition frequency.

tal music workflows. One approach aims to reproduce the chirps
in a phenomenological manner, using allpass and lowpass filters
within delay feedback structures [4, 5, 7]. Some of the response
details, specifically those near and above the transition frequency,
are difficult to capture this way, but otherwise good matches with
measured IRs have been obtained, particularly so via automated
calibration [8]. The main advantage is that the resulting compu-
tational structures are both efficient and parametric, i.e. the model
parameters can be tuned on-line. The downside is that these pa-
rameters have no clear connection with the underlying physics of
helical springs. One may therefore question the authenticity of the
output if the parameters are significantly dialled away from those
estimated directly from a measured IR.

Another phenomenological approach is to adopt a computa-
tional structure consisting of a parallel set of modal oscillators (see
Figure 2) and set the modal frequencies according to physically-
informed formulas [9, 10]. This also yields an efficient algorithm,
and the modal architecture offers increased parametric control flex-
ibility, as well a simple way of adding some diffusion in the IR tail
[10]. However, physics-based approximate formulas have been
proposed so far only for modes with frequencies below the tran-
sition frequency, and in addition it is unclear how similar closed-
form expressions could be derived for mode amplitudes and damp-
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Figure 2: Modal reverb architecture. VE and VP are the excitation
and pick-up voltage signals, respectively.

ing constants. In [10], this is addressed by setting these according
to the amplitude envelope and overall decay rate of a measured IR.

The main alternative to the above methods is to model the
vibrational behaviour of helical springs, and solve the resulting
system of partial differential equations using numerical methods.
Such an undiluted physical modelling approach intrinsically con-
nects the model coefficients to the system’s material and geomet-
rical parameters. Previous works have utilised second-order accu-
racy finite difference schemes for the discretisation of two-variable
descriptions of helical spring dynamics [2, 11, 3, 12]. These mod-
els are based on different simplifying assumptions compared to
the twelve-variable model by Wittrick [13]. So far, the magnetic
beads at the spring terminations were incorporated only in the sim-
pler model proposed in [11]. The otherwise more advanced “thin
spring model” proposed in [3, 12] accounts for the dependency on
the helix angle, and has been shown to behave extremely similar
to Wittrick’s model in the audio range. The resulting numerical
models capture much of the response detail, including secondary
echos. On the other hand, numerical dispersion relation analy-
sis results have indicated significant errors for high wavenumbers,
even for parameterised schemes with optimally tuned coefficients.
One of the more easily visible resulting artefacts is a discrepancy
in the echo density above the transition frequency (see, e.g. Figure
6 in [11]). Compared with measured IRs the results computed in
[2, 11] also lack diffusion in the IR tail [14]. In addition, all of the
finite difference schemes proposed so far carry a relatively high
computational load, making real-time implementation on standard
processors less than straightforward.

This paper proposes a numerical method that aims to over-
come both the accuracy and computational efficiency issues. Start-
ing from a two-variable description of the helical spring dynamics
in Section 2, the approach is to devise an unconditionally stable fi-
nite difference scheme in which the spatial derivatives are approx-
imated with higher-order accuracy stencils (see Section 3). After
selecting a sufficiently high sampling frequency, number of spa-
tial segments and order of accuracy, the resulting scheme is diag-
onalised in Section 4 to obtain an efficient modal form which can
be recast into a decimated version featuring only modes within the
hearing range, and running at a standard audio rate.

2. SPRING REVERB TANK MODEL

2.1. Helical Spring Vibrations

In the below, the prime symbol is used to distinguish an original
variable from a (non-primed) non-dimensional counterpart used
throughout the main body of the paper. Consider a helical spring
of cross-section A = πr2, wire length L, helix radius R, Young’s

modulus, E, and mass density ρ. On basis of the simplifying as-
sumptions made in [15], the transversal displacement u′ = u′(x′, t)
and longitudinal displacement v′ = v′(x′, t) accross the wire axis
coordinate x′ and time coordinate t can be considered to be gov-
erned by two coupled partial differential equations:

∂2u′

∂t2
=− r2

4ρ

(
E+η

∂

∂t

)(
∂4u′

∂x′4
+2ϵ2

∂2u′

∂x′2
+ϵ4u′

)
+
ϵ

ρ

(
E+η

∂

∂t

)(
∂v′

∂x′
−ϵu′

)
−2σ

∂u′

∂t
+

1

ρA
F ′

u, (1)

∂2v′

∂t2
=

1

ρ

(
E+η

∂

∂t

)(
∂2v′

∂x′2
−ϵ∂u

′

∂x′

)
−2σ

∂v′

∂t
+

1

ρA
F ′

v, (2)

where F ′
u = F ′

u(x
′, t) and F ′

v = F ′
v(x

′, t) are external force
density terms, and ϵ = 1/R. Frequency-dependent damping is in-
corporated here by considering the spring to behave like a Kelvin-
Voigt material [16], in which η represents viscosity. Frequency-
independent damping, which can loosely be considered to be due
to the surrounding medium, is modelled through the damping pa-
rameter σ. Following the non-dimensionalisation proposed in [11],
in which x ∈ [0, 1], these equations can be re-written as

∂2u

∂t2
=−κ2

(
1+ϕ

∂

∂t

)(
∂4u

∂x4
+2q2

∂2u

∂x2
+q4u

)
+q2γ2

(
1+ϕ

∂

∂t

)(
∂v

∂x
−u

)
−2σ

∂u

∂t
+qFu, (3)

∂2v

∂t2
=γ2

(
1+ϕ

∂

∂t

)(
∂2v

∂x2
− ∂u

∂x

)
−2σ

∂v

∂t
+Fv, (4)

where

u = ϵu′, v =
v′

L
, x =

x′

L
, Fu =

F ′
u

ρAL
, Fv =

F ′
v

ρAL
.

(5)

κ =

√
E

ρ

r

2L2
, γ =

1

L

√
E

ρ
, q = ϵL, ϕ =

η

E
. (6)

2.2. Boundary Conditions

A simplified form is considered here, omitting the magnets at ei-
ther end of the system. This leaves various types of lossless bound-
ary conditions to be considered, out of which the following is em-
ployed in this study:

v(0, t) = 0, u(0, t) = 0
∂u

∂x
(0, t) = 0, (7)

v(1, t) = 0, u(1, t) = 0
∂u

∂x
(1, t) = 0. (8)

From substitution into eq. (4) re-formulated with one-sided spatial
second derivatives and assuming Fv(0, t) = Fv(1, t) = 0, one
obtains

∂2v

∂x2
(0+, t) = 0,

∂2v

∂x2
(1−, t) = 0. (9)

2.3. Input and Output

Given a voltage input signal VE(t), the driving terms in (3,4) are
defined as

Fu(x, t) = ξ sin(θE)ψE(x)VE(t), (10)
Fv(x, t) = ξ cos(θE)ψE(x)VE(t), (11)
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where θE is the ‘excitation angle’. For the purpose of modelling
the reverb tank as an input-to-ouput system with reciprocal trans-
ducers, the relationship between the input/output voltage and the
driving/pick-up force may be simplified to a simple scaling by an
arbitrary constant ξ, which is set to ξ = 1 here. The term ψE(x)
is a distribution function of width w, positioned near the input end
of the system. For example, a raised-cosine distribution:

ψE(x) =

{
1
w
[1 + cos(πx/w)] : 0 < x < w

0 : otherwise
(12)

Using a reciprocal mechanism at the other end, the output voltage
signal is defined as

VP(t) = − sin(θP)

qξ

∫ 1

0

ψP(x)
[
− κ2 ∂

4u

∂x4
− 2κ2q2

∂2u

∂x2

−
(
κ2q4 + q2γ2)u(t) + q2γ2 ∂v

∂x

]
dx

− cos(θP)

ξ

∫ 1

0

ψP(x)γ
2

[
∂2v

∂x2
− ∂u

∂x

]
dx, (13)

where ψP(x) = ψE(1− x). The terms inside the square brackets
are the force densities in the two polarisations. Hence the integrals
calculate a weighted sum over force density. For w → 0, each of
the integrals reduces to the force exerted by the spring on the fixed
end point.

The above clearly is a simplifying workaround that replaces
a proper model for driving and sensing through the magnets at
each end, such as that proposed in [11]. The motivation behind
this choice is to keep the boundary model as simple as possible
in this initial attempt to apply higher-order spatial schemes. Note
though that the main ramifications can be compensated for in a
phenomenological fashion within the final modal form (see Sec-
tion 4.3).

2.4. Dispersion Relation

Considering a single frequency (ω) and ignoring damping and driv-
ing forces, waves travelling through the spring may be written in
terms of frequency and accompanying (dimensionless) wave num-
ber (β) as

u(x, t) = Ue(ωt+βx), v(x, t) = V e(ωt+βx), (14)

where U and V are complex amplitudes, and  =
√
−1. Substitut-

ing (14) into (3,4) omitting the driving terms yields the following
system of equations [11]:[
ω2 − κ2(β2 − q2)2 − q2γ2 q2γ2β

−γ2β ω2 − γ2β2

] [
U
V

]
=

[
0
0

]
.

(15)
The nontrivial solutions occur when the determinant equals zero:

ω4−
[
κ2(β2 − q2)2 + γ2(β2 + q2)

]︸ ︷︷ ︸
B

ω2+γ2β2κ2(β2 − q2)2︸ ︷︷ ︸
C

= 0.

(16)
This has positive solutions for ω

ω =

√
B ±

√
B2 − 4C

2
. (17)

In other words, we can relate any specific wave number to two
frequencies, one of which systematically falls outside the hearing
range [11]. Therefore only the low-frequency dispersion relation
is considered here.

3. FINITE-DIFFERENCE SCHEME

3.1. Discretisation

Using a temporal step ∆t = 1/fs and spatial step ∆x = 1/M ,
the system variables are modelled at discrete points in space and
time using the indexed with n and m, respectively:

un
m := u(m∆x, n∆t), vnm := v(m∆x, n∆t), (18)

where n and m are For the purpose of approximation of time
derivatives, we define the difference and average operators

δun
m = u

n+ 1
2

m − u
n− 1

2
m , (19)

µun
m = 1

2

(
u
n+ 1

2
m + u

n− 1
2

m

)
, (20)

which can be combined in various ways to construct second-order
accuracy centered difference and averaging operators:

δ1u
n
m=δµun

m = 1
2

(
un+1
m − un−1

m

)
≈∆t

∂u

∂t
(m∆x, n∆t), (21)

δ2u
n
m=δδun

m=un+1
m − 2un

m+un−1
m ≈∆2

t
∂2u

∂t2
(m∆x, n∆t),

(22)

µ2u
n
m=µµun

m= 1
4

(
un+1
m +2un

m+un−1
m

)
≈u(m∆x, n∆t). (23)

For approximation of spatial derivatives, higher-order accuracy
centered difference operators are employed, which are denoted
here as

Dpu
n
m =

Kp∑
k=−Kp

dp,ku
n
m+k ≈ ∆p

x
∂pu

∂xp
(m∆x, n∆t), (24)

for approximation of the pth derivative with a stencil of width
(2Kp + 1). For the three featuring spatial operatators (D1, D2,
D4) to be of the same order of accuracy, we have to choose

K1 = K − 1, K2 = K − 1, K4 = K, (25)

where K sets an overall scheme stencil width of (2K + 1) and
order of accuracy of (2K−2). In practice we set the stencil of D1

and D2 to the same width as that of D4, by adding a zero weight
on either side. The smallest possible scheme width parameter is
K = 2, which yields second-order accurate approximations of the
spatial derivatives. The coefficients dp,k are calculated using the
usual recursive formulation [17]. The operator in (24) is used for
all nodes within the spatial domain of the system, including those
immediately adjacent to the system boundaries. This means that,
for both polarisations, (K − 1) so-called ghost nodes have to be
considered on either end of the system (see Figure 3).

Finally, the calculation of the discrete-domain counterpart of
a specific distribution function ψφ(x) is not performed by straight
sampling, but instead using the integral

ψ̄φ,m =
1

∆x

∫ 1

0

νm(x)ψφ(x)dx, (φ = E,P) (26)

where νm(x) is a triangular nodal catchment function:

νm(x) =

 x/∆x + (1−m) : (m−1)∆x ≤ x < m∆x

−x/∆x + (1+m) : m∆x ≤ x ≤ (m+1)∆x

0 : otherwise
(27)

For the case of a point distribution (i.e. ψφ(x) is a Dirac delta
function), the use of (26) amounts to linear (de-)interpolation.
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−2−(K−1) M+K−1M+2M+1M−1 M−1 0 1

ghost nodes
(
vn
L

)
interior nodes (vn)

m

ghost nodes
(
vn
R

)
vn
0 vn

M

Figure 3: Spatial grid for a finite difference model that divides the domain length into M segments, resulting into (M − 1) interior domain
nodes, and employing a spatial stencil of width (2K + 1). The blue nodes indicate the interior domain points, and the red nodes represent
ghost-nodes. The two boundary points, which are zero-valued for the chosen boundary conditions, are indicated with black.

3.1.1. Helical Spring

Employing the operators defined in (22,23,24), equations (3,4) are
discretised as follows:

δ2u
n
m = (µ2 + ζδ1)

[
(−g4D4 − g2D2 − g0)u

n
m + g1D1v

n
m

]
,

− χδ1u
n
m + qFn

u ∆
2
t , (28)

δ2v
n
m = (µ2 + ζδ1)

[
h2D2v

n
m − h1D1u

n
m

]
− χδ1v

n
m + Fn

v ∆
2
t , (29)

where

g0 =
(
κ2q4 + q2γ2)∆2

t , g1 =
q2γ2∆2

t

∆x
, g2 =

2κ2q2∆2
t

∆2
x

,

(30)

g4 =
κ2∆2

t

∆4
x

, ζ=
ϕ

2∆t
, χ=2σ∆t, h1 =

γ2∆2
t

∆x
, h2 =

γ2∆2
t

∆2
x

.

(31)
The averaging operator µ2 is employed on all restoring forces for
the purpose of constructing an unconditionally stable scheme (see
the Appendix).

3.1.2. Boundary Conditions

From the first two conditions in (7) and (8), we can simply set

un
0 = 0, vn0 = 0, un

M = 0, vnM = 0. (32)

For the third condition in both (7) and (8), as well as the accom-
panying results in (9), we apply centered difference operators in
repeated form, using a larger spatial step each time. This can be
specified as

un
k = un

−k, vnk = −vn−k, (33)
un
M+k = un

M−k, vnM+k = −vnM−k (34)

where k = 1, 2 . . . (K − 1). Given the symmetries d1,k = −d1,k
and d2,k = d2,k, this means that numerical versions of the bound-
ary conditions with the orders of accuracy ranging from 2 to 2K−
2 are all simultaneously satisfied. For example, at the left-hand
termination we have

D(Υ)
2 un

0 =

Υ∑
k=1

d2,k (u
n
k −un

−k) = 0, (Υ=1, 2 . . .K−1), (35)

D(Υ)
1 vn0 =

Υ∑
k=1

d1,k (v
n
k +v

n
−k) = 0, (Υ=1, 2 . . .K−1), (36)

where D(Υ)
p temporarily denotes the spatial differetiator for stencil

width Υ. Equations (33,34) will be used to eliminate the total of
4(K − 1) ghost nodes.

3.1.3. Input and Output

Using the discrete weights defined in (26), equations (10,11) be-
come

Fn
u,m = ξ sin(θE)ψ̄E,mV

n
E , (37)

Fn
v,m = ξ cos(θE)ψ̄E,mV

n
E , (38)

and the discrete-domain output signal is:

V n
P =

{
sin(θP)

qξ

M−1∑
m=1

ψ̄P,m

[
(g4D4+g2D2+g0)u

n
m−g1D1v

n
m

]
+

cos(θP)

ξ

M−1∑
m=1

ψ̄P,m

[
h1D1u

n
m − h2D2v

n
m +

]}
∆x.

(39)

3.2. Vector-Matrix Formulation

Let’s define vn and un as column vectors holding the (M − 1)
interior node values of the longitudinal and transversal dimension.
Applying (24) across all of the interior nodes on the v-axis, we can
then write

Dpv
n = D̃pṽ

n, (40)

where ṽn is a column vector of length M + 2K − 3 holding all
the node values required for the calculation:

ṽn =
[
(vn

L)
T 0 (vn)T 0 (vn

R)
T

]T
, (41)

and D̃ is a (M + 2K − 3)× (M − 1) matrix with elements

D̃p,i,j = dp,i−j−K+1. (42)

Figure 4 schematically depicts the form of this matrix, and the
vectors in (41) are defined as shown in Figure 3. Using the matrix
partioning defined in Figure 4, equation (40) can be written

Dpv
n = Ãpv

n
L + B̃pv

n + C̃pv
n
R. (43)

Similarly for u, we can write

Dpu
n = Ãpu

n
L + B̃pu

n + C̃pu
n
R. (44)

From the repeated boundary conditions in (33,34), we can write

Ãpv
n
L =

[
−Ã

′
p 0̃

]
vn, C̃pv

n
R =

[
0̃ −C̃

′
p

]
vn, (45)

Ãpu
n
L =

[
Ã

′
p 0̃

]
un, C̃pu

n
R =

[
0̃ C̃

′
p

]
un, (46)
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Ãp C̃pB̃p

Figure 4: Example of the form of the matrix D̃p for M = 9 and
K = 3. The dots indicate non-zero matrix entries. The red dots
indicate finite difference weights applying to ghost-nodes.

where the apostrophe indicates the left-right flipping of a matrix,
and 0̃ is a zero matrix of size (M −K)× (M − 1). Substitution
into (43) and (44) yields

Dpv
n = Dv

pv
n, Dpu

n = Du
pu

n, (47)

where

Du
p =

[
Ã

′
p 0̃

]
+ B̃p +

[
0̃ C̃

′
p

]
, (48)

Dv
p =

[
−Ã

′
p 0̃

]
+ B̃p +

[
0̃ −C̃

′
p

]
, (49)

We may now write (28,29) in vector-matrix form:

δ2u
n = (µ2 + ζδ1)

[
− (g4D

u
4 + g2D

u
2 + g0I)u

n + g1D
v
1v

n
]

− χδ1u
n + qFn

u∆
2
t , (50)

δ2v
n = (µ2 + ζδ1)

[
− h1D

u
1u

n + h2D
v
2v

n
]

− χδ1v
n +Fn

v∆
2
t . (51)

Combining the two equations and subsituting (37,38), the whole
system can be written in terms of vectors of lengthN = 2(M−1):

δ2w
n =

[
(µ2 + ζδ1)D− χδ1I

]
wn + gEV

n
E ∆2

t , (52)

where

wn =

[
un

vn

]
, gE =

[
qξ sin(θE)ψ̄E

ξ cos(θE)ψ̄E

]
, (53)

D =

[
− (g4D

u
4 + g2D

u
2 + g0I

u) g1D
v
1

−h1D
u
1 h2D

v
2

]
, (54)

and where Iu and I are identity matrices of size (M−1)×(M−1)
andN×N , respectively, and ψ̄E is a column vector holding values
as defined by (26) with φ = E. The output can be computed as

V n
P = gPDwn, (55)

where

gP = −∆x

[
(qξ)−1 sin(θP)ψ̄P ξ−1 cos(θP)ψ̄P

]
, (56)

with the elements of the column vector ψ̄P defined by (26).

0 500 1000 1500 2000 2500 3000
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Figure 5: Dispersion relations. The solid black line is the
continuous-domain curve. The horizontal dotted line indicates the
spring’s transition frequency, and the vertical dotted line marks
β = q. All curves were evaluated using the spring parameters
listed in the first column of Table 1, but with φ = σ = 0. The
numerical dispersion relations were evaluated with fs = 1 MHz
and M = 1300. For any value of K, the associated stencil width
is (2K + 1) and the scheme order of accuracy is (2K − 2).

3.3. Dispersion Analysis

Analogous to (14), we can can explore the ansatz

un
m = Uej(ωn∆t+βm∆x), vnm = V ej(ωn∆t+βm∆x). (57)

After substitution into (50,51), one obtains[
τ + (g4D4 + g2D2 + g0) −g1D1

h1D1 τ − h2D2

] [
U
V

]
=

[
0
0

]
.

(58)
where

τ = −4 tan2( 1
2
ω∆t), (59)

Dp =

K∑
k=−K

dp,ke
jkβ∆x . (60)

The term τ can be solved for from (58), after which frequency ω
is extracted using (59).

Figure 5 displays the numerical dispersion relation for differ-
ent values of K, with the continuous-domain curve also shown
for comparison. A 1 MHz sampling frequency was chosen so that
errors due to time derivative approximations are negligible for fre-
quencies below 20 kHz, and the number of segments was set to
M = 1300 to ensure that the system possesses a sufficient num-
ber of modes within the audio range. Setting θE = θP = 90o,
which corresponds to exciting only the transversal polarisation, is
motivated by (a) the experimental observation by Parker [18] that
the electromagnetic field drives the magnets mainly into rotational
motion, which does not directly couple to the longitudinal spring
vibration polarisation, and (b) the empirical observation by the cur-
rent author that the numerical model’s impulse response then most
closely resembles the measured response.
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Table 1: System parameter values.

spring parameters magnet-related parameters
κ 0.02018 [s−1] fco 100 [Hz]
q 1994 p 1.8
γ 1200 [s−1] fc 6300 [Hz]
φ 2.0 ×10−8 [s] fb 300 [Hz]
σ 3.0 [s−1] Hc 16
w 0.004 [m] R0 1.2
θE 90 [degrees] fD 600 [Hz]
θP 90 [degrees] υ 3

4. MODAL REVERBERATOR

4.1. Diagonalisation

In order to transform the scheme in (52) to a set of uncoupled
update equations, the matrix D is diagonalised:

D = PQP−1, (61)

where Q is a diagonal matrix holding the eigenvalues of D and
P is a full and invertible matrix holding the eigenvectors of D.
Substitution into (52) and pre-multiplying with P−1 then gives

δ2y
n =

[
(µ2 + ζδ1)Q− χδ1I

]
yn +P−1gEV

n
E ∆2

t , (62)

where yn = P−1wn is a new coordinate vector. After applying
the operators, this can be algebraically re-worked into the update
equation

yn+1 = Ayn +Byn−1 + cEV
n
E ∆2

t , (63)

where

A = S−1 [2I+ 1
2
Q] , (64)

B = S−1 [( 1
2
χ− 1) I+ ( 1

4
− 1

2
ζ)Q] , (65)

cE = S−1P−1gE, (66)
S = ( 1

2
χ+ 1) I− ( 1

4
+ 1

2
ζ)Q. (67)

Given that Q is diagonal, so are A and B, meaning that (63) is set
of uncoupled second-order difference equations, each representing
the dynamics of a single mode of the system. The ouput can be
obtained from the modal displacements yn as V n

P = gPw
n =

cPy
n, where cP = gPQP.

4.2. Modal Reverb Algorithm

Using the ansatz yn = esn∆t = e(ω−α)n∆t , the relationship be-
tween the diagonal elements of A and B and the mode frequencies
and decay rates can be derived:

Ai,i = 2e−αi∆t cos(ωi∆t), Bi,i = −e−2αi∆t , (68)

which is known in digital filter theory as the impulse invariant
method [19]. Using (68) we can extract the N system mode fre-
quencies and decay rates; the associated modal shapes are repre-
sented (in spatially sampled form) by theN matching eigenvectors
contained as a column vectors in P. Many of the modes obtained
this way when using a 1 MHz sampling frequency will lie out-
side the hearing range. Therefore, new modal update equations

are constructed using a standard audio rate f̄s = 1/∆̄2
t , taking the

form
yn+1
j = ajy

n
j + bjy

n−1
j + cjV

n
E ∆̄2

t , (69)

where aj and bj are defined through (68) using ∆̄t instead of ∆t,
and where j = i only when fi < 20 kHz < 1

2
fs. Consolidat-

ing the modal input and output weights, the modal amplitudes are
cj = cE,j · cP,j . Accordingly, the output can be computed sim-
ply as the sum of the modal oscillator outputs, thus arriving at the
modal reverb architecture shown in Figure 2. For the system val-
ues listed in Table 1, the finite difference model possesses a total
of 2598 modes. This is reduced to 1009 modes in the final modal
structure, which can be easily implemented in real-time on stan-
dard processors (see, e.g. [20]).

Figure 6 shows an example of the distribution of mode ampli-
tudes cj and mode decay rates αj against mode frequencies up to 6
kHz. Noticeable is the increase in modal density near the transition
frequency, and the quasi-harmonic series at the higher frequencies.
As seen in the lower plot, the decay rate is a monotonically rising
function of mode frequency, matching σ at frequencies near zero.

4.3. Modal Manipulations

From the upper plot in Figure 6 it can be seen that the numerical
model impulse response will be high-pass. In a reverb tank, the
magnets at the input and output end introduce various resonances,
the main one lying at a very low frequency, as such creating a
low-pass effect. A second resonance often appears at a frequency
above the transition frequency [3]. For the purpose of visual and
aural comparison with a measured impulse response, the resonance
effects due to the magnets is modelled in a phenomenological man-
ner here by filtering directly in the modal domain:

c′j = Hlp(fj) ·Hpk(fj) · cj , (70)

where

Hlp(f) =
fp
co

fp
co + fp

, (71)

Hpk(f) = 1 + (Hc − 1)
f2
b

f2
b + (f − f2

c )
2 , (72)

can be considered as zero-phase filter responses of ‘low-pass’ and
‘peak filter’ type, respectively. The cut-off frequency fco and roll-
off steepness parameter p as well as the center frequency fc, band-
width fb, and peak gain Hc can easily be determined through
comparison with a measured impulse response. The magnets also
cause a form of dispersion (decrease in echo density) at low fre-
quencies, because waves at or near the main resonance mentioned
above bring the magnets into motion more easily than high fre-
quencies, thus experiencing a larger phase shift. This can be mod-
elled in the modal domain by adjusting the mode frequencies as
follows:

f ′
j =

1

R(fj)
· fj , (73)

where R(f) represents the ratio by which the inter-pulse time in-
terval is increased

R(f) = 1 + (R0 − 1)

(
fD

f + fD

)υ

. (74)

The parameterR0 is the maximum ratio (occuring at zero-frequency),
and fD is the frequency below which the low-frequency dispersion
takes effect. The exponent υ controls the sharpness of the ‘bend’
in the echo density pattern.
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Figure 6: Mode amplitude (cj) and decay rate (αj) plotted against mode frequency (fj), for the spring parameters listed in the first column
of Table 1. The red dashed line indicates the spring’s transition frequency. The numerical parameters used are fs = 1 MHz, M = 1300,
and K = 50.

4.4. Comparison with a Measured Impulse Response

The impulse response of the numerical modal was calculated using
the numerical parameters fs = 1 MHz, M = 1300, and K = 50;
the modal synthesis was performed using f̄s = 44.1 kHz. The
upper plot in Figure 7 re-displays the spectrogram of the IR mea-
sured on an Accutronics & Belton 9EB2C1B Reverb tank shown
earlier in Figure 1, and the lower plot shows the computed IR. The
parameters κ and q (listed in Table 1) were tuned to match the tran-
sition frequency and low-frequency echo density of the measured
response. It can be seen that this results in an excellent match in
echo density at frequencies below as well as above the transition
frequency. Also visible from the comparison is that the simulated
response exhibits an appropriate level of temporal blurring at fre-
quencies between 1 and 4 kHz, and that the overall frequency-
dependent energy decay pattern is modelled reasonably well with
the two chosen damping parameters. Both impulse responses are
available for aural comparison on the companion webpage1.

The main artefact of the simulated response is that the sec-
ondary chirps (positioned between the main chirps) are too pro-
nounced. This is probably because the dispersion relation of the
underlying model (see Figure 5) is too linear in the regions directly
to the left and right of the point β = q.

5. CONCLUSIONS

A numerical method for deriving modal parameters from a phys-
ical model of a helical spring has been presented. A finite differ-
ence scheme with a spatial order of accuracy of 98 was employed
to achieve a numerical dispersion relation that is a highly accurate
up to about 15 kHz, leading to a complete set of a modal param-
eters that can be directly employed in an efficient and accurate
modal reverb algorithm.

The methodological novelty resides mainly in the use of re-
peated boundary conditions to eliminate the multiple ghost-points
that arise near the boundaries when using a higher-order centered
scheme. The scheme is unconditionally stable under the assump-
tion that the finite difference matrix D is negative definite, which

1http://www.socasites.qub.ac.uk/mvanwalstijn/
dafx20a/

Figure 7: Impulse response spectrograms. Top: Measured re-
sponse. Bottom: Simulation with modal filtering and low-
frequency dispersion manipulations applied.

was verified in all cases explored within the study. A formal sta-
bility proof can probably be arrived at via energy analysis, which
is the subject of ongoing research. A related investigative route
is the application of existing methods for boundary treatment with
higher-order in space schemes, including Summation-By-Parts (SBP)
operators and Simultaneous Approximation Term (SAT) methods
(see [21] for an overview). In addition, it is likely to be beneficial
to frame the problem in semi-discrete from (i.e. no temporal dis-
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cretisation), and/or to calculate higher-order finite difference coef-
ficients via optimisation.

The main limitation of the diagonalisation approach taken in
this paper is that the matrix eigenvalue calculation required for the
similarity transformation in eq. (61) is computationally costly for
the number of interior nodes minimally required for spring reverb
tank modelling. This means that, while the modal reverb algorithm
itself easily runs in real-time, there is little prospect of adapting the
modal parameters on the fly in response to changes in the system
parameters κ, q, and γ, at least not without the use of interpo-
lated look-up table methods. While the same holds in principle for
the damping parameters (φ and σ), the relationship between these
and the modal damping factors αj could probably quite easily be
retro-modelled to facilitate on-line variation. Alternatively, modal
damping could altogether be more freely defined and controlled.

In principle, the numerical methodology presented here can be
directly applied to more complex and accurate descriptions of the
system dynamics. A few a priori considerations are offered here.
Firstly, finite precision effects will come into play in the eigenvalue
calculation when increasing the size of the finite difference matri-
ces significantly beyond about 3000 × 3000, unless floating-point
variables are specified using more bits than with double-precision.
Secondly, the accuracy at the boundaries resulting with the simpli-
fied boundary conditions specified in eqs. (7,8) will not necessarily
transfer to models featuring magnetic bead resonators. Finally, a
holistic approach will probably involve formal testing of the per-
ceptual significance of the resulting objective improvements.
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Appendix: Remarks on Stability

Ignoring damping and external forces, consider the single-frequency
ansatz

wn = eωn∆tp, (75)
where p represents the numerical modal shape vector for frequency
ω. Substitution into the lossless version of (52), with the averaging
operator µ2 in place, yields

−4 tan2( 1
2
ω∆t)︸ ︷︷ ︸

λ

p = Dp, (76)

from which it is clear that the term λ must be an eigenvalue of
D, and p must be the associated eigenvector. We now consider
the same for the case when the averaging operator is not employed
(i.e. replacing µ2 with 1 in eq. (52)), and obtain

−4 sin2( 1
2
ω∆t)︸ ︷︷ ︸

λ

p = Dp. (77)

So for a given eigenvalue of D, we can derive the associated fre-
quency. For the two cases, this gives

ω =
2

∆t
tan−1( 1

2

√
−λ) (with µ2) , (78)

ω =
2

∆t
sin−1( 1

2

√
−λ) (without µ2) . (79)

If D is a negative definite matrix (not proven here but confirmed in
all numerical experiments), the eigenvalues lie in the range λmin ≤
λ < 0. So in the case of no averaging operator, the frequency
will become complex-valued with a negative real part when λ <
−4; from (75) that means the solutions will then be exponentially
growing in time. From (76) and (77) it can be seen that the |λmin|
increases with ∆t. Hence without the averaging operator in place,
there will be a stability condition to observe, and ∆t will have to
be chosen suffciently small for it to be met. On the other hand if
the averaging operator is employed, the frequency ω will always
be real-valued, because the inverse tan function exists across the
whole real number axis. Hence provided that D is a negative defi-
nite matrix, the numerical system will then be stable, with no con-
dition on the time step ∆t.
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ABSTRACT

A novel algorithm for fast convolution reverberation is proposed.
The convolution is implemented as partitioned convolution in the
frequency domain. We show that computational cost can be re-
duced when multiplying the spectra of the impulse response with
the spectra of the input signal by using only a fraction of the bins
of the original spectra and by discarding phase information. Re-
ordering the bins of the spectra allows to avoid overhead incurred
by randomly accessing bins in the spectrum. The proposed algo-
rithm is considerably faster than conventional partitioned convolu-
tion and perceptual convolution, where bins with low amplitudes
are discarded. Speed increases depend on the impulse response
used. For an impulse response of around 3 s length at 48 kHz sam-
pling rate execution took only about 40 % of the time necessary for
conventional partitioned convolution and 61 % of the time needed
for perceptual convolution. A listening test showed that there is
only a very slight degradation in quality, which can probably be
neglected for implementations where speed is crucial. Sound sam-
ples are provided.

1. INTRODUCTION

Artificial reverberation is an important audio effect in video games
and music production. Especially in video games execution speed
is critical and fast methods are needed to apply reverberation to
game sounds at runtime, contributing to the immersive experience
of players by making them feel they are in the environment of the
game.

An overview of different algorithms to implement artificial re-
verberation and their history is given in [1]. The authors divide the
algorithms in four categories: delay networks, convolution algo-
rithms, computational acoustics (based on the simulation of wave
propagation) and virtual analog models (based on the simulation
of analog devices used to make reverb).

Delay networks are very fast and require only little memory,
but finding configurations that deliver natural sounding results is
not trivial. Another disadvantage is that they are abstract repre-
sentations of the acoustic environment and it is challenging to im-
plement reverberation with specific acoustic properties that does
not exhibit any artifacts. Recent papers propose modulating the
feedback matrix within the delay networks to reduce such artifacts
[2]. There are also systems that can be configured automatically
by taking the properties of the environment that is being modeled
into account [3, 4, 5].

Copyright: © 2020 Sadjad Siddiq. This is an open-access article distributed under

the terms of the Creative Commons Attribution 3.0 Unported License, which permits

unrestricted use, distribution, and reproduction in any medium, provided the original

author and source are credited.

While delay networks can be used to implement fast reverber-
ation, convolutional reverberation, in which a "dry" input sound
is convolved with the impulse response (IR) of an acoustic envi-
ronment, still has the big advantage that it is easy to use and un-
derstand. Additionally every environment can be recreated in the
way that it is captured by the IR. The output is - depending on the
quality of the IR - virtually the same as if the input sound had been
recorded in the environment at the same positions where the IR
was taken. For details on capturing and using IRs please refer to
[6].

The big disadvantage of convolutional reverberation is its com-
putational complexity. Instead of convolving a signal with an IR
in the time domain, the two signals can be transferred to the fre-
quency domain since multiplying the complex spectrum of the sig-
nal and the IR in the frequency domain leads to the same product
as convolving both signals in the time domain. For long signals,
executing the convolution in the frequency domain is much faster
than in the time domain, but it is still a computationally intensive
procedure.

Velvet noise can be used to create an artificial IR that allows us
to lower the computational cost of convolutional reverberation [7].
Updating the velvet noise regularly makes it possible to use short
buffers as IR [8, 9]. Hybrid models where the IR or some parts of
it are modeled using velvet noise and low-pass filters or coloring
filters allow to recreate realistic sounding output [10]. The use of
cascading filters makes it possible to reduce the complexity of the
single filters [11].

The aforementioned techniques reduce the complexity of the
calculations involved by replacing the IR with abstract noise, but
there are also techniques that allow to reduce the computational
load without replacing the IR. Using only those parts of the IR that
will make audible contributions to the output has a dramatic effect
on the computation speed without affecting the quality of the out-
put [12]. Additionally, on recent hardware considerable speedups
can also be obtained by leveraging special instruction sets of the
CPU, like single-instruction-multiple-data (SIMD) commands, par-
allel computing on the GPU or other low level optimizations [13].

Applying parallel computing or SIMD is less trivial in feed-
back delay networks, because each output sample depends on the
feedback of past output samples. Also the performance of velvet
noise reverberation, which is already highly optimized by reduc-
ing the amount of necessary floating point operations to a frac-
tion of what is needed in frequency domain convolution, is lim-
ited by the overhead of random memory access. Convolution by
multiplication in the frequency domain, however, is an ideal can-
didate for optimization based on parallel computing and SIMD
commands. Most GPUs come with libraries that implement fast
discrete Fourier transforms based on parallel computing out of the
box, making it very easy to implement convolutional reverbera-
tion.
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Keeping such new developments in mind we investigated algo-
rithmic optimizations of convolutional reverberation that can work
in conjunction with low-level hardware optimization. In this paper
we propose a new method to optimize convolutional reverberation
by simplifying and restructuring the IR in the frequency domain.
Since the proposed method is based on convolving IRs with a dry
signal, it is stable and straight-forward to use. The output only
depends on the IR and some parameters controlling the trade-off
between runtime speed and quality. A listening test revealed that
the quality of the output is only slightly inferior to reverberation
generated with conventional convolution. In applications where
speed is paramount this might be an acceptable trade-off. To gain
even more speed the quality level can easily be scaled down fur-
ther. This easy trade-off between speed and quality is a useful fea-
ture in game audio. For less important sounds in a video game, for
example, some degradation of output quality might be acceptable
if execution speed can be reduced.

2. ALGORITHM OF PARTITIONED OVERLAPPING
CONVOLUTION

To implement convolution in the frequency domain, we need to
transform the input signal and the IR to complex frequency spec-
tra. We do so using the fast Fourier transform (FFT). The number
of FFT coefficients needs to be high enough to hold the entire con-
volution product. For a signal of Lx samples and an IR of Lh

samples, the length of the convolution product is Lx + Lh − 1
samples. The number of FFT coefficients needs to be greater or
equal to this number.

The complexity of the required FFT operations makes an im-
plementation where a high order FFT is used to transfer the entire
input signal to the frequency domain impracticable, even if the IR
is short. Additionally, when applying reverb to continuous input
whose future samples are unknown, an FFT of the entire input sig-
nal is not possible.

A solution to this problem is partitioned convolution, which
we will briefly describe in this subsection as it is used in this paper.
A more detailed description can be found in [14].

In partitioned convolution the signal and the IR are cut into
blocks and convolution is implemented by summing up the con-
volution products of all blocks. In this paper block n of the IR h′

will be written as h[n]. Each block contains M samples. Sample
m of block n is defined as

h[n][m] = w1[m]h′[ns+m−M/2], where m = 0..M−1. (1)

Here w1[m] is the periodic Hann window function of length M
and s the distance between the starting samples of consecutive
blocks in the original signal. We assume that h′[t] = 0 where
t < 0 or t >= Lh. In case s = M , blocks do not overlap.
For reasons that will be explained later, we use overlapping blocks
with s = M/2. The bias −M/2 ensures that the first samples of
the IR are in the center of the first block. The blocks x[n] of the
input signal x′ are defined similarly as

x[n][m] = w1[m]x′[ns+m−M/2], (2)

again defining that x′[t] = 0 where t < 0 or t >= Lx. Note
that in the following text h[n] and x[n], as well as the output y[n]
stand for the entire block n of M samples of the IR, input signal
or output signal respectively, and not just a single sample.

=
=
=

X[n-2]

X[n]

X[n-1]

H[2]

H[1]

Y[n]

H[0]

x’

y’

+
y[n]

h’

F F

F-1

+

Figure 1: Summary of partitioned overlapping convolution. In
this example the IR is divided into Nh = 3 overlapping blocks
of length M which are converted to the complex spectra H[0..2]
of length 2M . These complex spectra are multiplied with the com-
plex spectra X[n − (0..Nh − 1)], which are extracted from the
input signal x′. The products are summed up, converted back to
the time domain and overlap-added to the output signal y′.

To calculate the output block y[n], we need to sum up the
convolution products of all blocks of the IR with the current input
block and past input blocks according to the formula

y[n] =

Nh−1∑
i=0

h[i] ∗ x[n− i], (3)

which, as it turns out, looks like the formula for convolution ap-
plied to h and x. But please be reminded that h[i] and x[n − i]
stand for blocks of M samples and the operator ∗ stands for the
convolution of these blocks. The formula above shows which con-
volution products need to calculated and summed up for the output
block y[n].

Calculating these convolution products is more efficient in the
frequency domain if M is longer than a few samples. To transfer
the blocks to the frequency domain we use the FFT, making sure
that there are enough coefficients to hold the convolution prod-
uct, as mentioned before. Since the convolution product will be
M + M − 1 samples long, we use an FFT with nFFT = 2M
coefficients, which yields complex spectra that are MS = M + 1
bins long. In the frequency domain equation 3 is rewritten as

Y [n] =

Nh−1∑
i=0

H[i] ·X[n− i] (4)

where n is again the index of the output block to be calculated,
Y [n] is the complex spectrum of this output block and H[i] and
X[n − i] are the complex spectra of the IR and input signal re-
spectively. Note that we need to replace the convolution operation
of the time domain with a multiplication, applied to each bin of the
complex spectra.

Figure 1 summarizes the implementation of partitioned over-
lapping convolution. To calculate one output block y[n], we need
one FFT operation to calculate the complex spectrum X[n] of the
input block x[n] and one inverse fast Fourier transform (iFFT) to
transfer the complex spectrum of the output Y [n] back to the time
domain. The complex spectra H[0..Nh − 1], where Nh is their
number, can be calculated offline.
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Figure 2: A Hann window is applied to white noise in (a), it is then converted to the frequency domain to obtain the amplitude spectrum
in (b). We create a sparse spectrum in (c), convert it back to the time domain, apply a Hann window and compare it to the original signal
(thin, violet line) in (d). (e) shows the amplitude spectra of both signals. After applying the Hann window in the time domain the frequency
content of the signal based on the sparse spectrum is very similar to the spectrum of the original signal. After randomizing the phase of
the sparse spectrum in (c) as described in section 3.4, it is converted to the time domain and again compared to the original signal in (f).
While the waveform looks very different, the frequency content is similar, as can be seen in (g), which shows the amplitude spectra of both
signals.

As written in equations 1 and 2, we apply a windowing func-
tion to the input blocks x[n] and the IR blocks h[n] before they are
converted to the frequency domain. We also apply a windowing
function to the output y[n] before it is added to the output signal,
overlapping it with previously calculated parts of the signal as fol-
lows.

y′[ns+m− M

2
] += w2[m] ·y[n][m], for m = 0..2M−1, (5)

where w2[m] is the periodic Hann window function of length 2M ,
which is the length of each output block y[n], since the FFT and
iFFT were carried out with this many coefficients. The operator
+= means that the value on the right hand side is added to the
value of the left hand side and the variable on the left hand side is
updated to hold the new value. We use the periodic Hann window
since shifted versions of that window add up to a constant if the
length of the window is an integer multiple of the shift.

The most expensive part of the algorithm regarding execution
speed is the multiplication of the single spectra, because each in-
put block has to be convolved with each block of the IR. To create
one single output block, we need to carry out Nh convolutions.
Optimization should therefore concentrate on this part of the algo-
rithm. In the following sections we will refer to this part of the
computation as the "core loop".

3. OPTIMIZATIONS

3.1. Perceptual convolution

As reported in [12], not all bins of the complex spectra of the IR
and input signal need to be used. Bins whose amplitude is be-
low a certain threshold can be discarded without compromising

on output quality, since their contribution to the output signal is
barely audible. Ideally this threshold should be based on the hear-
ing threshold, hence the name of this algorithm.

To project the hearing threshold to a certain amplitude level
in the processed spectra we need to take several other values into
account, for example the frequency, the playback system and the
playback volume. But even if all these values are known, it is
not trivial to calculate an appropriate value if masking and other
perceptual factors are also taken into account. Additionally we
want to discard bins before multiplying them and summing them
up to an output spectrum, i.e. before we know what the output
amplitude is going to be. For the experiments in this paper we set
the threshold to -50 dB, where 0 dB correspond to 1, the maximum
amplitude of the waveforms we process. This choice is based on
informal listening tests, in which we tried to find a value where
the degradation in quality was not perceivable for the IRs and test
sounds we used in our experiments.

The amplitude of typical room IRs tends to drop faster in the
high frequencies than in the low frequencies, so especially the last
spectra of the IR will have low energy in the high frequencies re-
gions. When multiplying the spectra of the IR with the spectra
of the input signal we iterate the bins of each spectrum over fre-
quency and stop the multiplication of bins at the last frequency
in which both spectra have an amplitude that is greater than the
chosen threshold. Note that the frequency of the bin at which the
multiplication is stopped is independent of the preceeding and suc-
ceeding spectra. So even IR spectra with very low energy between
sparse early reflections in which the multiplication stops at a low
frequency do not mean that the multiplication of the succeeding
spectra will also terminate at this low frequency.
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Figure 3: Compressing sparse spectra H[0..3] into HS [0]. Instead
of multiplying all sparse spectra with the complex input spectrum
X[n] it suffices to multiply the compressed spectrum HC [0] with
XS [n], the reordered version of X[n]. Note that for illustration
purpose we only show a short spectrum. The actual spectra are
much longer.

3.2. Using sparse spectra

Since the FFT is only processing a finite part of the signal, the fre-
quency resolution in the resulting spectrum is limited and sinosoids
are not represented by narrow peaks but by lobes corresponding to
the Fourier transform of the window function.

Thanks to this leaking of peaks over the bins of several fre-
quencies a lot of information in the amplitude spectrum is redun-
dant if we do not want to recreate the exact same waveform in the
time domain. For typical room IRs, which usually do not have
strong, narrow peaks in the frequency spectrum and which con-
sist mostly of decaying colored noise, we do not need to recreate
the exact same shape as the input waveform as long as the overall
shape of the frequency content of the signal is more or less left in-
tact. Since we are dealing with noise, we also do not need to care
about the exact pitches of the sinosoids constituting the signal.

We can therefore create an approximation of the original IR
by using only a fraction of the bins of its original complex spectra
and setting all other bins to zero. Figure 2 illustrates how noise
can be represented using sparse spectra.

To be able to retain the approximate frequency content, the
non-zero bins should be equally distributed over the whole spec-
trum. A constant distance between non-zero bins will lead to comb
filtering artifacts in the output signal, so while their distance should
be equal on average, there should also be some variation in the
placement of the non-zero bins.

We define a constant d specifying that, on average, every dth
bin of every spectrum of the IR should be non-zero. The upper
part of Figure 3 shows how non-zero bins are chosen when d = 4.
Every spectrum is divided into sections of d bins. Within each
section only one bin is randomly chosen to be non-zero, the other
bins are set to zero. As will be explained later, it is advantageous
if in a group of d succeeding spectra a different bin in each section
is non-zero in each spectrum, so that in one group of d spectra
every bin m = 0..MS − 1 is non-zero in one spectrum. To decide

which bins should be non-zero in the spectra of the IR H , we start
by looking at the first d bins m = 0..d − 1 in the first d spectra
n = 0..d − 1. For each bin m we randomly pick one spectrum
H[0..d−1] in which it is non-zero. In all other spectra H[0..d−1]
the bin m is set to zero. After that we look at the next section of
bins m = d..2d − 1 and continue to do so until all bins of the
spectra H[0..d − 1] have been processed in this way. We then
repeat the algorithm for the next group of spectra H[d..2d − 1]
until all groups of spectra have been processed. Note that the last
section of bins may contain less then d bins, as is also the case in
figure 3, but the bins are still processed in the same way and set
to zero in all spectra of the group expect in one randomly chosen
spectrum per bin. If the last group of spectra contains less then d
spectra, we process this group as if there were d spectra, assuming
the non-existing spectra are all zero.

In the example shown in the upper part of Figure 3, 75 % of
all bins are set to zero. When these spectra are multiplied with the
input spectrum X[n], the number of necessary complex multipli-
cations is reduced by the same amount.

3.3. Reordering of the bins

Even though the amount of necessary complex multiplications when
multiplying a spectrum of the input signal with a sparse spectrum
of the IR has been reduced, iterating over the whole spectrum to
find non-zero bins incurs a heavy overhead. Keeping a list of non-
zero bins in a separate array does not solve this problem, since
most time is spent when fetching the non-zero bins from their ran-
dom locations in memory or storing them there.

This problem can be avoided by reordering the bins of all spec-
tra of the IR and the input signal. Figure 3 shows how this can be
done for four spectra of the IR H[0..d], when d = 4. The bins of
the spectrum are reordered in a way that the four non-zero bins of
H[0] come first, then the non-zero bins of spectrum H[1] and so
on. This way the four spectra can be summarized in one array of
length MS . As can be seen in the figure, the first four elements
of the array are the bins 2, 4, 9 and 15 and represent the spectrum
H[0]. We will refer to these elements as the first split, to the next
five elements representing H[1] as the second split and so on.

After reordering the input spectrum X[n] in the same way to
XS [n], we can multiply all bins of X[n] with HS [0] in this shuf-
fled order and then place the splits into the corresponding output
spectra YS [n..n+ d− 1] in the same shuffled order.

The sparse spectra of the IR H[0..d−1] have been compressed
into HC [0]. Similarly the succeeding sparse spectra H[d..2d− 1]
are compressed into HC [1]. We use the exact same pattern so that
the bins are ordered in the same way as in HC [0]. We can therefore
bundle all spectra of the IR into groups of d spectra and compress
each group to one spectrum following the exact same order of bins,
yielding HC [k], the compressed reordered spectra of the IR, where
HC [k] contains the spectra H[kd..kd+d−1]. The number of HC

is Nk = ceil(NH/d)
The spectra of the IR can be reordered in the initialization

phase of the convolution algorithm. The spectra of the input sig-
nal need to be reordered during the execution of the algorithm, but
since all spectra follow the same order, we need to reorder every
spectrum X[n] only once and can thus avoid expensive reordering
in the core loop.

The optimization based on discarding bins with small ampli-
tudes as described in 3.1 works best when the bins are still ordered
from smallest to largest frequency within each split. This allows
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Figure 4: After multiplying the input spectrum XS [n] with the
spectra of the IR compressed in HC [0] and HC [1], the splits
containing the products are written to their corresponding output
spectra.

us to stop the calculation within the split at the frequency where
the amplitude drops below the threshold.

Figure 4 shows how the output spectra YS [n] are generated
from the products of the current input spectrum XS [n] with the
compressed spectra of the IR HC [k]. As was shown by formula 3,
we need to multiply the current input spectrum and past input spec-
tra X[n..n − NH + 1] with all spectra of the IR H[0..NH − 1]
and sum up the products to calculate the current output spectrum
YS [n]. Alternatively, we can also multiply the current input spec-
trum X[n] with all spectra of the IR H[0..NH − 1] and add the
products to an output cache that consists of the current output spec-
trum YS [n] and future output spectra YS [n+1..NH−1]. This is of
course still true when the spectra of the IR have been compressed
into HC [k], but the compressed spectra need to be decompressed
and the single splits written to their corresponding output spectra.
Let us first multiply the input spectra X[n] by HC [k] and store the
temporary product in YC [n, k]:

YC [n, k] = HC [k] ·X[n] (6)

Now the splits in YC [n, k] need to distributed to the corresponding
output spectra. The first split of YC [n, k] is added to YS [n], the
second split to YS [n + 1] and so on for all splits. The output
spectrum YS [n] is thus the sum of the first split s = 0 of HC [0] ·
XS [n], the second split s = 1 of HC [0] · XS [n − 1] and so on.
The following formula summarizes this relation:

YS [n+s][a(s)..b(s)] += YC [n, k][a(s)..b(s)], for s = 0..d (7)

Here a(s) and b(s) are, respectively, the first and last index of
split s and again the operator += means that the value on the right
hand side is added to the value on the left hand side, updating the
variable on the left hand side.

We can restore the original order of bins in the output spectra
just before converting the signal back to the time domain using the
iFFT, after all necessary spectra have been added to the sum.

3.4. Discarding phase

To implement the multiplication of the complex spectra, six float-
ing point operations are needed (four multiplications and two addi-
tions) for each pair of complex numbers, i.e. for each pair of bins.

Since these floating point operations are carried out in the core
loop, reducing their number has a big impact on performance.

Sparse spectra, while retaining enough information about the
frequency content of the signal, have the disadvantage that they
do not allow us to generate signals that resemble the shape of the
original waveform exactly. Output blocks need to be overlapped
after applying a windowing function in order to generate a signal
without artifacts caused by discontinuities between blocks in the
time domain.

Since we are forced to overlap the output buffers anyway, we
can introduce another simplification and dispose of the phase in the
complex compressed spectra of the IR HC . Setting all phases to 0
would introduce undesired periodicity in the output signal, so we
set the phase to random values. The lower part of figure 2 shows
the effect of randomizing the phase in the same way as described
below. While the shape of the waveform in the time domain bares
no resemblance to the original anymore, the frequency content is
still close to the original.

We set the phases of the non-zero bins to values like

φ = e
1
2
πrj , (8)

where r is a random integer number in the range 0 ≤ r ≤ 3.
If we randomize the phases this way, either Re φ or Im φ is zero
and the implementation of the complex multiplication of one bin
in HC and XS can be realized with only two multiplications and
one addition.

Verifying if the real part or the imaginary part of the complex
number is zero to determine how the multiplication should be car-
ried out takes time in the core loop. Instead, since the phase is
random anyway, it is much faster to hard code the order of phases.

If we assume that the order of the hard coded phases is

φ1 = e
1
2
πj = 1,

φ2 = eπj = j,

φ3 = e
3
2
πj = −1 and

φ4 = e2πj = −j,

then the first bins of the multiplication of XS [n] and HC [0] will
be carried out in this way:

YS [n][0] = ReXS [n][0] ·HC [0][0] + jImXC [n][0] ·HC [0][0]

YS [n][1] = jReXS [n][1] ·HC [0][1]− ImXC [n][1] ·HC [0][1]

YS [n][2] = −ReXS [n][2] ·HC [0][2]− jImXC [n][2] ·HC [0][2]

YS [n][3] = −jReXS [n][3] ·HC [0][3] + ImXC [n][3] ·HC [0][3]

The same pattern is repeated for the following bins, until all bins
have been processed. Informal listening tests have shown that this
kind of hard coded randomization to four different phase values is
enough to avoid periodic artifacts in the output.

Discarding the phase information also has the advantage that
the only value that needs to be stored for every bin of the IR spectra
is the amplitude, which lets us save memory.

4. IMPLEMENTATION DETAILS

4.1. Avoiding temporal smearing

The disadvantage of destroying the phase information as described
in section 3.4 is that sharp impulses in the IR will also be de-
stroyed. This can be heard especially in the beginning of the output
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signal where the direct sound and the early reflections are standing
out. In typical IRs we can get rid of the phase in most parts and
implement convolution using the optimizations described above.
For those few parts of the IR where we want to keep the phase in-
formation intact, for example the first block or the first few blocks,
we can use conventional convolution.

4.2. Consistent IR amplitude

Convolving the input signal with sparse spectra in which most bins
are set to zero has an effect on the amplitude of the output. Since
every sparse spectrum in the IR has nearly the same number of
non-zero bins, the effect on the amplitude of the output is approx-
imately the same in all output blocks and results in attenuating or
amplifying the whole signal by a constant. This is important to
note if we use the original spectra for some blocks of the IR and
sparse spectra for the rest. In this case we need to ensure that
the amplitude level of those parts of the input signal that are con-
volved with the sparse spectra does not change when compared to
convolving them with the original spectra.

The change in amplitude when setting random bins to zero is
difficult to predict. We therefore measure the output amplitude of
our reverberator by using a unit impulse as an input and calculating
its IR. We then compare the root mean square (RMS) of those
parts of the output that where generated using sparse spectra to the
RMS of the corresponding parts of the original IR to find out by
which value α we need to multiply the output of our reverberator
to generate output with the same amplitude as the original IR. The
amplitudes in the sparse spectra of the IR are then all multiplied
by α.

4.3. Split order

Figure 3 showed how d sparse spectra of the IR are compressed
into one spectrum. While the possible combinations of bins that
are non-zero in one sparse spectrum always remain the same, for
example [2, 4, 9, 15] or [3, 5, 8, 13, 16], the order in which we
pick one such combination for one spectrum of the IR can be ran-
dom. In the figure spectrum H[0] is represented by the combina-
tion of bins [2, 4, 9, 15], which corresponds to the first split in
the compressed spectrum HC [0]. The second spectrum H[1] is
represented by the second split, and so on. We could, however,
also represent H[0] by the second split, H[1] by the first split,
and H[2] and H[3] randomly by the two other splits. Randomly
deciding which one of the d splits to use to represent spectrum
H[n] avoids artifacts based on repetition of the same pattern in
the output. Note, however, that there is one restriction: Within a
group of d succeding spectra, each must be represented by a dif-
ferent split, so that all d spectra can be squeezed into one spectrum
HC without having bins that are non-zero in more than one sparse
spectrum within the group. Informal listening tests have shown
that it also improves quality if two succeeding sparse spectra of
the IR are never represented by the same split. When assigning
all spectra within a group to a different split each, care should be
taken that the first split is not the same as the last split of the pre-
vious group. After multiplying the compressed spectrum HC with
an input spectrum, we only need to take care that we know which
split of the compressed output spectrum YC needs to go to which
output spectrum YS .
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Figure 5: After multiplying the input spectra XS [n−4..n] with the
spectra of the IR compressed in HC [0], the products of the splits
are written to their corresponding output spectra. This process
is shown for two succeeding output spectra YS [n − 1] and YS [n]
when d = 6 and c = 2.

4.4. Multiple splits

To increase randomization further we can increase the number of
splits. Unfortunately this also reduces the number of non-zero bins
in the sparse spectra, which results in deteriorated output quality.
To avoid this we can represent one spectrum of the IR by a random
combination of c splits, as shown in figure 5. This also has the ad-
vantage that the number of patterns of the distribution of non-zero
bins is increased further. When we represent each spectrum by a
combination of c splits and we have d splits in total, the number
of possible unique combinations can be calculated as the binomial
coefficient (

d

c

)
=

d!

c!(d− c)!
. (9)

When writing the output signal we need to write all c splits that
represented one spectrum of the IR to the corresponding output
spectrum, as is shown in the figure. We can do so by updating
equation 7 as follows:

YS [n+sk[k,s]][a(s)..b(s)]+=YC [n,k][a(s)..b(s)], for s=0..d
(10)

So, instead of writing the splits in a constant order, we check the
table sk[k, s] to find out to which output spectrum split s of the
kth compressed spectrum needs to be written to.

4.5. Multichannel input and output

Stereo or multichannel input and output can essentially be pro-
cessed in the same way as mono signals, applying the same cal-
culations to each channel. The content of the different channels
in typical multichannel signals does not only differ in amplitude,
but also in phase. Since the phase information is discarded in the
proposed algorithm, the same difference can not be reconstructed
in the output signal. Informal listening tests have shown that it suf-
fices to ensure there is some difference between the output chan-
nels - even if that difference is not the same as in the original sig-
nal. This can be done by making sure that the order of splits used
for each channel is different. In the case of stereo input signals
or stereo IRs this will lead to output that sounds slightly different
from sounds generated with conventional convolution but the lis-
tening tests detailed in section 5.4 have shown that listeners had no
strong preference for one or the other.
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5. PERFORMANCE

5.1. Overview

We compared the speed and memory requirements of the proposed
algorithm to two other algorithms: partitioned convolution without
any optimizations (also called "non-optimized" below) and percep-
tual convolution where bins of the complex spectra of the IR are
discarded if they are below a certain threshold. A listening test
to compare the quality of reverberation generated by the proposed
algorithm and by the non-optimized algorithm was also conducted.

The samples for the listening test were all generated with a
block size of M = 1024 samples. As mentioned in 3.1, a cutoff
amplitude of -50 dB was used for the perceptual and the proposed
algorithm. To create the output samples of the proposed algorithm
each spectrum was represented by a combination of c = 3 splits
and each compressed spectrum of the IR contained d = 5 splits.
We used non-optimized convolution for the first block of the IR
and optimized convolution for all other blocks. The sampling rate
depended on the IR and input sample used and was either 44.1 kHz
or 48 kHz. Some sounds were rendered as mono and some as
stereo. All sounds were processed as 32 bit floating point values.1

For the performance analysis a mono channel sample with a
sampling rate of 48 kHz and a length of 70.37 s was chosen and
an IR of 3.2 s length with the same sampling rate was used. The
parameters for the algorithm were the same as mentioned above.

5.2. Computation speed

Table 1 compares the floating point operations (FLOPs) necessary
to calculate the output of each algorithm. The values are normal-
ized by the length of the input signal. FLOPs only give a very
rough idea of the performance of the algorithm, since during exe-
cution a lot of time is also spent in memory access, but it is inter-
esting to compare the three algorithms this way to see where most
computational power is needed. In the non-optimized and in the
perceptual algorithm the cost for the FFT is relatively low, but the
cost for multiplying the spectra is high. In the proposed algorithm
we need to process overlapping blocks, thus the number of FLOPs
needed to calculate the FFT doubles. At the same time the number
of FLOPs needed to multiply the spectra decreases. If the FFT is
implemented in hardware and does not have to run on the CPU,
the efficiency of the proposed algorithm will increase even more.

The speed of the algorithm was measured on a PC running on
an Intel® CoreTM i7-7700K CPU at 4.2 GHz. The time needed
to convolve the entire input signal with the IR was about 718 ms
for the non-optimized algorithm, 481 ms for the perceptual algo-
rithm and 294 ms for the proposed algorithm at a sampling rate
of 48 kHz. SIMD optimizations or GPU optimizations were not
used. The algorithm was implemented in C++, executed as a sin-
gle thread and only the computation time of the reverberation al-
gorithm was measured. Data input and output etc. are therefore
not part of this measurement. Note that the measurements for our
algorithm include the computation time of conventional convolu-
tion for the first block. Please also note that while the length of the
input signal has no impact on the performance by which the algo-
rithms processes one block of input data, it is, however, affected
by the length of the IR, since every block of the input signal needs
to be processed with every block of the IR. The values given in

1Examples can be found here: https://doi.org/10.5281/zenodo.3965342

Table 1: Comparison of the three algorithms. Floating point op-
erations are counted per input sample and rounded to the nearest
integer. They are divided into FFT and multiplication of spectra
("mult."). The sum of the two is also shown. The computation time
is given in ms per second of the input signal. Values are measured
for an IR of 3.2 s at 48 kHz sampling rate and will vary depending
on the IR.

non-optimized perceptual ours
FLOPs / sample (FFT) 87 87 174
FLOPs / sample (mult.) 1265 863 189
FLOPs / sample (total) 1352 951 364
computation time / s 10.2 ms 6.84 ms 4.18 ms

Memory 2476 kB 2100 kB 2573 kB

the table are thus specific to the IR used in performance measure-
ments.

5.3. Memory requirements

All three algorithms need to store the frequency domain represen-
tation of the IR, i.e. the spectra of the IR in memory. The second
big requirement is the memory needed for cache buffers to hold
future output blocks. For all three algorithms the memory needed
is not affected by the length of the input signal, but depends on the
length of the IR.

In the non-optimized algorithm the IR is cut into non-overlapping
frames of length M . Those frames are transferred to the frequency
domain using an FFT with 2M coefficients and stored as complex
spectra of length MS = M + 1, adding 1 to M to keep a bin
for the Nyquist frequency. Two floating point values are needed
to store the real and imaginary part of each bin. So one block
of M floating point samples in the time domain is represented by
2MS = 2M + 2 floating point values in the frequency domain.
Neglecting the additional bin for the Nyquist frequency and the
fact that the last samples of the IR need to be padded with zeros if
its length is not a multiple of M , the memory needed for the IR is
approximately 2Lh floating point values. The memory needed for
the output cache is the same. The total amount of memory needed
is therefore about 4Lh floating point values.

We can calculate the memory needed for the perceptual algo-
rithm in the same way. However, some memory can be saved by
discarding the last bins of each spectrum of the IR if their am-
plitude drops below our chosen threshold. In the case of the IR
and the threshold used in the tests above about 30 % of all bins
could be discarded. Please note that the number of bins that can
be discarded depends on the IR and on the threshold that is being
used. Informal tests with other IRs have shown that up to 50 % of
all bins can be discarded without compromising on quality. The
memory needed to store the IR is therefore somewhere between
Lh and 2Lh floating point values. The memory needed for the
output cache is 2Lh, so the total amount of memory needed lies
somewhere between 3Lh and 4Lh.

For the proposed algorithm we need overlapping blocks where
the distance s between the starting point of two successive blocks
is M/2. The number of blocks we extract is thus twice as big
as for the previous algorithms. As for the spectra of the IR this
doubling is compensated by the fact that we discard phase infor-
mation and only need to store the amplitude of each bin, i.e. only
one value for each bin. We summarize d sparse spectra into one
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Table 2: Question and answers of the survey. The score of each
answer was not shown to participants.

Score Question / Answers
In which sound is the quality of the reverberation better?

3 It is much better in A.
2 It is better in A.
1 It is slightly better in A.
0 It is about the same in both sounds.
-1 It is slightly better in B.
-2 It is better in B.
-3 It is much better in B.
0 I don’t know.

spectrum, which reduces the amount of memory we need by a fac-
tor of d. In the case of a combination of c sparse spectra, the factor
is d/c. Additionally, we can discard those bins in each split of the
compressed spectra that do not contribute in an audible way to the
output signal, in the same way as we did it in the perceptual al-
gorithm. The memory needed to store an IR where up to 50 % of
all bins can be discarded based on their low amplitude is thus be-
tween c·Lh

d
and c·Lh

2d
floating point samples. The memory needed

for the output cache is twice as high as for the other algorithms,
because aoutput buffers need to overlap as well. The total amount
of memory needed is therefore about 4Lh+

c·Lh
d

and 4Lh+
c·Lh
2d

floating point values.
Table 1 shows the memory values measured for the three al-

gorithms when the IR and input sound mentioned in 5.1 are used.

5.4. Listening test

To evaluate the quality of the reverberation generated by the pro-
posed algorithm a simple listening test based on the comparison
category rating method [15] was conducted. In the test the 15
different short sound samples to which the link was given in 5.1
where used. The samples included speech in different languages,
small musical phrases played on the piano or harpsichord, paper
being crushed, a door being slammed and a wine glass being hit.
To each sample reverberation based on a different IR was applied
and in the test each sample was presented in two versions. One ver-
sion was the sample with reverberation applied by our algorithm,
the other one had reverberation generated by conventional parti-
tioned convolution. These two versions were randomly presented
as sound A or sound B. Subjects were asked to use earphones or
headphones and were allowed to listen to the sounds as often as
they like and to revisit earlier questions if they wanted. For each
pair of sounds they had to decide if the quality of the reverbera-
tion in sound A or sound B was better and by how much. The
answers subjects could pick from are shown in table 2. To evalu-
ate the results of the survey, each answer was associated with the
score shown in the table. For pairs where sound B was the sound
generated by our algorithm, the signs of these scores were flipped.

The survey was done by 25 subjects, who had, for the most
part, no particular experience in working with audio. The average
over all questions and subjects was a score of -0.25 with a stan-
dard deviation of 1.48. This shows a small tendency of preference
towards the sound generated by conventional convolution but the
large standard deviation shows that this tendency is not very con-
sistent. For the two percussive sounds there was a small tendency
to prefer the versions generated by our algorithm (score 0.2 and
0.32), presumably because of the different stereo spread.

6. REFERENCES

[1] Vesa Välimäki, Julian Parker, Lauri Savioja, Julius O Smith,
and Jonathan Abel, “More than 50 years of artificial rever-
beration,” in Audio engineering society conference: 60th in-
ternational conference: dreams (dereverberation and rever-
beration of audio, music, and speech). Audio Engineering
Society, 2016.

[2] Sebastian Jiro Schlecht, Feedback Delay Networks in Artifi-
cial Reverberation and Reverberation Enhancement, Ph.D.
thesis, Friedrich-Alexander-Universität Erlangen-Nürnberg,
2018.

[3] Carl Schissler and Dinesh Manocha, “Interactive sound ren-
dering on mobile devices using ray-parameterized reverber-
ation filters,” arXiv preprint arXiv:1803.00430, 2018.

[4] Hequn Bai, Hybrid models for acoustic reverberation, Ph.D.
thesis, Télécom ParisTech, 2016.

[5] Enzo De Sena, Hüseyin Hacıhabiboğlu, Zoran Cvetković,
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ABSTRACT

The Red Llama guitar overdrive effect pedal differs from most
other overdrive effects because it utilizes CMOS inverters, formed
by two metal-oxide-semiconductor field-effect transistors (MOS-
FETs), instead of a combination of operational amplifiers and
diodes to obtain nonlinear distortion. This makes it an interesting
subject for virtual analog modeling, obviously requiring a suitable
model for the CMOS inverters. Therefore, in this paper, we extend
a well-known model for MOSFETs by a straight-forward heuristic
approach to achieve a good match between the model and measure-
ment data obtained for the individual MOSFETs. This allows a
faithful digital simulation of the Red Llama.

1. INTRODUCTION

The Red Llama overdrive is one of several guitar effect pedals
designed by Jeorge Tripps and sold through his company Way Huge
in the 1990s. Commercial success was limited and so was the
company’s life span. Once production of the devices had stopped,
interest in them among guitarists and collectors rose, leading to
Jim Dunlop reviving the brand some 15 years later and releasing
reissues of some of the original effects, including the Red Llama.
While only a limited number of Red Llamas were sold, the effect is
still available as part of the Camel Toe, however slightly modified
to include a controllable hi-cut filter. One of the most well-known
guitar players reported to regularly use the Red Llama/Camel Toe
is Mike Campbell.

From a technical perspective, the Red Llama is remarkable
because while most overdrive pedals rely on operational amplifiers
and diodes for distortion, the Llama employs CMOS inverters to
achieve a unique sound with a relatively simply circuit. Conse-
quently, while the simulation of diode clipping and operational
amplifiers has received broad attention in virtual analog modeling
(e.g. [1, 2, 3] to name just a few), to the best of our knowledge,
no work has considered the simulation of CMOS-based circuits for
audio applications so far. Therefore, the focus of this paper is on
modeling CMOS inverters in the audio effect context with the Red
Llama as an example of practical usage to prove the effectiveness
of the derived model.

2. THE LLAMA CIRCUIT

Before going into the details of the CMOS inverters, we shall first
give an overview of the Red Llama circuit shown in figure 1. We

Copyright: © 2020 Lasse Köper et al. This is an open-access article distributed

under the terms of the Creative Commons Attribution 3.0 Unported License, which

permits unrestricted use, distribution, and reproduction in any medium, provided the

original author and source are credited.
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Figure 1: Signal path schematic of the Llama

Table 1: Element information

part name nominal measured

R1 100 kΩ 99.565 kΩ
R2 100 kΩ 99.625 kΩ
R3 1000 kΩ 994.23 kΩ
R4 1000 kΩ 992.89 kΩ
R5 1000Ω 997.49Ω
R6 2.2 kΩ 2.19 kΩ
C1 68 nF 66 nF
C2 51 pF 48 pF
C3 33 nF 33 nF
C4 100 pF 95 pF
C5 10 µF 9.3 µF
C6 330 µF 316 µF

Rgain 0 . . . 1 MΩ linear
Rvolume 0 . . . 10 kΩ logarithmic

D1 1N4001
IC1 CD4049 channel B
IC2 CD4049 channel A

have to note that the reference circuit used for this work is not
an original Way Huge device, but rather the Llama do-it-yourself
kit sold by musikding.de. Apart from the lower cost, this has the
advantage that all components could be measured prior to assembly.
The obtained information is listed in table 1.

Apparently, the CMOS inverter is used like an operational am-
plifier in inverting configuration. In fact, to obtain a first intuition
about the circuit, we shall consider its small signal behavior, for
which we assume the CMOS inverters to act like an ideal opera-
tional amplifier with the non-inverting input tied to a fixed reference
voltage. Note that this assumption is valid only for inverters with
very high input impedance, low output impedance and a sufficiently
high gain-bandwidth product. Observing that input and output are
AC-coupled and as we are not interested in any bias voltages for the
small signal model, we choose this reference voltage to be ground
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for simplicity.
The first inverter together with C1, C2, R1, R2, the gain control

and any source impedance 𝑅in of the input signal (assumed ohmic)
forms a second-order bandpass filter

𝐻1 (𝑠) = − (𝑅2 + 𝑅gain)𝐶1𝑠

(1 + (𝑅1 + 𝑅in)𝐶1𝑠) (1 + (𝑅2 + 𝑅gain)𝐶2𝑠)
(1)

with the gain in the pass band approaching

𝐺1 = −𝑅2 + 𝑅gain

𝑅1 + 𝑅in
. (2)

It can be decomposed into a first-order highpass filter with cut-off
frequency

𝑓c1 =
1

2𝜋(𝑅1 + 𝑅in)𝐶1
(3)

and a first-order lowpass filter with cut-off frequency

𝑓c2 =
1

2𝜋(𝑅2 + 𝑅gain)𝐶2
. (4)

The highpass cut-off frequency 𝑓c1 reaches 23.4 Hz for 𝑅in = 0Ω
and decreases even further for higher source impedance. Therefore,
it has only very limited impact on typical input signals. The lowpass
cutoff frequency 𝑓c2 ranges between 31.2 kHz for 𝑅gain = 0Ω and
2837 Hz for 𝑅gain = 1 MΩ. For higher gain settings, this may
represent a significant reduction in the signal’s higher frequency
content. Frequency responses for equidistant gain settings at two
different assumed source impedances are shown in figure 2.

The first inverter stage amplifies the signal dependent on the
resistance of the gain control. However, the inverter does not
necessarily go into saturation. That is because the maximum gain
of the first stage would be 𝐺max = −11. Assuming a medium level
guitar signal of 0.5 Vpp and a medium gain of 𝐺 = −5 the output
voltage level would be at 2.5 V. With a supply voltage of 9 V the
inverter would not go into saturation.

The second inverter stage together with C3, C4, and R3 forms
a first-order highpass filter

𝐻2 (𝑠) = − 𝑅3𝐶3𝑠

1 + 𝑅3𝐶4𝑠
(5)

with cutoff frequency

𝑓c =
1

2𝜋𝑅3𝐶4
= 1592 Hz (6)

and passband gain

𝐺2 =
𝐶3
𝐶4

= 330 =̂ 50 dB. (7)

Its frequency response is shown in figure 3. As can be seen, the
second inverter stage has a high gain even for low and medium
frequencies. It will therefore quickly reach saturation, making it
responsible for most of the circuit’s distortion.

The output of the second inverter stage is AC-coupled to the
volume control potentiometer. For an open output, the cut-off
frequency is approximately 1.6 Hz. Assuming a load impedance
significantly larger than the potentiometer’s 10 kΩ, no acoustically
relevant signal components are affected by this filtering.

Figure 4 shows the supply path of the circuit. The LED and its
current limiting resistor R6 are just for signaling the state of the
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Figure 2: Frequency responses of the bandpass filter formed around
IC1 for equidistant gain settings with two different assumed source
impedances
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Figure 3: Frequency response of the highpass filter formed around
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Figure 4: Supply schematic of the Llama
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Figure 5: Simple CMOS inverter
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Figure 6: MOSFET measurement configuration

pedal. The diode D1 is a protection against polarity reversal and the
capacitor C6 smooths the supply voltage and removes unwanted AC-
components. It builds a first-order lowpass filter with the resistor
R5. The cut-off frequency is 𝑓c,supply = 1

2𝜋𝑅5𝐶6
= 0.48 Hz. Since

the resistor R5 is in series with the supply pin of the inverters, the
voltage drop over R5 has to be taken into account. This voltage
drop will reduce the effective supply voltage at the inverters.

3. CMOS-INVERTER MODELING

The only nonlinear element in the circuit from figure 1 is the CMOS
inverter CD4049. Therefore, a model needs to be found which be-
haves like the corresponding analog integrated circuit. Internally,
the CMOS inverter mainly comprises two transistors connected
as shown in figure 5, an n-channel and a p-channel metal-oxide-
semiconductor field-effect transistor (MOSFET) [4]. If the input
voltage 𝑣in is near to the supply voltage 𝑣DD, the n-channel MOS-
FET will be active and the p-channel MOSFET will be cut off. As
a result, the output voltage will be near ground. Analogously, if the
input voltage level is near ground the output will be near the supply
voltage [5].

For a modeling approach based on the individual transistors,
a suitable model for the n- and p-channel MOSFETs needs to be
derived. Therefore, the individual transistors inside the inverter
have been measured. The IC has been connected to the measure-
ment equipment as shown in figure 6. This configuration prevents
an influence of one transistor while measuring the other. All other
inputs of the IC have been connected to ground while the outputs
have been left open. The measurement results for the n-channel
MOSFET are illustrated in figure 7(a). The drain-source voltage
𝑣DS is plotted against the drain current 𝑖D. Each curve corresponds
to a different gate-source voltage 𝑣GS.

The shown mosfet characteristics can be divided into three
different regions. Starting from a drain-source voltage of zero,
a region can be observed in which the drain-current rises almost
linearly with the drain-source voltage. This is referred to as the
linear region. With increasing drain-source voltage, the MOSFET
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(a) N-Channel MOSFET measurement
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(b) P-Channel MOSFET measurement

Figure 7: Measurements of the CMOS inverter’s MOSFETs

slowly goes into saturation. In the saturation region, the drain
current is almost constant. The last region is the cut-off region, in
which the gate-source voltage stays below the threshold voltage
of the transistor. In this case, almost no drain current is flowing
through the transistor. Taking a closer look at the measurements
of the p-channel MOSFET in figure 7(b) it can be observed that
in the saturation region the drain current is no longer constant but
linearly increasing. This is due to the channel-length modulation
effect, which can be observed in almost any mosfet [6].

We first try to capture the transistor behavior with the simple
model [6]

𝑖D =


0 if 𝑣GS ≤ 𝑣T
𝛼 · (𝑣GS − 𝑣T − 𝑣DS

2 ) · 𝑣DS if 𝑣DS ≤ 𝑣GS − 𝑣𝑇 ∧ 𝑣GS > 𝑣T
𝛼
2 · (𝑣GS − 𝑣T)2 otherwise

(8)
where 𝑣T is the threshold voltage and 𝛼 is a constant depending
on the dimensions and physics of the transistor. The equation is
divided into three cases. The first case describes the MOSFET in
the cut-off region. The second case models the linear region and
the last one the saturation region. The model from equation (8)
has two parameters namely 𝛼 and 𝑣T, which have to be adapted to
the measurement data. Here, we choose the mean squared error
(MSE) between model and measurement output as optimization
criterion. The MSE is taken over the whole measurement range
using equal weights for each curve. Employing the Levenberg-
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Table 2: Optimized parameters for the simple inverter model

MOSFET type parameter optimum value

n-channel 𝛼 5.1021 × 10−3

𝑣𝑇 1.5702 V
p-channel 𝛼 8.2246 × 10−4

𝑣𝑇 −0.484 76 V

Marquardt algorithm to minimize the MSE yields the optimum
parameters listed in table 2.

The output of the n-channel model with the optimum parame-
ters together with the measurement data is depicted in figure 8(a). It
can clearly be seen that the model shows significant differences to
the measurement data. First of all, the level of the drain current in
the saturation region corresponding to a certain gate-source voltage
does not match the measurements. The problem is not only the dif-
ference to the measurements, but that the drain current’s magnitude
is sometimes lower and sometimes higher than the corresponding
measurement. Consequently, this issue cannot be solved by using
a simple scaling factor. Additionally, the steepness in the linear
region of the model is decreased in comparison to the measurement
data. The model output for the p-channel MOSFET, which is ob-
tained from equation (8) by reversing the sign of the voltages and
the drain current, is shown in figure 8(b). This model shows the
same issues as the n-channel MOSFET model. However, it has to
be mentioned that the difference in steepness for the linear region
is not as severe as for the n-channel MOSFET. Another difference
can be observed in the saturation region. The model has no increase
in drain current in saturation mode. Looking at equation (8) this
becomes obvious as the third case does not depend on the drain-
source voltage. Taking everything into account, it can be stated
that the model of equation (8) is not well-suited to model the given
CMOS inverter.

In the following, the model will be extended to increase its suit-
ablity for the emulation of the CMOS inverter. The first approach
is to make the parameters 𝛼 and 𝑣T a function of the gate-source
voltage. By doing this, each curve in figure 7 can be modeled with
different parameter values. In this way, each curve can be matched
individually. However, this can only be done if a simple function
dependent on the gate-source voltage can be found. To find the
optimum parameters for each curve, the MSE for each curve is
minimized individually, again using the Levenberg-Marquardt al-
gorithm. The dependence of the gate-source voltage can then be
visualized by plotting the parameters against the gate-source volt-
age as shown in figure 9. It can be observed that both parameters
have a nearly linear dependency on the gate-source voltage. The
dashed curves in figure 9 are first order regression polynomials.
With this information the model for the n-channel MOSFET can be
extended to

𝑖D =


0 if 𝑣GS ≤ 𝑣T (𝑣GS)
𝑖D,lin if 𝑣DS ≤ 𝑣GS − 𝑣T (𝑣GS) ∧ 𝑣GS > 𝑣T (𝑣GS)
𝑖D,sat otherwise

(9a)

with

𝑖D,lin = 𝛼(𝑣GS) · (𝑣GS − 𝑣T (𝑣GS) −
𝑣DS
2

) · 𝑣DS (9b)

𝑖D,sat =
𝛼(𝑣GS)

2
· (𝑣GS − 𝑣T (𝑣GS)

)2 (9c)
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(a) Simple n-channel MOSFET model
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(b) Simple p-channel MOSFET model

Figure 8: Comparison of the simple MOSFET model (dashed) and
the measurement data (solid)

where

𝛼(𝑣GS) = 𝑐𝛼,1𝑣GS + 𝑐𝛼,0 (10a)
𝑣T (𝑣GS) = 𝑐𝑣T ,1𝑣GS + 𝑐𝑣T ,0 (10b)

are linear regression functions for the parameters 𝛼 and 𝑣T. The pa-
rameters 𝑐𝛼,𝑖 and 𝑐𝑣T ,𝑖 for these functions are collected in table 3.

Regarding the p-channel MOSFET, the channel-length mod-
ulation needs to be modeled as well. For this purpose it is useful
to get a detailed insight of the effect itself. The channel-length
modulation causes a dependency of the drain current on the drain-
source voltage in the saturation region. To understand this effect,
the parameter 𝛼 needs to be decomposed into its basic elements as

𝛼 = `n𝐶
′
ox
𝑊

𝐿
(11)

with the load carrier mobility `n, capacitance 𝐶 ′
ox of the gate-

oxide, and width 𝑊 and length 𝐿 of the gate. Consequently, the
conductivity of the channel is proportional to its width-to-length
ratio [7]. The channel-length modulation now causes a reduction of
the actual channel length. This is because near the drain, the electric
field pattern is not only dependent on the gate but also on the drain
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Figure 9: N-Channel MOSFET Model Parameters in dependence
on 𝑣GS

voltage. Increasing the drain voltage in saturation produces a gap
of uninverted silicon between channel and the drain. The resulting
channel length reduction can be expressed by [7]

𝛼′ = `n𝐶
′
ox

𝑊

𝐿 − Δ𝐿
. (12)

Assuming that Δ𝐿 is much smaller than 𝐿, we can rearrange equa-
tion (12) to [7]

𝛼′ ≃ `n𝐶
′
ox
𝑊

𝐿

(
1 + Δ𝐿

𝐿

)
= 𝛼 ·

(
1 + Δ𝐿

𝐿

)
. (13)

By introducing a new parameter _, the channel length reduction
can be taken into account with

Δ𝐿
𝐿

= _𝑣DS. (14)

Finally, the equation for the saturation region of a p-channel MOS-
FET including channel-length modulation can be expressed as

𝑖D,sat = −𝛼

2
· (𝑣GS − 𝑣T)2 · (1 − _𝑣𝐷𝑆). (15)

The parameter _ can be deduced by linear extrapolation of the
saturation region from figure 7(b). Comparing the resulting line
equations

𝑖D,sat = 𝑚 · 𝑣DS + 𝑐 (16)

Table 3: Parameters of the regression functions

MOSFET type parameter value

n-channel 𝑐𝛼,0 2.0662 × 10−2

𝑐𝛼,1 −1.7182 × 10−3

𝑐𝑣T ,0 1.2083
𝑐𝑣T ,1 3.1391 × 10−1

p-channel 𝑐𝛼,0 −3.5774 × 10−4

𝑐𝛼,1 −8.6202 × 10−4

𝑐𝛼,2 −1.6849 × 10−4

𝑐𝛼,3 −1.0801 × 10−5

𝑐𝑣T ,0 −2.5610 × 10−1

𝑐𝑣T ,1 2.7051 × 10−1
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Figure 10: Deduction of _ parameter using extrapolation

with equation (15), we immediately find − 𝛼
2 · (𝑣GS − 𝑣T)2 = 𝑐 and

_ = −𝑚/𝑐. Using the linear extrapolation shown in figure 10, we
find values varying around 0.06 V−1, so we choose _ = 0.06 V−1

in the following.
Now the model from equation (9) can be extended by taking

equation (15) as the third case. The parameters 𝛼 and 𝑣T are
still functions of the gate-source voltage. The second case needs
to be adapted as well to make the whole function continuously
differentiable. The resulting extended p-channel MOSFET model
is thus given by

𝑖D =


0 if 𝑣GS ≥ 𝑣T (𝑣GS)
𝑖D,lin if 𝑣DS ≥ 𝑣GS − 𝑣T (𝑣GS) ∧ 𝑣GS < 𝑣T (𝑣GS)
𝑖D,sat otherwise

(17a)

with

𝑖D,lin = −𝛼(𝑣GS) · (𝑣GS − 𝑣T (𝑣GS) −
𝑣DS
2

) · 𝑣DS · (1 − _𝑣DS)
(17b)

𝑖D,sat = −𝛼(𝑣GS)
2

· (𝑣GS − 𝑣T (𝑣GS))2 · (1 − _𝑣DS) (17c)

where

𝛼(𝑣GS) = 𝑐𝛼,3𝑣
3
𝐺𝑆 + 𝑐𝛼,2𝑣

2
𝐺𝑆 + 𝑐𝛼,1𝑣𝐺𝑆 + 𝑐𝛼,0 (18a)

𝑣T (𝑣GS) = 𝑐𝑣T ,1𝑣𝐺𝑆 + 𝑐𝑣T ,0. (18b)
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Figure 11: P-Channel MOSFET model parameters in dependence
on 𝑣GS

It can be seen that the model from equation (17) actually reduces
to the one from equation (9) if _ is set to zero. The coefficients for
the parameters 𝛼 and 𝑣T can be found in table table 3. In contrast
to the n-channel model, the regression function for the 𝛼 parameter
of the p-channel model is a third-order polynomial, which provides
a good fit as seen in figure 11.

Figure 12 shows the performance of the extended MOSFET
model. It can be seen that the curves fit the measurement data
far better than the model from figure 8. Also, the channel-length
modulation effect of the p-channel MOSFET is modeled correctly.
The n-channel model differs slightly from the measurement data
at the transition between linear and saturation region. However
taking everything into account, the extended model seems to be
well suited for usage in the inverter configuration of figure 5.

To validate the suitability of the model given by equations (9)
and (17), the input/output behavior of the CMOS-inverter was sim-
ulated and compared with measurement data. The supply voltage
was set to 9 V. A voltage sweep from 0 V to 9 V is used as an
input signal, while the output current 𝑖out was fixed at −2.5 mA,
0 mA, or 2.5 mA. Additionally, the same simulation was done us-
ing the simple MOSFET model from equation (8). The simulation
results and the measurement data are depicted in figure 13. It can
be seen that the simple model performs worse than the extended
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(a) Extended n-channel MOSFET model
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(b) Extended p-channel MOSFET model

Figure 12: Comparison of the extended MOSFET model (dashed)
and the measurement data (solid)

one. Especially at the end of the transition to the low state, the
simple model does not fit the measurement data very accurately.
Furthermore the steepness of the transition is higher than it should
be. This would result into an inverter which saturates faster than
its analog counterpart. However, the extended model reproduces
the characteristics of the inverter very precisely. Consequently it is
suited to be used in a simulation of the whole distortion circuit.

The static input current of the inverter due to leakage can
usually be neglected. The input capacitance 𝐶in = 15 pF [4], on
the other hand, may be relevant in certain applications. However,
in the given circuit, it is small compared to the capacitors C2 and
C4 connecting input and output and may therefore be neglected as
well. Note that the passivity of the proposed models is only given
if the polynomial for 𝛼 remains positive for the given operating
range. Additionally, the drain-source voltages are constrained to be
positive for n-channel mosfets and negative for p-channel mosfets.
The passivity of the models was analyzed following the approach
from [8].
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Figure 13: CMOS inverter simulation results for 𝑖out = −2.5 mA,
0 mA, and 2.5 mA

4. EVALUATION

In order to perform a simulation of the distortion circuit, the MOS-
FET model in ACME1, which previously implemented the simple
model of equation (8), has been extended to correspond to equa-
tions (9) and (17). The extended model is available starting with
ACME version 0.9.3. Using this MOSFET model implementation,
a simulation of the whole circuit with ACME (which is an imple-
mentation of the method described in [9]) is straight-forward, the
source code can be found at https://lkoeper.gitlab.io/
dafx-2020-cmos-llama/. The behavior of the two channels
of the CD4049 is nearly identical, so the same parameters are used
for both.

To evaluate the impact of the MOSFET model, simulations
using both the simple and the extended model have been conducted.
The used input signals are sinusoids with an amplitude of 0.2 V
and a frequency of 100 Hz and 1 kHz, sampled at 96 kHz. The root-
mean-squared (RMS) error between measurements and simulation
results for different gain settings is given in table 4. It should be
noted that the audio interface used to record the measurements
includes a low-cut filter at its input. To obtain comparable results,
the simulation contains a first-order high-pass filter with a cutoff
frequency of 7.94 Hz as a post-processing step.

It can be seen that the extended MOSFET model always per-
forms better than the simple one. The difference between the two
models can be seen best by taking a look at the time domain rep-
resentation in figures 14 and 15. The extended model matches
the measurement curve almost exactly. Contrarily, the curve for
the simple MOSFET model has visible differences to the measure-
ments. The curvature of both halfwaves does not fit completely to
the reference.

To evaluate the acoustical relevance of these differences, a
MUSHRA listening test [10] has been conducted. It compares the
recorded reference signal with an anchor signal obtained by low-
pass filtering at 3.5 kHz and with simulations using both the simple
as well as the exteneded model. Two different guitar signals are
used as input, “chord strumming” and “palm muting”. The former
sounds very open with a relatively large frequency content while
the latter focuses more on the low frequency range with precise
staccato-like stroking. Both input signals have been processed

1https://github.com/HSU-ANT/ACME.jl

Table 4: Root-mean-squared (RMS) error between simulation and
measurement of the Llama

RMS error in mV
input freq. (Hz) gain simple model extended model

100 0% 33.95 23.18
25% 24.39 13.46
50% 19.04 10.41
75% 20.81 8.70

100% 27.35 8.39
1000 0% 33.22 19.74

25% 17.79 14.70
50% 17.67 8.62
75% 18.29 9.36

100% 20.08 8.88
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Figure 14: Time domain comparison of measurement and simula-
tion for the Llama, gain=50 %, frequency=100 Hz
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Figure 15: Time domain comparison of measurement and simula-
tion for the Llama, gain=50 %, frequency=1 kHz
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(b) Palm muting

Figure 16: Listening test results for two input signals and three
different gain settings. (Shown are median, 25%/75% Quartiles
and upper/lower whiskers referring to [11])

at 0 %, 50 %, and 100 % gain, for a total of six test cases, which
can also be found online at https://lkoeper.gitlab.io/
dafx-2020-cmos-llama/.

Looking at the box plots in figure 16 it can be observed that for
each test case the extended model performs much better than the
simple one. Especially for the “chord strumming” part the results
are close to the reference. However, a degradation of model accu-
racy for higher gain settings can be observed in the “palm muting”
part. This indicates that the extended model has minor inaccuracies
in the low frequency range for high gain settings. Nevertheless,
the improvement when switching from the simple to the extended
model is obvious. The total number of participants was 23 from
which most have at least some kind of musical experience. For the
box plots in figure 16 only test results were evaluated, for which
the reference was rated greater than 90% [10]. This reduced the
number of evaluated results to 14 out of 23 participants. The high
amount of participants, who were not able to consistently identify
the reference can be at least partwise atrributed to uncontrolled test
conditions: due to the restrictions in place because of the Corona
crisis, the participants took the test at home using their own, diverse
equipment.

5. CONCLUSION

In this work we dealt with the virtual analog modeling of a CMOS
inverter-based effect, namely the Red Llama guitar distortion effect
pedal. The major aspect was the derivation of a suitable CMOS

inverter model which is computationally efficient and has as few
and easily adjustable parameters as possible. We have chosen to
model the inverter based on the two MOSFETs it comprises.

The simplest MOSFET model employed does not show satis-
factory capabilities to match the measured behavior of the device.
Therefore, it has been extended in two ways: Inclusion of the chan-
nel length modulation effect and introduction of a dependence of
the MOSFET parameters on the gate-source voltage by low-order
polynomials. While the former is a well-known physical effect, the
latter is purely heuristic but has proven effective and introduces
only few additional parameters.

Simulation of the whole effect device confirms that the simple
MOSFET model only suffices to give results that are similar to the
analog counterpart, but with differences clearly audible. With the
extended model, however, it is much more challenging to distin-
guish original device and simulation. Thus, the modeling of the
MOSFETs and the whole circuit can be considered successful.
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ABSTRACT

A major problem in the emulation of discrete-time nonlinear sys-
tems, such as those encountered in Virtual Analog modeling, is
aliasing distortion. A trivial approach to reduce aliasing is over-
sampling. However, this solution may be too computationally de-
manding for real-time applications. More advanced techniques
to suppress aliased components are arbitrary-order Antiderivative
Antialiasing (ADAA) methods that approximate the reference non-
linear function using a combination of its antiderivatives of dif-
ferent orders. While in its original formulation it is applied only
to memoryless systems, recently, the applicability of first-order
ADAA has been extended to stateful systems employing their state-
space description. This paper presents an alternative formulation
that successfully applies arbitrary-order ADAA methods to Wave
Digital Filter models of dynamic circuits with one nonlinear ele-
ment. It is shown that the proposed approach allows us to design
ADAA models of the nonlinear elements in a fully local and modu-
lar fashion, independently of the considered reference circuit. Fur-
ther peculiar features of the proposed approach, along with two
examples of applications, are discussed.

1. INTRODUCTION

In the recent years, much work has been done to develop faithful
and computationally lightweight Virtual Analog models of nonlin-
ear audio circuits [1–8]. Several techniques have been developed
for the digital emulation of analog synthesizers [9–11], distortion
pedals [12] and audio amplifiers [13, 14], that contain nonlinear
circuit elements such as diodes [15–19], transformers [20], tran-
sistors [21] and tubes [22]. A major problem in Virtual Analog
modeling is that nonlinear digital signal processing could poten-
tially generate aliasing distortion in the output signals. This issue
occurs when a band-limited input signal is processed by a non-
linear function, which may add to the signal spectrum additional
frequency components that overcome the Nyquist frequency and
are mirrored into the signal base-band as distortion artifacts, caus-
ing inharmonicity, beating, and heterodyning [23].

Aliasing could trivially be attenuated by using high oversam-
pling factors, however, in real-time audio applications, this may
be undesirable due to the large number of operations that need
to be carried out by the CPU. Therefore, alternative, less expen-
sive, antialiasing methods have been proposed for the implemen-
tation of oscillators for subtractive synthesis [23] and for the emu-

Copyright: © 2020 Davide Albertini et al. This is an open-access article distributed

under the terms of the Creative Commons Attribution 3.0 Unported License, which

permits unrestricted use, distribution, and reproduction in any medium, provided the

original author and source are credited.

lation of clipping stages employed in overdrive and distortion cir-
cuits [24, 25].

A further approach to reduce aliasing, with a broad applica-
bility to a large class of nonlinear functions, called Antiderivative
Antialiasing (ADAA), has been introduced by Parker et al. in [26]
and is based on approximating the input signal as a continuous-
time piecewise linear function, applying the nonlinear function to
it, and convolving the resulting signal with the continuous-time
impulse response of a lowpass filter, before sampling it back to the
digital domain. This process leads to an approximation of the non-
linarity in terms of its antiderivatives, which introduces less alias-
ing. In [26], however, just first and second-order approximations
based on antiderivatives are discussed. Successively, Bilbao et al.
in [27] extended the method employing higher-order antideriva-
tives, reframing the approach as the repeated differentiation of a
pth-order antiderivative of the nonlinear function. As two major
flaws, ADAA presents a low-pass filtering effect and the introduc-
tion of a fractional delay of p/2 samples [28]. The first limitation
can be easily overcome through mild oversampling, or by design-
ing a simple linear filter. The additional introduced delay, however,
becomes problematic in systems having feedback paths. For this
reason, ADAA has been applied almost exclusively to memoryless
systems [26,27,29]. An extension to stateful systems has been pro-
posed by Holters in [30], and consists of a global parameter mod-
ification to the coefficient matrices of the state-space formulation,
to compensate for the additional delay introduced in the system by
the ADAA filter.

Inspired by the approach in [30], this paper presents a differ-
ent methodology for applying pth order ADAA to stateful Wave
Digital Filters (WDFs) with one nonlinearity. Such a methodol-
ogy allows us to exploit the inherent modularity property of WDFs
in the design of ADAA algorithms for Virtual Analog modeling.
Section 2 briefly revises the main properties of WDFs with one
nonlinearity such as their tree-like structure. Section 3 proposes a
novel method to integrate first-order ADAA [26] into WDFs with
one nonlinear element, while Section 4 generalizes the method
to higher-order ADAA. Section 5 presents explicit Wave Digital
(WD) exponential diode models suitable for first-order and second-
order ADAA and characterized by analytical expressions employ-
ing the Lambert function. Such models are then extended for ac-
commodating pairs of diodes in antiparallel in an explicit fashion.
The presented models are then tested in the examples of applica-
tion discussed in Section 6. Section 7 concludes this paper and
proposes possible future developments.
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2. BRIEF OVERVIEW OF WDF MODELING

WDF theory was first introduced by A. Fetteweis in the 1970s and
later reorganized in [31], as an efficient technique to model ana-
log reference circuits as digital filters, based on networks of input-
output blocks characterized by scattering relations and communi-
cating through port connections. In particular, a WDF is a port-
wise lumped model of a reference circuit that detaches the topo-
logical information from the models of circuit elements. The ref-
erence topology is described through scattering junctions, called
adaptors, enforcing Kirchhoff continuity laws, while circuit ele-
ments are derived from the lumped discretization of their constitu-
tive equations. A peculiarity of WDFs is the use of the so-called
wave variables, defined at one port of a circuit element as

a = v + Zi b = v − Zi (1)

where v is the port voltage, i is the port current, a is the wave
incident to the element, b is the wave reflected from the element
and Z is an additional free parameter, called reference port resis-
tance. This free parameter is set to adapt linear circuit elements,
thus obtaining explicit WD scattering relations in the discrete-time
domain in which the reflected wave does not depend on the inci-
dent wave. In this way, local delay-free loops arising from the
port connections of elements to WD junctions are eliminated. In
particular, dynamic elements (i.e., capacitors and inductors) imple-
mented with the trapezoidal discretization rule, when adapted, are
realized through mere one-sample delays. Constitutive equations
in the continuous-time Kirchhoff domain, discrete-time scattering
relations in the WD domain and the corresponding adaptation con-
ditions for the most common linear one-port elements are reported
in Table 1. Vg , R, C and L indicate a voltage source Eg with inter-
nal series resistance Rg , a resistor, a capacitor and an inductor, re-
spectively. On the other hand, connection networks embedding the

Table 1: Wave mapping of common WD linear one-port elements.

Constit. eq. Wave mapping Adapt. cond.

Vg v = Eg +Rgi b[k] = Eg[k] Z = Rg

R v = Ri b[k] = 0 Z = R

C i(t) = C dv(t)
dt

b[k] = a[k − 1] Z = Ts
2C

L v(t) = L di(t)
dt

b[k] = −a[k − 1] Z = 2L
Ts

topological information of the reference circuits are implemented
in the WD domain using scattering junctions characterized by scat-
tering matrices, and called adaptors [31] in WDF theory. General
formulas for computing the scattering matrix of arbitrary recipro-
cal or nonreciprocal connection networks in the WD domain are
discussed in [32–35].

2.1. WDFs as Connection Trees

In order to ensure the computability of a WD structure, the cor-
responding signal-flow diagram should not contain any delay-free
loop [31, 36, 37]. Sarti et al. [38] proposed a systematic method
to implement WD structures that can accommodate up to one non-
linear element in an explicit fashion, i.e., without using iterative
solvers, and showed that computability is guaranteed if the net-
work of adaptors has a tree-like structure without delay-free-loops.

The result is the so-called Binary Connection Tree (BCT), which
has one (nonlinear) element as root, an interconnection of series/pa-
rallel 3-port scattering junctions as nodes, and linear one-port ele-
ments as leaves. Moreover, each WD junction is adapted towards
the root, which means that ports of junctions connected to other
junctions (i.e., other nodes) and the one connected to the nonlin-
ear element (i.e., the root) are all made reflection free, by properly
setting the free parameters at those ports.

In the light of the recent advances in the WD modeling of re-
ciprocal [35] and non-reciprocal [34] junctions, the BCT concept
can be easily generalized to the concept of Connection Tree (CT),
whose root is a one-port nonlinear element, nodes can be N -port
adaptors with N ≥ 3 and leaves are linear elements. Under the
assumption that no delay-free-loops are present, also a CT can be
implemented in an explicit fashion.

The evaluation of a CT consists of three main phases. At first,
the forward scan phase is performed. It consists of traversing the
CT from the leaves to the root. At each sample k, the waves re-
flected from adapted linear one-port elements are given by the sim-
ple scattering relations reported in Table 1. Therefore it is possi-
ble to compute all the waves reflected from the junctions at their
adapted ports, performing the scattering operations in the correct
order (i.e., the computational flow goes from the leaves to the root).
The second phase consists of the local nonlinear scattering stage
at the root element, which outputs the wave incident to the adja-
cent adaptor. Lastly, the backward scan stage consists of traversing
the tree structure from the root to the leaves, updating the waves
incident to all the one-port elements.

3. FIRST-ORDER ANTIDERIVATIVE ANTIALIASING IN
NONLINEAR WDF

Let us consider the generic WDF in Fig. 1 characterized by a single
(reciprocal or nonreciprocal) N -port WD junction. N − 1 linear
one-ports and one nonlinear element are connected to the junction.
Since WDF in Fig. 1 has a CT structure (i.e., the nonlinear element
is the root, the linear elements are the leaves and the node is the N -
port junction), it can be implemented in an explicit fashion using
the procedure, based on forward scan, local nonlinear scattering
and backward scan, discussed in the previous Section. Depending
on the reference circuit the single node can be decomposed into
an interconnections of nodes without delay-free-loops (e.g., other
CTs with multiple nodes or BCTs). However, it is worth noticing
that we do not lose generality by describing the topological infor-
mation with a single node. The scattering matrix S characterizing
the (reciprocal or nonreciprocal) WD junction can be computed
according to the formulas presented in [34, 35] and given the N
free parameters Z1, . . . , ZN . The port of the WD junction fac-
ing the nonlinear element is made reflection free by choosing the
free parameter at that port in such a way that the corresponding
diagonal entry of the scattering matrix S goes to zero.

Matrix S relates incident and reflected waves at a sampling
time step k as

a[k] = Sb[k], (2)

Waves incident to the elements are collected into the column vec-
tor a[k] = [a1[k], . . . , aN [k]]T . We assume, that the WD one-
port elements are ordered as follows. Waves a1[k], . . . , aM [k]
are incident to M dynamic elements (e.g., capacitors or induc-
tors) with M < N . The wave at position M + 1 of vector a[k],
called aξ[k], is incident to the nonlinear element. Finally, waves
aM+2[k], . . . , aN [k] are incident to linear instantaneous elements
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(e.g., resistors or resistive sources). Therefore, vector a[k] can be
expressed as

a[k] = [a1[k], . . . , aM [k], aξ[k], aM+2[k], . . . aN [k]]T .

Similarly we can define the vector b[k] as the column vector of
waves reflected from the elements and incident to the WD junction.
Waves reflected from linear elements are computed according to
Table 1, while the nonlinear element at the root is characterized by
the scattering relation b = f(a).

Let us now locally apply the first-order ADAA method pro-
posed in [26] to the nonlinear scattering relation b = f(a), by
substituting f with the approximation

f̃(a[k], a[k − 1]) =

{F1(a[k])−F1(a[k−1])
a[k]−a[k−1]

if a[k] ̸≈ a[k − 1]

f
(

a[k]+a[k−1]
2

)
if a[k] ≈ a[k − 1]

(3)
where a[k] and b[k] are the discrete-time wave signals and F1 is
the first-order antiderivative of f .

Unfortunately, as outlined in [26, 30], the first-order ADAA
filter introduces half-sample delay in the digital structure, altering
the temporization of the system. In particular, at each time-step
k, the non-antialiased version of the same system would have a
unitary delay that temporarily stores the state, to be used at time-
step k + 1. However, the additional delay introduced by ADAA
in the feedback path sums up to the unitary delays implementing
capacitors and inductors, while causing the total delay to become
1.5-samples long. In addition to the altered temporization of the
system, ADAA introduces a misalignment in time between the sig-
nals entering the WD junction with scattering matrix S during the
backward scan stage.

Let us consider (2) as the generic scattering operation, at time
step k, performed throughout the backward scan stage. The col-
umn vector b[k] of waves reflected from the elements and incident
to the WD junction is given by

b[k] = [b1[k], . . . , bM [k], b̃ξ[k], bM+2[k], . . . , bN [k]]T ,

where, in turn, b̃ξ[k] is defined as

b̃ξ[k] = f̃(aξ[k], aξ[k − 1]) . (4)

Since f̃ introduces a half sample delay, it becomes clear that there
is a misalignment in time between b̃ξ[k] and all the other elements
of b[k]. To synchronize the signals, we apply a half-sample delay
filter with Z-domain transfer function H(z) = 1

2
(1 + z−1) to all

the entries in b[k] but b̃ξ[k]. It is worthwhile noticing that such a
filter H(z) acts as the ADAA filter (3) in the linear case; hence,
to some extent, we are applying the same antialiasing filter even to
the linear elements of the system. Thus, we obtain a synchronized
version of (2), expressed as

ã[k] = Sb̃[k] (5)

where b̃[k] = [b̃1[k], . . . , b̃M [k], b̃ξ[k], b̃M+2[k], . . . , b̃N [k]]T and

b̃n[k] =
1

2
(bn[k]+ bn[k−1]) with 1 ≤ n ≤ N ∧ n ̸= ξ.

(6)

WD Junction

f(a)

...

b1

a1

bM

aM ...

bN

aN

bM+2

aM+2

bξaξ

Figure 1: Single-junction WDF with one nonlinear element.

The half-sample delay filter applied to each entry of b[k], with
the exception of b̃ξ[k], resolves the issue of time misalignment be-
tween the waves incident to the WD junction during the backward
scan. The last open problem to be addressed is the altered timing
due to the added delay. If we further expand (5), considering the
waves reflected from dynamic elements, according to Table 1, we
obtain

b̃[k] = [±ã1[k−1], . . . ,±ãM [k−1], b̃ξ[k], b̃M+2[k], . . . , b̃N [k]]T

(7)
where ãn[k − 1] = 1

2
(an[k − 1] + an[k − 2]).

Equation (7) puts in evidence that the introduced half sam-
ple delay results in a 1.5-samples total delay in the feedback path
of the system. The additional delay is compensated employing a
similar method to that described in [30] for state-space represen-
tations. Since the coefficient in S depends on the sampling period
Ts, we can modify them for the “expanded” sampling period T̃s =
1.5Ts, by noticing that a 1.5 samples delay corresponds to a one
sample delay at the reduced sampling frequency of f̃s = 2fs/3.
Thus, (2) is approximated with

a[k] ≈ S̃b̃[k], (8)

where b̃[k] represents the vector b[k] after the application of the
synchronization delays in (5) and (6). Matrix S̃ is defined as
S̃ = S(T̃s), which means that the free parameters Z1, . . . , ZN

essential for the computation of the scattering matrix need to be
changed according to the expanded sampling period T̃s. In par-
ticular, for capacitors we set Zn = T̃s/(2Cn) and for inductors
Zn = 2Ln/T̃s. Finally, operating the system at its original sam-
pling frequency fs, but with modified coefficients, allows us to
compensate for the additional delay, resulting in the adaptation of
the ADAA method to nonlinear stateful WDFs.

The implementation procedure is resumed in the following
pseudo-code snippet, considering an input signal Vin[k] coming
from a voltage source connected to the jth port of the WD junction.
Let us assume that the output signal is the port-voltage Vout[k] at
the lth port. Moreover, we define sξ as the ξth row vector of matrix
S̃.
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Algorithm 1 ADAA in One-Junction WDFs

1 for k=1:length(Vin) do
2 b1[k], . . . , bM [k]← ±a1[k − 1], . . . ,±aM [k − 1]

3 bj [k]← Vin[k] M + 2 ≤ j ≤ N ▷ Input Signal

4 b[k] = [b1[k], . . . , bM [k], 0, bM+2[k], . . . , bN [k]]T

5 aξ[k]← s̃ξb[k] ▷ Forward Scan

6 b̃ξ[k]← f̃(aξ[k], aξ[k − 1]) ▷ 1st-order ADAA

7 b̃n[k]← 1
2
(bn[k] + bn[k − 1]) n ̸= ξ

8 b̃[k] = [b̃1[k], . . . , b̃M [k], b̃ξ[k], b̃M−2[k], . . . , b̃N [k]]T

9 a[k]← S̃b̃[k] ▷ Backward Scan

10 ãl[k] =
1
2
(al[k] + al[k − 1])

11 Vout[k]← 1
2
(ãl[k] + b̃l[k]) ▷ Output Signal

12 end for

In order to compute the output voltage Vout, the wave incident
to the lth element needs to be aligned with its reflected wave, as
shown in line 10 of Alg. 1.

4. HIGHER-ORDER ANTIDERIVATIVE ANTIALIASING
IN NONLINEAR WDF

The approach described in Section 3 can be extended to higher-
order ADAA methods, to obtain improved aliasing suppression.
As before, we consider the same WDF of Fig. 1, with the differ-
ence that the nonlinear mapping f is substituted with a generic
pth-order ADAA approximation. Thus, the wave reflected from
the nonlinear element b̃ξ[k] is now defined as

b̃ξ[k] = f̃(aξ[k], . . . , aξ[k − p]), (9)

where f̃(aξ[k], . . . , aξ[k − p]) is the pth-order ADAA approxi-
mation of b = f(a). In [26] a second-order ADAA method is
provided, while an alternative general formulation for ADAA of
arbitrary order p is presented in [27]. As an example, second-order
ADAA proposed in [27] (i.e., p = 2) and applied to the reference
function f(a) yields

f̃(a[k], a[k − 1], a[k − 2]) =
2

a[k]− a[k − 2]
×(

F2(a[k])− F2(a[k − 1])

a[k]− a[k − 1]
− F2(a[k − 1])− F2(a[k − 2])

a[k − 1]− a[k − 2]

)
,

(10)

where F2 is the second-order antiderivative of f . For the treatment
of numerical ill-conditioning of (10), possibly occurring when a[k]
≈ a[k − 1], a[k] ≈ a[k − 2] or a[k − 1] ≈ a[k − 2], the reader is
referred to [27].

In pth-order ADAA, the approximation f̃ of f introduces a de-
lay of p/2 samples [28], causing the waves incident to the junction
in vector b[k] to be misaligned in time. Therefore, we need to ap-
ply synchronization delays, similarly to what done in (6). In partic-
ular, with higher-orders, the synchronization delays are fractional
only when p is odd. For instance, if p = 2 all the signals entering
the junction, but the wave reflected from the nonlinear element,
have to be delayed by one sample. To synchronize the signals, let
us introduce a (potentially) fractional delay of p/2 samples, with

Z-domain transfer function Hp(z). In this work, we use the delay
filter defined below.

Hp(z) =

{
1
2

(
z−⌊ p

2
⌋ + z−(⌊ p

2
⌋+1)

)
if p is odd

z−p/2 if p is even
(11)

Other choices of delay filters are possible; however, it is advisable
to use filters that are as spectrally flat as possible. If we define
Bn(z) as the Z-transform of the discrete-time wave signal incident
to port n of the WD junction, i.e., bn[k], a synchronized signal
B̃n(z) with n ̸= ξ is obtained by applying the filter Hp(z),

B̃n(z) = Hp(z)Bn(z) with n = 1, . . . , N ∧ n ̸= ξ,
(12)

where B̃n(z) is the Z-transform of b̃n[k]. A synchronized version
of b[k] can now be defined as

b̃[k] = [b̃1[k], . . . , b̃M [k], b̃ξ[k], b̃M+2[k], . . . , b̃N [k]]T .

However, as in the previous Section, we still need to com-
pensate for the additional delay of p/2 samples introduced in the
feedback path of the WDF by the pth-order ADAA method. Delay
compensation is achieved by modifying the coefficients of the sys-
tem according to the expanded sampling period T̃s = (1+p/2)Ts.
In fact, a delay of (1 + p/2) samples at the reduced sampling fre-
quency f̃s = fs/(1 + p/2) corresponds to a one-sample delay at
the reference sampling frequency fs. This translates to the use of
a modified scattering junction S̃ = S(T̃s) in both the forward scan
stage and in backward scan stage.

In the case of a multi-node CT structure, the procedure is anal-
ogous, having to adjust the coefficients for each junction according
to the expanded sampling period T̃s. We achieve signal synchro-
nization during the backward scan by applying the Hp(z) filter to
waves incident to each junction, with the exception of waves inci-
dent to ports facing the nonlinear element or other junctions.

5. EXPLICIT WAVE DIGITAL ADAA MODELS OF
DIODES BASED ON THE LAMBERT W FUNCTION

Nonlinear elements commonly encountered in Virtual Analog ap-
plications are often described through implicit functions, thus re-
quiring iterative solvers (e.g., Newton-Raphson solvers) to run.
However, the scattering behavior of a single exponential diode or a
pair of exponential diodes in antiparallel can be expressed through
explicit relations between the WD port variables by employing the
Lambert W function, as discussed in [15, 17, 39]. This Section re-
vises the aforementioned scattering relations and introduces first-
and second-order antiderivatives of both wave mappings that can
be employed in first- and second-order ADAA.

5.1. Single diode

Let us consider the large-signal Shockley diode model, which re-
lates the current i through the exponential p-n junction to the volt-
age v across it

i = Is
(
e

v
ηVt − 1

)
, (13)

where Is is the saturation current, Vt is the thermal voltage, and η
is the ideality factor. The nonlinear equation (13) can be expressed
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in the WD domain as an explicit mapping b = f(a) [15, 17];

f(a) = g(a, Z, Is, Vt, η)

= a+ 2ZIs − 2ηVtω

(
a+ ZIs
ηVt

+ log
(
ZIs
ηVt

))
,

(14)

where ω indicates the Omega Wright function, defined in terms
of the principal branch of the Lambert function W0 as ω(x) =
W0(e

x) [39]. The first-order antiderivative of (14) is

F1(a) =
a2

2
+ 2ZIsa− η2V 2

t ω(ϕ(a))(2 + ω(ϕ(a))), (15)

while the second-order antiderivative reads as follows

F2(a) =
a3

6
+ZIsa

2−η3V 3
t

6
ω(ϕ(a))(12+9ω(ϕ(a))+2ω(ϕ(a))2)

(16)
where

ϕ(a) =
a+ ZIs
ηVt

+ log
(
ZIs
ηVt

)
. (17)

5.2. Pair of Diodes in Antiparallel

The hard clipping function commonly encountered in distortion
and overdrive circuits [2, 15–17, 40] is often implemented through
a pair of identical diodes in antiparallel. In the considered WD
implementation they are modeled as a single nonlinear element
whose i− v characteristic is

i = Is
[(

e
v

ηVt − 1
)
−

(
e

−v
ηVt − 1

)]
. (18)

Assuming that only one of the two diodes is conducting at a given
time instant [15, 17], the following nonlinear wave mapping for
two identical antiparallel diodes can be formulated as

f(a) = sign(a)g(|a|, Z, Is, Vt, η), (19)

where sign(a) is the sign function. The first-order antiderivative
of (19) has been derived as

F1(a) =
a2

2
+2ZIs|a|−η2V 2

t ω(ϕ(|a|)) (2 + ω(ϕ(|a|))) . (20)

The second-order antiderivative F2 has been derived as

F2(a) =
a3

6
+ ZIssign(a)a2 − V 3

t η
3sign(a)
6

×

ω(ϕ(|a|))(12 + 9ω(ϕ(|a|)) + 2ω(ϕ(|a|))2).
(21)

Equations (14) and (19) with their antiderivatives can be reused
to apply first- and second-order ADAA in WD structures describ-
ing different reference circuits containing diodes, due to the intrin-
sic modularity of WDFs.

6. EXAMPLES OF APPLICATION

In this section, we propose the application of the methods formal-
ized in Section 3 and Section 4 to two Virtual Analog models
that are characterized by a significant amount of aliasing distor-
tion. The proposed WD implementations employ explicit nonlin-
ear wave mappings based on the antiderivates derived in Section 5.

6.1. Diode Clipper

A large number of digital emulations of musical circuits that gen-
erate aliasing distortion employs clipping and limiting functions.
This type of waveshaping is in fact common in guitar distortion
and overdrive effects, and many different Virtual Analog imple-
mentations have been discussed in the literature [2, 15–17, 40]. A
common circuit implementation of a clipping stage is the passive
diode clipper shown in Fig. 2. This circuit, which consists of a RC
net and two antiparallel diodes, is used to “clip" voltage signals
whose amplitude exceed approximately ±0.7 V.

R1 = 1kΩ

C1 = 33nF
Vin Vout

Figure 2: Circuit schematic of the Diode Clipper stage.

The implemented WDF is shown in Fig. 3. It consists of one
series 3-port junction S1 and one parallel 3-port junction P1, and
the input signal has been modeled through a voltage generator
with internal series resistance Rin = 0.15 Ω. The two antipar-
allel diodes are grouped together as one nonlinear element placed
at the root of a BCT structure and characterized by the explicit re-
lation (19). In particular, first-order ADAA is employed using (3)
in conjunction with (20). Second-order ADAA, instead, uses (10)
along with the first- and second-order antiderivatives (20) and (21).
Moreover, care must be taken when numerical ill-conditioning oc-
cur, as specified in [27].

P1S1

C1R1

Vin

Figure 3: WDF implementation of the diode clipper.

The circuit has been tested with a sinusoidal input voltage
Vin(t) = 10 sin(2πf0t) with fundamental frequency f0 = 1244.5
Hz, and reference sampling frequency fs = 44.1 kHz. The mag-
nitude spectra of the trivial implementation (i.e., without antialias-
ing) of the diode clipper circuit, as well as the versions with ADAA
filters are illustrated in Fig. 4. Harmonic components are high-
lighted with an ‘x’, while all the other spikes in the spectrum corre-
spond to aliased components. Fig. 4 shows how ADAA efficiently
suppresses aliased components, especially at lower frequencies.
However, it is worth recalling that high-frequency disturbances
are often inaudible due to auditory masking effects. Moreover,
results show that a ×2 oversampling for the ADAA is sufficient
to obtain suppression of aliased components comparable to non-
antialiasied implementations with higher (×6) oversampling fac-
tors, especially employing the second-order ADAA method.
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Figure 4: Diode clipper spectra employing different ADAA orders
p and oversampling factors OS, with reference sampling frequency
fs = 44.1 kHz and a sinusoidal input at 1244.5 Hz, with amplitude
of 10 V.

A possible metric to measure the suppression of the aliased
components with respect to desired harmonic distortion compo-
nents of the clipping stage is the Signal-to-Noise Ratio (SNR),
here defined as a power ratio between desired harmonic compo-
nents and aliased components. The performances have been eval-
uated by measuring the SNR for a set of sinusoidal inputs at differ-
ent fundamental frequencies, ranging from 1 kHz to 10 kHz. The
desired harmonic components are found by evaluating the model
without any aliasing mitigation at a ×128 oversampling factor.
Those harmonics are then subtracted from the spectra of various
simulations, with and without ADAA, at different oversampling
factors, obtaining as residuals the aliased components. Finally, the
ratio between the desired harmonics and the residuals is converted
to the dB scale. Since in audio applications the SNR is only mean-
ingful at audible frequencies, all signals were low-pass filtered to
18 kHz prior to the SNR evaluation. In figure 5, OS indicates
the oversampling factor that multiplies the reference sampling fre-
quency fs = 44100 Hz, and p indicates the ADAA order; trivial
refers to the output without any aliasing mitigation.

1 2 3 4 5 6 7 8 9 10
50

100

150

200

trivial

OS=6

p=1, OS=2

p=2, OS=2

Figure 5: Diode clipper SNR.

6.2. Envelope Follower

The envelope follower is a circuit used to detect the amplitude vari-
ation of an input signal, extracting from it a smooth voltage signal
that resembles its envelope, which may then be used to modify the
input amplitude dynamics in terms of attack and release, or even
to control other parameters. Its behaviour is governed by a single
diode that rectifies the signal, followed by an RC filter that smooths
rapid amplitude variations, creating the overall amplitude shape of
the input signal. The reference circuit schematic is depicted in
Fig. 6, while the corresponding WDF is shown in Fig. 7.

Rout = 5kΩ
Vin Vout

L1 = 1µH D1

C1 = 0.1µF

Figure 6: Envelope follower schematic.

P1S1S2

C1

Rout

Vin

L1 D1

Figure 7: WDF Model of the envelope follower.

ADAA is implemented employing (3) and (10) in conjunction
with the antiderivatives (15) and (16) of the single diode explicit
model (14). Results obtained from different simulations are re-
ported in Fig. 8. In particular, we show aliasing suppression per-
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Figure 8: Envelope follower spectra employing different ADAA
orders p and oversampling factors OS, with reference sampling
frequency Fs = 44.1 kHz and a sinusoidal input at 3 kHz, with
amplitude of 5V.

formances obtained employing first and second-order ADAA with
an oversampling factor of 2.

7. CONCLUSIONS AND FUTURE WORK

In this paper, we showed how to integrate arbitrary-order ADAA
methods into dynamic WDFs with one nonlinear element. The re-
sults show good aliasing suppression performances, even with low
oversampling factors. It is worth noticing that the proposed ap-
proach for performing ADAA in the WD domain fully preserves
the modularity properties of traditional WDFs. It is indeed straight-
forward to change/replace the WD model based on ADAA of the
nonlinear element, with no need of redesigning the rest of the WD
structure. On the other hand, once an ADAA-based WD model of
a reference nonlinear element (e.g., diode or pair of diodes in an-
tiparallel) has been derived it can be reused for implementing com-
pletely different circuits containing the same nonlinear element.

Moreover, the proposed approach allows us to implement dy-
namic circuits with one nonlinearity in a fully explicit fashion
while performing aliasing reduction. This property is particularly
appealing when it comes to develop Virtual Analog applications
that need to run at real-time need with a low computational cost.

As a problem of ADAA filters, it is worth recalling that their
response is not spectrally flat, and, in particular, their inherent low-
pass filtering effect could be undesirable. Even if this effect could
be easily compensated employing a linear filter, additional spectral
shaping would be introduced when the method is applied to state-
ful systems. The remedy to such spectral shaping is mild over-
sampling, that limits the introduced distortion, while maintaining

superior antialiasing performances [30].
As interesting future developments, we wish to extend the pro-

posed ADAA approach to WD structures with multiple nonlinear-
ities, while maintaining the aforementioned modularity properties
as much as possible [18, 41–43]. Another compelling develop-
ment would be to generalize ADAA techniques such that they can
be applied to nonlinear blocks with multiple inputs, e.g., employ-
ing ADAA for modeling multi-port nonlinearities like transistors
or vacuum tubes [21, 42].
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ABSTRACT

We propose a new style of continuous-time filter design composed
of a cascade of 2nd-order state variable filters (SVFs) and a global
feedback path. This family of filters is parameterized by the SVF
cutoff frequencies and resonances, as well as the global feedback
amount. For the case of two identical SVFs in cascade and a spe-
cific value of the SVF resonance, the proposed design reduces to
the well-known Moog ladder filter. For another resonance value,
it approximates the Octave CAT filter. The resonance parameter
can be used to create new filters as well. We study the pole loci
and transfer functions of the SVF building block and entire filter.
We focus in particular on the effect of the proposed parameteri-
zation on important aspects of the filter’s response, including the
passband gain and cutoff frequency error. We also present the first
in-depth study of the Octave CAT filter circuit.

1. INTRODUCTION

The Moog ladder filter [1, 2] was a landmark electronic music de-
sign. It is a cascade of four identical 1st-order low-pass filters
with global feedback. It has been studied extensively in the vir-
tual analog literature, e.g. [3–9]. It also inspired a number of
other circuit designs including higher-order generalizations of the
Moog filter [8, 9] and “polygon filters” [4, 10–13]. Zavalishin [13]
studied some modifications to the Moog ladder filter, including a
“true high-pass” mode, “true band-pass” mode, and adding damp-
ing controls to 2nd-order band-pass blocks.

The Moog ladder filter is not the only classic filter design
built from identical 1st-order filters. Filters made up of four cas-
caded sections of integrator-based low-pass filters with variable
global feedback are common in commercial synthesizer designs.
The datasheets for the CEM3320 [14] and SSM2040 [15] voltage-
controlled filter integrated circuits recommended this topology.

Many synthesizers that contained these integrated circuits used
this topology, notably including the Sequential Circuits Prophet
5 [16] and Oberheim OB-Xa [17], both early commercial poly-
phonic synthesizers. Roland Corporation commercialized many
designs based on this topology, including in their first polyphonic
synthesizer, the Jupiter 4 [18].

These 1st-order filter blocks are implemented using op-amps,
Moog’s original discrete-transistor design [1, 2], or diodes [19].
Transconductance-amplifier-based designs [20–26], where the am-
plifier controls the cutoff frequency, are common.

Another standard, 2nd-order, filter in electronic music is the
state variable filter (SVF). Filters based on cascaded SVF sections
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Figure 1: Full Moog ladder filter block diagram.

are also common in commercial designs. Notable examples in-
clude the Yamaha CS series [27], a line of early polyphonic syn-
thesizers, and later Roland Corp. polyphonic models including the
Jupiter 6 [28]. The Octave CAT [25,29] uses two SVFs in cascade,
surrounded by a global negative feedback, like the Moog.

In this paper, we introduce a novel continuous-time filter de-
sign which replaces each pair of low-pass filters in the Moog lad-
der filter with an SVF. This has a new degree of freedom: the SVF
damping. This can be seen as filling the gaps between Moog’s
original design, the Octave CAT, and Zavalishin’s proposed vari-
ants, to a fully-parameteric SVF-core 4-pole filter. We study the
pole loci, magnitude responses, and some time-domain behavior
of this new filter, its stability bounds, and the error of its leading
pole frequency.

In the following, we first review the Moog ladder filter (§2)
and analyze the circuit of the Octave CAT filter (§3). We propose
the new generalization (§4) of these filters, study its continuous-
time state space and time-varying behavior (§5), and show a discrete-
time implementation (§6).

2. MOOG LADDER FILTER

First, we review the Moog low-pass ladder filter. Its circuit analy-
sis is well-represented in the literature (e.g. [3, 8, 9, 30]). We just
review its pole parameterization and conditions on its stability.

The Moog ladder filter is composed of four identical blocks,
indexed by i ∈ {1, 2, 3, 4}, with transfer functions

HMg
i:4 (s) = Y Mg

i:4 (s)/X
Mg
i:4 (s) = ωc/(s+ ωc) , (1)

where ωc is the cutoff frequency in radians. ωc depends on the
electronic circuit parameters and an applied control signal [8].

The input to the first block is XMg
1:4(s) = Xin(s)− 4k̂Y Mg

4:4 (s),
where 0 ≤ k̂ ≤ 1 is a “normalized” feedback gain1, k̂ = 0 is
no feedback and k̂ = 1 is the edge of stability. The inputs to the
other three, i ∈ {2, 3, 4}, are XMg

i:4 (s) = Y Mg
i−1:4(s). The output is

Yout(s) = Y Mg
4:4 (s).

1Typically, an “unnormalized” coefficient k = 4k̂ is used [8].
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Figure 2: Octave CAT filter schematic [25], including Keller’s correction [29].

Fig. 1 shows the Moog block diagram. Its transfer function is

HMg
io,4(s) =

Yout(s)

Xin(s)
=

4∏
i=1

HMg
i:4 (s)

1 + 4k̂
4∏
i=1

HMg
i:4 (s)

. (2)

This can be rewritten as

HMg
io,4(s) =

ω4
c∏

ψ∈±1

∏
ϕ∈±1

s+ ωc

(
1 + ϕ

√
2

4
√
k̂ejψπ/4

) , (3)

showing that HMg
io,4(s) has 4 poles at s = pMg

ψ,ϕ, with ψ, ϕ ∈ ±1.
+1 and −1 are abbreviated in subscripts as + and − for com-
pactness. Here, ϕ denotes which conjugate pole pair is being con-
sidered, and ψ denotes whether its positive (ℑ{pMg

ψ,ϕ} ≥ 0) or
negative (ℑ{pMg

ψ,ϕ ≤ 0) member is being considered. These poles
pMg
ψ,ϕ = σψ,ϕ + ωψ,ϕj have real and imaginary parts

σψ,ϕ = ωc

(
ψ

4
√
k̂ − 1

)
(4)

ωψ,ϕ = ωc

(
ϕ

4
√
k̂
)
. (5)

Poles pMg
+,+ and pMg

+,− form a conjugate pair (pMg
+,+ = pMg

+,−), as do
pMg
−,+ and pMg

−,− (pMg
−,+ = pMg

−,−). The pole loci are red ( ) in
Fig. 8.

Passband gain gdc is an important measure of its behavior [8,
20], found by evaluating (2) at s = 0:

gdc = 1/(1 + 4k̂) . (6)

The passband gain gdc varies between 1.0 (0 dB) when k̂ = 0 and
0.2 (≈ −14 dB) when k̂ = 1. The changing passband gain is seen
in a family of magnitude responses (k̂ ∈ [0, 1]), shown in Fig. 9.

2.1. Stability analysis

The Moog is stable when all of its poles lie in the left half s-plane:

σ±,± < 0 . (7)

Since the “leading” poles2 p+,± always have the more positive
real part, i.e. σ+,± ≥ σ−,±, we can consider only the leading

2Sometimes these are called the “dominant” poles [3, 4, 31, 32], but we
will avoid that terminology for its risk of confusion with the “dominant
pole” in op-amp circuit design.

Table 1: CAT components (left) and derived quantities (right).

component val. unit quantity val. unit

R172, R174, R180, R182 220 Ω Rin 49.7 kΩ
R171, R179 4.7 kΩ R||,1:2 4.35–4.76 kΩ

RQ, R166–R170, R173,
 10 kΩ

R||,2:2 5 kΩ
R175–R178, R181, r1:2 1.05–1.12 —
R183, R184, R212 r2:2 1.02 —

R163 47 kΩ k [0.0, 1.0] —
R162, R211 100 kΩ γ0 0.1 —
R164, R165 150 kΩ a1:2, a2:2,

}
1.0 —

C65–C68 100 nF γ1, γ2

poles (ψ = +1). Since all of the poles exist in complex conjugate
pairs, it is sufficient to study either ϕ = ±1; we arbitrarily choose
ϕ = +1. So, satisfying (7) reduces to satisfying

σ+,+ < 0 . (8)

This is satisfied for 0 ≤ k̂ < 1.

3. OCTAVE CAT FILTER

The Octave CAT schematic, taken from the service notes [25] and
a correction by Keller [29], is shown in Fig. 2 with component val-
ues given in Tab. 1. In this figure, shaded gray triangles with one
input represent (inverting) transconductance amplifiers and empty
triangles with one input represent (unity gain) voltage buffers.3

Examining this circuit reveals that the circuit can be analyzed as a
feedback network of inverting and non-inverting voltage summers,
voltage amplifiers, and voltage integrators arranged in the form of
the block diagram in Fig. 3.

After analyzing that block diagram, we will derive its particu-
lars in terms of the electronic circuit values.

3.1. Functional analysis

Like the Moog, the Octave CAT filter contains several filter blocks
in cascade, surrounded by global feedback. It has two nearly iden-
tical blocks (indexed by i ∈ {1, 2}) with transfer functions

HCt
i:2(s) = Y Ct

i:2(s)/X
Ct
i:2(s) =

ω2
c

s2 + 2ri:2ωcs+ ω2
c
. (9)

3Here, we assume ideal behavior for these amplifiers, although of
course more refined models exist and can be useful [33–35].
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Figure 3: Octave CAT filter block diagram.

The input to the first block is defined by XCt
i:2(s) = Xin(s) −

k̂√
2
Y Ct
2:2(s), where again 0 ≤ k̂ ≤ 1 is the “normalized” feedback

with the same meaning as before. The input to the second stage is
defined by XCt

2:2(s) = Y Ct
1:2(s). The output is defined by Yout(s) =

Y Ct
2:2(s).

The Octave CAT’s transfer function is

HCt
io,4(s) =

Yout(s)

Xin(s)
=

2∏
i=1

HCt
i:2(s)

1 +
k̂√
2

2∏
i=1

HCt
i:2(s)

(10)

Unfortunately, past this point the case r1:2 ̸= r2:2 is not tractable.
So, we make the light assumptions that r1:2 = r2:2 = r ≈ 1.064,
calling this approximation “≈CAT.” Fig. 8 shows the pole loci for
“≈CAT” ( ) and the exact CAT ( ). Notice that especially
for the leading pole pair, the match is very close.

Fig. 9 shows a family of magnitude responses for ≈CAT and
the exact CAT. Notice again that the match is very close. This
also shows a few differences between the exact CAT and ≈CAT
and the Moog filter. The resonance for the exact CAT never goes
above 0 dB, while the Moog filter’s resonance can go to ∞ (self-
oscillation). gdc for the exact CAT never goes as low as for the
Moog. Conversely, ≈CAT, whose global feedback can go higher,
is able to get a lower gdc than the Moog: ≈ −15 dB when k̂ = 1.

3.2. Circuit analysis

Here, we analyze the Octave CAT filter’s circuit in more detail,
deriving parameter values for our block diagram and justifying the
choice of r ≈ 1.064 for ≈CAT.

The Octave CAT filter has four inputs, coming from the syn-
thesizer’s noise source, two VCOs, and external audio input4. We
study the filter’s behavior from the perspective of the external au-
dio input, assuming the other 3 inputs are at ground and bundling
their resistances (not shown) into a single resistor

Rin = (R162 +R163)||R164||R165 , (11)

where || indicates putting two impedances in parallel5. For the
actual component values, Rin ≈ 49.7 kΩ. The filter’s input gain is
found by analyzing its input stage as an inverting amplifier

− γ0 = −R168

R211
, (12)

4For simplicity, we omit dc coupling capacitor C64 on the audio input.
5For impedances Rα and Rβ , Rα||Rβ = RαRβ/(Rα +Rβ).
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(b) Detail on one stage.

Figure 4: Octave CAT integrator subcircuit.

yielding γ0 = 0.1. Notice that the choice of input only affects
scaling, not the dynamics of the filter (i.e., pole positions).

The four identical integrators in the CAT are built from trans-
conductance amplifiers, voltage buffers, and a few passive compo-
nents each. A single integrator from the CAT is shown in Fig. 4a.
Assuming high input impedance on the buffer and high output
impedance on the OTA, the basic building block is approximated
by Fig. 4b. Simple nodal analysis gives this integrator subcircuit’s
transfer function as

Hint(s) =
Yint(s)

Xint(s)
=
ωc

s
, with ωc =

g Rlo

(Rlo +Rhi)Cint
. (13)

The SSM2040 datasheet gives a nominal transconductance range
of 1/500000 ≤ g ≤ 1/50 ℧ (mhos), allowing us to estimate
a range of cutoff frequencies for the actual Octave CAT circuit:
39 ≲ fc ≲ 391389 Hz. The “global” feedback gain k set by a
voltage divider and inverting amplifier is

k = − R168RQ,−

R166RQ +RQ,+RQ,−
, (14)

whereRQ,+, RQ,− ∈ [0, RQ] are the two halves of the potentiome-
ter RQ (they also satisfy RQ,− + RQ,+ = RQ). k varies between
0.0 (whenRQ,− = 0 andRQ,+ = RQ) and 1.0 (whenRQ,− = RQ

and RQ,− = 0).
Each integrator pair (Hint,1 and Hint,2 resp. Hint,3 and Hint,4)

is combined with a summing amplifier to make two state variable
filters (SVFs). The two SVF stages in the Octave CAT are nearly
identical. The “outer” feedback loop gains a1:2 and a2:2 can be
found by analyzing the circuits as inverting amplifiers,

−a1:2 = −R168/R167 , −a2:2 = −R176/R175 ,

yielding a1:2 = a2:2 = 1.0.
The “inner” feedback loop of each SVF can be analyzed as a

voltage divider feeding a non-inverting amplifier with a total gain
of 2 ri:2, i ∈ {1, 2}, with

r1:2 =
R170

R170 +R171

(
1 +

R168

R||,1:2

)/
2 (15)

r2:2 =
R177

R177 +R179︸ ︷︷ ︸
voltage divider

(
1 +

R176

R||,2:2

)
︸ ︷︷ ︸

non-inverting amp.

/
2 . (16)

Notice that the voltage divider terms are both ≈ 0.68 and R168 =
R176. R||,1:2 and R||,2:2 are parallel combinations of op-amp in-
verting inputs’ other input resistances, specifically

R||,1:2 = Rin||(R166 +RQ,+||RQ,−)||R167||R211 (17)
R||,2:2 = R175||R212 . (18)
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Figure 5: Full Proposed Generalized filter block diagram.

Noting that 0 ≤ RQ,−||RQ,+ ≤ RQ/4, we see that depending on
the position of the RQ potentiometer, we find an “inner” feedback
gain r1:2 between 1.05–1.12 for the first SVF. The “inner” feed-
back gain r2:2 of the second SVF is 1.02. Notice that it is only
because R||,1:2 ̸= R||,2:2 that r1:2 ̸= r2:2.

Finally, the output gains of each SVF, γ1 and γ2, are found by
applying inverting amplifier equations,

−γ1 = −R176

R212
, −γ2 = −R184

R183
,

yielding γ1 = 1.0 and γ2 = 1.0.

3.3. Stability analysis

The CAT is stable when all of its poles lie in the left half s-plane:

σCt
±,± < 0 . (19)

This holds for the exact CAT for all knob positions of RQ, and for
≈CAT when 0 ≤ k̂ < 1.

4. PROPOSED GENERALIZED FILTER

We propose that ≈CAT can be generalized by allowing the SVF
damping parameter r to vary freely. The proposed generalized
block diagram is shown in Fig. 5. Its transfer function is

HGe
io,4(s) =

Yout(s)

Xin(s)
=

−γ0
2∏
i=1

HGe
i:2(s)

1 + 4k̂r2
2∏
i=1

HGe
i:2(s)

. (20)

Here, HGe
i:2(s) (i ∈ {1, 2}) is the classic low-pass state-variable

filter (SVF) with transfer function

HGe
i:2(s) =

ω2
c

s2 + 2rωcs+ ω2
c
, (21)

where ωc is the cutoff frequency in radians and r is the “damping.”
HGe
i:2(s) has two poles at

pSVF
± = ωc

(
−r ±

√
r2 − 1

)
. (22)

For 0 ≤ r < 1 these are a complex conjugate pair. For r = 1 the
poles are coincident at s = −ωc. For 1 < r, they are a pair of poles
on the real axis spaced reciprocally around the point s = −ωcr.
Fig. 6 shows the pole loci for HGe

i:2(s), with the complex conjugate
branch in blue ( ) and the real pair branch in green ( ). A

σ = ℜ{s}

ω = ℑ{s}

(0, 0)

(0, ωc)
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(−ωc, 0) (ωc, 0)

×

×
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ω
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)
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stable real, 1 < r

coincident, r = ±1

Figure 6: Low-pass SVF pole loci.

Table 2: Setting parameters of the proposed generalized filter to
match the Moog filter and (very nearly) the Octave CAT.

val. Moog ≈CAT Chebyshev Butterworth Bessel

γ0 +1 −0.1 ±1 ±1 ±1

r 1 1.02–1.12 0.911 1/
√
2 1/2

k [0, 4[ [0, 1] [0, 1.098] [0,
√
2[ [0, 2[

k̂ [0, 1[ [0, 0.22–0.25] [0, 1[ [0, 1[ [0, 1[

pair of conjugate poles pSVF
± are shown with two crucial features

marked: their undamped natural frequency ωc (pole radius) and
the trigonometric relationship between the poles’ angles from the
real axis and their damping factor r. The SVF is only stable for
r ≥ 0, so we enforce that condition throughout.

Returning to the overall transfer function,HGe
io,4(s) can be writ-

ten to show its two pairs of conjugate poles as

HGe
io,4(s) =

−γ0 ω4
c∏

ψ∈±1

∏
ϕ∈±1

s+ ωc

(
r + ϕ 4

√
ρejψθ

) , (23)

where:

ρ = σ2
1 + ω2

1 , σ1 = r2 − 1 , ω1 = 2
√
k̂r

θ = −jln
(
σ1 + ω1j

|σ1 + ω1j|

)/
2 = atan [ω1/σ1]

/
2

.

This expression6 leads to four poles pGe
ψ,ϕ, with ψ, ϕ ∈ ±1.

Poles pGe
ψ,ϕ = σψ,ϕ + ωψ,ϕj have real and imaginary parts

σψ,ϕ = ωc

[(
ψ
√

|σ1 + ω1j|+ ω2
1

)/√
2− r

]
(24)

ωψ,ϕ = ωc

(
ϕ
√

|σ1 + ω1j| − ω2
1

)/√
2 . (25)

Poles pGe
+,+ and pGe

+,− form a conjugate pair; pGe
+,+ = pGe

+,−
since σ+,+ = σ+,− and ω+,+ = −ω+,−. Also, poles pGe

−,+ and
pGe
−,− form a conjugate pair; pGe

−,+ = pGe
−,− since σ−,+ = σ−,−

and ω−,+ = −ω−,−. We pay particular attention to the poles
pGe
+,− and pGe

+,+, the “leading poles” [8]: those which are always
the closest to the imaginary axis σ ≡ 0 (since σ+,± ≥ σ−,±).

6The arctangent function here should, be implemented as a two-
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σ = ℜ{s}

ω = ℑ{s}

ω
=
+
(σ
−
σ0
)

ω
=
−
(σ −

σ
0 )

(−ωc, 0)

(σ0, ε)
F+

V+

(σ0, α)

(σ0,−α)
V−

F−
(σ0,−ε)

C
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(0, ωc)
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Figure 7: North–South hyperbola loci.

Notice that7 when r = 1, we have σ1 = 0 and ω1 = 2
√
k̂,

giving us ρ = 4k̂ and θ = π/2, and recovering the Moog pole
positions (4)–(5). With r ≈ 1.064, the generalized filter matches
≈CAT. Tab. 2 summarizes other instances of the proposed gener-
alized design, including those where the SVFs are tuned to match
2nd order Bessel, Butterworth, and Chebyshev type I designs.

Notice that k̂ = 0 (no global feedback) gives ω1 = 0, hence
θ = 0: each pair of poles (ψ = ±1) is coincident.

Notice finally that when k̂ = 1, we have ω1 = 2r and hence
ρ = (r2 + 1)2. This cancels the real part of the leading poles,
σ+,± = 0, meaning that the filter is conditionally stable with an
oscillatory component at frequency ω+,± = ωc. This property
was noted for the particular case of the 4th-order Moog filter (i.e.,
r = 1) in [8]; Here we show that it holds for all values of r.

As with the Moog filter, we can derive an expression for the
passband gain gdc by evaluating (23) at s = 0

gdc = −γ0/(1 + 4k̂r2) . (26)

Notice that, in general, the passband gain is affected by r. When
k̂ = 0, it is simply −γ0; when k̂ = 1, it is at its minimum value
−γ0/(1 + r2). As r increases, the minimum gets smaller and
smaller. You can see this for a range of filters in the family of
magnitude responses in Fig. 9.

4.1. Hyperbolic pole loci

For 0 < r < 1, the pole loci of (23) are a hyperbola

ω2

α2
− (σ − σ0)

2

α2 − ε2
= 1 , (27)

argument version, often called “atan2().” Typical usage for our equation

here would be “atan2(2r
√

k̂, r2 − 1).”
7Recall that limx→+∞ [atan(x)] = π/2.

fixed point : 0

Bessel : 1/2Chebyshev : 0.911

Butterworth : 1/ √
2

M
oog: 1

im
ag.axis:→

∞

≈
CAT: 1.064

m
onotonic: 1.155

CAT

s

σ = ℜ{s}

ω = ℑ{s}

Figure 8: Family of hyperbolic loci. Thick lines are stable poles
(0 ≤ k̂ < 1) and thin lines are unstable poles (1 < k̂). Blue
lines are North–South hyperbolas (0 ≤ r < 1), green lines are
East–West hyperbolas (1 < r) and red lines are the degenerate
case (r = 1, Moog filter). Dashed lines are the path traced by the
hyperbola vertices (k̂ = 0), cf. Fig. 6.

where σ = ℜ{s} and ω = ℑ{s}, i.e., s = σ + jω. This “North–
South” hyperbola is symmetrical around the lines σ ≡ σ0 and
ω ≡ 0 and has a semi-major axis length α and a focal distance
(linear eccentricity) ε. That is, this hyperbola has a center C at
(σ0, 0), foci F± at (σ0,±ε), and vertices V± at (σ0,±α).

Our hyperbola has

σ0 = −ωcr , α = ωc

√
1− r2 , ε = ωc

√
2(1− r2) . (28)

Hyperbolas have asymptotes at ω = ±(
√
ε2 − α2)/α)(σ − σ0);

this hyperbola has asymptotes at ω = ±(σ − σ0). This is a very
particular type called a “rectangular hyperbola,” one with an ec-
centricity of ε/α =

√
2. Just like the specific case of the Moog

filter, these asymptotes are offset from the real axis by an angle of
π/4 and are perpendicular to one another. However, they trans-
late along the real axis as a function of the SVF feedback r and
cutoff frequency ωc; recall (28). Notably, the asymptotes intersect
the ω-axis at (0,∓σ0), and the hyperbola intersects the ω-axis at
(0,±ωc). This means that, ∀r, k̂ = 1 corresponds to a conjugate
poles pair exactly at the design frequency: pGe

+,± = ±ωcj.
The hyperbola’s full equation is

ω2

ω2
c (1− r2)

− (σ + ωcr)
2

ω2
c (1− r2)

= 1 . (29)

It is shown, with critical points labelled, in Fig. 7. Here, the
asymptotes are dashed lines ( ), the hyperbolas for 0 ≤ k̂ <
1 (all stable) are thick blue lines ( ), and the hyperbolas for
k̂ < 0 ∨ 1 ≥ k̂ (at least one unstable) are thin blue lines ( ).
The shaded region shows the range of possible pole locations for
0 ≤ k̂ < 1 and 0 ≤ r ≤ 1.
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Figure 10: Time domain responses to a sawtooth wave of frequency ωc/12 for k̂ ∈ {0, 1/8, . . . , 6/8, 7/8}. Vertical offset added for clarity.

Fig. 7 also shows which portions of the hyperbola are traversed
by which pole. The positive leading pole pGe

+,+ occupies the branch
to the right of V+. The negative leading pole pGe

+,− occupies the
branch to the right of V−. The non-leading poles pGe

−,± occupy the
branches to the left of V±. Recall that the exact locations of all
these poles are given by (24)–(25). For stable filters 0 ≤ k̂ < 1,
the leading poles p+,± always satisfy σ0 < σ+,± < 0) and the
non-leading poles p−,± satisfy 2σ0 < σ−,± < σ0.

For r = 1, the hyperbolas degenerate to have a focal distance
of zero (ε = 0) and vertices coincident with its center (α = 0) at
σ0 = −ωc, i.e., two crossing lines.

For 1 < r, we have a conjugate “East–West” hyperbola, whose
equation is identical to (29), except with a −1 on the right side.

Fig. 8 shows pole loci for all of the considered filters. Fig. 9
shows corresponding magnitude responses. Finally, Fig. 10 shows
time-domain responses to a sawtooth wave.

4.2. Stability analysis

The generalized filter is stable when

σ±,± < 0 , ∀ ωc, k̂, r . (30)

As before, we can consider only the positive leading pole pGe
+,+:

σ+,+ < 0 . (31)

This condition is satisfied for 0 ≤ k̂ < 1 and 0 ≤ r.

4.3. Dependence of leading pole frequency on k̂

One way to characterize the proposed family of filters is to study
how the leading pole’s frequency differs from the design cutoff
frequency ωc for different amounst of global feedback k̂.

Recall that the pair pGe
+,+ and pGe

+,− are the “leading” poles,
i.e., the ones that are always closest to the imaginary axis σ ≡
0. As before, we arbitrarily choose pGe

+,+ to study. The real and
imaginary parts of pGe

+,+ are

σ+,+ = ωc

[√
|σ1 + ω1j|+ ω2

1

/√
2− r

]
(32)

ω+,+ = ωc

√
|σ1 + ω1j| − ω2

1

/√
2 . (33)

From here we can solve for the frequency fℓ and quality factor Qℓ
of the leading pole8. Recalling that Q = 1/2r, we find

ωℓ = ωc

√
r2 −

√
2r

√
σ1 + |σ1 + ω1j|+ |σ1 + ω1j| (34)

Qℓ =

√
r2 −

√
2r

√
σ1 + |σ1 + ω1j|+ |σ1 + ω1j|

2r −
√
2
√
σ1 + |σ1 + ω1j|

. (35)

Here, ωℓ is the “undamped natural frequency” in radians and Qℓ

8the subscript ℓ indicating “leading”
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Figure 11: Pole frequency error εℓ as a function of k̂ ∈ [0, 1].

is the “pole angle” [4]. We define a pole angle error [8]

εℓ = ωℓ − ωc . (36)

εℓ is shown as a function of k̂ for all the considered filters in
Fig. 11. Here we see more differences among the filters: the shape
of their leading pole frequency error, including its value at k̂ = 0,
its minimum, the value of k̂ that reaches that minimum, and its
monotonicity (or lack thereof) in k̂.

εℓ = 0 when k̂ = 1 ∀r, but for k̂ = 0 only for r ≤ 1.
So, if we want the error of the pole position to go to zero when
k̂ approaches zero or one, we also need r ≤ 1. The condition
r ≤ 1 is the same as the condition to keep our hyperbola as a
North–South hyperbola. In general, increasing r increases εℓ ∀k̂.
The minimum of εℓ is different for different values of r and is
indicated with a dashed line ( ).

5. CONTINUOUS-TIME STATE SPACE

Many approaches to virtual analog modeling of circuits exist, in-
cluding Wave Digital Filters [33, 34, 36–38], state-space model-
ing [13,39,40], and port-Hamiltonian modeling [35,41]. Here, we
have specified the filter in continuous time as a network of integra-
tors rather than as an analog circuit. We discretize the differential
equation describing that network directly.

The considered filters have continuous-time state space

d
dt

v(t) =ωcA(t)v(t)+ωcB(t)xin(t) (37)

yout(t) = C(t)v(t) (38)

with {A,B,C} replaced by

AGe =


−2r 1 0 4k̂r2

−1 0 0 0
0 −1 −2r 1
0 0 −1 0


BGe =

[
1 0 0 0

]⊤
CGe =

[
0 0 0 −γ0

]

for the proposed generalized filter and

AMg =


−1 0 0 −4k̂
1 −1 0 0
0 1 −1 0
0 0 1 −1


BMg =

[
1 0 0 0

]⊤
CMg =

[
0 0 0 1

]
for the Moog filter. In both, xin, yout, and v represent the filter
input, output and state vector, respectively.

5.1. Matching the Moog and Octave CAT filters

Despite their differing signal flow structures, the proposed gen-
eralized model can, even in continuous time, exactly match the
time-varying behavior of the Moog filter. The specific case of the
proposed generalized filter evaluated at r = 1 and γ0 = −1, which
accomplishes this, is denoted by {ÂGe, B̂Ge, ĈGe}.

The state-space formulation of the Moog filter is related to the
“hatted” model by a change-of-variable relationship

AMg = TÂGeT−1 , BMg = TB̂Ge , CMg = ĈGeT−1 (39)

where the similarity transform, whose entries are all ∈ {0,±1}, is

T = T−1 = diag(T0,T0) where T0 =

[
1 −1
0 −1

]
. (40)

Thus, following [13, §7.5], we have

vMg(t) = Tv̂Ge(t) and yMg
out (t) = ŷGe

out(t) . (41)

This shows that the output of the Moog is identical to the output
of our generalized model when r = 1 and γ0 = −1. Since T

is constant and does not depend on k̂ or ωc, this result holds even
with k̂ and ωc varying over time.

6. DIGITAL IMPLEMENTATION

Following the method of [13, §7.14], we obtain the following state-
space difference equations:

v[n] = Ãv[n− 1]+ B̃xin[n] (42)

yout[n] = C̃v[n− 1]+ D̃xin[n] (43)

where, defining H = g (I− gA)−1 which appears throughout,

Ã = 2HA+ I B̃ = 2HB

C̃ = C (HA+ I) D̃ = CB ,

I is the 2× 2 identity matrix, and

g =

{
2ωc/T typically
tan (2ωc/T ) “warped” to match frequency ωc

.

Here xin[n], yout[n], and v[n] represent the filter input, output
and state vector, respectively. A, B, and C are substituted with
{AGe,BGe,CGe} or {AMg,BMg,CMg}. The parameter g is the
frequency-warped integrator gain [13, 37, 42, 43].
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7. CONCLUSIONS

We introduced a new continuous-time filter design made from in-
tegrators, sums, and gains. It is parameterized by the damping of
two state-variable filters, a global feedback amount, and a cutoff
frequency. Certain dampings recover the classic Moog ladder filter
and approximate the Octave CAT filter, while others create novel
designs. Interestingly, we can control the degree to which pass-
band attenuation is linked to resonance, a known but previously
uncontrollable aspect of the Moog filter.

The proposed generalized filter (where r1:2 = r2:2) is close
enough the Octave CAT filter (r1:2 ≈ r2:2) to yield good intuition.
Future work could study the case of r1:2 ̸≈ r2:2 in more detail. The
case of different cutoff frequencies per stage could be interesting.
Hutchins gave some initial investigations in [44].

r changes the filter’s response and how it varies with k̂, specif-
ically the range of passband gains gdc. Passband gain variation in
the Moog filter has been known for a long time [20] and could be
considered either a unique positive, or a defect [8]. The proposed
generalized filter gives us one way to enhance or reduce this effect.
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ABSTRACT

This paper is concerned with the conception of methods tailored
for the numerical simulation of power-balanced systems that are
well-posed but implicitly described. The motivation is threefold:
some electronic components (such as the ideal diode) can only
be implicitly described, arbitrary connection of components can
lead to implicit topological constraints, finally stable discretization
schemes also lead to implicit algebraic equations.

In this paper we start from the representation of circuits using a
power-balanced Kirchhoff-Dirac structure, electronic components
are described by a local state that is observed through a pair of
power-conjugated algebro-differential operators (V, I) to yield the
branch voltages and currents, the arc length is used to parametrize
switching and non-Lipschitz components, and a power balanced
functional time-discretization is proposed. Finally, the method is
illustrated on two simple but non-trivial examples.

1. INTRODUCTION

Network analysis of circuits and expression of Kirchhoff laws, nat-
urally leads to implicit differential algebraic equations (DAE). In-
deed in the most general form, the branch equations are not de-
scribed by functions but by relations (in the voltage-current plane
for algebraic components, voltage-charge for capacitor, current-
flux for inductors . . . ). One of the most general approach is the
Sparse Tableau analysis [1] which involves both the nodes and
branch variables.

In the study of power-balanced systems, and more generally in
the field of geometrical numerical integration, one is not only con-
cerned with the quantitative accuracy of numerical simulations, but
also with the qualitative preservation of structural invariants dur-
ing discretization [2]. It has been shown that the symplectic struc-
ture of Hamiltonian systems, responsible for energy preservation,
can be generalized to open systems with algebraic constraints by
the notion of a Dirac structure [3] [4]. It can even be extended
to infinite-dimensional systems such as partial differential equa-
tions using a Stokes-Dirac [5] structure. It has been shown in [6]
(see also [7] [8]) that Kirchhoff laws generates a Kirchhoff-Dirac
structure. Recent work [9] also study the properties and numeri-
cal discretization of Port-Hamiltonian DAE systems in descriptor
form.

Usually, when possible, DAE are reduced to ordinary differ-
ential equations (ODE) or semi-explicit index-1 DAE [10] [8] for
which a rich literature of results from system theory and numerical

Copyright: © 2020 Rémy Müller et al. This is an open-access article distributed
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permits unrestricted use, distribution, and reproduction in any medium, provided the
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analysis is available to study stability, conservation laws, attraction
points, existence and uniqueness of solutions . . .

In these reduction processes, a choice has to be made regard-
ing the variables the system is solved for. Choosing the node volt-
ages leads to the Nodal Analysis (NA) method. But it is not suf-
ficient to represent all systems, adding some branch currents leads
to the popular Modified Nodal Analysis (MNA) [11]. The impor-
tance of state variable choices for computable numerical simula-
tions can be found in [12]. Similar issues are addressed for wave
digital filters in [13]. A procedure to guide these choices is the
Sequential Causality Assignment Procedure (SCAP) in the bond-
graph literature [14]. In the case of switching-circuits, such as
those containing ideal diodes or discontinuous laws (see [15]) an
approach is to solve for different variables according to the switch-
ing state of the system, but the number of such states becomes
exponential in the number of switching components.

Since after time discretization, one is left with an algebraic
system of (nonlinear) equations which has to be solved by an it-
erative scheme anyway, the goal of this article, is to propose a
structure-preserving power-balanced numerical method capable of
dealing with the implicit nature of the network equations.

Section 2 recalls how any electronic circuit can be represented
by a Kirchhoff-Dirac structure, uniquely determined by the cir-
cuit’s incidence matrix. Section 3 describes how to parametrize
the (possibly implicit) relation imposed by any circuit component.
Power-conjugated voltages and currents (v, i) are obtained by the
application of a pair of nonlinear algebro-differential operators
(V, I) to a parameter x which stands for the component’s local
state. In Section 4 arc-length and pseudo arc-length parameteriza-
tions1 are proposed to overcome computational causality problems
that arise in switching components and reduce numerical stiffness
caused by high Lipschitz constants. In Section 5 a power-balanced
and structure preserving time-discretization is presented using a
functional framework. This leads to a nonlinear system of alge-
braic equations which is solved using Newton iteration. Finally
two tests circuits are studied in Section 6, a stiff switching diode
clipper and a conservative (nonlinear) LCLC circuit with an im-
plicit topological constraint.

2. KIRCHHOFF-DIRAC STRUCTURES FOR CIRCUIT
GRAPHS

From a circuit theory perspective, a Dirac structure is simply a
multi-port that doesn’t generate or dissipate power i.e.

P = 〈i |v〉 = 0.

Considering components and their interconnections separately, be-
cause of Kirchhoff laws, the multi-port connecting all components

1Curvilinear coordinates for multi-ports are possible but not addressed.
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Figure 1: Dirac structure example with edges E = {A,B,C,D},
nodesN = {0, 1, 2} and chosen spanning tree T = {A,C}.

(the PCB) is necessarily a Dirac structure. To formalize it for cir-
cuits, we borrow and slightly adapt the notations from [6] [5] [9].

2.1. Circuit Graphs

A directed circuit graph G(N , E) is defined by a set of n nodes
N = {η1, . . . , ηn} and a set E = {ε1, . . . , εm} of m directed
edges (links, branches) with no self-loops. Edges are ordered pairs
of nodes εi = (ηi,0, ηi,1). Over each node (k = 0) and edge (k =
1)2, using the receiver convention for both, we define conjugated
current and voltages

(ik,vk) ∈ Ik × Vk =: Bk, k ∈ {0, 1} (1)

where V0 ∼ Rn, V1 ∼ Rm are the spaces of voltages over the
nodes N (resp. the edges E) and I0 = V∗0 , I1 = V∗1 the dual
spaces of functionals V0 → R, V1 → R. The spaces B0 and B1

are respectively the spaces of bonds corresponding to the nodes
and edges such that power is given by the duality pairings

〈ik |vk〉Bk := iTkvk, k ∈ {0, 1}. (2)

Note that since the spaces are finite-dimensional, one can identify
each space with its dual V0 ∼ I0 = Rn, V1 ∼ I0 = Rm.

Furthermore, the directed graph is uniquely specified by its
(reduced) co-incidence matrix D given by

D = [dij ]m×n , di,j =


1 εi,1 = ηj

−1 εi,0 = ηj

0 otherwise
. (3)

Kirchhoff Current (KCL) and Voltage laws (KVL) 3 can be ex-
pressed with an elegant duality (see [16] p.710) using the incidence
and coincidence matrices by

v1 = Dv0, i0 = −DTi1 = 0. (4)

i.e. we have the following diagram.

v0 ∈ V0 v1 ∈ V1

i0 ∈ I0 i1 ∈ I1

D

〈· | ·〉B0 〈· | ·〉B1

−DT

(5)

2This notation is convenient to make the link with automated circuit to
Bond-graph algorithms [14]: 0-junctions (shared voltage, parallel connec-
tion) for nodes and 1-junctions for branches (shared current, serial con-
nection) see Figures 5 and 6 for examples. It is also a mnemonic to re-
member that lumped circuit equations arise from the spatial discretization
of electro-magnetic 1-forms for branches and 0-forms for nodes.

3The minus sign in front of i0 comes from the consistent use of the
receiver convention for both nodes and branches: the sum of edge currents
i0 entering each node has to be zero.

2.2. Kirchhoff-Dirac structure

Written in matrix form, one obtains the canonical Kirchhoff-Dirac
structure D (with a structure very similar to the ones obtained for
partial differential equations (PDE) [17] [5])

D :

 i0

v1

 =

0 −DT

D 0

v0

i1

 , i0 = 0. (6)

i.e. Kirchhoff Current Laws can be interpreted as zero boundary
conditions on the node currents, and the co-incidence matrix D as
a (lumped) differential operator. Left multiplying by [v0 i1], the
duality products and skew-symmetry leads to the power balance

P = 〈i0 |v0〉+ 〈i1 |v1〉 =
[
v0 i1

]0 −DT

D 0

v0

i1

 = 0.

Furthermore since we have conservation of charge i0 = 0 on the
nodesN , this yields the Tellegen theorem over the edges4 E

〈i1 |v1〉 =
∑
ε∈E

〈iε | vε〉 = 0.

We also remark that the node voltages v0 can be interpreted as
Lagrange multipliers parametrizing the sub-manifold defined by
the linear constraints i0 = 0.

2.3. (Reduced) Hybrid Dirac structure

Whereas MNA solves the system for node voltages and branch
currents, in Hybrid Analysis [16] and skew-gradient DAE [7] [8],
the node voltages are eliminated. First a spanning tree T is cho-
sen, this yields a partition of the branch currents and voltages into
tree (vT , iT ) and link variables (vL, iL). Partitioning equations
according to the spanning tree, Kirchhoff laws (4) are rewritten asvT

vL

 =

DT

DL

v0,
[
DT
T DT

L

]iT
iL

 = 0. (7)

From graph theory, having a spanning tree ensures that the matrix
DT ∈ Rn×n is invertible. So we can eliminate the node volt-
ages v0 using v0 = D−1

T vT . This yields a reduced Hybrid Dirac
structure specified by its link-cutset matrix C = (DLD

−1
T )T

D :

 iT
vL

 =

 0 −C
CT 0

vT
iL

 . (8)

Traditionally, the spanning tree is chosen to be a proper tree
(i.e. containing all current-driven branches: Voltages Sources, Ca-
pacitors, . . . ) such that vT is current-driven by iT (i.e. computable
from iT ). However topological constraints such as in example 6.2
may prevent a proper tree to be found. Since the proposed method
is fully-implicit by nature, it does not have such a requirement.
Either the Kirchhoff-Dirac structure or any reduced Hybrid Dirac
structure can be used for simulation.

For a formal definition of Dirac structures in the broader con-
text of multi-physical networks, pleaser refer to [6] and references
therein. A generic example of a Dirac structure and its graph, em-
phasizing the node-edge incidence structure, is shown on Figure 1.
Detailed case-study are shown on Figures 5 and 6 and studied in
Section 6.

4Indeed (see [16] p. 30) any two of KCL, KVL and Tellegen theorem
implies the third one.
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3. ALGEBRO-DIFFERENTIAL PARAMETRIZATION OF
COMPONENT LAWS

From now on, for functional discretization purpose, we adopt a
Hilbert space viewpoint, and lift Dirac structures over time steps.
Consider a time interval Ω ⊂ R, the branch voltage and current
spaces are lifted to the dual Hilbert spaces I1 ∼ V1 ⊆ L2(Ω)m

(L2 being a pivot space) equipped with the inner (duality) product

〈u |v〉 :=
1

|Ω|

∫
Ω

u(t)Tv(t) dt. (9)

We assume that branch equations can be parametrized locally
by a state x ∈ X1 ⊆ L2(Ω)m, nonlinear differential-algebraic
operators I1 : X1 → I1,V1 : X1 → V1 and a law

F : X1 −→ B1 := I1 × V1

x 7−→ (I1(x),V1(x))
. (10)

Likewise the KCL node boundary conditions (4) can be parametrized
by the vector of node voltages λ ∈ X0 ⊆ L2(Ω)n and the linear
constraint

B : X0 −→ B0 := I0 × V0

λ 7−→ (I0,V0)(λ) = (0,λ)
. (11)

Composing (6) with (10) (11) we obtain the fully implicit algebro-
differential formulation of a Port-Hamiltonian system (PHS)

Σ =

(I0,V0, I1,V1)(x,λ) ∈ B1 × B0;

N(x) = 0, ∀(x,λ) ∈ X1 ×X0

 (12)

defined by the operator N : X0 ×X1 → L2(Ω)m+n

N(x,λ) =

 0

V1(x)

−
0 −DT

D 0

 λ

I1(x)

 . (13)

For the reduced Hybrid Dirac structure one gets

Σ =
{

(IT ,VT , IC ,VC)(x) ∈ B1|N(x) = 0, ∀x ∈ X1

}
(14)

with the algebro-differential operator N : X1 → L2(Ω)m

N(x) =

IT (x)

VC(x)

−
 0 −C
CT 0

VT (x)

IC(x)

 . (15)

We note that for differential components, the state space is
given by the Sobolev space X ⊆ H1(Ω) ⊂ L2(Ω) defined by

X =

{
x ∈ L2(Ω)

∣∣∣∣∣ ẋ ∈ L2(Ω); x(t) = x0 +

∫ t

0

ẋ(s) ds

}
,

(16)
whereas for algebraic components, no additional smoothness is
implied so X ∼ L2(Ω).

The differential-algebraic operators corresponding to common
electronic components are summarized in Table 1 and the case of
implicitly parametrized algebraic components is now further de-
tailed in Section 4.

4. (PSEUDO) ARC-LENGTH PARAMETRIZATION

We study here implicit arc-length and pseudo arc-length parame-
terizations of algebraic components whose laws cannot be repre-
sented as functions of either current or voltage (or such that un-
bounded Lipschitz constants may cause numerical problems dur-
ing simulations). As an example we consider the cases of the ideal
diode, a nonlinear resistor and the Shockley diode.

4.1. The ideal diode

An ideal diode law is determined by the set (see [15])

RD =

(v, i) ∈ R2

∣∣∣∣∣∣
{
v = 0 i ∈ R+,

i = 0 v ∈ R−.

 (17)

It has the numerical disadvantage of being alternatively voltage
and current controlled. In the hybrid formulation, computational
causality assignment [14] would imply that a different Dirac struc-
ture such as (8) should be used according to the current state of the
circuit. Furthermore, when the number of switching components
grows, the number of switch configurations of the circuit grows
exponentially. A solution around this problem is to consider the
parametrization RD : λ 7→ (VD(λ), ID(λ)) with arc-length

λ(v, i) =

{
i/I0 v = 0, i ∈ R+

v/V0 i = 0, v ∈ R−
, (18)

for arbitrarily chosen positive reference current and voltages I0, V0.
Inverting the relation, one obtains the algebraic operators

VD(λ) = V0 min(λ, 0), ID(λ) = I0 max(λ, 0). (19)

with V ′D(λ) = V0 · 1R−(λ), and I ′D(λ) = I0 · 1R+(λ), where
1A(λ) denotes the indicator function of a set A.

Differential x V (x) I(x) H(x)

Capacitor q q/C q̇ q2/2C

Inductor φ φ̇ φ/L φ2/2L

Nonlinear Capacitor q ∇H(q) q̇ H(q)

Nonlinear Inductor φ φ̇ ∇H(φ) H(φ)

Algebraic x V (x) I(x) P (x)

Resistor i Ri i Ri2

Conductor v v Gv Gv2

Nonlinear Resistor i z(i) i i · z(i)
Nonlinear Conductor v v z(v) v · z(v)

Voltage source i V i V · i
Current source v v I I · v

Table 1: Differential and Algebraic components. H (energy),
P (power), q (charge), φ (flux), z (non linear function).
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4.2. A Hard Clipping resistor

We now consider the case of a hard clipping resistor (it will be
used in example 6.1) whose (v, i) graph is described by the set

RD =

(v, i) ∈ R2;


i ∈ R− \ {0} v ∈ {−1}
i ∈ {0} v ∈ (−1, 1)

i ∈ R+ \ {0} v ∈ {1}

 . (20)

We parametrize it continuously using (see Figure 4 page 8)

RD =
{

(v, i) ∈ R2; (v, i) = (V (λ), I(λ)), ∀λ ∈ R
}
(21)

with the voltage and current operators

V (λ) = V0 clip[−1,1](λ), (22)

I(λ) = I0
(
min(0, λ+ 1) + max(0, λ− 1)

)
. (23)

For arbitarily chosen positive reference voltage and currents V0, I0.

4.3. The Shockley diode

We finally consider the Shockley diode model 5.

I(v) = IS

(
exp

(
v

VT

)
− 1

)
, (24)

where IS is the saturation current, VT = kbT/qe the thermal
voltage, with temperature T , Boltzmann constant kb and electron
charge qe. It is C∞-continuous, but not globally Lipschitz.

For a chosen reference resistanceR0, the true arc-length of the
graph (v,R0I(v)) is determined by dλ2 = (1 + (R0I

′(v))2) dv2

but it is not practical to manipulate. Instead, introducing the diode
cutoff point (V0, I0) as the point of unit slope

R0I
′(V0) = 1, I0 = I(V0), (25)

where V0 = VT ln
(

VT
R0IS

)
, I0 = VT /R0 − IS . Remarking that

for v � V0, dλ ≈ dv and for v � V0, dλ ≈ R0I
′(v) dv, one

can introduce the C0 pseudo arc-length differential

dλ̃(v) =

{
dv v < V0

R0I
′(v) dv v ≥ V0

. (26)

Integrating λ̃(v) :=
∫ v

0
dλ̃ one obtains the C1 pseudo-arclength

λ̃(v) =

{
v v < V0

V0 +R0(I(v)− I0), v ≥ V0.
(27)

Inverting the relation leads to the algebraic operators

VD(λ) =


λ λ < V0,

VT ln

(
1 +

I0 + (λ− V0)/R0

IS

)
λ ≥ V0,

(28)

ID(λ) =


I(λ) λ < V0,

I0 +
λ− V0

R0
λ ≥ V0

. (29)

5Anti-parallel Shockley diodes will be simulated in example 6.1

such that by construction, Lipschitz constants are unitary (this prop-
erty is key to deal with convergence and numerical stiffness)

LV = sup
λ

∣∣∣V ′D∣∣∣ = 1, LI = sup
λ

∣∣∣R0I
′
D

∣∣∣ = 1. (30)

5. FUNCTIONAL DISCRETIZATION AND NUMERICAL
SOLVER

We now use the functional framework presented in Section 3 to
discretize the system with a finite number of parameters per time
step, (see the reference [18] for the representation of non band-
limited signals having a finite rate of innovation).

Our time discretisation scheme can be interpreted as an exten-
sion of (spectral) time-finite elements methods [19] to DAE. It is
based on the following theorem which proves that a weak PHS is
preserved over the chosen approximation subspace.

Theorem 5.1 (Weak PHS). Let Ω be a time step, x ∈ X ⊆
L2(Ω)m a functional state, two operators b : X → L2(Ω)m,
a : X → L2(Ω)m and a skew-symmetric matrix J defining the
PHS operator

N(x) = b(x)− Ja(x) = 0, J = −J∗. (31)

Let P : L2(Ω) → R(P ) ⊆ L2(Ω)m be a projector (P 2 = P )
satisfying the skew-adjoint commutation PJ = JP ∗, for the L2

inner product (9), then the projected operator

P ◦N(x) = 0 (32)

defines a weak PHS which preserves the power balance.〈
a(x)

∣∣P ∣∣ b(x)
〉

= 0. (33)

Proof. Using (32), taking the inner product with a(x), and using
the fact that 1) P 2 = P (idempotence), 2) we have the commuta-
tion PJ = JP ∗ and 3) PJP ∗ is skew-adjoint, we obtain〈

a(x)
∣∣P ∣∣N(x)

〉
= 0

⇐⇒
〈
a(x)

∣∣P ∣∣ b(x)
〉

=
〈
a(x)

∣∣PJ
∣∣a(x)

〉
1
=
〈
a(x)

∣∣∣P 2J
∣∣∣a(x)

〉
2
=
〈
a(x)

∣∣PJP ∗
∣∣a(x)

〉 3
= 0.

Remark (Energy conservation). As an immediate consequence,
for a conservative Hamiltonian system given by the operator

N(x) =
dx

dt
− J∇H(x) = 0, J = −JT . (34)

discretized such that ẋ = PJ∇H(x), then the Hamiltonian en-
ergy H is preserved over a time-step Ω = (t0, t1),

H(x(t1))−H(x(t0)) = 0. (35)

Indeed, let b = d
dt

and a = ∇H , from the gradient theorem and
using the same arguments as the previous proof, it follows that

H(x(t1))−H(x(t0)) =
〈
∇H(x)

∣∣ ẋ〉
=
〈
∇H(x)

∣∣PJP ∗
∣∣∇H(x)

〉
= 0.
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5.1. Piecewise constant and affine polynomial spaces

In this article we will restrict ourselves to constant and affine poly-
nomial spaces P0, P1 for which we have exact closed-form expres-
sion of the projected operators. (Higher-order polynomial spaces
require the use of approximate quadratures rules [2] [9]). Results
are exposed without proof except when the proof is not available
elsewhere (see [8]).

Consider a unit time step Ω = (0, 1), for the normalized time
variable τ ∈ (0, 1) and two orthogonal polynomials

`0(τ) = 1, `1(τ) = τ − 1

2
.

The operator PK : L2(Ω) → PK(Ω) ⊂ L2(Ω), K ∈ {0, 1}
defined by

(PK u)(τ) =

K∑
i=0

`i(τ)
〈`i |u〉
〈`i | `i〉

(36)

is an orthogonal projector. i.e. PK is self-adjoint (PK = P ∗K ) and
idempotent (P 2

K = PK ). For notational simplicity, we define the
following notation. Let A : L2(Ω) → L2(Ω) be an operator, the
projected operator ĀK : L2(Ω)→ PK(Ω) is defined by

ĀK := PK ◦A, Ā := Ā0. (37)

By extension, for a vectorized projector P := PK ⊗ In, it yields
the projected PHS operator

N(x) := P ◦N(x) (38)

Because of the tensor product construction, we also have the com-
mutation PJ = JP = JP ∗ such that P satisfies Theorem 5.1.

For numerical computations, it is necessary to compute the
polynomial coefficients of the image of a trajectory through a non-
linear function. This is possible thanks to the following property

Property 5.1 (Projected function). Let f : R → R be a semi-
continuous function with known antiderivative F and a function

x(τ) = `0(τ)x̄+ `1(τ)δx ∈ P1(Ω), (39)

parametrized by its mean and variation Θ = (x̄, δx) ∈ R2

Then the projected function P1 ◦ f ◦ x has the projection co-
efficients f : R2 → R2 defined by

f i := 〈`i | f ◦ x〉 /‖`i‖2 . (40)

They are given in closed form by

f0(Θ) =


F (x̄+ δx

2
)− F (x̄− δx

2
)

δx
δx 6= 0

f(x̄+) + f(x̄−)

2
δx = 0

(41)

f1(Θ) =


12

δx

(
F (x1) + F (x0)

2
− F0(Θ)

)
δx 6= 0

0 δx = 0

(42)

where x1 = x̄+ δx/2, x0 = x̄− δx/2.

Proof. See Appendix A.

Note that for a scalar (or separable) potential F , using f =
∇F , and x̄ = (x0 + x1)/2, δx = x1 − x0 in property 5.1 yields
the Average Discrete Gradient from [8] (this is also an instance of
anti-derivative anti-aliasing)

∇F (x0, x1) := f0(Θ). (43)

Additional results for linear gradients are given in appendix B.

5.2. Newton iteration

For each time step Ω, let Θ denote the unknown parameters of a
local state xΘ ∈ (PK(Ω))m we look for a zero N(Θ?) = 0 of

N(Θ) :=
[〈
`i
∣∣N(xΘ)

〉
/‖`i‖2

]
i=0...K

(44)

using Newton iteration (line search is not used in this paper)

Θκ+1 = Θκ + ∆Θκ, ∆Θκ = −N′(Θκ)−1N(Θκ). (45)

A detailed convergence analysis for the general case is out of the
scope this paper and is left for future work. Please refer to [20] for
more details. When N is only semi-smooth which is the case of
the ideal and hard clipping diodes, special care should be taken to
ensure convergence using semi-smooth Newton methods [21].

It should be noted that in piecewise constant spaces (k = 0),
algebraic constraints simplifies to V(s) = V (s), I(s) = I(s), and
one can compute the Jacobian from the derivative V ′, I ′. For affine
trajectories (k = 1) one should use the results from properties 5.1
and the following property from [8] to compute the coefficients
and the Jacobian.

Property 5.2. Given a potential F ∈ C2(R,R), and its discrete
gradient ∇F (x0, x1) defined in Equation (43), the derivative of
the discrete gradient with respect to x1 is

∂∇F
∂x1

=


∇F (x1)−∇F (x0, x1)

x1 − x0
x0 6= x1

1

2

∂2F

∂x2
(x0) x0 = x1

. (46)

6. EXAMPLES

6.1. Diode Clipper

We consider the diode clipper circuit shown in Figure 5. This cir-
cuit which is dissipatively stiff because of the diode unbounded
Lipschitz constant is commonly used to benchmark numerical schemes.
In this paper the nonlinear resistor D is considered abstract and
will be substituted by anti-parallel Shockley and hard clipping diode
models from Section 4.

Over each time step it is parametrized by the vector of Leg-
endre coefficients Θ = (iS , iC ,vR,xD) ∈ (RK+1)4, for K ∈
{0, 1} and the functional statexΘ = [iS , iC , vR, xD]T ∈ (PK(Ω))4

such that each element v ∈ PK(Ω) is of the form v(t0 + hτ) =∑K
n=0 `n(τ)v[n]. The projected Dirac structure (where 1 is the

identity on RK+1) is then given by the operator

N =


iS

iC

vR

VD(xD)

−

. . −1 0

. . 1 −1
1 −1 . .

0 1 . .




VS

VC(iC)

IR(vR)

ID(xD)

 . (47)

Results are shown on Figure 2 for an input vS = V sin(2πf0t)
with high input gain V = 104, fundamental frequency f0 = 500
Hz, R = 1 kΩ , C = 10µF, IS = 100 fA, R0 = 0.1Ω, sampling
frequency fs = 96 kHz. Anti-parallel Shockley diodes with arc
length converge on average in 2 iterations and 4 times reduction
of the worst-case iteration count (Newton tolerance εr = 10−5),
Hard clipping diodes exhibit convergence in one iteration most of
the time (2 when switching) even for εr = 10−10.
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Figure 2: Diode clipper: anti-parallel Shockley diodes (top) with
V = 104 to emphasize Newton iteration differences, Hard clipping
diodes (bottom) V = 102 to see dynamic and saturation.

6.2. LCLC circuit

We study here an LCLC circuit (shown on Figure 6) chosen to
demonstrate the proposed method when the circuit is conservative,
nonlinear and contains topological constraints (parallel capacitors,
serial inductors . . . ). Here the circuit contains two inductors with
the implicit topological constraint iL1 = iL2 .

In traditional solvers, such constraints usually needs to be de-
tected and eliminated before proceeding to simulation. A possi-
ble approach is the use of equivalent macro components (see [22]
[23]). In contrast, the proposed approach doesn’t require such a
preprocessing step, and keeps the modularity and sparsity of the
component-based description. To demonstrate energy conserva-
tion, the capacitor C2 is chosen first with a linear law VC2(q) =
q/C2 and an hardening nonlinearity VC2(q) = Vα sinh( q

C2Vα
)

with Vα = 1/30 (V).
Using the vector of Legendre coefficients as unknown Θ =

(iC1 ,vL1 , iC2 ,vL2), we have the projected Dirac structure oper-
ator

N =


iC1

IL1(vL1)

iC2

vL2

−

. . . 1

. . . 1

. . . 1

−1 −1 −1 .




VC1(iC1)

vL1

VC2(iC2)

IL2(vL2)

 (48)

Simulation results are shown for the implicit and nonlinear
LCLC circuit on Figure 3 for fs = 88.2 kHz, C1 = 20µF, C2 =
100µF, L1 = 1mH, L2 = 100µH, zero initial conditions and
vC1(0) = 1V. We observe that both the algebraic constraint iL1 =
iL2 and the conservation of total energy H are respected. Conver-
gence is reached in 1 iteration for the linear case and between 1 and
2 iterations for the nonlinear one (relative tolerance εr = 10−5).
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Figure 3: Conservative LCLC circuit: Linear (top) and Nonlinear
(bottom). Notice the periodicity change and conserved energy.

7. CONCLUSIONS

A new power-balanced, fully implicit component oriented method
has been presented with a functional time-discretization. Its main
strengths (not necessarily unique to this method) are: a) it retains
the topological sparsity and modularity of the network based de-
scription, b) it is power-balanced and energy-conserving (includ-
ing nonlinear components), c) it can deal with implicit topological
constraints (capacitor loops, inductor cutsets) without the need of
manual substitution of equivalent components, d) it can deal with
implicit components including switching components, e) it uses
finite-dimensional subspace projection as a unifying discretization
tool common to ODE, PDE and DAE. f) Newton iteration con-
verges faster using arc-length description of algebraic components
with unbounded Lipschitz constants,

Regarding perspectives, a detailed convergence study of the
Newton iteration is needed (such as the one in [24]), but has been
postponed for future work. Using different and higher order func-
tional approximation spaces is also an obvious perspective pro-
vided the projections can be computed exactly and efficiently. In
particular, from a generalized sampling theory viewpoint, it would
be interesting to perform a comparative analysis of implementation
cost and convergence rate (to the true solution) between functional
projection and oversampling.
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A. PROOF OF PROPERTY 5.1

The proof of Equation (41) is available in [8] and is not reproduced
here. To prove its extension to semi-continuous functions, using
left and right Taylor series expansion one finds

lim
δx→0

f0(x) = lim
δx→0

F (x̄+ δx
2

)− F (x̄− δx
2

)

δx

= lim
δx→0

f(x̄+ δx
2

) δx
2

+ f(x̄− δx
2

) δx
2

+O(|δx|2)

δx

=
f(x̄+) + f(x̄−)

2
.

For the second coefficient, one finds‖`1‖2 = 1/12 and using inte-
gration by parts, one gets the recursive relation

f1(x) =

∫ 1

0

`1(τ)f(x(τ)) dτ =
1

δx

∫ 1

0

`1(τ) (F ◦ x)′ (τ) dτ

=
1

δx

([
`1(τ)(F ◦ x)(τ)

]1
0
−
∫ 1

0

(F ◦ x) (τ) dτ

)

=
1

δx

(
F (x1) + F (x0)

2
− F0(x)

)
.

Finally, when δx = 0, one finds

f1(x) =

∫ 1

0

`1(τ)f(x̄) dτ = f(x̄)

∫ 1

0

`1(τ) dτ = 0.

B. LINEAR DIFFERENTIAL COMPONENTS

When ∇H(x) = Wx with state ẋ(τ) ∈ P1 and coefficients ẋ
expressed in the orthonormal Legendre basis {Li}, the projected
gradient is

∇H(x0, ẋ) = W ⊗
([

x0
0

]
+ h

[
1/2 −

√
3/6√

3/6 0

]
ẋ

)
.

For ẋ(τ) ∈ P0 it reduces to the midpoint integration rule

∇H(x0, ẋ) = W

(
x0 +

h

2
ẋ

)
.
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Figure 4: (Pseudo) Arc-length parametrization of hard clipping resistor and anti-parallel Shockley diodes.

+

−
vS

iS
+ −vR

iR

+

−
vC

iC

+

−

vD

iD

1 2

(a) Diode Clipper circuit

00

01 021

1 1 1

R

S C D

(b) Equivalent Bondgraph

S 1

R

0

C

D

(c) Reduced Bondgraph

D 0 1 2

S −1 1 0

R 0 1 −1

C −1 0 1

D −1 0 1

(d) (Reduced) Incidence Matrix

e1 e2 iS iR iC iD

i1 = 0 . . −1 −1 0 0

i2 = 0 . . 0 1 −1 −1

vS 1 0 . . . .

vR 1 −1 . . . .

vC 0 1 . . . .

vD 0 1 . . . .

(e) Kirchhoff Dirac structure

vS vC iR iD

iS . . −1 0

iC . . 1 −1

vR 1 −1 . .

vD 0 1 . .

(f) Reduced Hybrid Dirac structure
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bond-graph c). Using the Graph incidence matrix d), one obtains the Kirchhoff-Dirac structure e). Elimination of the node voltages yields
the reduced Dirac structure f).
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Figure 6: Conservative LCLC circuit (a single cell of a transmission line). There is an apparent computational causality conflict shown
in red on subfigure f): the loop current can either be controlled by L1 or L2 but not by both. The circuit has thus an implicit constraint
IL1(φ1) = IL2(φ2). The inductor L1 is said to have a differential causality since vL1 = φ̇1, whereas C1, C2, L2 are said to have an
integral causality.
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ABSTRACT

A virtual bass system creates an impression of bass perception

in sound systems with weak low-frequency reproduction, which

is typical of small loudspeakers. Virtual bass systems extend the

bandwidth of the low-frequency audio content using either a non-

linear function or a phase vocoder, and add the processed signal

to the reproduced sound. Hybrid systems separate transients and

steady-state sounds, which are processed separately. It is still chal-

lenging to reach a good sound quality using a virtual bass system.

This paper proposes a novel method, which separates the tonal,

transient, and noisy parts of the audio signal in a fuzzy way, and

then processes only the transients and tones. Those upper harmon-

ics, which can be detected above the cutoff frequency, are boosted

using timbre-matched weights, but missing upper harmonics are

generated to assist the missing fundamental phenomenon. Listen-

ing test results show that the proposed algorithm outperforms se-

lected previous methods in terms of perceived bass sound quality.

The proposed method can enhance the bass sound perception of

small loudspeakers, such as those used in laptop computers and

mobile devices.

1. INTRODUCTION

Small loudspeakers have a limited frequency range in which they

can operate efficiently. Low-frequency sound reproduction requires

a large volume velocity, a condition that cannot be always satis-

fied due to the limitations of the loudspeaker. The lack of low-

frequency components when reproducing music usually leads to a

weak perception of bass and rhythm, as also drum sounds get sup-

pressed. This paper studies methods to enhance the bass sounds,

when a loudspeaker cannot reproduce low frequencies.

A conventional method to improve bass sounds is to boost the

low-frequency range of the audio signal using an equalizing filter.

However, a very high level of energy would be needed to boost the

lowest frequencies, which usually leads to distortion and might

cause unrecoverable damage to the loudspeaker. In practice, it is

therefore often impossible to much improve the bass response of a

small loudspeaker using a conventional equalizer.

A virtual bass system (VBS) enhances the bass perception by

tricking the human auditory system to perceive low tones from

higher harmonics. The goal of the VBS is to extend the low-

frequency bandwidth so that the missing fundamental phenomenon

∗ This research is part of the Nordic Sound and Music Computing Net-
work (NordicSMC), NordForsk project no. 86892.

Copyright: © 2020 Eloi Moliner et al. This is an open-access article distributed

under the terms of the Creative Commons Attribution 3.0 Unported License, which

permits unrestricted use, distribution, and reproduction in any medium, provided the
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[1, 2] will help people to perceive the low frequencies that are

physically absent or significantly attenuated.

Early VBS systems distorted the low frequencies in the time

domain. In the late 1990s, several patents suggested full and half-

wave rectifiers for harmonic generation [3, 4, 5]. MaxxBass is one

of the first commercial VBS products, and is based on nonlinear

processing using a feedback multiplier [6, 7]. Gan et al. proposed a

VBS using an amplitude modulator, which performed slightly bet-

ter than MaxxBass [8]. Larsen and Aarts published a generic VBS

framework using nonlinear devices (NLDs) [9] and also the first

textbook on audio bandwidth extension [10], which analyzed the

use of NLDs from a psychoacoustical viewpoint. Oo and Gan con-

ducted an exhaustive study on the harmonic response and the inter-

modulation distortion of NLDs [11] and introduced novel NLDs,

such as polynomial-based harmonic shifting [12].

Alternatively, bandwidth extension can be accomplished us-

ing frequency-domain processing. Bai et al. proposed the first

VBS based on a phase vocoder (PV) [13]. They generated the har-

monic series by pitch shifting the entire lowpass filtered signal.

This method allows precise control over the weighting of the har-

monic components, and works better than most of NLDs for steady

state signals. However, because of the temporal smearing effect

caused by frame-based processing, this method performs poorly

in transient-like sounds.

The successive strategy consisted in combining the NLD and

the PV methods by separating the audio signal in transient and

steady state components. In 2010, Hill [14] presented the first

hybrid system having a transient detector based on the constant-

Q transform to switch between the NLDs and the PV. Mu and

Gan [15, 16] developed an improved hybrid VBS using the median

filtering technique for transient and steady state audio separation

[17].

The harmonics generated with a PV should be weighted in a

way that not only enhances the bass but also generates a pleasant

sound for the listener. Bai et al. [13] used a weighting based on the

equal-loudness contours. Mu et al. presented a timbre matching

approach [18], which consisted of weighting the harmonics with

the spectral envelope of the original signal. Moon et al. proposed

a phase-matched exponential weighting scheme [19], preserving

the phases of the harmonics already existing in the original signal.

This paper proposes a bass enhancement method based on a

fuzzy separation [20] of the transient, tonal, and noisy components

of the audio signal, and on an appropriate processing of these com-

ponents separately. In comparison to previous hybrid aproaches

[14, 15, 16], we use the information extracted from the median fil-

ters to separate also the noise, leading to a better discrimination of

transients and harmonic tones. The proposed method consists in

an NLD for the transients and a refined phase vocoder processing

for the tonal components, but no processing of the noisy part.
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Regarding the phase vocoder processing, we propose an im-

proved harmonic enhancement technique based on the detection

and preservation of the harmonics originally present in the signal.

We uniquely generate by pitch-shifting the non-detected harmon-

ics, while the detected ones only have their magnitudes scaled. We

include a limited timbre-matching weighting scheme as well as an

improved harmonic weighting methodology.

The rest of the paper is organized in the following way. Sec. 2

describes the idea of fuzzy separation of tonal, transient, and noise

components in an audio signal. Sec. 3 discusses the transient pro-

cessing and Sec. 4 the tonal processing in the proposed VBS. Sec. 5

presents a subjective listening test in which the proposed VBS is

compared with previous methods. Sec. 6 concludes this paper.

2. FUZZY CLASSIFICATION OF SPECTRAL BINS

The separation method used in the proposed system is based on the

median filter technique by Fitzgerald [17]. This method is based

on the fact that, in a time-frequency representation, the tonal com-

ponents of the signal tend to appear like ridges in the direction

of the time axis while transient components appear as ridges in

the direction of the frequency axis. In order to reduce the com-

putational cost of the overall system, the lowpass filtered signal

to be processed is first downsampled down to the sample rate of

fs = 4096Hz. Subsequently, the short-time Fourier Transform

(STFT) of the downsampled signal is computed, with a frame size

of 512 samples, no zero padding, a hop size of 64 samples and

using a Hann window.

The generated time-frequency signal X(m, k) is processed by

the median filter technique in two ways:

Xs(m, k) = med (|X (m0, k)| , ..., |X (mL, k)|) (1)

and

Xt(m, k) = med (|X (m, k0)| , ..., |X (m, kL)|) , (2)

where Xs(m, k) and Xt(m, k), respectively, are the tonal and tran-

sient STFTs, med() is the median filter operation, and m0 and mL

are the starting and ending index in the time direction:

m0 = m−
Lt

2
+ 1 (3)

and

mL = m+
Lt

2
, (4)

and Lt is the length of the median filter along the time axis. Pa-

rameters k0 and kL are the indices in the frequency direction:

k0 = m−
Lf

2
+ 1 (5)

and

kL = m+
Lf

2
, (6)

where Lf is the length of the median filters along the frequency

axis.

Consequently, the tonalness Rs(m, k) and transientness Rt(m, k)
parameters can be defined in a similar way as in [20]. The tonal-

ness and transientness, respectively, are defined as

Rs(m, k) =
|Xs(m, k)|2

|Xs(m, k)|2 + |Xt(m, k)|2
(7)

Figure 1: Relations between the tonalness, noisiness, and tran-

sientness parameters used in this study.

and

Rt(m, k) = 1−Rs(m, k) =
|Xt(m, k)|2

|Xs(m, k)|2 + |Xt(m, k)|2
. (8)

The noisy component is defined in [20] as those frequency bins

where Rs and Rt tend to 0.5, in other words, where there is more

uncertainty in the discrimination. However, here the noisiness pa-

rameter Rn(m, k) is defined in a different way as

Rn(m, k) = 1−
√

|Rs(m− k)−Rt(m, k)|. (9)

The square root is used to reduce the energy of the Rn signal,

such that only the spectral bins with Rs and Rt closer to 0.5 have

higher values of noisiness. This addition has shown to be relevant

to produce a better discrimination of the noisy part, significantly

decreasing the amount of noises that could be more appropiately

classified as transients or tones. The relations between the three

parameters are shown in Fig. 1.

These parameters are used as soft masks that will be applied to

generate the transient T (m, k), tonal S(m, k), and noise N(m, k)
signals, in a similar way as in [15], but extending it to include the

N(m, k) signal:

S(m, k) = X(m, k)

(

Rs(m, k)−
1

2
Rn(m, k)

)

, (10)

T (m, k) = X(m, k)

(

Rt(m, k)−
1

2
Rn(m, k)

)

, (11)

and

N(m, k) = X(m, k)Rn(m, k). (12)

It should be noticed that the substraction of Rn from Rs and Rt in

(10) and (11) is meant to ensure the perfect reconstruction of the

signal, and thus

S(m, k) + T (m, k) +N(m, k) = X(m, k). (13)

Figure 2 shows an example of the fuzzy separation result.

3. TRANSIENT PROCESSING WITH NLD

Figure 3 shows the block diagram of the proposed VBS. The fuzzy

separated transient components are processed in the time domain

with the generic framework based on NLDs from [9]. The transient

signal T (m, k) is transformed back into the time domain using the

inverse short-time Fourier Transform (ISTFT).

The signal is thereafter split by lowpass and highpass filters

LPFt and HPFt, respectively. They are FIR filters of order 500

and have the same cutoff frequency fc, which is defined as the low-

est frequency that the target loudspeaker is able to reproduce ade-

quately. The filters were designed using the window method with
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Figure 2: Example of fuzzy separation of (a) input signal X(m, k) into its (b) transient part T (m, k), (c) tonal part S(m, k), and (d) noisy

part N(m, k).
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Figure 3: Proposed virtual bass algorithm in which the transient part T (m, k) is processed in a different way than the tonal part S(m, k).

the Chebyshev window. It is assumed that any frequency compo-

nent below fc will be highly attenuated by the loudspeaker and,

therefore, it should be suppressed after performing the bandwidth

extension. The fc parameter depends on the frequency response of

the loudspeaker, and its value may vary between about 100 Hz and

200 Hz in small loudspeakers.

Choosing an optimal nonlinear function for the VBS is not an

obvious task, as was shown by Oo et al. who analyzed and graded

different NLDs [21, 22]. The nonlinear function we apply is a half-

wave rectifier cascaded with a fuzz exponential (HWR-FEXP1),

having the transfer function shown in Fig. 4. The main motivation

for using this NLD lays on the fact that the magnitude gaps be-

tween generated harmonics do not vary with the input magnitude

[21]. Its use is not recommended in [22], because it shows poor

performance in intermodulation distortion tests. However, since

we are applying this NLD to transient signals, which are non-tonal,

intermodulation distortion can be neglected.

The half-wave rectifier generates even harmonics due to its

asymmetry. Because of this fact, the missing fundamental effect

produces the perception of a fundamental at 2f0, one octave higher

than desired. Therefore, we also apply the FEXP1, which only

generates odd harmonics, to produce a complete harmonic series.

This combination has proven to be effective for transient signals in

other studies [16].
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Figure 4: HWR-FEXP1 transfer function is a combination of a

half-wave rectifier and an exponential function.
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Figure 5: Effect of NLD processing on the spectrum of a kick drum

sound, when the cutoff frequency is 120 Hz.

A bandpass filter (BPF) is applied after the NLD in Fig. 3 to re-

move all the low-frequency components below fc and to attenuate

the generated higher frequency harmonics to control the sharpness

of the processed sound. Thus, the BPF has its lower cutoff fre-

quency at fc and its higher cutoff at 4fc. After that, a gain g is

applied to amplify the bandpassed signal so it can have a perceiv-

able loudness in reference to the lost low-frequency components.

The g parameter can be adjusted with typical values between 8 dB

and 12 dB, depending on the desired amount of enhancement. At

the end, the processed signal is added to the highpassed signal,

taking the delay difference caused by the BPF into account.

Figure 5 shows the input and output spectra of a kick drum

sample. It is seen that the processed signal is lacking the frequen-

cies below the cutoff frequency 120 Hz. However, the frequencies

around 200 Hz have been amplified by the NLD processing.

4. TONAL PROCESSING WITH PHASE VOCODER

Tonal components are processed in the frequency domain by using

a phase vocoder, as shown in the lowest branch in Fig. 3. The PV

processing can be divided into three main parts: the detection of

the f0 component and its respective harmonics, the calculation of

the harmonic weighting and, finally, the harmonic enhancement.

4.1. Fundamental and Harmonic Detection

The first step is a relaxed spectral peak detection. All local max-

ima in the magnitude spectrum are selected as peaks, the only con-

straints to be made in the search are a frequency range and a mag-

nitude threshold. The frequency range is selected between 1
4
fc and

f0

f4
f6 f7

4f0 5f0 6f0 7f0 8f0

S(f)

fc
threshold

fk
peaks
search pts.

tolerance
area: ¿nf0 

Frequency (Hz)

M
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n
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Figure 6: Example of harmonic detection when f0 ∈ [ 1
4
fc,

1
3
fc].

1
2
fs. The threshold parameter can be tuned depending on the dy-

namic range of the audio signal. For a more precise peak location,

its position and magnitude values are estimated using parabolic

interpolation [23].

The maximum peak below fc from the set of detected peaks

is selected as the fundamental candidate. Afterwards, it is studied

whether the candidate is the true f0 component or whether it could

be the second harmonic of another detected peak in a lower fre-

quency. In the latter case, the lower peak is selected as the defini-

tive f0.

Once the f0 component has been detected, the following step

is to search all its respective harmonics, considering each harmonic

to be a multiple of f0:

fk = kf0, (14)

where k = 1, 2, 3... is the order of each harmonic. Fixing the

number of processed harmonics as K and adding the restriction

that all of them should be located above fc, it can be seen that the

order of the harmonics to process depends on which interval f0 is

located:

fk =











f2, f3, ..., fK+1, if f0 ∈ [ 1
2
fc, fc],

f3, f4, ..., fK+2, if f0 ∈ [ 1
3
fc,

1
2
fc],

f4, f5, ..., fK+3, if f0 ∈ [ 1
4
fc,

1
3
fc].

(15)

Each harmonic is searched by the statement

fk = arg min
f

(|(∀f ∈ peak locs)− kf0|) (16)

and is detected as a harmonic, if the following condition is satis-

fied:

|fk − kf0| < τkf0, (17)

where τ is the tolerance parameter, meant to relax the search for

the cases in which the signal is not precisely harmonic, like in

string instrument sounds [24]. Small values of τ will search and

posteriorily generate more accurately harmonic partials, while large

values will tend to find more inharmonic partials and preserve a

natural spectral structure. The drawback of using a large τ is that

the probability of detecting a wrong harmonic increases, e.g. a

peak belonging to another tone overlapping in time with the bass

tone. A common value used in this work is τ = 0.05.

4.2. Limited Timbre Matching Weighting Scheme

We introduce a novel weighting scheme based on the timbre match-

ing approach of Mu et al. [18]. This method tends to weight the
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Figure 7: Example of weighting of harmonics. The cutoff fre-

quency of the highpass filter is 150 Hz.

generated harmonics in a way that the spectral envelope of the

original signal is preserved and, consequently, the perceived tim-

bre is similar.

We compute an estimation of the spectral envelope on each

frame by applying a Bark scale triangular filter bank to the signal.

Each band is calculated as

Bandj =

∑

k∈j
TFj(k)|S(k)|

∑

k∈j
TFj(k)

, (18)

where TFj represents the triangular filter centered at the band j

and S(k) is the tonal spectrogram. To generate the complete en-

velope ENV(f), the resulting band magnitudes are interpolated

with cubic interpolation. The resulting envelope is scaled up to the

magnitude of the f0 component:

ENV(f) = ENV(f)
|S(f0)|

ENV(f0)
, (19)

where ENV(f0) is the magnitude of the spectral envelope at f0
and S(f0) is the tonal spectrogram at f0. In the case that a first

or second harmonic below fc has a bigger magnitude than f0, the

envelope is scaled up to the magnitude of this harmonic.

Mu et al. [18] used the interpolated result to weight the gen-

erated harmonics, but this approach leads to two problems. Some-

times the estimated envelope has a very strong decay fitted to the

original signal and, using this weighting, almost no enhancement

is obtained. In an opposite case, the envelope can be altered by

an interference signal, such as another tone of a higher frequency

overlapping in time with the bass, and higher volume harmonics

can be unnecessarily generated creating undesired effects.

To mitigate these effects, the envelope is limited between two

constant exponentially decaying curves:

ENVlow(f) = ENV(fc)− αlow

f

fc

(20)

and

ENVhigh(f) = ENV(fc)− αhigh

f

fc

, (21)

where ENVlow(f) and ENVhigh(f) are, respectively, the lower and

upper limits in dB. Parameters αlow and αhigh are the attenuation
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S (f)
f0
wk

M
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n
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u
d
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Frequency (Hz)

Figure 8: Enhancement of detected harmonics.

factors in dB/oct. Appropriate values of these factors are αlow =10

dB/oct and αhigh =3 dB/oct. Therefore, each harmonic fk is weighted

by:

wk =











ENVlow(fk), if ENVlow(fk) > ENV(fk),

ENVhigh(fk), if ENVhigh(fk) < ENV(fk),

ENV(fk) otherwise,

(22)

where wk is the weight corresponding to each harmonic fk. This

way we can assure a minimum weighting, defined by ENVlow, and

a maximum, defined by ENVhigh. This weighting methodology is

illustrated in Fig. 7.

4.3. Harmonic Enhancement

Most VBS aproaches generate the partials by simply pitch shift-

ing the low-frequency components without preserving the original

phase spectrum [13, 14, 15]. However, several studies have indi-

cated that changes in the phase spectrum affect the perception of

timbre [25, 26, 27]. Furthermore, phase non-coherence is common

in acoustic sounds and preserving it would contribute to the natu-

ralness of the audio perception [28]. In order to minimally alter

the timbre of the signal, we follow a new strategy consisting in

preserving the original phase spectrum as well as possible.

The harmonics that have been detected in Sec. 4.1 are not

resynthesized but they are enhanced. Their magnitude is scaled

according to its targeted weight wk from Sec. 4.2 while the phase

of these harmonics is not modified. To perform the magnitude

scaling, we apply a frequency-domain window ωROI to isolate the

region of influence (ROI) of the peak. A Tukey window with its

size slightly larger than the main lobe width of the analysis win-

dow is chosen, so it does not alter the magnitude on the top of the

lobe but guarantees a smooth addition on the sides. The detected

harmonics Hk are enhanced by:

Hk =
wk

|S(fk)|
S(f)ωROI(f − fk). (23)

Figure 8 shows an example of magnitude enhancement of the de-

tected harmonics.

This methodology is similar to Moon’s phase-matched expo-

nential harmonic weighting [19]. However, Moon’s method con-

sisted in pitch shifting the magnitudes of the harmonics without

changing the phases, not considering whether there was already a

partial in that location or not.

The rest of the partials that have not been previously detected

are generated by pitch shifting using the technique from [29]. The
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Figure 9: Harmonic generation by pitch shifting, when harmonics

of a fundamental have not been detected.

same window ωROI is applied to the f0 and its neighboring bins.

Each harmonic frequency is simply calculated as a multiple of f0,

as defined in (14), and the ROI of the fundamental is pitch shifted

to the modified spectrum at this exact frequency with its corre-

sponding weight wk. Considering the rounding errors on shifting

FFT bins, in order to have a more precise shifting to the exact

target frequency, a fractional delay filter based on a Lagrange in-

terpolator is applied.

The phases of each shifted partial should be recomputed in

order to maintain the phase-coherence between frames. This can

be performed by multiplying the frequency bins of the shifted ROI

by the complex factor Zu,k:

Zu,k = Zu−1,ke
j2π(fk−f0)R, (24)

where R is the hop size and Zu−1 is the value from the previous

iteration. Each non-detected harmonic Hk is generated by pitch

shifting following the equation:

Hk =

[

wkZu,k

|S(f0)|
S(f)ωROI(f − f0)

]

∗ δ(f − kf0), (25)

where δ(f) is the Dirac delta function and ∗ is the convolution

operator. Figure 9 shows an example where all the harmonics are

generated by pitch shifting.

Finally, the modified spectra S′(f) can be constructed by adding

both the enhanced and the pitch-shifted harmonics to the spectrum:

S
′(f) = S(f) +

K
∑

k

Hk − S(f)ωROI(f − fk). (26)

5. SUBJECTIVE LISTENING TEST

The MUSHRA (MUltiple Stimuli with Hidden Reference and An-

chor) [30] test was chosen for the blind comparison of different

VBS methods. The audio material selected for the listening test

and listed in Table 1 contains variable bass content. The rock song

has electric bass tones whereas the jazz song contains an acoustic

bass but no other low-frequency sounds. The hip hop song features

long tones of electric bass and a very loud and boomy bass drum.

The classical music example contains a deep bass tone. All these

audio excerpts are dramatically affected by highpass filtering.

The audio samples were processed using four selected meth-

ods, including the hybrid method proposed in this paper, an NLD-

based VBS [22], a PV-based VBS [13], and Hill’s hybrid VBS

[14]. Unfortunately, Mu and Gan’s hybrid system [16] could not

be included in the test, as the original source code was not avail-

able. We considered that there is a high risk that our implementa-

tion of their method could differ from how the authors planned it,

which may cause it to perform worse than the ideal.

All of the selected methods were highpass filtered with the cut-

off frequency of 150 Hz. The parameters of all four methods were

tuned manually and by ears to obtain the best performance for each

stimulus. There exists an evident trade-off between the amount of

bass enhancement and the degradation of the audio quality [10].

Choosing a large gain parameter in a NLD-based algorithm could

produce a significant increase of the bass presence, but also an an-

noying perception of distortion. The same happens on a PV-based

technique, where the number of processed harmonics and their

weighting scheme are critical parameters for the appropiate per-

formance of the effect. Moreover, the same exact processing could

produce distant results between different music signals, strongly

depending on the properties of the inherent bass components and

the rest of elements that are present in the examples.

Regarding our method, we adjusted the number of processed

harmonics, the weighting limits αlow and αhigh, the gain g for the

transient processing and the magnitude threshold for the harmonic

detection, which depends on the dynamic range of the signal. The

harmonic gain parameter was adjusted for the NLD condition, as

well as for the PV, where the number of shifted harmonics was

also tuned. Hill’s hybrid method samples were generated using

the toolbox published by himself in his website [31], which let us

modify the number of processed harmonics and both transient and

tonal gains.

The original, unprocessed signal was used as a reference in

each case, and was also included among the MUSHRA test items

as a hidden reference. The anchor, or a low-quality signal speci-

fying the low end of the perceptual scale, was a highpass filtered

version of the original signal with a 150-Hz cutoff frequency.

The subjective test was performed using webMUSHRA [32],

a web-based interface compliant with the ITU-R Recommenda-

tion BS.1534 [30]. The listeners were asked to complete the test

using headphones without restrictions. The listeners were asked

to evaluate the quality of the bass perception on a scale from 0 to

100, in comparison to the reference sound, for all six items, which

appeared on the same page without labels in random order: an-

chor, hidden reference, and the four processed signals. All four

test signals were included twice, so that the MUSHRA test con-

tained eight pages, and the subjects had to evaluate 48 audio files

in total. The duration of the test items was about 11 s, but the

subjects could select to repeat a shorter segment of each file by

adjusting the beginning and end points using sliders.

Altogether 18 people participated in the listening test. How-

ever, the data of 7 subjects were excluded, since they rated the hid-

den reference condition below 90 points in more than 15% of the

test items, as this was recommended in [30]. From the 11 included

listeners, three were females and nine had previous experience of

formal listening tests, and their average age was 28 years. The test

took usually about 20 min, and was not considered too tiresome by

the subjects.

5.1. Results of Subjective Evaluation

Figure 10 shows the mean results of the MUSHRA test with 95%

confidence interval for the different audio items. The mean scores

and their overall averages are also shown in Table 2. All conditions
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Figure 10: Mean results of MUSHRA test with 95% confidence intervals for all the audio samples and conditions (Ref = reference, PH =

proposed hybrid, NLD = Non-Linear Device, PV = Phase Vocoder, HH = Hill’s Hybrid, Anc = anchor).

Table 1: Audio examples used in the listening test.

Genre Artist Title Time

1 Hip hop Wu-Tang Clan C.R.E.A.M 0:22

2 Jazz Miles Davis So What 0:52

3 Rock Radiohead Karma Police 1:43

4 Classical
Richard Strauss

(Berlin Philharmonic)

Also Sprach

Zarathustra
1:03

Table 2: Mean MUSHRA scores for test items reference (Ref),

proposed hybrid (PH), Non-Linear Device (NLD), Phase Vocoder

(PV), Hill’s hybrid (HH), and anchor (Anc) for all genres. The

best score (excluding Ref) on each line is highlighted.

Genre Ref PH PV HH NLD Anc

Hip hop 99.8 41.5 36.7 38.1 18.5 13.5

Jazz 98.7 50.9 23.1 24.5 30.5 40.2

Rock 99.8 50.4 42.4 31.8 37.3 15.0

Classical 96.0 45.4 42.5 37.8 31.3 15.5

Average 98.6 47.0 36.2 33.1 29.4 21.1

except the reference received relatively low scores, often rated as

fair or poor, due to their contrast with the reference, which was

the only signal containing bass frequencies below 150 Hz. The lis-

teners were able to easily distinguish the hidden reference, which

received nearly 100 points most of the time, and, consequently,

they gave consistently lower ratings to the other conditions. The

anchor had the lowest rating in all genres expect in jazz.

The proposed hybrid method received the best mean score af-

ter the reference for all four audio samples, having a clear differ-

ence in jazz and rock, but a tighter result in the other genres. The

PV received a mean score very close to our proposed method in

all cases except jazz, where the temporal smearing of transients,

caused by the PV processing, was more easily perceivable than in

other signals. In some cases, the smearing was masked by other

musical instruments, and the listeners did not recognize it as a dis-

turbing artifact. Hill’s hybrid system did not achieve significantly

better results than the low-quality anchor, showing that its transient

separation technique does not perform as well as expected.

In some examples, such as hip hop and classical, the differ-

ences are not statistically significant as the confidence intervals

are overlapping. Nevertheless, in average, the results show that the

proposed method outperforms the rest of techniques we compared

it with.

It can be speculated that the wide confidence intervals shown

in Fig. 10 may have been caused by the variance in the headphone

quality of the subjects. Listeners with high-fidelity headphones

would be able to hear the lowest frequency range of the reference

signal, while people with lower quality headphones might not hear

them that well and give higher ratings to the other conditions. Al-

ternatively, it is possible that the listeners had difficulties in form-

ing a clear opinion about the different methods, as they were not

familiar with audio distortion caused by various bass enhancement

algorithms.

The audio items used in the test will be available online at:

http://research.spa.aalto.fi/publications/papers/dafx20-vbs.

6. CONCLUSION

This paper presented a virtual bass system based on a novel tran-

sient, tonal, and noise component separation technique, incorpo-

rating also an improved processing methodology for the tonal com-

ponents. Our motivation was to design a VBS that not only en-

hances the bass frequencies but also tends to preserve the original

timbre of the signal with a minimal distortion. The proposed algo-

rithm was compared with several other methods, the NLD, PV, and

Hill’s hybrid system, by performing a formal listening test. The

test scores verified that our method produces a better perceived au-

dio quality in the bass range than the compared methods. The new

VBS can be applied to audio reproduction with small loudspeakers

to enhance deep bass and drum sounds, which would otherwise be

inaudible.

We are currently working on the study of the most critical

tuning parameters, such as the number of processed harmonics or

the gain applied in the transient processing. An automated tuning

mechanism is going to be designed in the near future, as well as

another listening test to evaluate how these parameters affect the

perceived quality.
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ABSTRACT

Biquad filters are a common tool for filter design. In this writing,
we develop two structures for creating biquad filters with nonlin-
ear elements. We provide conditions for the guaranteed stability of
the nonlinear filters, and derive expressions for instantaneous pole
analysis. Finally, we examine example filters built with these non-
linear structures, and show how the first nonlinear structure can be
used in the context of analog modelling.

1. INTRODUCTION

A “biquad” filter refers to a general 2nd order IIR filter. In digital
signal processing, biquad filters are often useful since any higher-
order filter can be implemented using a cascade of biquad filters.
While digital biquad filters are typically implemented as linear
processors, for audio applications it can be useful to implement
nonlinear filters. For example, previous works have developed
nonlinear simulations of analog audio circuits including Sallen-
Key filters [1, 2], the Moog ladder filter [3, 4, 5], and more [6].
More relevant to our current topic is [7], in which the author sug-
gests a method for altering a general digital feedback filter by satu-
rating the feedback path, with the goal of achieving a more analog-
like response. Finally, in [8], the author inserts dynamic range lim-
iters into the biquad filter, with the intention of creating a hybrid
limiter/filter effect. In this writing, we strive to develop more gen-
eral nonlinear filter structures. While these structures may be used
for analog modelling, they do not necessarily depend on analog
modelling principles to be understood and implemented.

2. STRUCTURAL ELEMENTS

2.1. Linear Filter

We begin with the equation for a biquad filter

y[n] = b0u[n] + b1u[n− 1] + b2u[n− 2]

−a1y[n− 1]− a2y[n− 2]
(1)

where y is the output signal, u is the input signal, and an and bn
are the feed-back and feed-forward filter coefficients, respectively.
There are several convenient “direct forms” for implementing bi-
quad filters. In this writing we will focus on the “Transposed Di-
rect Form II” (TDF-II), which is popular for its favorable numeri-
cal properties [9]. Note that the poles of the filter can be described

Copyright: © 2020 Jatin Chowdhury. This is an open-access article distributed under
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Figure 1: Transposed Direct Form II

using the quadratic equation.

p =
−a1 ±

√
a2
1 − 4a2

2
(2)

Specifically, the pole magnitude is described by (ignoring the triv-
ial case where the poles are strictly real)

|p|2 = a2 (3)

and the angular frequencies of the poles are equal to.

∠p = arctan

(
±
√

4a2 − a2
1

a1

)
(4)

It is well known that a digital filter will be stable provided that the
magnitudes of the poles are strictly less than 1 [9].

2.1.1. State-Space Formulation

Another reason TDF-II is useful for implementing biquad filters
is that its behavior can easily be analyzed in state-space form.
The state-space formalism is commonly used for constructing non-
linear virtual analog systems; brief introductions can be found in
[10, 11]. To write the TDF-II biquad filter in state-space form, two
state variables are defined at the locations of the delay elements.

x1[n] = b1u[n]− a1y[n] + x2[n− 1]

x2[n] = b2u[n]− a2y[n]
(5)

Then the output of the filter can be written in terms of the states as,

y[n] = b0u[n] + x1[n− 1] (6)
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finally, the filter equation is written in a state-space form.x1[n+ 1]
x2[n+ 1]
y[n+ 1]

 =

0 1 −a1

0 0 −a2

1 0 0

x1[n]
x2[n]
y[n]

+

b1b2
b0

u[n] (7)

2.2. Nonlinear Elements

We now propose adding nonlinear elements to the above filter
structure. We will refer to these nonlinear elements as “base non-
linearities”. To keep the discussion as broad as possible, we con-
sider any one-to-one nonlinear function fNL(x).

In analog modelling literature, it is typical to analyze a nonlin-
ear system by "linearizing" the system about a certain operating
point. This process is typically done by constructing a Thevenin
or Norton equivalent circuit that represents the nonlinear function
at that operating point, where the resistance of the equivalent cir-
cuit is determined by the slope of the nonlinearity at the operating
point, and the source of the equivalent circuit is determined by the
DC offset of the linearized system at the operating point [12, 13].

In our purely digital formulation, we can linearize a nonlinear
function as a gain element plus a constant source (see fig. 2). For

Figure 2: A general digital nonlinear system (left), and a general
linearization of that system (right).

operating point x0

f̄NL(x) = f ′
NL(x0)x+ c(x0) (8)

where the offset c(x0) is described by

c(x0) = fNL(x0)− f ′
NL(x0)x0 (9)

In fig. 3, we show an example of linearizing the nonlinear function
fNL(x) = tanh(x) at x0 = 1.

Figure 3: tanh nonlinearity, linearized at x = 1.

2.2.1. Stability Constraints

In order to guarantee that the filter structures described in the next
section will be stable, we propose the following constraint on the
base nonlinearities used to construct nonlinear filters:∣∣f ′

NL(x)
∣∣ ≤ 1 (10)

In other words, the nonlinearities must never have a slope greater
than 1. Many typical musical nonlinearities satisfy this constraint,
including many saturating, dropout, rectifying, and wavefolding
nonlinearities. Note that this property is not satisfied by nonlinear
functions that have discontinuous derivatives, such as fNL(x) =
|x|. For functions of this type, we recommend using a smoothing
scheme, such as BLAMP [14], to achieve a continuous first deriva-
tive.

Of particular interest to us will be saturating nonlinearities, includ-
ing hard-clippers, soft-clippers, and sigmoid-like functions (see
fig. 4). Saturating nonlinearities satisfy the property that.

|x| → ∞, f ′
sat(x) → 0 (11)

Figure 4: Saturating Nonlinearities

2.3. Lyapunov Stability

As mentioned earlier, we can easily tell if a linear system is stable
by analyzing the pole locations. For nonlinear systems, we need
a more robust tool for analyzing stability; in this writing, we use
Lyapunov stability [15], as has previously been applied to nonlin-
ear digital waveguide networks [16], simulations of the Moog lad-
der filter [17], and direct form filters subject to fixed-point quanti-
zation [18]. To demonstrate that a system is Lyapunov stable, we
must form the discrete-time state-space equation of the system

x[n+ 1] = f(x[n]) (12)

If every element of the Jacobian matrix of f is less than 1, at some
operating point of the system, then the system is considered Lya-
punov stable about that point. As discussed in [17], note that Lya-
punov stability is a sufficient but not strictly necessary condition
for the more general bounded-input, bounded-output (BIBO) sta-
bility.
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3. NONLINEAR FILTER STRUCTURE 1: NONLINEAR
BIQUAD

Figure 5: Nonlinear Transposed Direct Form II. The “NL” blocks
refer to a generalized nonlinear element.

We now propose adding nonlinear elements to the TDF-II str-
cuture in the following fashion (see fig. 5). We will refer to this
structure as the “Nonlinear Biquad”. The equation for the nonlin-
ear biquad filter then becomes

y[n] = b0u[n] + fNL(b1u[n− 1]− a1y[n− 1]

+ fNL(b2u[n− 2]− a2y[n− 2]))
(13)

Here it can be useful to define the inputs to the nonlinearities.

χ1 = fNL(χ2) + b1u[n− 1]− a1y[n− 1]

χ2 = b2u[n− 2]− a2y[n− 2]
(14)

Note that for saturating base nonlinearities, as the input u grows
large, the other terms will become negligible.

Now we can replace the nonlinear elements with their linearized
models, using the state variables to define the operating points. To
make our notation more concise, we will denote the output of the
nonlinear functions as follows

f̄NLk (x) = gkx+ γk

gk = f ′
NL(χk), γk = c(χk)

(15)

Then eq. (13) can be re-written

y[n] = b0u[n] + g1(b1u[n− 1]− a1y[n− 1]

+ g2(b2u[n− 2]− a2y[n− 2]) + γ2) + γ1
(16)

Finally, we can re-write the filter coefficients as variables depen-
dent on the state variables.

b′0 = b0

b′1 = g1b1

b′2 = g1g2b2

a′
1 = g1a1

a′
2 = g1g2a2

(17)

y′[n] = b′0u[n] + b′1u[n− 1]− a′
1y[n− 1]

+ b′2u[n− 2]− a′
2y[n− 2] + g1γ2 + γ1

(18)

Note that the two γ terms in eq. (18) are simple offsets as defined
by our linearized model, and as such will not affect the pole loca-
tions, nor the filter stability.

3.1. Stability

Recall that the linear biquad filter equation can be written in state-
space form as in eq. (7). By writing the nonlinear biquad eq. (13),
in the state-space form defined by eq. (12), we findx1[n+ 1]

x2[n+ 1]
y[n+ 1]

 = h

x1[n]
x2[n]
y[n]

+

b1b2
b0

u[n] (19)

where,

h1(x1[n], x2[n], y[n]) =fNL(x2[n])− a1y[n]

h2(x1[n], x2[n], y[n]) =− a2y[n]

h3(x1[n], x2[n], y[n]) =fNL(x1[n])

(20)

then the Jacobian matrix of h can be written as follows.

J =

 0 f ′
NL(x2[n]) −a1

0 0 −a2

f ′
NL(x1[n]) 0 0

 (21)

From this analysis, we see that the nonlinear biquad filter will be
stable, provided that the constraint from eq. (10) is satisfied, and all
the a coefficients are less than 1. However, note that the constraint
on the a coefficients is required anyway for the corresponding lin-
ear filter to be stable, so the only “new” constraint that arises from
adding the nonlinear elements is that of eq. (10).

3.2. Pole Analysis

Since the coefficients of the biquad filter will be dependent on the
state of the filter, the instantaneous poles of the filter will be depen-
dent as well. In order to calculate the instantaneous poles of the
nonlinear biquad structure, we can adjust the formula from eq. (2).

p′ =
−g1a1 ±

√
g2l a

2
1 − 4g1g2a2

2
(22)

For saturating base nonlinearities, we can see from eq. (11) that as
the state variables grow large, the poles will go to zero.

The pole magnitude and angle with move as follows.

|p|2 = g1g2a2 (23)

∠p = arctan

±

√
4 g2
g1
a2 − a2

1

a1

 (24)

Note that while the two gain elements (g1, g2) are approximately
equal, the nonlinear pole will have the same angle as the corre-
sponding linear pole. An example of this pole movement can be
seen in fig. 6: note that as the state variables grow large and the g
factors become smaller, the poles and zeros both approach zero.
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Figure 6: Instantaneous poles for a nonlinear biquad resonant lowpass filter calculated from eq. (22), with g1 = g2 = g.

Figure 7: Nonlinear Feedback Filter.

4. NONLINEAR FILTER STRUCTURE 2: NONLINEAR
FEEDBACK FILTER

We now propose a different structure for adding elements to a
TDF-II Biquad filter, this time adding nonlinear elements to the
feedback paths (see fig. 7). Note that although the two structures
are developed separately here, they could certainly be combined
into a third structure, which will also be stable under the same
conditions as the two original structures. The equation for the fil-
ter can now be written.

y[n] = b0u[n] + b1u[n− 1] + b2u[n− 2]

− a1fNL(y[n− 1])− a2fNL(y[n− 2])
(25)

Again, we can replace the nonlinear elements with their linearized
models, this time using the y[n − 1] and y[n − 2] terms to define
our operating points.

f̄NLk (x) = gkx+ γk

gk = f ′
NL(y[n− k]), γk = c(y[n− k])

(26)

And again, the filter equation can be re-written as,

y[n] = b0u[n] + b1u[n− 1] + b2u[n− 2]

− a1(g1y[n− 1] + γ1)− a2(g2y[n− 2] + γ2)
(27)

or by re-writing the filter coefficients, we see.

b′0 = b0

b′1 = b1

b′2 = b2

a′
1 = g1a1

a′
2 = g2a2

(28)

y′[n] = b′0u[n] + b′1u[n− 1]− a′
1y[n− 1]

+ b′2u[n− 2]− a′
2y[n− 2]− a1γ1 − a2γ2

(29)

Again, the γ offset terms will not affect the filter stability.

4.1. Stability

We can now update eq. (7) for the nonlinear feedback filter de-
scribed by eq. (25), and by writing it in the form of eq. (12), we
see x1[n+ 1]

x2[n+ 1]
y[n+ 1]

 = h

x1[n]
x2[n]
y[n]

+

b1b2
b0

u[n] (30)

where,

h1(x1[n], x2[n], y[n]) =x2[n]− a1fNL(y[n])

h2(x1[n], x2[n], y[n]) =− a2fNL(y[n])

h3(x1[n], x2[n], y[n]) =x1[n]

(31)

then the Jacobian matrix can be written as follows.

J =

0 1 −a1f
′
NL(y[n])

0 0 −a2f
′
NL(y[n])

1 0 0

 (32)

Again, assuming that the corresponding linear filter is stable, the
nonlinear feedback filter will be stable provided the constraint from
eq. (10) is satisfied, that the absolute value of f ′

NL(x) is always
less than or equal to 1.

4.2. Pole Analysis

We can now calculate the locations of the instantaneous poles for
the nonlinear feedback filter, by adjusting the formula from eq. (2).

p′ =
−g1a1 ±

√
g21a

2
1 − 4g2a2

2
(33)
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Figure 8: Instantaneous poles for a resonant lowpass filter with nonlinear feedback, calculated from eq. (33), with g1 = g2 = g.

In this case the pole magnitude and angle will move as follows.

|p|2 = g2a2 (34)

∠p = arctan

±

√
4 g2
g21
a2 − a2

1

a1

 (35)

Note that for saturating nonlinearities, the pole magnitude decays
to zero more slowly than for the nonlinear biquad. More impor-
tantly, as the input gain increases, the pole angle increases as well,
creating a sonically interesting “sweeping” sound. [5] describes
this sort of pole movement as “audio-rate modulation of the cut-
off” for the filter, which can be a useful way of thinking about this
phenomenon. This pole movement is particularly noticeable in the
biquad structure created in [8], which can be seen as a special case
of the nonlinear feedbaack filter described here.

Finally, note that unlike the nonlinear biquad, the zeros of the filter
are not affected by the nonlinear elements. While adding nonlin-
ear elements to the feedforward path can introduce a similar effect
for the zeros, this would be functionally equivalent to processing
the signal through a nonlinearity before passing it into the filter.
Again, an example of this pole movement can be seen in fig. 8:
note that as the state variables grow large and the g factors become
smaller, the poles angles increase and the pole magnitude shrinks
to zero, while the zeros remain unchanged.

5. EXAMPLE: RESONANT LOWPASS FILTER

As an example of the nonlinear structures developed above, we
will now examine a resonant lowpass filter designed with both
nonlinear structures. We will then show how the nonlinear biquad
structure can be useful for analog modelling, and compare to an
analog filter made with the same specifications.

Our example filter will be a lowpass filter with a cutoff frequency
at fc = 1 kHz, and Q = 10. For our nonlinear elements, we will
use a hyperbolic tangent function fNL(x) = tanh(x). Note that
this nonlinear function belongs to the class of saturating nonlinear-
ities described by eq. (11).

5.1. Digital Nonlinear Biquad

We first construct this filter using the nonlinear biquad structure.
In fig. 9 we show the frequency-domain output of this filter for sine

Figure 9: Frequency-domain reponse of a nonlinear biquad low-
pass filter for a series of sine sweeps with amplitude A.

sweeps of various amplitudes, compared to the frequency response
of the corresponding linear filter. Note that “frequency-response”
is an ill-defined concept for nonlinear systems; as a result, these
plots should be seen as a roughly approximating the frequency re-
sponse at particular operating points, rather than true frequency
response measurements. In fig. 6 we show the movement of the
poles and zeros of the filter for varying steady state inputs. We cal-
culate the instantaneous poles using eq. (22), using g1 = g2 = g,
as described in each figure.

5.2. Digital Nonlinear Feedback Filter

Next, we construct the same resonant lowpass filter using the non-
linear feedback structure. In fig. 10, we show the sine-sweep re-
sponse of the filter at various amplitudes. In fig. 8 we show the
movement of the poles and zeros of the filter for various steady
state gains. The instantaneous poles are calculated using eq. (33),
again using g1 = g2 = g.

5.3. Using the Nonlinear Biquad for Analog Modelling

To show how the nonlinear biquad filter structure can be useful
for analog modelling purposes, first note that the input gain to the
nonlinear biquad can be used as a tunable parameter (see fig. 11).
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Figure 10: Frequency-domain response of a lowpass filter with
nonlinear feedback for a series of sine sweeps with amplitude A.

Figure 11: Response of the nonlinear resonant lowpass filter to a
50 Hz square wave with varying input gain.

By tuning the input gain, we can attempt to match the response of
an arbitrary analog filter, either by tuning the parameters by ear or
using some form of numerical optimisation. Note that the choice
of base nonlinearities used by the nonlinear biquad will also play a
role in the accuracy of the model. For example, if the analog filter
being modelled displays asymmetric nonlinear properties, then in
order to accurately model that filter, the nonlinear biquad must be
constructed using asymmetric base nonlinearities.

5.3.1. Comparison with Analog Filter

As an example, we can attempt to construct a naive model of a
Sallen-Key lowpass filter, a commonly used analog filter structure,
and compare our results to the desired analog response, similar to
the comparison done in [1]. We describe this as a naive model be-
cause we do not make any attempt to understand the physical prop-
erties of the analog filter when constructing this model. We con-
struct a nonlinear biquad filter using tanh base nonlinearities, and
design a resonant lowpass filter with cutoff frequency fc = 1 kHz,
and Q = 10, as well as a simulation of the corresponding Sallen-
Key filter using LTSpice. To accentuate the nonlinear behavior of
the analog filter, we choose ±4 V as the source voltages for the

analog filter circuit.

We then compare the outputs of the two filters for square waves
at different frequencies, and use a simple staircase optimisation
scheme to find the input gain for the nonlinear biquad that best
matches the analog simulation. The results for the 250 Hz square
wave can be seen in fig. 12. While the nonlinear biquad model is
far from perfect, it does capture the damping effects of the analog
filter much more accurately than the corresponding linear filter,
and could be further improved with a more well-informed choice
of base nonlinear functions, and a more sophisticated optimisation
scheme.

Figure 12: Comparison between a linear resonant lowpass filter,
a resonant lowpass made with a nonlinear biquad using a tanh
clipper with input gain 0.283, and a SPICE simulation of a Sallen-
Key lowpass. All of the lowpass filters have fc = 1 kHz, and
Q = 10. The input signal in each case is a 250 Hz square wave.

6. CONCLUSION

In this paper, we have developed two structures for stable non-
linear biquad filters: the “nonlinear biquad filter” and “nonlinear
feedback filter.” We have introduced the new architectures as a
modification of the Transposed Direct Form II filter structure, and
shown how the changed architectures affect the pole locations de-
pending on the amplitude of the input signal. We have also derived
constraints under which the structures are guaranteed stable.

As a case study, we have implemented a resonant lowpass filter
using both nonlinear structures, and shown that the poles respond
to the input as expected. We have also shown that the nonlinear
biquad structure can be used to model analog filters, comparing
with a Sallen-Key lowpass filter as an example. Note that while
the nonlinear biquad structure can be used for analog modelling,
both structures can also be used purely in the digital domain as a
tool for constructing filters that sound more sonically interesting
and harmonically rich.

To demonstrate this last point, we have also developed an open-
source audio plugin (VST, AU) implementation of both the nonlin-
ear biquad and nonlinear feedback filters, extending to several fil-
ter shapes, and several base nonlinearities. The source code for the
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plugin implementation is available on GitHub,1 and video demon-
strations are available on YouTube.2,3

Future research on this topic will center around making better-
informed choices of base nonlinearities, focusing on both the de-
sired harmonic response of the filter, as well as physically mean-
ingful base nonlinearities for use in analog modelling. Another
possible area of inquiry involves using these filter structures to
model the TR-808 bass drum circuit, which contains a resonant fil-
ter that exhibits level-dependent cutoff-frequency modulation sim-
ilar to the nonlinear feedback filter [19]. Finally, the filter struc-
tures developed in this writing could be used to design time-varying
amplitude-dependent filters, e.g. the time-varying modal filters de-
scribed in [20].
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ABSTRACT

Peak and shelving filters are parametric infinite impulse response
filters which are used for amplifying or attenuating a certain fre-
quency band. Shelving filters are parametrized by their cut-off fre-
quency and gain, and peak filters by center frequency, bandwidth
and gain. Such filters can be cascaded in order to perform au-
dio processing tasks like equalization, spectral shaping and mod-
elling of complex transfer functions. Such a filter cascade allows
independent optimization of the mentioned parameters of each fil-
ter. For this purpose, a novel approach is proposed for deriving
the necessary local gradients with respect to the control parame-
ters and for applying the instantaneous backpropagation algorithm
to deduce the gradient flow through a cascaded structure. Addi-
tionally, the performance of such a filter cascade adapted with the
proposed method, is exhibited for head-related transfer function
modelling, as an example application.

1. INTRODUCTION

An infinite impulse response (IIR) filter has a distinct advantage
over a finite impulse response (FIR) filter for a given approxima-
tion problem. IIR filter transfer functions containing poles and ze-
ros result in a much lower order compared to an equivalent FIR fil-
ter transfer function containing only zeros across the z-plane with
all the poles at the origin. As a result, IIR filters have a consid-
erably lesser number of coefficients to calculate and adapt, result-
ing in reduced computation. Additionally, parametrization of an
IIR filter with control parameters like gain, bandwidth, and cen-
ter / cut-off frequency provides the option to tune each parame-
ter. The advantage of such parametric filter optimization is that
the above parameters can be tuned independently while in case of
non-parametric filters the entire set of filter coefficients needs to
be recomputed. From an optimization perspective, experimenta-
tion with hyperparameters is relatively easier and more intuitive
in case of the individual parameters compared to the set of co-
efficients. Hence, the design of such adaptive parametric filters
is useful in multiple applications including equalizers for digital
audio workstations, modelling the effects of instruments and loud-
speakers, and approximating or controlling room accoustics.

Designs of first-order low-frequency and high-frequency shelv-
ing filters and second-order peak filters were presented in [1], [2]
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based on an all-pass decomposition. Second- and fourth-order para-
metric shelving filters were also designed in [3] and the design of
higher order shelving filters was proposed in [4]. A comprehen-
sive account about the parametric filters of different orders and
their role in audio equalization has been described in [5]. How-
ever, the proposed filter structure consists of first-order shelving
filters and second-order peak filters only and the filter cascade
is employed in this work with the goal towards transfer function
modelling as an example application. Hereby, the filter stages are
sorted by frequency region of interest, thus the cascade begins with
a low-frequency shelving filter followed by a series of peak filters
and ends with a high-frequency shelving filter. The goal of the
filter structure is to learn the parameters of the individual filters in
order to match a given magnitude response. Earlier research in this
area includes the work done in [6], which introduces a backprop-
agation based adaptive IIR filter. An approach to train a recursive
filter with derivative function, for adapting a controller was intro-
duced in a patent [7]. In the context of neural networks, a cascaded
structure of FIR and IIR filters with multilayer perceptrons was
used in [8] for time series modelling based on a simplified instan-
taneous backpropagation through time (IBPTT). A similar adap-
tive IIR- multilayer perceptron (IIR-MLP) network was described
in [9] based on causal backpropagation through time (CBPTT). In
recent years backpropagation is extensively used in convolutional
and recurrent neural networks, the later being recursive in nature.
However, in the aforementioned literatures the adaptation is pri-
marily performed directly on the filter coefficients. To the best of
our knowledge, optimization of equalizers with respect to the con-
trol parameters and with the help of backpropagation has not been
extensively studied or illustrated.

Hence, this work contributes towards a novel approach where
the necessary local gradients with respect to the control parame-
ters are derived and the instantaneous backpropagation algorithm
is applied to deduce the gradient flow through a cascaded structure
of parametric filters. Finally, this method is applied in an example
application of head-related transfer function (HRTF) modelling in
order to show its effectiveness.

2. PARAMETRIC SHELVING AND PEAK FILTERS

The transfer function of a first-order shelving filter is given by

H(z) = 1 +
H0

2
[1±A1(z)] , (1)

with

H0 = V0 − 1, (2)

V0 = 10
G
20 , (3)
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and

A1(z) =
z−1 + a

1 + az−1
, (4)

where G refers to the gain of the system in dB, a denotes the cut-
off frequency parameter, and +/- refers to low-frequency shelving
(LFS) and high-frequency shelving (HFS) filters, respectively. As
seen in [10], using the same parameter a for positive and negative
values of G results in an asymmetric magnitude response of the
shelving filter. To make the magnitude response symmetric two
different parameters aB and aC are used for the boost and cut
cases, respectively. For an LFS these parameters are given by

aB =
tan(π fc

fs
)− 1

tan(π fc
fs
) + 1

(5)

for the boost case (G > 0) and

aC =
tan(π fc

fs
)− V0

tan(π fc
fs
) + V0

(6)

for the cut case (G < 0), where fc denotes the cut-off frequency
and fs is the sampling frequency. To achieve a symmetric HFS, the
same coefficient aB from Eq. (5) can be used for the boost case,
but the coefficient for the cut case has to be modified to

aC =
V0 tan(π

fc
fs
)− 1

V0 tan(π
fc
fs
) + 1

. (7)

The block diagram of a first-order shelving filter is shown in Fig. 1
and the corresponding difference equations can be given as

xh(n) = x(n)− axh(n− 1), (8)
y1(n) = axh(n) + xh(n− 1), (9)

y(n) =
H0

2
[x(n)± y1(n)] + x(n). (10)

In a similar way to that of shelving filters where a first-order
low-pass or high-pass filter is added to a constant branch, a second-
order peak filter can be obtained as the addition of a second-order
band-pass filter to a constant branch. In z-domain the transfer
function is given by

H(z) = 1 +
H0

2
[1−A2(z)] , (11)

where A2(z) denotes a second-order all-pass filter given by

A2(z) =
−a+ d(1− a)z−1 + z−2

1 + d(1− a)z−1 − az−2
. (12)

+ ++A1(z)
x(n) y(n)+/-

LFS/HFS

H0/2

+

+

z-1
+

x(n) y1(n)

-a

+
axh(n)

Figure 1: Block diagram of a first-order shelving filter, where +/-
refers to low-frequency shelving (LFS) and high-frequency shelv-
ing (HFS), respectively.

+

+

+

z-1
+

+

z-1
+

x(n) y1(n)

-d(1-a)

a

+

d(1-a)

-a

+

xh(n)

+ ++A2(z)
x(n) y(n)-

H0/2

Figure 2: Block diagram of a second-order peak filter.

The block diagram of a second-order peak filter is shown in Fig. 2.
Based on the block diagram the following difference equations can
be derived:

xh(n) = x(n)− d(1− a)xh(n− 1) + axh(n− 2), (13)
y1(n) = −axh(n) + d(1− a)xh(n− 1) + xh(n− 2), (14)

y(n) =
H0

2
[x(n)− y1(n)] + x(n). (15)

The bandwidth related parameter a and the center frequency pa-
rameter d in the above equations can be calculated [10] as

d = − cos(2π
fc
fs

), (16)

aB =
tan(π fb

fs
)− 1

tan(π fb
fs
) + 1

, (17)

aC =
tan(π fb

fs
)− V0

tan(π fb
fs
) + V0

, (18)

where fc denotes the center frequency and fb denotes the band-
width. Additionally, aB and aC denote the parameter a for boost
and cut case, respectively.

In order to create an equalizer which can be controlled to shape
the magnitude spectrum, M parametric filters can be cascaded.
Here, the spectral regions can be controlled by tuning the gain,
bandwidth, cut-off, and center frequencies. The parameters of the
individual filters can be optimized to attain a desired frequency
response. The block diagram provided in Fig. 3 illustrates the cas-
caded structure having a low-frequency shelving filter followed by
M − 2 peak filters and a high-frequency shelving filter. Addition-
ally, exemplary magnitude responses with different gains G are
shown for each filter stage. The predicted response y(n) is com-
pared with a desired response yd(n), by a pre-defined cost function
or loss function as illustrated in the block diagram in Fig. 4.

3. BACKPROPAGATION

In any supervised learning method a cost function between the pre-
diction and the desired signal is necessary in order to calculate the
gradient of such a function with respect to the control parameters.
The negative gradient is used in a steepest descent algorithm in
order to update and adapt the parameters with a goal towards op-
timizing the cost function. The partial derivative of a pre-defined
cost function with respect to the filter parameters in a cascaded
structure is not straightforward and needs to be calculated as a
product of multiple local derivatives according to the chain rule.
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f in Hz

|H(f)| in dB

fc,1 fc,2 fc,Mfc,M-1

fb,2 fb,M-1

+12

0

-12

LF Shelving
Filter

x(n) y(n)
Peak Filter Peak Filter HF Shelving

Filter

fc,1 G1 G2fc,2 fb,2 fc,M GMGM-1fc,M-1 fb,M-1

Figure 3: Block diagram of a parametric shelving and peak filter
cascade along with exemplary magnitude responses of variable
gain G for every filter stage.

This results in the backpropagation algorithm. Given a cascaded
structure with M filters as illustrated in Fig. 3, and a global instan-
taneous cost or loss function C(n) for the nth sample, as shown
in Fig. 4, its derivative w.r.t. a parameter pM−1 can be written as

∂C(n)

∂pM−1
=

∂C(n)

∂y(n)

∂y(n)

∂xM−1(n)

∂xM−1(n)

∂pM−1
, (19)

according to the chain rule of derivatives, as illustrated in Fig. 5,
where y(n) represents the predicted output of the cascaded filter
structure, yd(n) represents the desired output of the system un-
der test, xM−1(n) represents the output of the {M − 1}th filter in
the cascade, and pM−1 represents any control parameter like gain,
bandwidth, or center frequency of the {M − 1}th peak filter. This
will result in a simplified instantaneous backpropagation algorithm
[8]. In order to calculate the above derivative w.r.t. the instanta-
neous cost function it is necessary to calculate the local derivative
∂C(n)
∂y(n)

of the cost function, the local derivative ∂y(n)
∂xM−1(n)

of a fil-

ter output w.r.t. its input, and the local derivative ∂xM−1(n)

∂pM−1
of

a filter output w.r.t. its parameter pM−1. Hence, in general the
above three types of local gradients need to be calculated in order
to adapt the cascaded structure. After the gradient ∂C(n)

∂pM−1
is cal-

culated the corresponding parameter can be updated according to
gradient descent algorithm as

pM−1 := pM−1 − η
∂C(n)

∂pM−1
, (20)

where η is referred to as step-size or learning rate. If the instanta-
neous cost function is assumed to be a squared-error function then
the expression is given by

C(n) = [yd(n)− y(n)]2 , (21)

Filter
Cascade

x(n)

Loss

y(n)

yd(n)

parameter update C(n)

System
Under Test

Figure 4: Block diagram of the model with predicted output y(n)
and desired output yd(n).

HM-1(z) HM(z)
xM-1(n)xM-2(n) Loss

C(n)y(n)

yd(n)

∂C(n)
∂y(n)

δ =
y∂y(n)

∂xM-1(n)
 δ =

xM-1 .δ
y∂xM-1(n)

∂pM-1
 δ =

pM-1 .δ
xM-1

pM-1 pM

Figure 5: Block diagram illustrating the flow of the instantaneous
local gradients during backpropagation.

and its local derivative w.r.t. y(n) is given by

∂C(n)

∂y(n)
= −2 [yd(n)− y(n)] . (22)

In the following sections the local gradients of the filter output
against the filter input and the control parameters are derived.

3.1. Shelving Filter

For a shelving filter, local derivatives of the filter output are cal-
culated against the filter input, the gain and the cut-off frequency.
Referring to Eq. (10) based on Fig. 1 the derivative of an LFS and
an HFS output y(n) w.r.t. to its input x(n) is calculated as

∂y(n)

∂x(n)
=

H0

2
[1± a] + 1. (23)

The derivative of the shelving filter output w.r.t. the filter gain
G, for the boost case is calculated as

∂y(n)

∂G
=

[x(n)± y1(n)]

2

∂H0

∂G
. (24)

Given Eq. (2) and Eq. (3), the above derivation can be continued as

∂y(n)

∂G
=

[x(n)± y1(n)]

2

∂

∂G

[
10

G
20 − 1

]
, (25)

=
[x(n)± y1(n)]

40
10

G
20 ln(10). (26)

The derivative of the filter output w.r.t. the filter gain G, for the cut
case is different from the boost case because of the dependence be-
tween the gain parameter and the parameter for cut-off frequency.
With the help of Eq. (10) it can calculated as

∂y(n)

∂G
=

[x(n)± y1(n)]

2

∂H0

∂G
± H0

2

∂y1(n)

∂G
, (27)

=
[x(n)± y1(n)]

40
10

G
20 ln(10)± H0

2

∂y1(n)

∂G
, (28)

where the expression ∂y1(n)
∂G

of Eq. (28) can be extended with the
help of Eq. (9) as

∂y1(n)

∂G
=

∂aC

∂G
xh(n) + aC

∂xh(n)

∂G
+

∂xh(n− 1)

∂G
, (29)

with

∂aC

∂G
=

− ln(10)V0 tan(π
fc
fs
)

10
[
tan(π fc

fs
) + V0

]2 , (LFS) (30)

∂aC

∂G
=

ln(10)V0 tan(π
fc
fs
)

10
[
V0 tan(π

fc
fs
) + 1

]2 , (HFS) (31)

∂xh(n)

∂G
= −∂aC

∂G
xh(n− 1)− aC

∂xh(n− 1)

∂G
. (32)
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From Eq. (32), ∂xh(n−1)
∂G

is calculated via IBPTT with the initial-
ization of ∂xh(k)

∂G
|k=0 = 0.

Finally, the derivative of the shelving filter output w.r.t. the
cut-off frequency fc, is calculated as

∂y(n)

∂fc
= ±H0

2

∂y1(n)

∂fc
, (33)

where

∂y1(n)

∂fc
=

∂a

∂fc
xh(n) + a

∂xh(n)

∂fc
+

∂xh(n− 1)

∂fc
, (34)

with

∂aB

∂fc
=

2π sec(2π fc
fs
)
[
sec(2π fc

fs
)− tan(2π fc

fs
)
]

fs
, (35)

∂aC

∂fc
=

2πV0 sec(π
fc
fs
)2

fs
[
tan(π fc

fs
) + V0

]2 , (LFS) (36)

∂aC

∂fc
=

2πV0 sec(π
fc
fs
)2

fs
[
V0 tan(π

fc
fs
) + 1

]2 , (HFS) (37)

∂xh(n)

∂fc
= − ∂a

∂fc
xh(n− 1)− a

∂xh(n− 1)

∂fc
. (38)

From Eq. (38), ∂xh(n−1)
∂fc

is calculated via IBPTT with the initial-

ization of ∂xh(k)
∂fc

|k=0 = 0.

3.2. Peak Filter

For a peak filter, local derivatives of the filter output are calcu-
lated against the filter input, the gain, the center frequency, and the
bandwidth. Referring to Eq. (15) based on Fig. 2 the derivative of
a second-order peak filter output y(n) w.r.t. to its input x(n) is
calculated as

∂y(n)

∂x(n)
=

H0

2

[
1 + aB/C

]
+ 1. (39)

As done in the case of shelving filters, the derivative of the
peak filter output w.r.t. the filter gain G, for the boost case will
result in

∂y(n)

∂G
=

[x(n)− y1(n)]

40
10

G
20 ln(10). (40)

For the cut case as well the derivative of the peak filter output w.r.t.
the filter gain G, is derived in a similar manner. With the help of
Eq. (15) the derivation leads to

∂y(n)

∂G
=

[x(n)− y1(n)]

40
10

G
20 ln(10)− H0

2

∂y1(n)

∂G
, (41)

and the expression ∂y1(n)
∂G

from the above equation can be ex-
tended with the help of Eq. (14) as

∂y1(n)

∂G
= −∂aC

∂G
xh(n)− aC

∂xh(n)

∂G
− · · ·

d
∂aC

∂G
xh(n− 1) +

∂xh(n− 2)

∂G
+ · · ·

d(1− aC)
∂xh(n− 1)

∂G
,

(42)

with
∂aC

∂G
=

− ln(10)V0 tan(π
fb
fs
)

10
[
tan(π fb

fs
) + V0

]2 , (43)

and

∂xh(n)

∂G
=d

∂aC

∂G
xh(n− 1) +

∂aC

∂G
xh(n− 2) + · · ·

aC
∂xh(n− 2)

∂G
− d(1− aC)

∂xh(n− 1)

∂G
.

(44)

From Eq. (44), the expressions ∂xh(n−1)
∂G

and ∂xh(n−2)
∂G

are calcu-
lated via IBPTT with the initializations of ∂xh(k)

∂G
|k=0 = 0 and

∂xh(k)
∂G

|k=−1 = 0
The derivative of the peak filter output w.r.t. the cut-off fre-

quency fc, leads to the expression similar to Eq. (33) given by

∂y(n)

∂fc
= −H0

2

∂y1(n)

∂fc
, (45)

where

∂y1(n)

∂fc
= −a

∂xh(n)

∂fc
+

∂d

∂fc
(1− a)xh(n− 1) + · · ·

d(1− a)
∂xh(n− 1)

∂fc
+

∂xh(n− 2)

∂fc
,

(46)

with
∂d

∂fc
=

2π sin(2π fc
fs
)

fs
, (47)

and

∂xh(n)

∂fc
= − ∂d

∂fc
(1− a)xh(n− 1)− · · ·

d(1− a)
∂xh(n− 1)

∂fc
+ a

∂xh(n− 2)

∂fc
.

(48)

From Eq. (48), the expressions ∂xh(n−1)
∂fc

and ∂xh(n−2)
∂fc

are calcu-
lated via IBPTT.

Finally, the derivative of the peak filter output w.r.t. the band-
width fb, is calculated as

∂y(n)

∂fb
= −H0

2

∂y1(n)

∂fb
. (49)

From the above equation ∂y1(n)
∂fb

is calculated as

∂y1(n)

∂fb
= − ∂a

∂fb
xh(n)− a

∂xh(n)

∂fb
− d

∂a

∂fb
xh(n− 1) + · · ·

∂xh(n− 2)

∂fb
+ d(1− a)

∂xh(n− 1)

∂fb
,

(50)

with

∂aB

∂fb
=

2π sec(2π fb
fs
)
[
sec(2π fb

fs
)− tan(2π fb

fs
)
]

fs
, (51)

∂aC

∂fb
=

2πV0 sec(π
fb
fs
)2

fs
[
tan(π fb

fs
) + V0

]2 , (52)
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and

∂xh(n)

∂fb
=d

∂a

∂fb
xh(n− 1)− d(1− a)

∂xh(n− 1)

∂fb
+ · · ·

∂a

∂fb
xh(n− 2) + a

∂xh(n− 2)

∂fb
.

(53)

From Eq. (53), the expressions ∂xh(n−1)
∂fb

and ∂xh(n−2)
∂fb

are calcu-
lated via IBPTT.

Given the derivations, as an example, the derivative of the cost
function provided in Eq. (21) w.r.t. the gain of the {M − 1}th
peak filter (GM−1) in the filter cascade, and illustrated in Fig. 5, is
given by

∂C(n)

∂GM−1
=

∂C(n)

∂y(n)

∂y(n)

∂xM−1(n)

∂xM−1(n)

∂GM−1
, (54)

according to Eq. (19). If the boost case is assumed then with the
help of the equations (22), (39), and (40), respectively, the required
gradient for parameter update is derived as

∂C(n)

∂GM−1
= e(n)

(
H0

2

[
1 + aBM−1

]
+ 1

)
...

...
(
K

[
xM−2(n)− y1M−1(n)

])
,

(55)

where

e(n) = −2 [yd(n)− y(n)] , (56)

K =
10

GM−1
20 ln(10)

40
=

V0M−1 ln(10)

40
. (57)

4. HEAD-RELATED TRANSFER FUNCTION
MODELLING

A head-related transfer function (HRTF) is a direction dependent
transfer function between an external sound source and the en-
trance of the human ear canal. Thus, HRTFs account for reflec-
tions and diffractions at the human’s head, torso, and pinna. These
effects result in peaks and notches inside the HRTFs, which take
part in the process humans use for vertical sound localization. Ad-
ditionally, the interaural level difference (ILD), which is a main
cue for horizontal sound localization, can be seen by comparing
the HRTF of the left and right ear. Because of differences in the
size and shape of human bodies, HRTFs are highly individual. The
inverse Fourier transform of the HRTF is the head-related impulse
response (HRIR). In spatial audio through headphones, mono sig-
nals are filtered with the corresponding HRTFs to create a virtual
sound that is localized in a certain direction. In order to achieve
a good resolution of the 3D space, HRTFs have to be saved for
a high number of directions, resulting in a high amount of stored
data. Hence, parametric IIR filters can be used to model the indi-
vidual HRTFs with a lower number of saved parameters.

In [11], HRTFs were modelled with a cascade of second-order
IIR filters. A localization test in the horizontal plane has shown
that four to seven second-order IIR filters achieve similar results to
the original FIR implementation. Furthermore, in [12] a cascade
of a second-order low-frequency shelving filter and multiple peak
filters was proposed for the task of HRTF modelling. There, a pa-
rameter initialization based on the error area between the model
and the target, and a random search based optimization are used
in order to tune the individual filters. This tuning is repeated for a

given number of peak filters and finished by post-processing triples
of neighbouring filters in order to improve their interaction. In
[13], this cascade of parametric filters is converted into a paral-
lel structure of low-pass and band-pass filters. Moreover, in [14],
a cascade of shelving and peak filters is used to find the mini-
mum number of peak filters needed to model HRTFs with a given
error tolerance. For this, a consecutive adding of peak filters in-
cluding the initialization based on the maximum modelling error
and a parameter optimization of the cascade via the Levenberg-
Marquardt algorithm are used. However, the application of our
proposed method to this problem is a new approach and unlike the
aforementioned approaches, we adopt a simpler initialization in
order to focus on the effectiveness of our method.

4.1. Filter Cascade Initialization

For the initialization of the cascaded filter structure, an approx-
imated number of required peak filters needs to be determined.
Afterwards, the allocation of the initial parameter values is done.
A structured initialization is very important in this case because
a random initialization will make the problem extremely ill-posed
and will create a random input response for the cascade with a
poor correlation to the desired response. The entire process can be
described by the following steps:

1. The magnitude response is smoothed, the mean of the mag-
nitude response is subtracted, and the peaks and notches in
the magnitude response are noted.

2. Certain peaks or notches are deleted based on a peak promi-
nence threshold in dB, as defined in Matlab’s peak analysis
method ’findpeaks’, their proximity, and magnitude differ-
ences between adjacent peaks / notches.

3. The initial center frequency of a peak filter is initialized
based on the position of a peak or notch while the initial cut-
off frequencies of the shelving filters depend on the slopes
in the magnitude response.

4. The gain of a filter is initialized by the magnitude of the
transfer function at the position of the peak or notch. In
order to reduce the summation effect due to the cascade,
the gain of every peak filter is scaled by a fractional factor.

5. If a notch exists in the positive half-plane, the gain is con-
verted to a small negative random value, in order to main-
tain the information of being a notch. In the same way, if
a peak is located in the negative half-plane, it’s gain is con-
verted to a small positive random value.

6. The bandwidth of a peak filter is initialized based on the
average local gradient of the magnitude response around
the peak’s position.

Figure 6 shows the desired magnitude response and the initial mag-
nitude response based on the above initialization. Here, 19 peak
filters are selected based on a minimum peak prominence thresh-
old of 0.01 dB, and a threshold of 200Hz for the proposed peak /
notch proximity along with 2 dB as magnitude difference thresh-
old. The number of filters can be reduced or increased based on
the third step. A major drawback of such an initialization is that
more than an optimal number of filters will usually be proposed.
Additionally the peak picking method will be insufficient in flat
regions. However, the direct initialization is simple, sometimes
quite close to the desired, and the simultaneous filter update im-
proves the run-time.
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Figure 6: Magnitude responses of the desired HRTF and the ini-
tial HRTF estimate of the right ear of ’Subject-009’ of the CIPIC
database [15], for an azimuth ϕ = 10◦ and elevation θ = 0◦.

4.2. Objective Function

The cascaded structure represents a minimum phase system and
offers no delay compensation. Hence, a time domain loss func-
tion will be unable to approximate the desired measured impulse
response and more importantly the magnitude response. Since the
goal of the application is to approximate the magnitude response
accurately, a loss function directly in frequency domain should be
used. To adapt the cascaded structure, a log-spectral distance be-
tween the estimated and the desired magnitude responses is con-
sidered as the objective function which is given by,

C (Yd(k), Y (k)) = [Yd(k)− Y (k)]2 , (58)

where Yd(k) and Y (k) are the magnitude responses of the desired
output yd(n) and the estimated output y(n) in decibels, and k de-
notes a frequency bin. The derivative of the Fourier transform be-
tween time and frequency domain can be performed with the help
of Wirtinger calculus as demonstrated in [16] and [17].

4.3. Results and Discussion

In this work, some HRIR examples from the benchmark CIPIC
database described in [15] are chosen for the HRTF approxima-
tion. It contains HRIRs from 45 subjects. The length of the stored
HRIRs is 200 samples. For every subject 1250 directions in the
interaural-polar coordinate system are measured, including 25 dif-
ferent azimuths and 50 different elevations. In the first step, the
HRIRs are converted to HRTFs and the magnitude responses are
treated as the desired signal for the filter cascade. Nevertheless,
before performing the discrete Fourier transform, the HRIRs are
padded with zeros to a length of 1024 in order to achieve a bet-
ter frequency resolution. Afterwards, the initialization described
in Section 4.1 is performed. Due to differences in the HRTFs
between subjects and directions, every transfer function needs a
unique initialization, which can result in a different number of
peak filters and initial parameter values. After the initialization of
the cascaded structure, the filters are trained and updated for 100
epochs with the adam method [18], where each epoch has 1024 it-
erations or recurrent steps. However, in cases of many HRTFs,
a smaller number of epochs is sufficient for convergence. The
learning rate during the update method is selected as η = 10-1.
Additionally, there is a learning rate drop factor of 0.99 for every
time the error in an epoch is higher than the error in the previ-
ous epoch. The aforementioned hyper-parameters might change

Figure 7: Magnitude responses of the desired HRTF, the initial
HRTF estimate, and the final approximation of the right ear of
’Subject-009’, for an azimuth ϕ = 10◦ and elevation θ = 0◦.

for some cases where convergence requires different values. The
entire implementation is done in Matlab. Figure 7 shows the de-
sired magnitude response, the initial magnitude response, and the
predicted response after 100 epochs corresponding to the right ear
of ’Subject-009’. It can be seen that the cascaded structure has
approximated the desired or target response quite well. When the
minimum peak prominence threshold is increased and the other
constraints are less relaxed, a lesser number of filters is usually
found during initialization. Figure 8 shows the initial, desired, fi-
nal approximated, and error magnitude responses corresponding to
the right ear of ’Subject-008’ for an azimuth angle of ϕ = 80◦ and
an elevation angle of θ = 0◦. With a minimum peak prominence
threshold of 1 dB, eleven peak filters are used resulting in a max-
imum absolute error of about 4.2 dB, and a mean absolute spec-
tral distance (MASD) of nearly 0.65 dB, calculated below 20 kHz.
Lesser number of filters result in a shallower cascade and hence a
faster run-time. On the other hand this could also lead to missing
peak proposals and increased average approximation error. The
corresponding filters of the cascaded structure are shown in Fig. 9.
Here it can be seen that the gains of all filters are adapted during
the update while the bandwidths and the center / cut-off frequen-
cies are notably changed for some of these filters. Figure 10 shows
the different magnitude responses corresponding to the right ear of
’Subject-008’ for an azimuth angle of ϕ = 0◦ and an elevation an-
gle of θ = −22.5◦ given a minimum peak prominence threshold

Figure 8: Magnitude responses of the desired HRTF, the initial
HRTF estimate and the final approximation of the right ear of
’Subject-008’, for an azimuth ϕ = 80◦ and elevation θ = 0◦.

DAFx.6

DAF
2

x
21in

Proceedings of the 23rd International Conference on Digital Audio Effects (DAFx2020), Vienna, Austria, September 2020-21

106



Proceedings of the 23rd International Conference on Digital Audio Effects (DAFx-20), Vienna, Austria, September 8–12, 2020

Figure 9: Responses of the individual filters after initialization and
after HRTF approximation of the right ear of ’Subject-008’, for an
azimuth ϕ = 80◦ and elevation θ = 0◦. The vertical lines indicate
the positions of center / cut-off frequencies.

of 0.05 dB. The error response shows a maximum absolute error of
about 2.5 dB and a MASD of nearly 0.45 dB. Additionally, Fig. 11
shows the individual filter responses of the 16 peak filters and the
shelving filters before and after the approximation. Similar ob-
servations can be made for the left ear of the same subject for a
different elevation. Figure 12 shows the corresponding magnitude
responses of the left ear of ’Subject-008’ for an azimuth angle of
ϕ = 0◦ and an elevation angle of θ = −45◦. The error response
shows a maximum absolute error of nearly 2 dB and a MASD of
nearly 0.3 dB. Figure 13 shows the individual filter responses of
the 18 peak filters and the shelving filters before and after the ap-
proximation.

The first ten subjects are selected and simulations are per-
formed for seven elevation angles between θ = −45◦ and θ =
225◦ with a step size of 45◦, and for seven azimuth angles of
ϕ = −80◦,−55◦,−20◦, 0◦, 20◦, 55◦, 80◦, to evaluate an aver-
age performance of the proposed method in terms of its error min-
imization. The corresponding filter initialization is done with a
low minimum peak prominence threshold of 0.005 dB, a separa-
tion threshold of 300Hz, and a magnitude difference threshold
of 3 dB. Table 1 displays the average performance of the method
based on the above simulation, for both ears. About 72% of the
examples show very good approximation with each less than 1 dB
MASD, while some bad examples show difficulties in converging,

Figure 10: Magnitude responses of the desired HRTF, the initial
HRTF estimate and the final approximation of the right ear of
’Subject-008’, for an azimuth ϕ = 0◦ and elevation θ = −22.5◦.

Figure 11: Responses of the individual filters after initialization
and after HRTF approximation of the right ear of ’Subject-008’,
for an azimuth ϕ = 0◦ and elevation θ = −22.5◦.

a few even having a maximum absolute spectral distance as high as
13 dB. This behavior is primarily attributed to the lack of propos-
als in the flat spectral regions, very steep and deep notches or large
peaks in the high frequency region, and an occasional slow con-
vergence of the high-frequency shelving filter resulting in higher
errors above 18 kHz. The lowest final MASD in the experiment
is about 0.08 dB while the highest final MASD is about 3.84 dB.
It is also noted that the rate of change in gain and bandwidth is
more predominant than the rate of change in the center or cut-off
frequencies. This outcome results from the initialization, where
the center or cut-off frequencies are more likely to be close to their
local optimum solutions compared to the other parameters.

Table 1: Average performance based on 10 subjects and 49 di-
rections, in terms of average MASD reduction below 20 kHz and
average number of peak filters for both ears.

Ear Init. MASD (dB) Fin. MASD (dB) Peak filters
Left 3.75 0.83 18

Right 3.58 0.77 18

As a future endeavor, a better initialization method and smooth-
ing technique can be used with the goal to reduce the number of
required filters, from the perspective of this particular application.
This can be achieved with the help of incremental modelling of

Figure 12: Magnitude responses of the desired HRTF, the ini-
tial HRTF estimate and the final approximation of the left ear of
’Subject-008’, for an azimuth ϕ = 0◦ and elevation θ = −45◦.
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Figure 13: Responses of the individual filters after initialization
and after HRTF approximation of the left ear of ’Subject-008’, for
an azimuth ϕ = 0◦ and elevation θ = −45◦.

an HRTF where a filter is individually and sequentially adjusted
and adapted. Another approach can be residual learning where the
initial number of filter proposals is drastically reduced based on a
strong smoothing, followed by an adaptation, a subtraction from
the original HRTF and addition of a few filters based on strong
residual peaks. Both of the above proposals require multiple adap-
tation phases and following any improvement comparisons can be
made with existing methods for HRTF modelling. The gains can
be properly adapted in the frequency domain as well to improve
the initialization. The parameters can also be constrained and the
HRTF dynamic ranges can be normalized to a fixed range in order
to stabilize the performance of the method and ensure an optimal
hyper-parameter setup for all examples. A deep cascaded structure
might also invoke the problem of vanishing gradients during back-
propagation, which should be studied. The fundamental method
could replace the instantaneous backpropagation with the normal
backpropagation, introduce non-linear functions in the cascade,
and use an improved optimization method. Finally, the derivations
can be extended to higher order parametric filters.

5. SUMMARY

In this paper, a new method of updating the parametric filters in
a cascaded structure with the backpropagation algorithm, is de-
scribed. The structure is usually comprised of a first-order low-
frequency shelving filter, followed by a number of second-order
peak filters and a first-order high-frequency shelving filter. The
expressions for partial local derivatives of each parametric filter
inside the cascade are derived w.r.t. a set of control parameters and
the required gradients for iterative parameter update are calculated
during backpropagation. Since only a few control parameters are
updated in this structure it is computationally less expensive com-
pared to update of filter coefficients in traditional FIR and IIR fil-
ters, particularly for high orders. Finally, the cascaded structure is
used for HRTF modelling, as an example application, to illustrate
its performance and discuss the scope of the proposed method.
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ABSTRACT

A mechanical system is said to be bistable when its moving parts
can rest at two equilibrium positions. The aim of this work is to
model the vibration behaviour of a bistable system and use it to
create a sound effect, taking advantage of the nonlinearities that
characterize such systems. The velocity signal of the bistable sys-
tem excited by an audio signal is the output of the digital effect.
The latter is coded in C++ language and compiled into VST3 for-
mat that can be run as an audio plugin within most of the com-
mercial digital audio workstation software in the market and as a
standalone application. A Web Audio API demonstration is also
available online as a support material.

1. INTRODUCTION

When the first audio effects were introduced into the market, mu-
sicians, composers, filmmakers, and audio engineers started exper-
imenting with these gadgets obtaining new exotic and fascinating
sounds that would revolutionize music forever. Since then, many
enthusiasts have dedicated extensive hours to creating and synthe-
sizing new sounds that can be used for musical compositions and
for audiovisual productions. With the rapid development of the
computer industry and digitalization of analogue audio effects [1],
it has become even easier to experiment with them.

Many of these effects are using some nonlinear relation, which
is of no surprise. Indeed, many beautiful sounds created by mu-
sical instruments rely very often on a nonlinear mechanism. Self-
sustained oscillations in instruments like violins, flutes or trum-
pets, depend upon a severe nonlinearity [2, 3]. Even instruments
based on free oscillations can exhibit nonlinear behaviour, for in-
stance, due to vibrations of strings at large amplitude [4] or against
unilateral contact obstacle [5]. Percussion instruments like cym-
bals or gongs may even exhibit chaotic behaviour [6, 7], an ex-
treme form of nonlinear behaviour.

Many of the nonlinear digital audio effects are based on purely
mathematical models going from simple static or dynamic non-
linear functions [1] to more complicated block-oriented models
[8, 9]. Other nonlinear effects are based on physics [10, 11] or
on modern techniques such as deep learning [12] to imitate the
physics.

This work aims to study the main properties of bistable sys-
tems, that are described in section 2, and implement them into
a real-time digital audio effect (section 3) capable of generating
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unique sounds driven by the nonlinear features of the system. Bi-
stability, a phenomenon that arises in many real-world systems,
means that a dynamical system can have two stable equilibrium
states [13]. Such a system can lead to many kinds of nonlinear
behaviours [14] and consequently to many interesting effects that
can be implemented in digital domain.

2. BISTABLE SYSTEMS THEORY

This section describes the theory of bistable systems. It starts with
a brief introduction to monostable linear and nonlinear systems
with transitions into the bistable nonlinear systems and their prop-
erties. A mechanical prototype was build and video-recorded as
a pedagogical support for the theory. The bistable system is next
written in form of difference equations.

2.1. Bistable system properties

To understand what a bistable system is and how it works, one can
start with a simple one degree of freedom (1DOF) linear mass-
spring system (Fig. 1) with well known equations. It consists of
a mass m connected to the ground by a linear spring of stiffness
value k and a damper of value c. It is excited by an external force
f , and x is the displacement of the mass. The equation of motion
of such a system is [15]

mẍ+ cẋ+ kx = f(t), (1)

where x ≡ x(t) is a function of time and where ẋ and ẍ represent
the first and second time derivative, respectively. The resonance
frequency of such a system is expressed as

f0 =
1

2π

√
k

m
. (2)

m

k c

f x

Figure 1: Damped mass-spring system.
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Figure 2: Bistable system.

By introducing a nonlinear stiffness, the monostable linear
system can become nonlinear [16]. The equation that describes
such a system, called the Duffing equation [17], is

mẍ+ cẋ+ αx+ βx3 = f(t), (3)

where β is the nonlinear stiffness parameter. Such a system can
also be used to generate audio effects [18, 19].

A bistable system can be obtained by adjusting the values of
α and β in Eq. (3), as explained below. A 1DOF scheme of a
bistable system is shown in Fig. 2. The system is presented as a
mass attached by two fixed springs, whose free length l0 (length
of the spring when it is not under tension) is greater than the half-
width of the frame [13], i.e. l0 > d, a necessary condition for
this system to be bistable. This structure exhibits two equidistant
stable positions and an unstable region in between them. If l0 ≤ d
the system is monostable. The excitation force f in this system is
applied from the base, which generates a mass displacement as a
consequence.

The governing equation of motion of a bistable system is

mẍ+ cẋ− k1x+ k3x
3 = f(t), (4)

where f(t) is the excitation force, x defines the displacement of
the mass, m is the mass, c is the damping factor, and k1 and k3
determine the nonlinear stiffness. Note, that a bistable system is
a special type of the more general Duffing System with a negative
linear stiffness coefficient.

Essentially, the bistable system behaves as a monostable sys-
tem with a nonlinear stiffness (stiffness depending on displace-
ment) expressed as a polynomial in the terms −k1x+k3x

3, shown
in Fig. 3. The curve obtained represents the relationship between
the force f and mass displacement x of the system.

The elastic potential energy for the nonlinear stiffness, de-
termined by

∫
F (x)dx, where F (x) are the conservative forces

F (x) = −k1x+ k3x
3, is

PE = −1

2
k1 x

2 +
1

4
k3 x

4. (5)

stable equilibria

unstable equilibrium

Figure 3: Force Displacement Relationship of a bistable system.

The lowest points on the energy potential curve shown in Fig. 4
indicate the two stable positions of the system. It also shows that
the system is unstable in between these positions, and with a small
perturbation, it is forced to move to one of the stable positions.

It can be noted that the potential energy is maximum at the un-
stable position, which prompts the system to move towards stable
positions with minimal energy input. This is also a unique charac-
teristic of the bistable system.

stable equilibria

unstable equilibrium

Figure 4: Stored Potential Energy of a bistable system.

2.2. Steady State Dynamics of Bistable Systems

One of the main characteristics of bistable systems is the presence
of different steady-state dynamics resulting from the same excita-
tion conditions. Particularly, this means that the dynamics of the
system can exhibit different behaviour in two experiments, even if
the excitation conditions are the same. The specific dynamic that
occurs in the system is also dependent on the initial conditions.

Commonly, they can be grouped into two regimes, intrawell
and interwell oscillations. The intrawell oscillations occur when
the mass vibrates around one of the two stable positions. The in-
terwell oscillations occur when the mass vibrates across the un-
stable position. Figs. 5 and 6 show the expected behaviour of the
intrawell and interwell oscillations.
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low amplitude
intrawell displacement

high amplitude
intrawell displacement

Figure 5: Intrawell Oscillations of a bistable system.

low amplitude interwell displacement

high amplitude interwell displacement

Figure 6: Interwell Oscillations of a bistable system.

A system dynamic where the system moves from one stable
equilibrium to another crossing the unstable zero displacement po-
sition is called a snapthrough. Interwell oscillations are made of
these snapthroughs.

Some nonlinear systems can oscillate aperiodically when sub-
jected to sinusoidal excitations. In contrast with noise-induced be-
haviours, this characteristic is not random and can be determined
with the equation that describes the bistable system. An example
of this chaotic effect is shown in Fig. 7. In this figure, one can no-
tice chaotic fluctuations in the displacement around the stable (in-
trawell oscillations) and unstable position (interwell oscillations).

2.3. Mechanical Demonstrator

To support the above-mentioned theory, a mechanical demonstra-
tor was made and video recorded. The aim of this demonstrator
is purely pedagogical: to demonstrate the dynamics of a bistable
system by visualizing its motion through a real-world mechanical
system.

The demonstrator is made of a post-buckled beam with cen-
tral mass [20]. A rectangle cut out from a transparent plastic
sheet (hereafter referred to as the membrane) was assembled with
a metal washer, as shown in Fig. 8. To generate mechanical actua-

Figure 7: Chaotic Oscillations of a bistable system.

tion, an old speaker was salvaged, and the cone and surround were
removed. A 3D printed cylindrical cap is fitted with a clamping
mechanism made from wood. A 3D printed spider is used to keep
the actuating cylindrical cap in place and also to prevent the col-
lision of the coil former to sides of the magnet. The membrane is
fixed between two wooden clamps. When the loudspeaker is fed
with a signal, it makes the former clamp-cap assembly move and,
in turn, excites the bistable membrane.

The entire assembly is mounted on a wooden platform for bet-
ter stability. A video recording of this mechanical system demon-
strating the intrawell and interwell oscillations is available online
at https://ant-novak.com/bistable_effect [21].

bistable membrane

Figure 8: A picture of the mechanical prototype to demon-
strate the bistable system dynamics, video online at https:
//ant-novak.com/bistable_effect [21].

2.4. Bistable System Discretisation

Since the objective of this work is to implement a bistable system
in the digital domain we need to transform the governing differen-
tial equation of bistable system (Eq. (4)) to a difference equation.
This is done using difference equation approximation [22] by set-
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ting

x → x[n− 1] (6)

ẋ → x[n]− x[n− 1]

Ts
(7)

ẍ → x[n]− 2x[n− 1] + x[n− 2]

T 2
s

(8)

f(t) → f [n], (9)

where Ts is the sampling period.
The resulting difference equation of bistable system is

x[n] =
f [n−1]−A2x[n−1]−A3x[n−2]− k3x

3[n−1]

A1
,

(10)
where

A1 =
m

T 2
s

+
c

Ts
, (11)

A2 = −2m

T 2
s

− c

Ts
− k1, (12)

A3 =
m

T 2
s

, (13)

and where m is the mass, c is the damping, and k1 and k3 are
the linear and nonlinear stiffness, respectively. A1, A2 and A3 are
constants obtained from the finite differences method to solve the
differential equation numerically.

Note, that all the physical quantities, such as mass m, damp-
ing c, or stiffness k, are, for the sake of simplicity, chosen unit-less.
The digital input of the system f [n] (corresponding to the force),
as well as the digital outputs x[n] and ẋ[n] (corresponding to dis-
placement and velocity), are also unit-less variables.

The initial value of the memory variables x[n−1] and x[n−2]
determine the initial conditions of the system, according to

x[n− 2] = x0, (14)
x[n− 1] = ẋ0 · Ts + x0, (15)

where x0 and ẋ0 are the corresponding initial values for displace-
ment and velocity. For the sake of simplicity, the initial conditions
of the sound effect are set to zero.

Note also that the current implementation using difference equa-
tion approximation with a third-order polynomial necessarily in-
herits common problems related to discrete-time implementation
of non-linear analog systems. The non-linear cubic operation can
extend the bandwidth and cause non-linear aliasing. There are
methods that try to avoid these problems [23, 24] but since they
are beyond the scope of this paper, we keep the implementation
simple and suggest using high sample rates or oversampling meth-
ods if necessary.

3. BISTABLE DIGITAL AUDIO EFFECT

This section presents the main results of our work. First, the differ-
ence equations of the bistable system are implemented in Matlab
and are studied as a single-input, single-output nonlinear system.
The excitation force f [n] is used as the system input and the ve-
locity ẋ[n] is used as the output. Note that the displacement x[n]
(Eq. (10)) cannot be directly used as an output since the speak-
ers or headphones that would be used to reproduce it are monos-
table systems. To give an example, for very small amplitudes, the

bistable system stays around one of its stable positions, for exam-
ple x = +1. Therefore, the membrane of the loudspeaker that is
used to reproduce the output signal would be displaced from its
rest position (if a DC-coupled amplifier was used). This would
force the speaker to move like a bistable membrane, which could
cause unwanted distortion and potential damage to the speaker.
The loudspeaker membrane would be in an offset position even if
no input signal was provided.

Next, the steady-state dynamics, and potential energy, are stud-
ied with respect to the final audio effect and the choice of range of
parameters is explained. Finally, since the best way to evaluate the
effect of bi-stability as a digital audio effect is to listen to it, we pre-
pared two realizations of the digital audio effect: 1) a VST-plugin,
2) an online web audio applet. References to both are provided at
the end of this section.

The C++ code of the main core of the implemented digital
auido effect is provided in Appendix A.

3.1. Steady-state Dynamics

To excite the system described by Eq. (10) a harmonic signal
f [n] = F0 cos (ω nTs), with angular frequency ω = 1000 rad/s is
used. First, the intrawell oscillations are studied for F0 = 0.1 and
F0 = −0.6. The sign of F0 is chosen different to achieve positive
or negative stable positions.1 The damping is set to c = 10−3, the
linear and nonlinear stiffness coefficients are set to k1 = k3 = 1,
and the mass is set as m = k1/ω

2. It can be seen in Fig. 9 that
the system can exhibit the intrawell oscillations around one of the
stable positions (x = ±1).

0.95 0.96 0.97 0.98 0.99 1
Time (s)

-1.5

-1

-0.5

0

0.5

1

1.5

D
is

pl
ac

em
en

t

Intrawell Oscillations

Low Amplitude
High Amplitude

Figure 9: Intrawell bistable system dynamics.

In Figs. 10 and 11 the interwell oscillations of the bistable sys-
tem are shown. In this particular example, the linear and nonlinear
stiffness coefficients are set to k1 = k3 = 1, the damping coeffi-
cient c = 10−4, and the mass is set as m = k1/ω

2. In Fig. 10 the
periodic cases of the interwell oscillations are shown for low am-
plitude F0 = 0.3 (blue curve) and for high amplitude F0 = −10
(red curve). Setting the amplitude to F0 = 0.25 leads to an aperi-
odic interwell behaviour as shown in Fig. 11.

1Note that the positive or negative stable position can be achieved by
changing the initial conditions
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Figure 10: Interwell bistable system dynamics.
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Figure 11: Chaotic oscillations in the bistable system.

The most important factors that determine whether the system
oscillates with intrawell or interwell oscillations are k1 and k3.
When the values for k1 and k3 are low, it is easier for the system
to move between the stable positions as the stiffness is low and less
force is needed to move the mass. On the contrary, when k1 and
k3 are high, a greater force is required to move the mass between
the two stable positions.

3.2. Potential Energy and Force-Displacement Relationship

The variation of the potential energy of a bistable system with dis-
placement for different values of k1 and k3 is shown in Fig. 12.
To simplify the study, k1 is chosen equal to k3, and also to estab-
lish the stable equilibrium positions of the system at x = −1 and
x = 1 for all scenarios.

Another essential characteristic curve of the bistable system is
the Force-Displacement curve, shown in Fig. 13 for several values
of k1 = k3. It shows that as the stiffness of the system increases,

a large amount of force is required to move the system out of its
equilibrium positions.
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Figure 12: Potential energy in a bistable system.
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Figure 13: Force-Displacement curve of the bistable system.

3.3. Digital Effect Implementation

The digital audio effect is implemented using equations that gov-
erns the bistable effect, presented in section 2. The effect output is
the velocity ẋ[n] calculated using Eq. (7) and Eqs. (10-13). Note,
that the input signal of the effect (equivalent the to force), noted as
f [n − 1] in Eq. (10), is delayed by one sample. Since this delay
only adds latency to the effect with no other consequence, it can
be replaced by f [n].

The variable parameters that will allow the user to modify the
sound effect produced are : 1) input gain control, 2) resonance
frequency f0, 3) damping coefficient, 4) nonlinearity parameter, 5)
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output gain control. These parameters directly or indirectly modify
the variables m, c, k1, and k3. To simplify the effect’s tuning k =
k1 = k3 is called the nonlinearity parameter. This condition fixes
the stable positions of the system respectively at x = −1 and
x = 1. Therefore, by increasing the nonlinearity parameter, the
slope of the polynomial curve increases as well as the amount of
excitation amplitude required to move across the stable positions.

The resonance frequency parameter allows to adjust the sys-
tem’s resonance frequency, changing the pitch of the sound effect.
With the two parameters mentioned previously, the value for the
mass is computed from Eq. (2) using only the linear part of the
stiffness k = k1 assuming small displacements of the mass to
simplify the problem.

A damping parameter is included to control the amount of in-
terwell and intrawell oscillations. Increasing this parameter will
reduce sustaining oscillations of the effect and can even restrict
the mass from going through a snapthrough.

The final algorithm is adjusted for input and output signal lev-
els. The input signal f [n], being a digital signal with values be-
tween −1 and 1 is adjustable by the variable input Gain Control.
The output signal ẋ[n], proportional to velocity is first divided by
104 to get the output values near the values corresponding to a
digital signal between −1 and 1, and then adjusted by the variable
output Gain Control.

3.4. VST Plugin and Online Demo Application

To provide a possibility to play and listen the effect, we built two
applications. The fist one is a VST plugin, the second one is an
online web-audio application. Both are using the same parameters
as the ones described above.

The VST plugin is implemented using the JUCE Framework
[25]. The source code, as well as compiled versions for MacOSX
and Windows, are available online at https://ant-novak.
com/bistable_effect [21]. A print-screen of the final VTS
plugin is shown in Fig. 14.

Figure 14: Bistable Plugin User Guide Interface.

The online web demo application of the bistable audio effect
developed using the Web Audio API [26] is available at
https://ant-novak.com/bistable_effect [21]. Its
print screen is shown in Fig. 15. The input signal is a short loop
of a guitar sample. Several presets are available to select different
configurations. Another part of the demo application is a graph
that shows the shape of the nonlinear bistable curve to visualize in
real-time the state of the displacement-force relation. The two grey

circles added to this graph show the real-time envelope (maximum
and minimum) of the output displacement.

4. CONCLUSION

This work was a part of the master student project in the frame of
the International Master’s Degree in Electro-Acoustics (IMDEA)
program at the Le Mans University (France). Its goal was to im-
plement a bistable system, a system well known from nonlinear
dynamics and vibrations research, as a digital audio effect.

Bistability in systems is a complex subject to model and ana-
lyze, let alone, to successfully implement its principle into an au-
dio effect. On the other hand, the sounds obtained by this approach
are unique and rewarding, leaving a big window for future research
and development on the usage of these systems to develop sound
effects.

Even though the model is simple to write and implement, achiev-
ing a pleasant sound that could be used for sound effects is not
an easy task. Indeed, it is crucial to fully understand the opera-
tion points of this system to fine-tune its parameters and get the
most out of this particular system. For this, the force-displacement
curve gives the best insight into how the system performs.

Due to the presence of co-existing steady-state dynamics, the
output of a bistable system is different each time, even though the
same excitation parameters are used. The bistable effect has no
unique sound, but a wide variety of different sounds that depend
on the combination of its parameters.

Future work will be focused on application of more sophisti-
cated difference scheme such as energy-consistent numerical meth-
ods ([27]) or application of port-Hamiltonian approach [10]), and
the accuracy of the discretized bistable system in comparison with
the original continuous-time system.
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A. APPENDIX: C++ CODE

The following C++ code shows the main loop of the bistable effect
implementation.

for (int sample = 0; sample < buffer.getNumSamples(); sample++)
{

prepare_parameters();

// read the new sample (amplify input)
yL[0] = buffer.getSample(0, sample) * in_gain;
yR[0] = buffer.getSample(1, sample) * in_gain;

// displacementequation
xL[0] = (yL[1] - A2 * xL[1] - A3 * xL[2] - k * pow(xL[1], 3)) / A1;
xR[0] = (yR[1] - A2 * xR[1] - A3 * xR[2] - k * pow(xR[1], 3)) / A1;

// velocity (normalized by 10000)
vL = (xL[0] - xL[1]) / Ts * 0.0001;
vR = (xR[0] - xR[1]) / Ts * 0.0001;

// shif buffers
yL[1] = yL[0]; xL[2] = xL[1]; xL[1] = xL[0];
yR[1] = yR[0]; xR[2] = xR[1]; xR[1] = xR[0];

// write output data
channelData_L[sample] = vL * out_gain ;
channelData_R[sample] = vR * out_gain ;

}

where the function prepare_parameters() is defined as

void prepare_parameters(){
// angular frequency
Wn = 2.0f * MathConstants<float>::pi * Fn;

m = k / pow(Wn, 2); // mass

// parameters for dispalcementequation
A1 = m / pow(Ts, 2) + c / Ts;
A2 = (-2 * m) / pow(Ts, 2) - c / Ts - k;
A3 = m / pow(Ts, 2);

}
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ABSTRACT

The paper presents a unified, flexible framework for the tasks
of audio inpainting, declipping, and dequantization. The concept is
further extended to cover analogous degradation models in a trans-
formed domain, e.g. quantization of the signal’s time-frequency
coefficients. The task of reconstructing an audio signal from de-
graded observations in two different domains is formulated as an
inverse problem, and several algorithmic solutions are developed.
The viability of the presented concept is demonstrated on an ex-
ample where audio reconstruction from partial and quantized ob-
servations of both the time-domain signal and its time-frequency
coefficients is carried out.

1. INTRODUCTION

Audio inpainting, audio declipping and audio dequantization are
reconstruction1 tasks that are usually studied separately in the lit-
erature. In audio inpainting, some of the time-domain signal sam-
ples are completely missing and they need to be recovered, while
in the cases of declipping and dequantization, the samples are not
lost fully and the samples to be recovered are known to lie in pre-
scribed numerical ranges, depending on the model of the degrada-
tion. The feasibility set is called consistent if any solution, when
exposed to the considered degradation model, produces exactly the
observed signal. For example, in the case of audio inpainting, this
shall be understood such that the reliable samples are kept intact.

A unification of different audio reconstruction tasks has par-
tially been discussed in [1], where the authors covered dequanti-
zation and declipping (possibly at the same time), and in [2, 3],
whose formulation allowed denoising and declipping (but not si-
multaneously). A flexible algorithmic framework is also presented
in [4], based on the non-negative matrix factorization (which is
shown to be suitable for simultaneous audio declipping and click
concealment). The present article shows how the three tasks can
be covered by a unified restoration framework, all of them possibly
taking effect at the same time. The greatest contrast to the earlier
attempts is, however, that this paper extends the range of degra-
dation models by additionally considering a transformed domain.
This is to say, the missing, clipped and quantized observations are
further allowed after (linearly) transforming the signal, e.g. by the
Short-time Fourier transform.

∗ Corresponding author.
1We choose the term reconstruction over restoration, as this reflects

well the task of rebuilding the signal from incomplete or degraded pieces.
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In Section 2, we introduce the three respective audio degra-
dation models in more detail, emphasize their common factors,
and build a set of feasible time-domain signals, which contains the
potential solutions to the recovery task. We then extend the degra-
dation to the transformed domain and present the synthesis and
analysis variants of the resulting feasible set.

Finding a solution to any of the described recovery tasks is
generally ill-posed. A regularizer is needed to pick favorable can-
didates from the feasibility set. The sparsity of time-frequency-
transformed audio signals has been shown to be a suitable reg-
ularizer for audio recovery problems [5, 6, 7, 8]. Thus, Section
3 presents a general optimization problem with a special empha-
sis on using the ℓ1 relaxation of true sparsity. The section also
presents a single, unified algorithm to find the numerical solution
in the case of a convex regularizer.

In Section 4, we present a proof-of-concept example of an au-
dio codec (i.e. coder and decoder). In the coder part, the original,
input audio signal is due to subsampling and quantization in both
the time and the time-frequency (TF) domains. The decoder at-
tempts to recover the signal from this partial information, based
on the assumption of sparsity of the (now unknown) original. To-
day’s audio codecs are built on the single-domain information, for
instance the classical MPEG model codes the TF coefficients only,
based on the global masking threshold estimate [9]. Recovery
from quantized transformed observations is also studied in [10]
in the context of compressed sensing. An interesting recent ap-
proach from [11], which is inspired in the image processing field,
subsamples and quantizes purely time-domain audio samples to
achieve compression. We show experimentally that in contrast to
that approach, splitting the available bit budget between the two
domains can be beneficial in some cases.

2. BUILDING THE FRAMEWORK

2.1. Time-frequency representations

In audio processing, TF operators are usually used to provide a suit-
able representation of a signal [12]. A signal x ∈ RP is repre-
sented as a superposition of time-localized oscillations, where the
localization is due to the so-called window function that moves
along the signal. Among such TF operators, the so-called tight
frames are usually preferred, since they provide effective handling
of both theoretical derivations and practical computations [12, 13,
14]. The Short-time Fourier (STFT, also known as the Gabor trans-
form) or the Modified Discrete Cosine (MDCT) transforms [5, 15]
are classical examples of such operators.

Throughout the paper, we use the following convention: To
obtain an expansion of a signal x ∈ RP to a series of TF coeffi-
cients, the analysis operator A : RP → CQ is applied, where we
assume Q ≥ P . Its adjoint, the synthesis operator A∗ : CQ → RP,
reproduces the time-domain signal from the coefficients.
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A tight frame with frame bound α can be characterized by the
property A∗A = αId, where Id is the identity operator, here on
the space RP . When the constant α = 1, the frame is said to be
Parseval tight.

2.2. Inpainting

Audio inpainting is a general term for recovering missing or highly
degraded samples of the audio signal [5]. Suppose y ∈ RP is the
original, non-degraded signal, and My is the partial observation
of y. The operator M : RP → RP keeps the reliable samples,
while putting zeros at the positions of missing or unreliable sam-
ples; these positions are assumed to be known. Thus, M can be
identified with a diagonal matrix M of size P × P , for which
mpp = 1 for a reliable sample yp, p = 1, . . . , P , and zero other-
wise. The solution of the inpainting problem is supposed to lie in
a naturally defined set Γinp

T =
{
x ∈ RP | Mx = My

}
, where

the subscript indicates that it is defined in the time domain.
Clearly, defining the feasible set alone is not sufficient to solve

the inpainting problem, since the inverse problem is ill-posed. Thus,
the path to a solution must start from a careful consideration of
additional assumptions about the signal. To name but a few, the
solution may be modeled as an autoregressive process [16, 17], as
a sum of sinusoidal components [18], or it is assumed to be sparse
with respect to a suitable TF transform [5, 7, 19].

For the purpose of further generalization, the time-domain set
Γinp
T may be equivalently defined entrywise as

x ∈ Γinp
T ⇔

{
xp ∈ [yp, yp] for reliable indexes p,
xp ∈ (−∞,+∞) otherwise.

(1)

2.3. Declipping

Audio declipping aims at recovering a signal damaged by clipping.
This negative effect is one of the common audio degradation types
and it can be described as a non-linear distortion causing a limi-
tation of a signal, such that all values of the signal exceeding the
allowed dynamic range defined by thresholds [−θ, θ] are strictly
limited by these thresholds. Because of the strict limitation of sig-
nal samples, the effect is also referred to as hard clipping. Not only
does the information contained in the peaks get lost, but clipping
also introduces a great number of higher harmonics, which leads
to a significant reduction in the perceived audio quality [20] and
also in the accuracy of automatic voice recognition [21].

Audio declipping is similar to audio inpainting, with the differ-
ence that in the case of audio declipping, the additional informa-
tion (lower or upper bounds) about the clipped samples is avail-
able. Simple inpainting methods are able to effectively perform
declipping, such as the Janssen method used in [5]. In general,
however, inpainting approaches to declipping do not guarantee the
consistency of the solution with the clipping constraints.

Similarly to the inpainting case, the set of feasible solutions,
Γdec
T , is defined entrywise, taking advantage of the information

that declipped samples need to exceed the clipping thresholds:

x ∈ Γdec
T ⇔


xp ∈ [yp, yp] for reliable samples yp,
xp ∈ (−∞,−θ] for observed samples −θ,

xp ∈ [θ,+∞) for observed samples θ.
(2)

2.4. Dequantization

The term dequantization refers to an inverse problem where a sig-
nal should be recovered based on the knowledge of its quantized
observation. In this subsection, the quantization acts in the time
domain, i.e. directly on the audio samples; the original sample is
substituted with the value of the nearest quantization level. The
unique quantization level is identified using a pair of the nearest
so-called decision levels [22].

More specifically, assume a series of quantization levels

· · · < q−1 < q0 < q1 < q2 < . . . , (3)

where this sequence can be theoretically infinite (but is always fi-
nite in practice). For a given p and an input sample yp there exists
a unique n such that it holds qn ≤ yp < qn+1. Based on the
decision level dn, for which qn < dn < qn+1, quantization maps
yp either to qn (when yp < dn) or to qn+1 (when yp ≥ dn). In
turn, if a quantized value yquant

p is observed, there exists a single
interval [dn, dn+1) to which yp belongs.

Therefore, for the purpose of formulating a general problem,
the set of feasible solutions is defined as the box-type set Γdeq

T ,

x ∈ Γdeq
T ⇔ xp ∈ [dn, dn+1), (4)

where dn and dn+1 (the closest lower and the closest upper deci-
sion levels to yp, respectively) change depending on p, which is
intentionally not reflected by the notation. Note also that in the
finite case, border cases can be treated by using ±∞ in place of
the lower or the upper bound in (4). In such a case, the half-open
interval should be replaced by an open interval.

2.5. General formulation

When working with digital signals, clipping can be seen as a spe-
cial kind of quantization. In such a case, the set of quantization
levels defined by Eq. (3) corresponds exactly to the set of all pos-
sible numerical values in the range [−θ, θ].

Looking at definitions (1), (2) and (4), one may observe that
it is straightforward to define a feasible set for simultaneous audio
inpainting, declipping and dequantization. Such a set is defined
entrywise as a multidimensional interval ΓT such that

x ∈ ΓT ⇔ xp ∈ [lTp, uTp], p = 1, 2, . . . , P, (5)

where the entries of the vector lower bound lT and the vector upper
bound uT depend on the type of degradation that occurs at the
index p, p = 1, . . . , P . One can think of ΓT as a box in the P -
dimensional space with its walls always parallel to an axis. The
bounds may formally be plus or minus infinity, and in such a case,
the box is infinitely wide in the respective directions.

It is straightforward to show that the set ΓT is convex. Fur-
thermore, solving an inverse problem with such a set of feasible
solutions is tractable since the projection onto this type of set is
available explicitly and entrywise by(

projΓT
(x)

)
p
= min {uTp,max {xp, lTp}} . (6)

2.6. Feasible set in a transformed domain

So far, only time-domain degradation has been considered, leading
to the set ΓT. Nevertheless, degradation as presented above can
also happen in a transformed domain. The aim of this section is to
generalize the above concept to both the time and the TF domains.
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Similarly to (5), we define a feasible set within the TF domain.
Such a domain is generally a subset of CQ. Any interval shall be
understood in such a way that the real and imaginary parts are
considered independently. As an example, for l, u ∈ C, we denote

z ∈ [l, u] ⇔ ℜ(z) ∈ [ℜ(l),ℜ(u)] ∧ ℑ(z) ∈ [ℑ(l),ℑ(u)]. (7)

With such a notation, we define the membership in ΓTF as

z ∈ ΓTF ⇔ zq ∈ [lTFq, uTFq], q = 1, 2, . . . , Q. (8)

The vector bounds lTF,uTF ∈ CQ determine for each coefficient
whether its clipped or quantized version is observed or whether the
coefficient is missing.

Combining the constraints in the two domains reduces the size
of the overall feasible set. In general, however, this is not enough,
and additional prior information is necessary.

2.7. Defining a prior

For the purpose of the general framework, assume some knowl-
edge about the TF coefficients invoked by minimizing a functional
S◦W . As a particular example, consider the (relaxed) sparse prior,
namely (S ◦W )(z) = S(Wz) = ∥Wz∥1, where W is a diagonal
operator assigning weights to the respective coefficients. The ℓ1
norm sums the magnitudes of the elements of its argument [23].

Combining the prior and the feasible sets ΓT and ΓTF pro-
vides us with the following general formulation:

arg min
u

S(WKu) subject to Lu ∈ ΓT, Ku ∈ ΓTF. (9)

The linear operators K and L play the role of either the synthesis
or the analysis operator of a suitable TF transform. In a typical
situation, one of them will be identity. Such a notation may look
redundant, but the reason for this shape of the formulation (9) is
that it covers both the synthesis variant (L = A∗, K = Id)

arg min
z

S(Wz) subject to A∗z ∈ ΓT, z ∈ ΓTF, (10)

and the analysis variant (L = Id, K = A):

arg min
x

S(WAx) subject to x ∈ ΓT, Ax ∈ ΓTF. (11)

Note that if a non-unitary transform A is used, the formulations
(10) and (11) are not equivalent. Also, the feasible sets in Eq. (10)
and (11) may differ, as in the case of a non-tight frame.

3. SOLVING THE TASK

The important observation about the sets ΓT and ΓTF defined by
(5) and (8), respectively, is that both are box-type (and thus con-
vex) sets. Furthermore, both the sets ΓL = {u | Lu ∈ ΓT} and
ΓK = {u | Ku ∈ ΓTF} are convex as well. The reason is that the
preimage of a convex set under a linear operator is a convex set,
which is straightforward to show. Finally, the intersection of two
convex sets is once again a convex set, therefore the set of feasible
solutions in the constrained formulation (9) is convex for arbitrary
linear operators L and K.

However, such an intersection is a rather complicated set. One
of the sets ΓL and ΓK is no longer a simple box-type set, hence
the intersection ΓL ∩ ΓK is generally a polyhedron either in the
time domain (for the analysis model) or in the TF domain (for the
synthesis model). Still, it remains a non-empty set, since it must
contain at least the original, non-degraded signal or coefficients.
Thus, the formulation (9) has a solution.

Algorithm 1: The CV algorithm for solving (13)
Input: The linear operators Lm, m = 1, . . . ,M , the proximal

operators proxhm
, m = 1, . . . ,M , proxg and the

gradient ∇f .
1 Choose the parameters τ, σ, ρ > 0.

2 Choose the initial estimates u(0),v
(0)
1 , . . . ,v

(0)
M .

3 for i = 0, 1, . . . do
4 for m = 1, . . . ,M do
5 ṽ

(i+1)
m = proxσh∗

m

(
v
(i)
m + σLmu(i)

)
6 v

(i+1)
m = ρṽ

(i+1)
m + (1− ρ)v

(i)
m

7 end
8 ũ(i+1) =

proxτg

(
u(i) − τ∇f

(
u(i)

)
− τ

∑
L∗
m

(
2ṽ

(i+1)
m − v

(i)
m

))
9 u(i+1) = ρũ(i+1) + (1− ρ)u(i)

10 end
Output: u(i+1)

3.1. Consistent convex approach, arbitrary linear operators

We focus on the case when the function S is convex, thus the whole
problem is convex. Convexity implies that the there exists a single
global minimum. The idea is to use a proximal splitting method
[24] to solve the formulation (9) numerically, which allows us to
focus separately on operations related to the function S, to the
constraint u ∈ ΓL and to the constraint u ∈ ΓK .

In the following, the notion of the proximal operator will be
needed. The proximal operator of a proper convex lower semi-
continuous function h : V → R is a mapping from V to V defined
at any point u ∈ V by the minimization problem proxh(u) =
arg minv

{
h(v) + 1

2
∥v − u∥2

}
. Here, V stands for the Hilbert

space RP or CQ.
To design a particular proximal algorithm, the formulation (9)

is first rewritten into the unconstrained form using the so-called
indicator function ιΓ of the set Γ. For u ∈ Γ, the function returns
0, and ∞ otherwise. The formulation (9) thus attains the form

arg min
u

{S(WKu) + ιΓT (Lu) + ιΓTF (Ku)} . (12)

The unconstrained form is suitable for the use of the generic proxi-
mal algorithm proposed independently by Condat [25] and Vũ [26]
(further referred to as the CV algorithm). It is tailored to solve
problems of the form

arg min
u

{
f(u) + g(u) +

M∑
m=1

hm(Lmu)

}
, (13)

where f, g, h1, . . . , hm are convex lower semi-continuous func-
tions, f is differentiable, and L1, . . . , Lm are bounded linear op-
erators. We will utilize the second of the two proposed variants
from [25], the general form of which is reproduced in Alg. 1.

Assuming a finite-dimensional problem together with f = 0,
the sequence (u(i))i∈N produced by the algorithm is guaranteed to
converge to the solution of problem (13) if

τσ∥
M∑

m=1

L∗
mLm∥ ≤ 1, 0 < ρ < 2. (14)
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Algorithm 2: The CV algorithm for solving the general
formulation (9)

Input: The linear operators W,K,L, the proximal operator
proxS and the projectors projΓT

, projΓTF
.

1 Choose the parameters τ, σ, ρ > 0 satisfying the conditions (14).

2 Choose the initial estimates u(0),v
(0)
1 ,v

(0)
2 ,v

(0)
3 .

3 for i = 0, 1, . . . do
/* update corresponding to h1 */

4 ṽ
(i+1)
1 =

v
(i)
1 + σWKu(i) − σproxS/σ

(
v
(i)
1 /σ +WKu(i)

)
5 v

(i+1)
1 = ρṽ

(i+1)
1 + (1− ρ)v

(i)
1

/* update corresponding to h2 */

6 ṽ
(i+1)
2 = v

(i)
2 + σLu(i) − σprojΓT

(
v
(i)
2 /σ + Lu(i)

)
7 v

(i+1)
2 = ρṽ

(i+1)
2 + (1− ρ)v

(i)
2

/* update corresponding to h3 */

8 ṽ
(i+1)
3 = v

(i)
3 +σKu(i)−σprojΓTF

(
v
(i)
3 /σ +Ku(i)

)
9 v

(i+1)
3 = ρṽ

(i+1)
3 + (1− ρ)v

(i)
3

/* update of u */

10 u(i+1) = u(i) − ρτK∗W ∗
(
2ṽ

(i+1)
1 − v

(i)
1

)
−

ρτL∗
(
2ṽ

(i+1)
2 − v

(i)
2

)
− ρτK∗

(
2ṽ

(i+1)
3 − v

(i)
3

)
11 end

Output: u(i+1)

To develop the case-specific form of Alg. 1, the functions from
the formulation (12) are assigned as follows:

h1 = S, h2 = ιΓT , h3 = ιΓTF , (15a)
L1 = WK, L2 = L, L3 = K, (15b)

and the functions f, g are both zero. Finally, we leverage the fol-
lowing general properties:

• Since g = 0, it holds proxτg = Id.
• To evaluate proxσh∗ , where h∗ is the Fenchel–Rockafellar

conjugate of h, we use the Moreau identity proxσh∗(u) =
u− σproxh/σ(u/σ) [27].

• The proximal operator of an indicator function ιΓ of a closed
convex set Γ is the projection onto the set, denoted projΓ.

Plugging these properties into Alg. 1 produces the algorithm for
the formulation (12), and thus for (9). The final algorithm is sum-
marized in Alg. 2. If the ℓ1 norm is used as the sparsity-inducing
regularizer S, then proxS/σ becomes the soft thresholding.

The strength of the algorithm is that both projections can be
performed explicitly and fast, entry by entry. For the time-domain
projection projΓT

, Eq. (6) is used. For the TF-domain projection
projΓTF

, the same equation can be adapted, since the projection
can be done not only entrywise but also separately for the real and
imaginary parts.

Note that the functions in formulation (12) were assigned to
the functions h1, h2, h3 such that Alg. 2 covers both the synthesis
and the analysis approaches (10) and (11), respectively. Had the
composition S ◦ (WK) been assigned to the function g instead,
the operator proxτg would be known only in the synthesis model.2

2The potential evaluation of proxτg = proxτS◦A in the analysis
model is complicated, because the formula for a proximal operator of such
a composition is known only when the operator A satisfies AA∗ = αId,
which is not possible in the setting of redundant TF transforms [28].

Algorithm 3: The CV algorithm for solving the general
formulation (9), assuming the use of a tight frame

Input: The linear operators W,K,L, the proximal operator
proxS and the projectors projΓT

, projΓTF
.

1 Choose the parameters τ, σ, ρ > 0 satisfying the conditions (14).

2 Choose the initial estimates u(0),v
(0)
1 ,v

(0)
2 .

3 for i = 0, 1, . . . do
/* update corresponding to h1 */

4 ṽ
(i+1)
1 =

v
(i)
1 + σWKu(i) − σproxS/σ

(
v
(i)
1 /σ +WKu(i)

)
5 v

(i+1)
1 = ρṽ

(i+1)
1 + (1− ρ)v

(i)
1

/* update corresponding to h2 */

6 ṽ
(i+1)
2 = v

(i)
2 +σKu(i)−σprojΓTF

(
v
(i)
2 /σ +Ku(i)

)
7 v

(i+1)
2 = ρṽ

(i+1)
2 + (1− ρ)v

(i)
2

/* notation for better readibility */

8 w = u(i) − τK∗W ∗
(
2ṽ

(i+1)
1 − v

(i)
1

)
−

τK∗
(
2ṽ

(i+1)
2 − v

(i)
2

)
/* update of u */

9 ũ(i+1) = w + L∗
(
projΓT

(Lw)− Lw
)

10 u(i+1) = ρũ(i+1) + (1− ρ)u(i)

11 end
Output: u(i+1)

3.2. Consistent convex approach, tight frame case

Alternatively, we can make the assignment such that the function g
is used. In [25], it is suggested that employing the function g may
result in a faster convergence of the algorithm. Such an assignment
is not possible in the case of the formulation (12), unless the linear
operators represent the analysis or synthesis of a tight frame. In
such a special case, we may assign

g = ιΓT ◦ L, h1 = S, h2 = ιΓTF , (16a)
L1 = WK, L2 = K. (16b)

This is justified by the observation that in the case of a tight frame,
L is either the synthesis (in the synthesis model), or identity (in
the analysis model). In both cases, it satisfies LL∗ = αId for
a positive constant α, allowing us to compute the proximal opera-
tor proxιΓT

◦L using the explicit formula [24, 28]

proxιΓT
◦L(u) = u+ α−1L∗ (projΓT

(Lu)− Lu
)
. (17)

Put in words, the formula states that instead of computing the com-
plicated projection on the left-hand side, one may use the simple
projection onto ΓT on the right-hand side, together with the appli-
cation of the linear operator and its adjoint.

The resulting algorithm is summarized by Alg. 3, where, for
simplicity, α = 1 is assumed (i.e. the frame is Parseval tight).
Compared to Alg. 2, this algorithm has a major benefit: since it
uses only two functions h1, h2 and thus only two corresponding
linear operators, it follows from Eq. (14) that a wider range of the
parameters τ, σ is allowed, creating the possibility for faster con-
vergence.
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signal ∈ RP

coefs ∈ CQ

subsampled
signal ∈ RpT·P

subsampled
coefs ∈ CpTF·Q

pT ·P ·bT bits

pTF ·Q·bTF bits

subs. quant.

DGT hard
thresh. quant.

Figure 1: Scheme of the degradation considered in the experiment.
The abbreviation DGT stands for the discrete Gabor transform in
place of the analysis operator A.

3.3. Inconsistent convex approach

So far, the solutions to all of the reconstruction tasks have been as-
sumed to be consistent with the observations (either time-domain
samples or TF coefficients, or even both). However, this assump-
tion may be too strong, for example in the case of noisy data. In
such a case, instead of strictly forcing the signal to lie in ΓT and
the coefficients to lie in ΓTF, we minimize the distances to these
sets. The formulation (12) would cover also this case, had we used
the distance from ΓT and ΓTF instead of the indicator functions
(which force the respective distance to be zero).

Since the proximal operator of a distance function of a closed
convex set is available [24], the inconsistent problem could be
solved by the CV algorithm, similarly to the consistent one in
Sec. 3.1 or 3.2.

4. EXPERIMENT

We perform an experiment that serves as the proof of concept of
the presented recovery formulation. On top of that, the results
suggest interesting implications that could lead to new develop-
ments in audio coding; we show that a simultaneous utilization of
the time and time-frequency information could lead to better com-
pression in some cases, compared to conventional, single-domain
approaches.

4.1. Design of the experiment

The task is to reconstruct a signal where some samples are miss-
ing; moreover, the retained samples are quantized. At the same
time, a partial and quantized observation of the TF coefficients of
the original (non-distorted) signal is provided. The goal is to il-
lustrate that it is beneficial to utilize the double-domain approach,
compared to the reconstruction using only information in the time
domain (abbreviated to T domain in some of the figures). The re-
laxed sparse prior, i.e. the ℓ1 norm, is used, hence we can apply
the consistent convex approach from Sec. 3.2.

The percentage of available samples/coefficients varies from
10% up to 90%. It is denoted by pT and pTF, respectively. In
the time domain, the reliable samples are distributed (uniformly)
randomly. In the TF domain, the coefficients that are the largest in
magnitude are kept (Sec. 4.1.1 gives additional comments on the
choice of the coefficients). The quantization is uniform and it is
done by limiting the number of bits per sample (bT) or per coef-
ficient (bTF). For a given bit depth b (i.e. the number of bits used
for representing each number), ∆ = 2−b+1 denotes the distance
of two consecutive quantization levels. The quantized observation
uquant of a real value u, −1 ≤ u ≤ 1 is obtained using the so-

called mid-riser uniform quantizer [22] as

uquant = sgn+(u)

(⌊
|u|
∆

⌋
+

1

2

)
, (18)

where sgn+(u) returns 1 for u ≥ 0 and −1 for u < 0. The bit
depths bT and bTF are chosen as the powers of two and they are
equal, bT = bTF ∈ {2, 4, 8, 16, 32}. The samples or coefficients
considered lost are the only exception, they are simply set to zero.

As the TF transform, the discrete Gabor transform (DGT) is
used, with the sine window of 2048 samples in length, 50 % over-
lap and 2048 frequency channels. Such a transform produces a
twice-redundant tight frame, which is then normalized to obtain
a Parseval tight frame. As the prior, we use S = ∥ · ∥1 with no
weighting, i.e. W = Id.

For an illustrative scheme of the degradation, see Fig. 1. Fig. 2
then shows an example of the degraded signal and coefficients.

In order to evaluate the results, the PEMO-Q ODG score [29]
and the SDR are measured, the latter being defined as

SDR(y, ŷ) = 10 log10
∥y∥2

∥y − ŷ∥2 , (19)

where y is the original (non-distorted) time-domain signal and ŷ is
the reconstruction. The result is expressed in decibels. Unlike the
SDR, PEMO-Q is a perceptually motivated measure whose ODG
output score ranges from −4 (very annoying distortion, poor qual-
ity) to 0 (imperceptible distortion, excellent quality).

The experiment is run for a set of 10 audio signals (musi-
cal recordings) of varying complexity from the SQAM database
[30]. The signals are sampled at 44.1 kHz. To reduce the com-
putational time due to the enormous number of tested combina-
tions, the proof-of-concept experiment only uses one-second long
excerpts. A single reconstruction instance then takes ca. 5 s, de-
pending on the parameters of the computer. For the purpose of
quantization, these excerpts are also peak-normalized such that the
maximum absolute value of each signal equals one.

The CV algorithm 3 is executed setting τ = σ =
√
2/2,

ρ = 1, and it stops after 300 iterations. The choice of τ and σ
follows from (14) and (16b), since ∥

∑2
m=1 L

∗
mLm∥ = ∥K∗K +

K∗K∥ = 2∥K∗K∥ = 2 both in the synthesis case (K = Id) and
in the analysis case (K = A), assuming a Parseval tight frame and
W = Id.

4.1.1. On the choice and quantization of the TF coefficients

In the experiment, a tight Gabor frame is used to compute the TF
representation of a real signal. Coefficients obtained using such
a frame attain a specific complex-conjugate structure. In fact,
only a half of all the coefficients are needed; the other half may
be computed as a conjugate to the first half. Such a structure in-
troduces a kind of redundancy: A pair of coefficients, given they
are complex-conjugate, contribute to the total bit rate by the same
amount as a pair of real samples of the signal. This property is used
in the implementation when choosing the subset of the TF coeffi-
cients; it is ensured that for a given number of reliable samples or
coefficients, information from the TF domain yields the same bit
rate as information from the time domain.

Furthermore, recall that the quantization defined by Eq. (18) is
tailored for values from the interval [−1, 1]. To simulate the quan-
tization for the observed TF coefficients c, the quantization step ∆
and all the quantization and decision levels in the TF domain are
scaled by a factor of max{max{|ℜ(c)|}, max{|ℑ(c)|}}.
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(a) piece of the subsampled and quantized signal (b) spectrogram of the original signal (c) spectrogram with kept quantized values

Figure 2: Data available to the decoder: (a) subsampled and quantized time-domain samples, and (c) subsampled and quantized TF
coefficients. Although the real and imaginary parts are treated separately in the TF domain, the magnitude spectrogram is depicted here.

4.2. Results

4.2.1. Comparison with fixed bit depth

All the results are visualized as mean values computed from the
10 audio signals. In the first visualization in Figure 3, the bit depth
is fixed. The result corresponding to the T-domain-only approach
(denoted by pTF = 0%) with a given fraction of reliable samples
in the time domain serves as a reference. These two parameters—
bit depth and fraction—define the bit rate of reliable information
used in the T-domain-only approach. This reference scenario is
compared to different distributions of the total amount of bits be-
tween the time and TF domains while using the previously fixed
bit depth. Note that only a limited number of options of how to
distribute the information between the time and the TF domains
was tested.

Both evaluation metrics (ODG and SDR) are depicted in Fig. 3.
For the bit depth bT = bTF = 4, we present the results using both
the analysis and the synthesis models (plots 3a, 3b, 3d, 3e). Since
no significant difference between the performance of the analy-
sis and the synthesis approaches is observed, only the analysis
model is used for further comparison with the performance using
bT = bTF = 16 (plots 3c and 3f).

For a fixed number of bits per sample or coefficient, it is in
general not beneficial to split the available information between the
two domains; see the decrease in both ODG and SDR in the plots
3a, 3b, 3d and 3e when the percentage of reliable TF coefficients
increases. Sampling in the TF domain (in our setup) is reasonable
only with a high bit depth—compare, for example, plots 3e and 3f,
where the difference is less significant.

4.2.2. Comparison with variable bit depth

In the visualization in Fig. 4, the number of bits per sample or co-
efficient varies. Two ways of displaying the results are combined
in the figure.

The T-domain-only approach is represented by the colored
equibital lines3. The line color represents the restoration quality,
according to the side colorbar. The line width represents the bit
depth and the position represents the bit rate (in this case, only
time-domain information is used).

3i.e. lines connecting points with the same total bit rate

The double-domain approach is represented by the colored
points. Once again, the color indicates the restoration quality. The
point size represents the bit depth bT = bTF. Finally, the posi-
tion represents the distribution of reliable information between the
domains.

Both in the case of lines and in the case of points, the follow-
ing rule is applied: If more realizations with the same bit distribu-
tion appear, only the best of them is plotted. Such a situation oc-
curs when we decrease the number of reliable samples/coefficients
while we increase the bit depth.

The scatter plots in Figure 4 show that there is a number of
cases where it is useful to decrease the precision of the reliable
time-domain samples and assign a part of the bit budget to the TF
domain. This conclusion can be deduced from points which lie
on an equibital line. Using the TF-domain information is advanta-
geous when such a point reports a higher ODG/SDR compared to
the line it lies on.

The evaluation is concluded by Fig. 5, which provides a differ-
ent perspective to Fig. 4. The figure considers only the best perfor-
mance in terms of ODG (Fig. 5a) or SDR (Fig. 5b) as a function of
available total bit rate. In other words, it does not consider results
in a situation when a higher bit rate does not lead to a better perfor-
mance (cf. Fig. 4a, the 5th and the 6th equibital from the top). The
plots show that there are cases where the double-domain approach
outperforms the T-domain-only approach, however, the difference
is only minor. Significant gain is observed only for the highest bit
rates, i.e. a low level of compression.

For the sake of completeness, the TF-domain-only reconstruc-
tion is included in Fig. 5 as well. In this case, the reconstruction
is carried out based solely on partially observed and quantized TF
coefficients. We consider two options: Either we follow the frame-
work where the observation induces the set ΓTF, and Alg. 3 pro-
vides the reconstruction, or the quantized, partially observed co-
efficients are directly synthesized with A∗. Interestingly, both the
T-domain-only and the double-domain approaches remain superior
in great number cases; in particular regarding the SDR.

4.3. Software and reproducible research

The experiment was run in MATLAB R2019b, using LTFAT [31]
version 2.3.1. All MATLAB codes, together with supplemental
material, are provided in the repository at https://github.
com/ondrejmokry/AudioRestorationFramework/.
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(a) ODG, synthesis model, 4 bits (b) ODG, analysis model, 4 bits (c) ODG, analysis model, 16 bits

(d) SDR, synthesis model, 4 bits (e) SDR, analysis model, 4 bits (f) SDR, analysis model, 16 bits

Figure 3: Comparison with fixed bit depth. The legend shown in the first plot is common to all the plots; pTF denotes the percentage of
reliable TF coefficients. Here, reliable coefficient means that it is observed (i.e. not missing), although it is quantized.

(a) ODG, analysis model (b) SDR, analysis model

Figure 4: Comparison with variable bit depth. The bit rate is the quantity of bits per a second of audio.

(a) ODG, analysis model (b) SDR, analysis model

Figure 5: Comparison of the best performance of different approaches, given the limit of available total bit rate.
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5. CONCLUSION

The paper provides a general flexible formulation not only cove-
ring multiple audio reconstruction tasks, but also allowing several
degradation types to take place simultaneously. Another novelty
is that the restoration can possibly take into account constraints in
the time-frequency domain. The concept can be easily extended
such that the reliable information is distributed among more than
two different transform domains. In Sec. 3.3, it is proposed how to
develop the framework such that it handles noise-distorted data.

The aim of the experiment was not to outperform the state-of-
the-art methods in the field of audio reconstruction, but to show
an application of the general formulation in a meaningful audio
compression scenario. The framework was shown to be flexible
enough to cover a model of signal distortion which included both
drop-outs and quantization of both the samples in the time domain
and of the time-frequency coefficients. Although only a single sce-
nario was considered, we observed promising results. It remains
for the future work to find an optimal distribution of the bit budget
between the time and the time-frequency domains.
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project number 20-29009S. The authors thank the reviewers for
their comments and suggestions, especially the reviewer number 4.

7. REFERENCES

[1] L. Rencker, F. Bach, W. Wang, and M. D. Plumbley, “Sparse
recovery and dictionary learning from nonlinear compressive
measurements,” IEEE Trans. Signal Processing, 2019.

[2] C. Gaultier et al., “A modeling and algorithmic framework
for (non)social (co)sparse audio restoration,” 2017, URL:
https://arxiv.org/abs/1711.11259.

[3] C. Gaultier, Design and evaluation of sparse models and al-
gorithms for audio inverse problems, PhD thesis, Université
Rennes 1, 2019.

[4] Ç. Bilen, A. Ozerov, and P. Pérez, “Solving time-domain au-
dio inverse problems using nonnegative tensor factorization,”
IEEE Trans. Signal Processing, 2018.

[5] A. Adler et al., “Audio Inpainting,” IEEE Trans. Audio,
Speech, and Language Processing, 2012.

[6] K. Siedenburg, M. Kowalski, and M. Dorfler, “Audio declip-
ping with social sparsity,” in IEEE International Conference
on Acoustics, Speech and Signal Processing. 2014.

[7] O. Mokrý and P. Rajmic, “Reweighted ℓ1 minimization for
audio inpainting,” in 2019 SPARS workshop, Toulouse.

[8] P. Záviška et al., “Psychoacoustically motivated audio de-
clipping based on weighted ℓ1 minimization,” in Int. Conf.
on Telecommunications and Signal Processing, 2019.

[9] S. Shlien, “Guide to MPEG-1 audio standard,” IEEE Trans.
Broadcasting, 1994.

[10] L. Jacques et al., “Dequantizing compressed sensing: When
oversampling and non-gaussian constraints combine,” IEEE
Trans. Information Theory, 2011.

[11] P. Peter et al., “Compressing audio signals with inpainting-
based sparsification,” in Scale Space and Variational Meth-
ods in Computer Vision, Springer, Cham, 2019.

[12] K. Gröchenig, Foundations of time-frequency analysis,
Birkhäuser, 2001.

[13] P. Balazs et al., Frame Theory for Signal Processing in Psy-
choacoustics, Springer, Cham, 2017.

[14] P. Záviška, P. Rajmic, Z. Průša, and V. Veselý, “Revisiting
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ABSTRACT

Modern commodity GPUs offer high numerical throughput per
unit of cost, but often sit idle during audio workstation tasks. Var-
ious researches in the field have shown that GPUs excel at tasks
such as Finite-Difference Time-Domain simulation and wavefield
synthesis. Concrete implementations of several such projects are
available for use.

Benchmarks and use cases generally concentrate on running
one project on a GPU. Running multiple such projects simulta-
neously is less common, and reduces throughput. In this work
we list some concerns when running multiple heterogeneous tasks
on the GPU. We apply optimization strategies detailed in devel-
oper documentation and commercial CUDA literature, and show
results through the lens of real-time audio tasks. We benchmark
the cases of (i) a homogeneous effect chain made of previously
separate effects, and (ii) a synthesizer with distinct, parallelizable
sound generators.

1. INTRODUCTION

General-Purpose GPU programming is attractive to obtain sub-
stantial speedups over CPU implementations for applicable prob-
lems. GPUs have been used in 2D and 3D FDTD methods to bring
complex simulations from >1000x real-time to 10-50x real-time.
For example, Bilbao et al.[1] simulate a timpani drum membrane
and the volume of air around the instrument. A C implementa-
tion obtains 4x speedup over a MATLAB prototype while GPGPU
CUDA code obtains 30x speedups over the prototype.

Real-time applications exist. Belloch et al.[2] demonstrate
wave-field synthesis with multiple objects via fractional delays,
and Webb[3] leverages multiple GPUs to compute room acoustics.

Commercial applications are rare but do exist. The previous
version of Acustica Audio’s Nebula[4] had a CUDA bridge to ac-
celerate their proprietary Volterra kernel-based algorithms, though
support for the GPU engine does not currently exist in the newest
version. Recently, NVidia released “RTX Voice” which offers real-
time noise cancellation, targeted for voice streaming scenarios.

Some challenges exist in widespread adoption of GPU audio.
From a casual survey of online forums, wide differences in users’
setups and worries about I/O bandwidth and latency (especially
latency variance) are common concerns. Practically, CPU perfor-
mance has continued to increase year over year and consumer core
counts grow. The number of audio signal paths is closer to CPU
core count (low dozens) than GPU core count (low thousands).

Copyright: c⃝ 2020 Travis Skare. This is an open-access article distributed under

the terms of the Creative Commons Attribution 3.0 Unported License, which permits

unrestricted use, distribution, and reproduction in any medium, provided the original

author and source are credited.

While certainly not the only hurdle, we will focus on another
consideration–coordinating multiple GPU “programs.” The GPU
can be shared between multiple processes and the operating system
(for compute or display), but context switches introduce system
overhead. Furthermore, several GPU programs that each copy data
to and from the card must share I/O capability, and may quickly
run out of time in the audio callback. GPU manufacturers offer
documentation and tools for optimization, so in the following sec-
tions we apply a few such strategies to synthetic benchmarks and
observe performance increases, with the constraint that we must
meet audio rates.

As an aside, there is some academic coverage studying the
wisdom of using GPUs for real-time tasks outside graphics appli-
cations. Yang et al.[5] provide interesting observations and bench-
marks for embedded GPUs architecturally similar to our system.
In addition to tips and experiments, they point out concerns with
incomplete or incorrect documentation. While the group’s field is
autonomous vehicles, where the failure modes can be more severe
than an audio dropout, the concerns may be of interest to audio
researchers as fellow real-time system developers.

1.1. GPU Terminology

We provide a brief overview of some GPU facts and terms relevant
for future sections.

CUDA[6] is NVIDIA’s General-Purpose GPU (GPGPU) de-
velopment platform for GeForce cards from the last decade. It
provides APIs for critical tasks such as transferring data between
CPU and GPU memory, and executing a GPU “kernel” (a function-
formatted block of program code).

The developer may specify how many threads run a given ker-
nel. Regardless of this choice, threads are grouped and scheduled
in blocks of 32 called a warp. If the developer requests 31 threads,
one warp will be used and one thread will be turned off. If the
developer requests 33 threads, two warps will be used, one full
and one to compute the 33rd thread. Warps contain some shared
resources that make sharing data inside this group quick. On the
other hand, threads in a warp may compete for resources such as
the arithmetic units or memory bandwidth.

The GPU handles scheduling of warps based on available re-
sources. The GPU may schedule a kernel execution work in mul-
tiple stages transparently, and may serve requests from other pro-
cesses and the operating system on its own schedule.

Memory access patterns can be critical in obtaining perfor-
mant code. While beyond the scope of this work (specifics will
be different for different algorithms), the development kit includes
debugging functionality to assist in optimization.
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1.2. Setup

Next, we describe optimizations for cases of combining effects in
serial and parallel, and test these via synthetic benchmarks. The
test system is an Intel 3570K CPU with 16GB of RAM and an
NVIDIA GeForce 1080Ti, which is a powerful consumer-level
card, though currently three generations old (released in March
2017). The GPU has 11GB of RAM, runs at a 1480 MHz process-
ing clock, and has floating-point throughput of 10609 GFLOPS
at single precision, 332 at double precision. In practice many
applications will not be constrained by these limits and will be
more sensitive to latency. Neither the system CPU nor memory
capacities will bottleneck us in these studies. Memory and I/O
speeds will play a part and more modern and high-end hardware
are expected to have more performant numbers1, but similar scal-
ing trends.

We mix development on Linux and Windows; for this work
Windows was used the majority of the time due to preference
for the development tools available on that platform. Of note,
GeForce/CUDA drivers are not available on MacOS 10.14+. In
the event that this changes, we expect the benchmarks to run there
as well. CUDA Toolkit 10.1 was used for this work.

Benchmarks take the form of measuring time to compute ten
seconds of audio under the parameters. Sampling rate is held at
44.1kHz, and number of effect channels is held at 64 unless spec-
ified otherwise–this is less parallelism than many GPGPU algo-
rithms can reach, but it is a realistic thread count when treating an
audio channel as our unit of parallelism.

We run benchmarks for two classes of virtual insert plugin:
“Light Plugin” and “Heavy Plugin.” Both plugins accept a buffer
of audio and need to process it. Light runs the equivalent of ten bi-
quad filter calculations per sample of audio; Heavy runs one thou-
sand, requiring 100x the FPU throughput. Thus, the Light plugin
models cases where I/O time dominates CPU time, and the Heavy
plugin case models cases where CPU time dominates I/O time.

2. HIDING DATA TRANSFERS

First, we consider a documented strategy for increasing throughput
when running one single homogeneous audio task, by reducing
I/O time. This will be also generalized to multiple heterogeneous
kernels.

A prior project[7] involved a GPU process to synthesize and
modulate many modes in parallel. The GPU synthesis/filterbank
process and a plugin client running on the same machine inside a
DAW are launched and begin communicating over shared mem-
ory2. Then, during each audio callback, the following steps hap-
pen:

1. The plugin parses MIDI input data and populates a region
of shared memory with filter coefficients for the filter bank
process.

2. The plugin signals semaphore A and waits on semaphore
B.3

1For reference, the more recent flagship, GeForce 2080 Super, has a
1650 MHz base clock and 10138 single-, 317 double-precision GFLOPS

2without loss of generality; these processes could even live on different
machines if latency allows.

3We note for production-quality software, we must allow other depen-
dencies to run while we wait, so we must write threading/locking code
responsibly.

3. The filterbank process has been waiting on semaphore A; it
wakes up and transfers filterbank coefficients to GPU

4. The filterbank process launches the GPU synthesis kernel
and waits.

5. The GPU kernel retrieves prior state from main GPU mem-
ory (device memory), synthesizes a buffer of new samples,
and saves new state back to main GPU memory.

6. The GPU kernel threads synchronize and sum their output
buffers in groups of 32 threads.

7. The output buffers are transferred back to the filterbank pro-
cess (host memory).

8. If host memory is not mapped cross-process, the samples
are copied to shared memory that is mapped cross-process.

9. The GPU signals semaphore B and waits on A for the next
buffer.

10. The plugin wakes up and copies output data to the location
provided by the DAW. It returns and will be invoked to pro-
cess the subsequent audio callback.

In the existing implementation, all tasks happen sequentially
and strictly serially; they do not overlap. However, GeForce cards
from the last several years support concurrent memory copy and
code execution. That is, we can pipeline our code: while we are
copying results from kernel execution N , we may be in the com-
pute phase for execution N +1, and midway through this we may
have input data for execution N + 2 available and we can start
copying that to the device. This strategy was used by Belloch et
al.[8] towards 16-channel massive convolution on the GPU.

A hypothetical case we will use to benchmark this optimiza-
tion is shown in Figure 1. The baseline approach reads the next
available input audio segment, copies it to the graphics card, in-
vokes the kernel, and copies output data from the card to the host
process. The pipelined architecture uses asynchronous versions of
the API to overlap execution execution and I/O. We modified the
code to double-buffer inputs and outputs, though this change is not
absolutely required if the host is guaranteed to process output data
while I/O is not in progress.

One caveat: for zero-latency plugins, we must compute the
three stages (transfer-to-device, kernel execution, transfer-from-
device) serially and within one audio callback. We note Figure 1
would fail to meet this constraint even with the performance opti-
mization. There is a more general issue here: because input sam-
ples for callback N+1 must be sent to us after we deliver data for
callback N, the opportunity for overlapping data transfers disap-
pears and therefore this optimization can’t be applied for zero la-
tency plugins. If we are willing to incur one or two buffers of la-
tency, however, this optimization may expand the set of algorithms
that are practical on a GPU. We can effectively hide latency, run
compute near 100% of the time, and transfer results back to the
DAW in time slice after the one where compute finishes. In con-
trast, the serial, non-pipelined example in Figure 1 will never be
able to keep up with audio rate.

This is benchmarked synthetically in Table 1. We transfer
buffers of N samples of 64 channels of audio to the GPU, run
a computation representing a single monolithic insert plugin with
five internal stages of either “light” or “heavy” processing detailed
above. This processes samples serially using the arithmetic units
of the GPU. We then transfer the buffers back to the host.

When plugins are computationally light but still parallel, we
see improvements of around 15% by hiding I/O; this is a good
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Figure 1: Pipelined approach using concurrent execution and
memory transfer. Vertical lines indicate audio callback deadlines.
Processing segments are colored red for host-to-device I/O, green
for GPU kernel execution, and blue for device-to-host I/O.

Table 1: Sequential vs. Pipelined execution for one GPU-
accelerated plugin. Time to process 10 seconds of audio (sec)

Strategy Light Plugin Heavy Plugin
Baseline (N=256) 2.86 16.14
Pipelined (N=256) 2.43 16.32
Baseline (N=1024) 1.17 4.88
Pipelined (N=1024) 0.98 4.43

outcome-to-effort ratio for simply moving to the asynchronous
API. We still see improvement in the case of more computationally-
intensive kernels, but the improvement is small in marginal terms,
as there is relatively less I/O to hide.

The preceding benchmark measures processing throughput.
Digital Audio Workstations also have real-time constraints. In Ta-
ble 2 we rerun the experiment and measure mean, variance, and
maximum buffer processing times as seen by the host process. As
in the throughput-focused ten-second processing tests, these mea-
surements include all I/O transfers from and to the GPU. Overhead
of transferring to and from a host DAW is not included.

Table 2: Sequential vs. Pipelined execution, buffer processing
time, in milliseconds.

Strategy Mean Variance Max
Baseline (N=256), Light 1.19 1.82 9.04
Pipelined (N=256), Light 1.00 1.56 10.09
Baseline (N=1024), Light 2.11 1.79 11.08
Pipelined (N=1024), Light 1.93 1.63 8.46
Baseline (N=256), Heavy 8.49 0.91 12.77
Pipelined (N=256), Heavy 8.36 0.89 12.35
Baseline (N=1024), Heavy 8.76 1.10 16.38
Pipelined (N=1024), Heavy 8.61 1.31 15.31

Practically, at 256 samples at 44.1kHz, we must process a
buffer of audio in less than 5.6ms, minus applicable margins and
overheads. We note this constraint is not met for maximum laten-

cies in Table 2 for this trial. This is a problem for the baseline case,
though in pipelined cases our deadline will be two or more audio
callbacks, so the deadline may be met (of course this presents as
higher user-audible latency).

3. VIRTUAL CONSOLE SERIAL EFFECTS CHAIN

We consider a hypothetical 64-channel virtual console emulation.
This might be modeled using a series of stages:

• Microphone preamp: trim/gain and nonlinearity simulation.

• Channel Equalizer

• Channel Compressor

A simple approach is to execute kernels serially for each stage,
copying output data to a buffer to be used as the input data for the
next module. This is analogous to the way insert plugins may be
chained in digital audio workstations.

We narrow the problem with the restriction that each audio
channel is processed with one thread, sample-by-sample. In mak-
ing this restriction, we note that many GPU algorithms have ad-
ditional parallelism we may wish to exploit where possible. In
fact, the earliest examples of GPU audio computation on modern
graphics pipelines depended on this to reach audio rates. Savioja
et al.[9] sums more than one million sinusoids on a GPU, but re-
quired computing multiple samples for the same sinusoid in paral-
lel. Yet some algorithms cannot exploit time parallelism; in these
cases, f(t + 1) has a dependence on f(t) and we cannot apply
any strategy to change that. Based on experimentation, modern
GPUs have clock rates, I/O bandwidth, floating-point throughput
high enough to make serial sample-by-sample processing feasible
for some applications.

Returning to the virtual console example: we code the bench-
mark with each stage modeled as a separate effect. Because each
kernel invocation by default involves sample transfer between CPU
and GPU, we spend a large percentage of wall-time waiting for
I/O needlessly. An optimization is to combine our effects chain
into a single kernel and compute the full chain without any un-
needed memory copies. This scheme is visualized in Figure 2, and
is benchmarked in Table 3 for a chain of k effects.

Table 3: Coalescing k plugins to avoid I/O transfers between plug-
ins. Time to compute 10 seconds of audio (sec). Buffer size N=256.

Strategy Light Plugin Heavy Plugin
Baseline (k=2) 1.79 3.29

Combined (k=2) 1.05 2.32
Baseline (k=5) 3.42 7.51

Combined (k=5) 1.09 3.74
Baseline (k=10) 6.79 14.75

Combined (k=10) 1.16 6.22

The benchmarks show eliminating I/O is, as expected, a very
useful optimization. For inexpensive but parallel GPU computa-
tion kernels, I/O dominates scaling. As we chain computationally-
inexpensive plugins we quickly use up our audio buffer timeslice
in data transfer. If we can optimize all but the first and last trans-
fers away, we can scale number of plugins, or plugin complexity,
much further and spend more time in compute code versus I/O.

We again run the benchmark to examine practical latency con-
siderations, in Table 4 the mean latency, variance, and maximum
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Figure 2: Combining serial effects into one kernel

latency are measured. The more time spent inside compute-heavy
regions, the less penalty we suffer from inefficient I/O, though the
optimization is still worth pursuing.

Table 4: Coalescing k plugins to avoid I/O transfers between plu-
gins. Buffer processing time, milliseconds. Buffer size N=256

Strategy Mean Variance Max
Baseline (k=2), Light 2.09 2.39 10.94

Combined (k=2), Light 1.24 1.55 9.19
Baseline (k=5), Light 4.96 3.90 23.58

Combined (k=5), Light 1.52 1.47 8.66
Baseline (k=10), Light 10.18 5.32 33.22

Combined (k=10), Light 1.85 1.35 9.58
Baseline (k=2), Heavy 16.76 1.22 21.18

Combined (k=2), Heavy 15.74 0.82 19.48
Baseline (k=5), Heavy 41.56 1.46 45.99

Combined (k=5), Heavy 38.09 0.71 41.27
Baseline (k=10), Heavy 83.25 1.92 89.58

Combined (k=10), Heavy 74.31 1.25 83.37

Combining effects plugins is a simple operation, but we have a
few options that balance code readability, flexibility, and resource
usage.

As a manual approach, we may simply merge code in our de-
velopment environment, or more elegantly merge via preprocess-
ing, the code from two kernel functions into a new, combined func-
tion. Here we must ensure that variables are not redeclared, and
that the correct buffers are used such that the output memory from
one plugin is used as the input to the next. A compile-time trans-
form could be written for this. One drawback is that each plugin
will reserve its own stack space and potentially registers for vari-
ables. This is the approach used for our benchmarks in this work.

Alternatively, we may break our code into multiple device
functions, with a new device function calling them serially, but
developer documentation suggests that in cases where the compiler
does not inline the functions, the stacks will use relatively slower
device memory, where we would ideally like to keep all locals in
registers if possible; in [7] this was one of the most attractive opti-
mizations to running certain algorithms at audio rates. We note we
may reuse locals between stages at the cost of readability; beyond

this we hold discussion on local variables for Section 4.1.
In a hypothetical case where we are unable to coalesce all ef-

fects into one kernel, as a middle ground we may keep separate
kernels, but add a boolean parameter that controls whether to copy
data back to the host, or merely keep it in global GPU memory.
This parameter must be true for the last effect in the chain, but the
prior effects would be instructed to leave data in global memory
and avoid sending intermediate buffers back.

It is worth noting some advantages of separate kernels: clean
separation of code, separate stacks, easy code reuse across projects,
the ability to easily chain multiple instances (for example a fast-
attack compressor to tame peaks followed by a “character” com-
pressor for tone), and the ability to easily modify order – com-
pressor before EQ rather than after. While one monolithic kernel
does not preclude any of those advantages, when writing kernels
separately the advantages are obtained “for free.”

4. SYNTHESIZER WITH PARALLEL MODULES

Consider a semi-modular polyphonic synthesizer where oscillators
may be chosen from different engines: for example, FM or digital
waveguide string simulation. The simplest way of structuring this
code is likely to write it the same way we might a CPU implemen-
tation, performing a switch-like selection of algorithm:

Listing 1: Default approach for a multi-generator synth

d e v i c e s y n t h K e r n e l 1 ( a r g s ) {
/ / Loca l v a r i a b l e s d e c l a r e d h e r e
/ / f o r bo th e n g i n e s

i f ( c o n f i g [ t h r e a d I d x . x ] . s y n t h E n g i n e
== FM) {

/ / run FM f o r t h i s t h r e a d
}
e l s e i f ( c o n f i g [ t h r e a d I d x . x ] . s y n t h E n g i n e

== STRING ) {
/ / run s t r i n g s i m u l a t i o n f o r t h i s t h r e a d

}
}

Note that threadIdx is provided by the CUDA runtime;
each thread will see its own index in this expression.
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Figure 3: Default behavior and two optimizations for a synthesizer with selectable generator module. Note that the two warps are scheduled
to execute simultaneously on different streaming multiprocessors.

We recall how contemporary GPUs handle branching: for a
given if() branch in code, the conditional is evaluated on all
threads in a warp. If any thread in the warp evaluates to true, the
branch is taken. All threads in the warp execute in lockstep; the
threads that failed the condition effectively wait and do not in-
cur side effects. In an if/else, some threads will execute one
branch then wait for the other threads to execute the other branch.
We note future GPU generations may support richer branching.

Branching can reduce performance by factors of two, espe-
cially troubling for deep conditional statements. The GPU, how-
ever, will transparently implement an important optimization: if
all threads in a warp fail a conditional, there is no need to execute
it and the GPU will jump past it.

Therefore, if we can structure our threads in a way to max-
imize the likelihood that all threads in a warp execute the same
algorithm, our branches do not incur overhead.

We can group threads by voice and still run the check as in
Listing 1, or save some memory and partition the space; threads
with IDs less than some constant ENGINE_A_THREADS will use
generator of type A (FM in the prior example) and the next parti-
tion uses generator type B (STRING in the prior example).

Listing 2: Partitioned voice space optimization

d e v i c e s y n t h K e r n e l 2 ( a r g s ) {
/ / Loca l v a r i a b l e s d e c l a r e d h e r e
/ / f o r bo th e n g i n e s

i f ( t h r e a d _ i n d e x < ENGINE_A_THREADS) {
/ / Run code f o r s y n t h Engine A

} e l s e {
/ / Run Code f o r s y n t h Engine B

}
}

4.1. Local variables

Performance may be the primary concern, but it is good to keep
readability and maintainability in mind. The synthKernel2 ap-
proach in Listing 2 has drawbacks, including more complex code,
and more importantly a shared frame for all local variables, im-
posing a resource constraint on register/thread memory, which is a
limited yet valuable resource.

It is possible to have the kernel code call other device func-
tions. In this case, the function may either be inlined, or called with
a traditional stack architecture; the stack resides in global memory
and will not be as fast as registers but can benefit from caching.

CUDA supports a union type but seemingly not in registers
as of the development kit version used in this project.

4.2. Comparison

A visual summary of the different approaches for the “synthesizer
with multiple generator types” problem may be seen in Figure 3.

We have a large number of voices–the synth may be poly-
phonic and have several oscillators per voice–and we assign gener-
ators to CUDA threads in order of their display on a user interface.
This is easiest to debug and the simplest, cleanest coding practice.
At runtime, though, it is likely that in a group of 32 threads, we’ll
have some threads using Generator A and others using Generator
B.

The second approach, “Thread Alignment/Padding,” can use
the exact same kernel code, but when assigning threads to warps
we assign them by Generator type. “Padding” refers to the fact
that we may end up with fewer than 32 threads per warp, and have
some threads idle in each warp. If only a few voices uses the FM
engine, we may seem to “waste” the majority of a warp, but in
practice the tradeoff in throughput may be worthwhile.

We expect some overhead in the Thread Alignment approach:
the kernel code is larger. There may be cycles spent in precondi-
tions or calculating the branch predicate for a branch we do not
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take. Finally, we may have fewer registers for optimizations4.
The third approach, “Separate Streams”, also involves buck-

eting threads, but we use the CUDA Stream API to launch each
generator as a completely separate kernel, concurrently. Bench-
marks follow in Table 5.

Table 5: Parallel Synth Engines, Time to compute 10s of audio
(sec)

Strategy Medium Plugin Heavy Plugin
Baseline 2.94 9.03

Thread Alignment 1.87 4.51
Streams 1.95 4.73

We see the expected effect that grouping threads to eliminate
branches has a substantial positive effect, approaching 2x for our
branching factor under the right conditions. Interestingly, we see
simply organizing threads manually performs best with these sim-
ple kernels. The Streams API offers true independent kernel exe-
cution, but there seems to be some small overhead in coordinating
and scheduling multiple kernels. In this synthesizer example it
was trivial to group threads; for other cases streams may be worth
considering using Streams to overlap heterogeneous kernels.

5. PRACTICAL CONSIDERATIONS

Some practical issues must be addressed to create a usable sys-
tem for end-user audio engineers. Different GPUs support a dif-
ferent number of concurrently-executing kernels within the same
process, which limits the number of different algorithms that may
execute simultaneously. The number may be queried from the
hardware at runtime or looked up in the developer documentation
based on Compute Capability level for the card[6], and is expected
to be around 16-32 in theory, with lower practical limits.

The prior section assumed a system with only one process
coordinating CUDA kernel launches. For our synthetic bench-
mark synthesizer we have full control, but what if a competing
plugin brand is running their own GPU synthesizer? By default,
multiple processes on a CPU system have different CUDA “con-
texts” and can not overlap. Each process effectively owns a global
CUDA context lock for its timeslice. For maximum performance,
the community would likely need to maintain a shared GPU ef-
fect bridge and kernels could be submitted as bridge plugins in the
form of shared libraries, much as DAW plugins are compiled and
registered.

An alternative exists, however. Nvidia provides MPS, a “Multi-
Process Service” binary which can coordinate kernel executions,
and importantly tries to overlap memory and compute tasks be-
tween different processes, without those processes being aware of
each other.

MPS is beyond the scope of this work. For interested re-
searchers, note Yang et al.[5] benchmark MPS for real-time ap-
plications and find some pros and cons; their results suggest this is
not a magic bullet. A failed effort to port TensorFlow to support
MPS[10] showed that it limits programming power, though MPS
is more robust on newer GPU architectures: Volta5, Turing, and
beyond.

4This last case would represented by a longer “Warp 0” bar in the plot
5Professional cards only; no consumer-level Volta cards were launched

It is worth emphasizing the overall utility of GPU audio is
dependent on exploitable parallelism: either we must have an al-
gorithm with parallel pieces per audio stream, or a high number of
independent audio streams. Revisiting a FPU-bound “heavy plu-
gin” example from Section 2 that processes ten seconds of audio
as quickly as possible, and sending the kernel 64 channels of au-
dio, we find via the NVidia performance tools that we use 0.16%
of available streaming multiprocessor throughput and 0.37% of
available memory. These are low numbers but make sense: the
card has 3,584 streaming multiprocessors and 64 channels of au-
dio only requires four or eight (at common developer-chosen di-
mension sizes), plus we do not achieve 100% occupancy. Overall
memory transfer rate achieved is 1.73 GB/s. The card has a theo-
retical maximum of 484 GB/s; CPU, Memory, and I/O counters all
indicate the 64-channel application is data-starved, as expected.

Having touched on coexisting with other audio tasks and other
GPU tasks (OS drawing, other applications, plugins’ UI render-
ing), we attempted to quickly gauge real-world impact. Different
benchmarks were run with and without Geeks3D “FurMark” run-
ning on the system simultaneously, set to the “GPU Stress Test”
mode. A synthetic FPU-bound trial increased in time from 4.0s
to 10.71s (2.68x) with FurMark running. For an I/O bound test,
the audio processing process’s runtime increased from 15.06s to
48.05s (3.19x). Thus, GPU scheduling contention may be an area
worth exploring in the future, with regard to different consumer
workloads and dedicated versus shared GPUs.

6. CONCLUSIONS

We explored some optimizations available for cooperative GPU
kernel execution in serial and parallel real-time audio tasks. Alter-
native approaches were considered, along with tradeoffs involving
development flexibility and style.

Benchmarks were synthetic, but the parallel synthesizer mod-
ules strategy is being applied in practical concurrent work involv-
ing a drum set synthesizer with a modal filterbank for cymbals and
waveguide meshes for membranes.

Very recently, Gaster et al.[11] explored feasibility of differ-
ent buffer sizes for realtime GPGPU audio, benchmarking across
CUDA and OpenCL on discrete and integrated graphics. We con-
centrated on CUDA and explored breadth in the form of bench-
marking different optimizations, and found overall similar possi-
ble buffer sizes. However, we note that while buffer sizes of 256
samples appear feasible in terms of mean latency, latency vari-
ance, and data throughput, there were occasional latency spikes
that would have caused rare, but present, overruns–even before
taking into account DAW overheads, driver latency, and additional
safety margins.

Future work might be to fully prototype a virtual console setup,
if a model is available where GPU compute for 64 channels out-
weighs I/O transfer. This would give a practical example for the
effects chain benchmark.

We might also investigate integrated GPUs on mobile devices.
These are becoming steadily more powerful and are often generally-
programmable. They are of active interest in the machine learning
community; Georgiev et al.[12] found that inference for tasks such
as speech recognition obtained 6.5x speedups over CPU while us-
ing only 25% of the energy, saving battery power and heat output.
Anecdotally, as an early empirical result we have found modal pro-
cessors may run on the NVidia Jetson Nano development board at
audio rates, albeit with thousands rather than millions of modes.
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Use of mobile GPUs could power art installations or portable in-
struments and run at around five watts, or increase the scope of
what is possible on phone/tablet synthesis applications.
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ABSTRACT 

This paper explores Frequency Modulation (FM) for use in mu-

sic synthesis. We take an in-depth look at Linear FM, Linear-

Through-Zero FM, Phase Modulation (PM) and Exponential 

FM, and discuss their pros and cons for sound synthesis in a digi-

tal system. In the process we derive some useful formulas and 

discuss their implementation details. In particular we derive ana-

lytic expressions for DC correcting Exponential FM, and make it 

match the modulation depth of Linear FM. Finally, we review 

practical antialiasing solutions. 

1. INTRODUCTION 

FM synthesis was first introduced by John Chowning in his fa-

mous paper from 1973 [1], where he showed how natural sound-

ing sounds could be synthesized by dynamically controlled Fre-

quency Modulation. The technique was licensed by Yamaha for 

use in their DX7 synthesizer. Before that, FM was known from 

its use in radio transmission, originally designed as a replacement 

for Amplitude Modulation (AM) radio, since it is less susceptible 

to noise.  

 

Chowning showed that a simple setup of a carrier waveform, 

modulated by a modulator waveform, could produce musical 

sounds by controlling the level of modulation using a Modula-

tion Index I.  

 

Expressed using just sinusoids, Chowning wrote the instantane-

ous FM modulated time-domain signal as: 

 

 ))sin(sin()( tItty mc     (1) 

 

where ωc is the carrier frequency and ωm is the modulator fre-

quency [1]. Here, ω denotes the angular frequency, which for a 

linear frequency f is defined as ω=2f.  

 

When I is zero, there is no modulation, but when I is increased, 

the modulation introduces sidebands in the resulting sound spec-

trum at frequency intervals of the modulating frequency [1]. See 

Figure 1. 
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Figure 1: FM spectrum 

 

Chowning’s insight was that by controlling the Modulation Index 

and the ratio between the carrier and the modulating frequency, 

could add and remove sound harmonics, thereby controlling tim-

bre.  

 

For synthesizing harmonic spectra, the frequency ratio r should 

be rational [1]: 
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That is, N1 and N2 should be integers. Furthermore when disre-

garding common factors, the fundamental frequency of the result-

ing sound will be [1]: 
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The sidebands of an FM signal and its associated magnitude co-

efficients can be determined using Bessel functions of the first 

kind, Jn  [1]: 
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Now, let us take a step back, and look at Chownings formula in 

equation (1). So the main frequency ωc of the carrier signal is 

kept static and the modulating signal added as a phase offset: 

Isin(ωmt). So he is in fact modulating the phase. So why call it 

Frequency Modulation? Simply due to the fact that Frequency 

and Phase Modulation are closely related. Since frequency is the 

derivative of phase, modulating the signals phase will also modu-

late its frequency. FM and PM are therefore used interchangeably 

and sometimes simply referred to as angle modulations [2]. 

However, there are some key differences that we will look at in 

the following. 

Amp

ωcωc-ωmωc-2ωm ωc+ωm ωc+2ωm

Freq
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 DAFX-2 

2. LINEAR FREQUENCY MODULATION 

In principle, linear FM is simple: For a given carrier frequency, 

we allow the frequency to sweep up and down by a frequency 

deviation ω. The important distinction being that it linearly 

sweeps up the same amount of Hz as it sweeps down. Mathemat-

ically we can write the modulated frequency as: 

 

 )sin()( tt mclin     (5) 

 
and the resulting time-domain signal as: 

 

 )))sin(sin(()( ttty mc     (6) 

 
This is direct Frequency Modulation and not the same as equa-

tion (1), as phase is left untouched. 

 

The Modulation Index is defined as [2][3]: 

 

 

m

I





  (7) 

 
This means that given a Modulation Index, the frequency devia-

tion is calculated as [3]: 

 

 
mI    (8) 

 

That is, the peak frequency deviation is a multiple I of the modu-

lating frequency. 
 

2.1. Linear FM DC and Tuning 

The link between the Modulation Index and frequency deviation 

means that slowly changing the modulation index, can make the 

resulting sound momentarily drift out of tune [2].  

 

For simplicity, we expressed the carrier and modulator using si-

nusoids. However, there is nothing stopping us from using other 

waveforms, such as more harmonically rich Saw, Square and 

Triangle waves. Yet, what happens if we use a modulating wave-

form that has a DC offset? In that case we will be adding this DC 

offset scaled by the frequency deviation ω to the carrier fre-

quency causing the resulting sound to go out of tune.  Not a de-

sirable behavior [2]. So for Linear FM, a DC offset in the modu-

lating waveform should be avoided.  
 

2.2. Linear-Through-Zero FM 

An interesting aspect of Linear FM is what happens at 0 Hz. 

Since we are subtracting ω from ωc, the frequency can reach 

and even cross the 0 Hz line. We can choose to disallow this and 

simply stop frequencies at 0 Hz, or we can choose to allow it and 

let frequencies become negative. While both acceptable, the lat-

ter is more correct and known as Linear-Through-Zero FM 

(LTZFM) [4]. It is more correct because stopping at 0 Hz will in 

itself introduce a DC offset [2][3]. Also, the negative frequencies 
contribute to the sound. LTZFM simply sounds “sweeter” [4]. 

 

Figure 2: Negative frequencies. 

 

 

So what happens below 0 Hz? Just like a wheel starting to spin 

backwards, negative frequencies generate sound but in reverse 

phase [3][4]: sin(-x) = -sin(x). That is, the negative frequency 

sidebands reflect back above 0 Hz, spilling into the positive fre-

quencies with their phase inverted. See Figure 2. 

 

3. PHASE  MODULATION 

Since frequency is the derivative of phase, modulating the phase 

will also modulate the frequency. Phase Modulation is therefore 

equivalent to Linear Frequency Modulation, and is in fact what 

Chowning describes in his paper [1]. Hence, it is also referred to 

as Chowning-style FM or indirect FM.  

 

The frequency can be seen as the angular velocity of the phase 

angle in time. With FM, we change the frequency while keeping 

the phase constant. In PM, we change the phase while keeping 

the frequency constant. However, changing the phase also alters 

the instantaneous frequency, where the frequency and phase rela-

tionship can be written as [2]: 

 

 
( )

d
t

dt


 

  (9) 

 

 ( ) ( )t t dt  
  (10) 

 

That is, we get the frequency by differentiating the phase angle. 

And get the phase, by integrating the frequency. 

 

Again, using just sinusoids, we can express the modulating phase 

function as: 
 

 )sin()( tt m    (11) 

 

where  is the phase deviation. The resulting time-domain sig-

nal becomes: 
 

 ))sin(sin()( ttty mc     (12) 

 

The PM Modulation Index is simply defined as [2]: 

 

 I   (13) 

 

Looking at the time-domain formula in equation (12), we see that 

DC in the modulating function will not change the tuning fre-

quency of the carrier, but instead introduce a phase offset. Thus, 

PM is said to “fix” the DC tuning problem of Linear FM [2]. 

ωc ωc+ωm ωc+2ωm

Freq

Amp
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Since the phase modulation in itself can make the carrier signal 

run backwards, PM actually has built-in Linear-Through-Zero 

behaviour. Also, unlike direct Linear FM, altering the Modula-

tion Index does not impose any momentary detuning [2]. 

 

Hence, for those reasons, PM is in general favoured over “na-

ïve”, direct Linear FM, and also why, when referring to FM, 

most papers and applications actually mean and apply PM.   

 

Note that, due to the use of angular frequencies with trigonomet-

ric functions, the Modulation Index, for both FM and PM, may 

or may not have an implied scaling by 2. 

 

Aside from the above differences, Phase and frequency modula-

tion give the same results. However, since frequency is the deriv-

ative of phase, there will always be a phase difference between 

FM and PM using the same modulation signal. 

 

So we can safely say that Linear Phase Modulation is Linear Fre-

quency Modulation. In fact, it is its more stable brother. Yet, the 

same cannot be said for Exponential FM.  

 

4. EXPONENTIAL FM 

Exponential FM is a form of frequency modulation where the 

modulation range follows the musical spacing of notes and oc-

taves. For instance, given a frequency ωc, going up one octave 

means doubling the frequency (2ωc), and going down one octave 

means halving the frequency (ωc/2).  

 

Mathematically we can write the exponentially modulated fre-

quency as [5][6]: 

 

 )sin(

exp 2)(
tV

c
mt

    (14) 

 

where V is the amplitude of the modulation. The sinusoidal time-

domain signal then becomes: 

 

 )2sin()(
)sin(
tty

tV

c
m   (15) 

 

Since trivial control over the tuning frequency is available in 

most analog synthesizers, Exponential FM is in a sense the sim-

plest form of FM. At low rates, Exponential FM is simply vibra-

to. 

 

With Linear FM/PM, the sidebands are equally spaced around 

the carrier frequency. However, with Exponential FM, the spac-

ing of the sidebands is asymmetrical around the carrier, creating 

a different type of sound [5]. 

 

As we cannot halve a frequency to cross the 0 Hz line, exponen-

tial FM does not have Through-Zero behavior, but instead stops 

at 0 Hz. 

 
Like with Linear FM, it would be advantageous to use phase 

modulation to get an Exponential FM response. However, in 

practice this is difficult.  Getting the instantaneous phase func-

tion would require integration of the above frequency function, 

but this does not have a closed-form solution [7]. 

4.1. Exponential FM DC and Tuning 

If we imagine a one octave modulation of a carrier frequency of 

440 Hz, the peak maximum and minimum frequencies become 

880 Hz and 220 Hz, which are not of equal distance to 440 Hz. 

So this implies that Exponential FM introduces a DC offset, 

which detunes the resulting sound [4]. 

 

Even modulation with a fully symmetric function, the “stretch” 

imposed by the exponential function will make the result non-

symmetric, which means that the DC offset is dependent on the 

modulating waveform. 

 

This may explain why musicians constantly have to retune a 

patch using Exponential FM [4]. Whenever the Modulation In-

dex or the modulating waveform is altered, the patch will go out 

of tune. 

 

To get an idea of what the DC offset is, we define an exponential 

factor k as the integral over one period of the modulating wave-

form: 

 

 


period

tVf

DCk )(2   (16) 

 

such that: 

 

 ))1(2()( )(

exp,  DC

tVf

cnoDC kt    (17) 

 

Integration over Sine does not give a closed-form solution. In-

stead the exponential must be expanded into: 

 

 






1

0

)sin( )cos())2ln((2))2ln((2
k

k

tV tkVIVI    (18) 

 

Where In are the modified Bessel functions, equivalent to the 

regular Bessel functions of the first kind evaluated for purely im-

aginary arguments: In(z)=(-in)Jn(iz) [6]. Since we are interested in 

the DC offset, we disregard the infinite sum, and write: 

 

 ))2ln(())2ln((
1

0
00|   VIdxVIk SineDC

  (19) 

 
The Modified Bessel function I0 is not trivial to evaluate. How-

ever, good approximations are described in [8] and [9]. Integrat-

ing for ideal Saw, Square and Triangle waveforms yield nice 

closed-form analytic expressions: 
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2

1

0

)(
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V
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 ))2ln(cosh(2
1

0
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Figure 3: Analytic DC corrections. 

 

We can use these expressions to compensate for the DC offset for 

(bipolar) Exponential FM with ideal modulating waveforms. See 

Figure 3. 
 

To verify, we can, e.g., set V=4 and integrate over one period of 

a corrected modulating sinewave: 

 

   
1

0
0

)2sin(4 0))2ln(4(2 dxIx   (23) 

 

which means that our average ωexp,noDC  will equal ωc. The inte-

gral over this corrected function is graphed in Figure 4. 

 

 

Figure 4: DC corrected modulation. 

 

Care should be taken, as this correction may bring the instanta-

neous frequency below 0 Hz, thus again requiring a Through-

Zero carrier oscillator. 

 

In addition, since this correction is equivalent to altering the fre-

quency by a ωc scaled carrier offset, this skews the ratio, as ωm is 

kept constant, resulting in a different sound.  

 

4.2. Re-Tuning Exponential FM 

Let us take a look at a practical example to see what this actually 

means. So given a sinusoidal oscillator playing the musical note 

C-3, we apply Exponential FM using a sinusoidal modulator at 

the same frequency, thus r=1, and say V=3. 
 

 

Figure 5: Sinusoidal waveform and spectrum, without 

FM. 

 

For reference, we first observe the non-modulated waveform and 

spectrum shown in Figure 5. The fundamental frequency for the 

C-3 sinusoidal is shown in the spectrum, at exactly 130.81 Hz. 

 

We then apply “naïve” exponential FM without any correction. 

See Figure 6. The result is an erratic waveform that sounds harsh, 

inharmonic and out-of-tune. From the spectrum we observe that a 

new fundamental frequency is introduced (~56 Hz), that has no 

harmonic relation to the fundamental.  

 

 

 

 

Figure 6: Exponential FM without DC correction. 

 

Finally, we introduce the analytic DC correction. See Figure 7. 

The waveform becomes well-behaved, harmonic, and from the 

spectrum we observe that it is in-tune, since the fundamental fre-

quency is kept intact, while the FM modulation only produces 

overtones.  

 

Again, it is important to point out that this result is achieved us-

ing an oscillator capable of Through-Zero. If we apply this cor-

rection using an oscillator incapable of Through-Zero, we instead 

get the result shown in Figure 8, which in this case is just as in-

harmonic and out-of-tune as without correction. 
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Figure 7: Exponential FM with analytic DC correction. 

 

 

Figure 8: Exponential FM, with DC correction but with-

out Through-Zero. 

 

So are we not able to produce harmonic Exponential FM without 

Through-Zero? What happens if we instead alter the modulation 

frequency ωm ? 

 

According to Hutchins et al. [6] the condition for a harmonic 

spectrum with an Exponential FM pure sinusoidal oscillator is: 

 

 

  2

1

0 )2ln(

1

N

N

VIm

c 


   (24) 

 
This forces one of the sidebands to fall on zero frequency, so 

“the carrier, all normal sidebands, and any significant reflected 

sidebands will fall on positions that are multiples of a common 

fundamental” [6]. 

 

So this means that, unlike with Linear FM, the harmonic ratio 

may be non-rational, and we can express the harmonic modula-

tion frequency as: 

 

  
cm

r

VI


)2ln(0   (25) 

 

 

 

Figure 9: Exponential FM with corrected modulation 

frequency. 

 

 

 

Figure 10: Exponential FM with tracked DC correction. 

 

The numerator looks exactly like our DC offset. Let us explore 

this further. So we again perform “naïve” Exponential FM, ex-

cept we now alter the modulation frequency according to equa-

tion (25). The result is shown in Figure 9. While the output is 

now harmonic and sounds good, it is not in-tune, as the funda-

mental has shifted to ~320 Hz. A shift that depends on V. Yet, 

given an oscillator incapable of Through-Zero, this correction 

does produce a harmonic sound. So if we know the modulating 

waveform, we can get the modulation frequency that will pro-

duce a harmonic spectrum by:  
 

 
c

DC
m

r

k
    (26) 

 

What if the modulating waveform is unknown? An alternative is 

to apply a DC filter to the frequency control signal, and use the 

estimated DC offset for correction. However, depending on the 

cutoff point, the filter will not work instantly, resulting in an in-

harmonic glide-effect when changing Modulation Index or 

switching notes. For completeness, Figure 10 shows the resulting 

signal when using such a tracked DC offset as our kDC. The out-

put matches our analytic results (Figure 7) when in a steady-state. 

A DC filter can also be applied in conjunction with an analytic 

correction in cases where the modulating waveform diverts from 

the analytic inputs. Finally, the integral over a known but non-

ideal waveform can be precalculated into a look-up table, and 

used for correction when the analytic formulas do not apply. 
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4.3. Exponential Modulation Index 

So far we have referred to the modulation amplitude as V. While 

V is linked to the Modulation Index, we have yet to establish this 

link. In [6] & [7] V is simply referred to as the Modulation 

Depth, while it is pointed out that the carrier frequency increases 

rapidly when V reaches values of 8 or more [7]. This is problem 

for digital synthesis, as high frequencies are prone to alias in a 

digital system. 

 

Timoney et al.[7] suggests a “useful formula for low-aliasing dig-

ital implementations of Exponential FM” that estimates the fre-

quency where sidebands fall below a threshold (See Section 5.1). 

The expression is limited to sinusoidal modulation. 

 

To make Exponential FM easier to control, we will instead derive 

an expression for V in relation to the Linear Modulation Index. 

To keep V in check, we set the size of the full exponential fre-

quency range equal to the Linear FM one and solve for V: 

 

   m

VV

c I 222     (27) 

⇕  

 

c
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V



2
))2ln(sinh(2 

  (28) 

⇕  

 

)2ln(

asinh 









r

I

V
  (29) 

 
Given a Modulation Index, this makes Exponential FM span the 

same size frequency range as Linear FM, thus keeping V within a 

more sensible range. See Figure 11. This also makes it easier to 

compare the two, both visually and sound-wise. The Linear FM 

vs. the Exponential FM spectrum is shown in Figure 12. 

 

 

 

Figure 11: Modulation Depth V vs. Modulation Index I, 

for ratio r=1. 

 

 

Figure 12: Exponential FM(green) vs. Linear FM spectrum(red). 

4.4. Operators & Feedback FM 

In classic FM, the term operator describes a waveform generator, 

who's amplitude is controlled by an envelope, and can function 

as either a carrier or a modulator [1][2]. Each operator can be 

routed to control the frequency of another operator. In this way it 

is possible to do complex FM routing, referred to as algorithms, 

where operators are connected in series or in parallel, to form 

complex evolving sounds. In part, this is what made the Yamaha 

DX7 so famous.  

 

Now, this design also made it possible to feed the output from a 

chain of operators back into the input frequency of a chained op-

erator, creating variable feedback by a factor . See Figure 13. 

Figure 13: Feedback FM. 

 

Feedback can breathe life into a static sound, but historically it 

also solved a problem. Normally, when the Modulation Index 

changes, the amplitude of the sidebands change unevenly as dic-

tated by the Bessel functions. This results in a characteristic un-

natural or “electronic” sound [5]. By introducing feedback, this 

unevenness is made more linear, which makes changes to the 

Modulation Index sound more natural. Roads et al. [5] describes 

this mathematically by: 
 

 
))sin(()(

2
)(

1

tnnJ
n

ty mc

n

n 







  (30) 

 

This reveals a scaling by 2/n but also shows that the inputs to 

the Bessel functions are now scaled by their order n, which ac-

counts for the even spread of the sidebands across a wider spec-

trum compared to non-feedback FM [5].  

 

An inherent problem with feedback is that it tends to be unstable. 

Feeding a Sine back into its frequency might be okay. The 

sinewave actually warps into a sawtooth. But feeding a Saw into 

itself, will quickly result in noise. One solution is to lowpass fil-

ter the feedback, thus taming the high frequencies that cause the 

noise. Although the DX7 was Sine only, it had built-in lowpass 

feedback filtering. 

5.  ANTIALIASING 

When implementing FM in a digital system we have to address 

digital aliasing, i.e., the fact that we cannot represent frequencies 

higher than the Nyquist frequency. Since one of the main points 

of FM synthesis is to generate sidebands, these can cross half the 

sampling rate, where they wrap around and reappear as distor-

tion, or aliasing. 

 

Interestingly, the corrections suggested in section 4 for Exponen-

tial FM, reduce the frequency range, and thus the aliasing risk. 

However, for both Linear FM, PM & Exponential FM, aliasing 

remains a concern, especially for non-sinusoidal carriers. 
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5.1. Modulation Index Limiting 

The extent of the sidebands is known as the bandwidth. 

Chowning uses Carson's rule for the estimated bandwidth of si-

nusoidal Linear FM [1]: 

 

 )1(2)(2  IfffB mmFM
  (31) 

 

Where f is the frequency deviation (in Hz), and fm is the maxi-

mum modulation frequency. If we set fc+fm(Imax+1)=FS/2, we can 

compute an approximate maximum Modulation Index:   

 

 
1

2/
max 




m

cS

f

fF
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  (32) 

 

Where FS is the sampling-rate and fc is the carrier frequency. 

Thus, keeping the Modulation Index below this limit will not 

cause significant aliasing for sinusoidal FM. For non-sinusoidal 

carrier signals, fc should be replaced by their highest overtone 

frequency. We can use Imax to design a simple expression for a 

low-aliasing Modulation Index I’: 

 

 
max' ,0,I clamp I I   (33) 

 

An adapted bandwidth rule may be chosen for Exponential FM, 

estimating where sidebands fall below -80 dB peak value [7]: 

 

 )303.4(771.22
1)2ln(0 


mm

VV

cEFM VfefB m   (34) 

 

Where V0 is the DC term and Vm the time-varying amplitude of 

the modulation signal [7]:  

 

 )()( 0 tfVVtV mm    (35) 

 

5.2. Oversampling 

Another way to reduce aliasing is to oversample, i.e., perform 

frequency modulation at an N times higher sample-rate, and then 

downsample the result, which involves lowpass filtering and dec-

imation [10].  

 

Ideally we want a lowpass filter that suppresses frequencies 

above Nyquist at the target sample-rate, leaves the pass-band flat, 

and has a short transition-band. One way to design such a filter is 

through a linear-phase FIR, whose output is given by the convo-

lution: 
 

 




M

k

knxkhny
0

][][][
  (36) 

 

where h[k]  are the M+1 filter coefficients and  x[n] is the sam-

pled input signal [10]. The symmetric coefficients for a Win-

dowed-Sinc filter are: 

 

 ][
2/

))2/(2sin(
][ iw
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Mif
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   (37) 

where fc is the normalized cutoff frequency, and w[i] is a window 

weighting function, such as Hamming or Blackman [10]. For 

i=M/2, h[i]=2fcw[i]. The final filter kernel h should be normal-

ized for unity gain. 

 

The number of coefficients is typically limited, so it is important 

to consider the normalized bandwidth of the transition-band, 

which approximately is BW=4/M [10]. So for an M of say 64 co-

efficients, at 16x oversampling, the transition-band becomes 

twice the size of the pass-band. Even if we adjust the cutoff fre-

quency by -BW/2, the roll-off is still too slow and we get just 

20 dB attenuation at Nyquist.  

 

One option is of course to use more coefficients, but that makes 

the filter more costly. That aside, doing filtering before decima-

tion is inherently ineffective, as we throw away N-1 samples that 

were just computed. A different approach is to decimate before 

filtering. This is made possible with a class of filters called poly-

phase filters [11].  

 

For downsampling by a factor N, a polyphase filter consists of N 

parallel chains of allpass filters, that each have a different phase-

response (Hence the term “polyphase”). The output is the sum of 

these allpass filters.  

 

While the filters can be realized for any factor using both FIR 

and IIR prototype filters, we will focus on a polyphase IIR deci-

mation by a factor of 2, as these are relatively cheap and can be 

cascaded to form any power of two decimation. The digital z-

domain transfer function for such a polyphase halfband filter is 

[11][12]: 
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where n is the order and a the K=(n-1)/2 allpass coefficients. 

This formula tells us that we have two chains of cascaded 1st or-

der allpass filters than process the input data interleaved. Hence 

the reason for using z-2 and the extra sample delay z-1. For a spec-

ified transition bandwidth (ωt) and stop-band attenuation (ds), the 

calculation of n and the coefficients is shown in, e.g., [11] and 

[12].  

 

For 16x oversampling, we can cascade log2(16)=4 polyphase 2x 

decimation filters [12] and compute the normalized transition 

bandwidth ft for each section backwards by ft[stage]=(ft[stage-

1]+0.5)/2 [12]: 
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While IIR filters have fewer coefficients, and thus lower runtime 

than FIR, they have a non-linear phase response and are more 

susceptible to quantization noise. Since the transition-band re-

quirements are less critical for the first few sections, de Soras 

suggests using FIR filtering there and only polyphase for the last 

pass (2x1x) [12]. 
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Figure 14: Polyphase Halfband Filter Frequency/Phase 

Response. 

 

The Frequency and Phase response of a 2x1x polyphase filter 

of order 25 with normalized transition-band of 0.01 and a stop-

band attenuation of 96 dB is shown in Figure 14. We observe 

that it has the wanted cutoff, attenuation and fast transition, al-

though with a non-linear phase response. 

 

6. CONCLUSION 

We have looked at FM synthesis in its many different forms. We 

have described the differences between Linear FM, Linear-

Through-Zero FM, PM and Exponential FM and listed some 

practical formulas.  

 

Most notably we have reviewed different techniques for correct-

ing the DC offset and detuning of Exponential FM, and derived 

analytic expressions that produce harmonic and in-tune results: 

Equations (19, 20, 21, 22). If the modulation function is known, 

this makes it possible to synthesize the classic sound of Exponen-

tial FM, without the need for manual retuning, making it easier to 

implement and use in a digital system.  

 

In addition we have derived an expression for the Exponential 

modulation depth V, equation (29), that makes it match the size 

of Linear FM, making it both easier to control and compare. 

 

The differences between Linear FM and Phase Modulation have 

also been discussed, and why Through-Zero oscillators are im-

portant for both Linear and Exponential FM. We have also brief-

ly touched on Feedback FM and its uses. Finally, we have ad-

dressed the aliasing problem, and reviewed ways to overcome it 

when implementing FM in a digital system. 

 

Many sound synthesis textbooks only touch on Chowning-style 

FM. However, once we dig deeper it becomes clear that Fre-

quency Modulation is a much broader subject, with lots of differ-

ent variations that still makes this complex synthesis technique 

interesting, many years after its discovery. This paper has shed 

some light on these variations, their individual pros and cons, 

and practical ways to implement them in a digital system.  

7. REFERENCES 

[1] J.M. Chowning, “The Synthesis of Complex Audio Spectra 

by Means of Frequency Modulation”,in J. Audio Eng. Soc. 

21, 7, 1973.  

https://ccrma.stanford.edu/sites/default/files/user/jc/fm_synt

hesispaper-2.pdf 

[2] W. Pirkle, Designing Software Synthesizer Plug-Ins in 

C++, Focal Press, October 2014. 

[3] J. Chowning and D. Bristow, “FM Theory and Applications: 

By Musicians for Musicians”, Yamaha, October 1, 1987.  

[4] C. Meyer, "Understanding the Differences Between Expo-

nential, Linear, and Through Zero FM", in Learning Modu-

lar.com Blog post, March 13, 2018. 

https://learningmodular.com/understanding-the-differences-

between-exponential-linear-and-through-zero-fm/ 

[5] C. Roads and J. Strawn, The Computer Music Tutorial, MIT 

Press, 1996. 

[6] Jr. Hutchins and A. Bernard, "The Frequency Modulation 

Spectrum of an Exponential Voltage-Controlled Oscillator", 

in JAES Volume 23 Issue 3 pp. 200-206; 1975. 

http://electronotes.netfirms.com/AES3.PDF 

[7] J. Timoney and V. Lazzarini,  "Exponential Frequency 

Modulation Bandwidth Criterion for Virtual Analog Appli-

cations", in Proc. of the 14th Int. Conference on Digital Au-

dio Effects (DAFx-11), September 19-23, Paris, 2011. 

http://recherche.ircam.fr/pub/dafx11/Papers/60_e.pdf 

[8] W.H. Press et al., Numerical Recipes in C, The Art of Scien-

tific Computing, Cambridge University Press, 2 edition, 

1992. 

[9] J. Olivares et al., "A simple approximation for the modified 

Bessel function of zero order I0(x)", in Journal of Physics: 

Conference Series, Volume 1043, IOP Publishing Ltd, 

2018. 

https://iopscience.iop.org/article/10.1088/1742-

6596/1043/1/012003/pdf 

[10] S.W. Smith, "The Scientist and Engineer's Guide to Digital 

Signal Processing", California Technical Pub, 1997. 

http://dspguide.com 

[11] R.A. Valenzuela and A.G. Constantinides, "Digital signal 

processing schemes for efficient interpolation and decima-

tion", in Circuits, Devices and Systems, IEE Proceedings G 

130(6):225-235,1984. 

https://www.researchgate.net/publication/224336631 

[12] L. De Soras, readme.txt in hiir: An oversampling and Hil-

bert transform library in C++, 2005.  

http://ldesoras.free.fr/ 

 

    

 

DAF
2

x
21in

Proceedings of the 23rd International Conference on Digital Audio Effects (DAFx2020), Vienna, Austria, September 2020-21

139

https://ccrma.stanford.edu/sites/default/files/user/jc/fm_synthesispaper-2.pdf
https://ccrma.stanford.edu/sites/default/files/user/jc/fm_synthesispaper-2.pdf
https://learningmodular.com/understanding-the-differences-between-exponential-linear-and-through-zero-fm/
https://learningmodular.com/understanding-the-differences-between-exponential-linear-and-through-zero-fm/
http://electronotes.netfirms.com/AES3.PDF
http://recherche.ircam.fr/pub/dafx11/Papers/60_e.pdf
https://iopscience.iop.org/article/10.1088/1742-6596/1043/1/012003/pdf
https://iopscience.iop.org/article/10.1088/1742-6596/1043/1/012003/pdf
http://dspguide.com/
https://www.researchgate.net/publication/224336631
http://ldesoras.free.fr/


Proceedings of the 23rd International Conference on Digital Audio Effects (DAFx-20), Vienna, Austria, September 8–12, 2020

WATER BOTTLE SYNTHESIS WITH MODAL SIGNAL PROCESSING

Jatin Chowdhury, Elliot K. Canfield-Dafilou and Mark Rau

Center for Computer Research in Music and Acoustics
Stanford University
Stanford, CA, USA

{jatin|kermit|mrau}@ccrma.stanford.edu

ABSTRACT

We present a method for accurately synthesizing the acoustic re-
sponse of a water bottle using modal signal processing. We start
with extensive measurements of two water bottles with considera-
tions for how the level of water inside the bottles, the area covered
by stickers attached to the exterior of the bottles, and the method
of striking the bottles affect their sound. We perform modal analy-
sis of these measurements and implement a real-time modal water
bottle synthesizer.

1. INTRODUCTION

Previous work has examined the use of modal signal processing for
synthesizing carillon bells [1, 2], artificial reverberation [3], cym-
bal synthesis [4], and more [5,6]. This work builds on the previous
research to use modal synthesis for the accurate modelling of water
bottle acoustics.

Although water bottles are not designed to function primarily
as musical instruments, the authors have noticed that certain wa-
ter bottles produce a pleasing resonant sound when struck with a
mallet, knuckle, or other body part. The authors further noticed
that water bottles can produce a great variety of sounds, depend-
ing not only on the shape and material of the bottle, but also on the
amount of liquid contained within the bottle, as well as the amount
and placement of stickers on the exterior of the bottle. Water bottle
acoustics have not gone unnoticed by water bottle manufacturers,
as at least one prominent manufacturer claims to be well aware of
the pleasing acoustic properties of their bottles [7].

There exists considerable physics literature concerning the har-
monic responses of various liquid containers and other thin-shell
objects. Previous research has often focused on the modal be-
haviour of wine glasses and beer bottles, particularly with regard
to the fundamental frequency at which the container vibrates [8–
12]. Others focus particularly on the behavior of containers filled
with heated beverages, such as coffee or hot chocolate [13–15].
[16] gives consideration to how liquid is distributed within a glass,
while [17] examines the circular capillary waves on the surface of
the liquid of a resonating wine glass. Finally, the authors of [18]
explored the sympathetic resonance generated in a wine glass cou-
pled to a vibrating string. Perhaps most closely related to the
present research, [19] considers the musical possibilities of an iced
tea can.

We take measurements from a 32 oz. Wide Mouth HydroFlask,1

1https://www.hydroflask.com/32-oz-wide-mouth/
Copyright: c⃝ 2020 Jatin Chowdhury et al. This is an open-access article distributed

under the terms of the Creative Commons Attribution 3.0 Unported License, which

permits unrestricted use, distribution, and reproduction in any medium, provided the

original author and source are credited.

Figure 1: Measurement setup for the DAFx water bottle

compared to the water bottle given to attendees of the 2019 DAFx
conference (seen in fig. 1), measured containing different amounts
of water and with different placements of stickers on the exteriors
of the bottles.

The structure of the paper is as follows: in §2 we describe
our water bottle acoustical measurement procedure. §3 contains
modal analysis of the water bottle measurements. Finally, in §4,
we discuss our results and the implementation of a full water bottle
synthesizer.

2. MEASUREMENTS

We wish to study the vibrational modes of the water bottle inde-
pendent of the method by which it is struck. To do this, we strike
the water bottle with a force sensing hammer and measure the sur-
face velocity of the water bottle at a corresponding point using a
laser Doppler vibrometer. We additionally capture the near field
radiation using a pressure microphone. From both these measure-
ments, we deconvolve the impact of the force hammer out of the
signal. The full measurement setup can be seen in fig. 1. We also
used a scanning vibrometer to observe the mode shapes and gain
further insight into the vibrational characteristics of the bottles.

We made measurements of both a 32 oz. Wide Mouth Hy-
droFlask and the complimentary DAFx19 water bottles with no
water as well as 1/32, 1/16, 1/8, 1/4, 1/2, and full with water.
We additionally made measurements of the HydroFlask with the
exterior covered in vinyl stickers as well as several intermediate
and differently placed amounts of stickers.

Finally, we also wanted some understanding of different im-
pacts on the water bottles. To make these measurements, we ad-
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Figure 2: Modal analysis pipeline: (left) picking the mode frequencies, (center) estimating the decay rate of a single mode, (right) using a
least-squares fit to estimate the complex amplitudes of the modes that ideally resynthesize the original signal.

hered an accelerometer to the inside of the HydroFlask and struck
the outside (at the location of the accelerometer) with a variety of
drum mallets and body parts.

3. ANALYSIS

3.1. Modal Analysis

Similar to the carillon bells modelled in [1, 2], we can use modal
analysis to model the water bottle sounds as a sum of exponentially
decaying sinusoids,

y(t) =
M∑

m=1

αmejωmte−t/τm , (1)

where αm is the complex amplitude, ωm is the mode frequency,
and τm is the decay rate for each mode m.

For modal analysis we use the helper functions provided by
the Python audio signal processing library audio_dspy.2 This
process involves the following steps:

1. Picking the modal frequencies from the original recording.

2. Estimating the decay rate of each mode.

3. Estimating the complex amplitude of each mode.

The steps of the process are shown in full in fig. 2.
For finding the mode frequencies, we use a simple peak-picking

algorithm over the Fourier Transform of the original signal.
For estimating the mode decay rates, we begin by filtering the

signal using a 4th order Butterworth bandpass filter centered on
the mode frequency, with a bandwidth of 30 Hz. We then ap-
ply a Root-Mean-Squared level detector as defined in [20] to es-
timate the energy envelope of the mode. Finally, we use a linear
regression to estimate the slope of the energy envelope (measured
in decibels per sample).

After computing the mode frequencies and decay rate, we per-
form a least squares fit to estimate the complex amplitude of each
mode that most accurately resynthesizes the original recording.

3.2. Modal Resynthesis

For synthesizing the modes we use the Max Matthews phasor filter,
as introduced in [21]. This filter is described by the difference

2https://github.com/jatinchowdhury18/audio_dspy

equation:

ym[n] = αmx[n] + ejωme−1/τmym[n− 1] (2)

where τm is the mode decay rate described above, αm is the com-
plex amplitude of the mode, and ωm is the mode frequency. This
filter structure is known for having favorable numerical properties,
as well as for being stable under real-time audio-rate parameter
modulation. While the output of the filter is complex, a real sig-
nal can be constructed by taking either the real or imaginary part
of the output signal (the two parts will be identical aside from a
quarter-cycle phase shift). The results of the resynthesis process
can be seen in fig. 3.

3.3. Water Level Analysis

Next we examine how the modal response of the water bottle changes
as the water level in the bottle is varied.

3.3.1. Frequency Variation

Measurements of the HydroFlask bottle show that as the water
level increases, the first mode frequency decreases, while the higher
modes stay at the same frequency (see fig. 4). This suggests that
the higher frequency modes are associated with vibration similar
to that of a cylindrical shell, while the lowest frequency resonance
is more similar to that of a beam clamped at one end with an ad-
ditional mass at the end [22]. Since only the lowest mode changes
frequency when the water level is changed, it is not apparent that
the air column has an audible effect. This would likely change if
the water bottle were uncapped. Figure 5 shows vibrometer scans
of the HydroFlask filled roughly 40% with water as well as empty
for three different mode shapes. The scans support the model hy-
pothesis as the frequency of two higher shell modes are similar,
while the frequency of the lowest beam-like mode decreases in
frequency with added mass.

We can model the dependence between the frequency of the
first mode and the water level using a modified sigmoid function
of the form:

f(x) = C

(
1− 1

1 + exp(−b(x− a))

)
+ d (3)

A comparison of the model with the measured data can be seen in
fig. 6.
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(a) Recorded

(b) Resynthesized

Figure 3: Spectrograms of the full HydroFlask recorded (above)
and resynthesized (below).

3.3.2. Damping Variation

Further analysis shows that the damping of the lowest two modes
varies with water level as well (see fig. 4). We can similarly model
the variation of the mode decay rates with water level, using a
5th order polynomial to fit the decay rates of the first two modes
(see fig. 7). The water level has very little impact on the damping
of the higher modes. This also supports the hypothesis presented
in §3.3.1 that the lowest modes are beam-like modes while the
higher modes are cylindrical shell-like modes, as the mass loading
disproportionately affects the beam-like modes.

3.4. Sticker Analysis

Initially, we compared two 32 oz. HydroFlask water bottles, one
with stickers, one without, and noted that they had markedly dif-
ferent timbres. We then proceeded to take measurements of the
bottle covered in varying amount of (removable) vinyl stickers.
We found that the mode frequencies remained mostly unchanged
with the addition of stickers, however, the mode dampings had no-
ticeable variations (see fig. 8). Much like a “Moongel” damper

Figure 4: Admittance of the HydroFlask with different amounts of
water.

(a) 157.5 Hz (b) 731.6 Hz (c) 1780 Hz

(d) 219.4 Hz (e) 731.3 Hz (f) 1780 Hz

Figure 5: Vibrometer scans with roughly 40 % water (top) and
without water (bottom).

pad on a drum head, a small application of stickers dramatically
increases the damping. Adding a larger amount of stickers nat-
urally increases the damping, although it has a less pronounced
effect than the difference between no stickers and some stickers.
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Figure 6: Variation of the first mode frequency of the HydroFlask
with the amount of water in the bottle

Figure 7: Variation of the first two modes decay rates with the
amount of water in the HydroFlask

Figure 8: Variation of the first ten modes decay rates with the
amount of stickers on the HydroFlask

3.5. Swinging Vibrato

When a water bottle is struck in such a way to produce an acoustic
response, it often swings back and forth a little bit. This swing-
ing causes the water within the bottle to move with the swinging,
thereby causing some of the lower mode frequencies to oscillate.
This oscillation manifests itself perceptually as a sort of vibrato
effect which we refer to as “swinging vibrato.” We attempted to
measure this swinging vibrato using the measurement setup de-
scribed in §2, however the movement of the bottle caused the laser
vibrometer to go out of focus, resulting in unsuitably noisy mea-
surements. In lieu of usable measurements, we develop a physics-
based model for swinging vibrato using the following steps:

1. Measure (or estimate) the height of the bottle.

2. Calculate the swinging frequency of the bottle.

3. Synthesize an initial amplitude and damping factor for the
swinging oscillations.

Figure 9 shows a synthesized response of the HydroFlask, 1/16th
full with water, with exaggerated swinging vibrato applied to the
first 5 modes..

3.5.1. Bottle Height

In cases where the height of the water bottle cannot be measured
directly, it is possible to estimate the height from the bottle’s modal
characteristics. For a typical cylindrical water bottle, the second
lowest mode frequency corresponds to the bottle’s resonance along
it’s vertical length (see figs. 5b and 5e). As such, the bottle height
can be estimated as:

L =
vsound

2f2
(4)

where vsound = 343 m/s is the speed of sound in air, f2 is the
second lowest mode frequency, and L is the height of the bottle
measured in meters. For the 32 Oz. HydroFlask, the second mode
frequency f2 ≈ 730 Hz, corresponding to a bottle height L ≈
23.5 cm, which matches with the measured bottle height.

3.5.2. Swinging Frequency

The frequency of a pendulum can be derived from Newton’s Laws
as:

fswing =
1

2π

√
g

L
(5)

where g = 9.8 m/s2 is the acceleration due to gravity at the sur-
face of Earth. It should be noted that the water bottle with water
inside is not an ideal pendulum, resulting in an oscillation that is
not purely sinusoidal. However in the first approximation, using a
sinusoidal oscillation is sufficient. Using eq. (4) the swinging fre-
quency of the HydroFlask can be calculated as fswing ≈ 1.03 Hz,
which matches with the measured frequency.

3.5.3. Swinging Amplitude and Damping

The amplitude of a water bottle’s swinging oscillations typically
depends on how hard the bottle is struck. As such, the amplitude
of the swinging vibrato should vary proportionally with the desired
loudness of the synthesized water bottle strike, for example with
the “velocity” of a MIDI note. The damping of a water bottle’s
swinging can be highly dependent on the method by which the
water bottle is anchored. As such, the damping factor is left for
the reader to determine for their own specific use cases.
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Figure 9: A spectrogram of a synthesized waterbottle with exag-
gerated swinging vibrato on the lowest five modes.

3.6. Impact Analysis

In real-world situations, a water bottle is typically struck using a
body part, such as one’s knees or knuckles, or using a striker such
as a stick or mallet. With the goal of being able to synthesize these
types of impacts, we used an accelerometer to measure the impacts
of several body parts, as well as several types of drumsticks on a
water bottle. The accelerometer was adhered to the inside of the
water bottle corresponding to the location where the bottle was
struck on the outside. Figure 10 shows the time and frequency
domain measurements of the various impact types. Note that the
apparent time delay present in the head and, to a lesser extent, the
gong mallet impacts is due to their relatively soft exteriors. We
can use any of these measurements as the input x(t) in eq. (2) to
synthesize the sound of a water bottle struck by the desired striker.

4. RESULTS

While one may expect the acoustic profile of a water bottle to be
relatively simple, the measurements and analysis presented here
demonstrate how significantly the sound changes when the wa-
ter bottle is filled by different amounts of water and covered by
different amounts of stickers. In an effort to demonstrate the mu-
sical possibilities of water bottle synthesis to a wider audience,
we have developed two open-source audio plugins, described be-
low. Source code for both plugins, as well as the modal analysis
described in this paper is publicly available on GitHub.3 Audio
samples of various synthesized water bottles, several scanning vi-
brometer measurements, and video demos of the water bottle syn-
thesizer plugin can be found online.4

4.1. Water Bottle Synthesizers

4.1.1. HydroFlask Synthesizer

We have implemented a modal model of the 32 Oz. Wide Mouth
HydroFlask as an 8-voice synthesizer plugin (VST/AU), using the

3https://github.com/jatinchowdhury18/
modal-waterbottles

4https://ccrma.stanford.edu/~jatin/Waterbottles

(a) Time Domain

(b) Frequency Domain

Figure 10: Time and frequency domain measurements of various
impact drives.

JUCE/C++ framework (see fig. 11).5 The synthesizer includes
controls for the amount of water in the bottle, the number and
placement of stickers on the bottle, and the option to strike the
water bottle with a variety of objects.

4.1.2. Bespoke Water Bottle Synthesizers

Water bottles are often cherished possessions—potentially partially
due to the unique sound of a well-loved water bottle covered in
memorable stickers and dents. In an effort to expand the world of
water bottle synthesis to a wider audience, we have developed a
system for creating a “bespoke” water bottle synthesizer for any
water bottle. The first part of the system is comprised of a web
app6 containing the modal analysis algorithm defined in §3.1. Here
users can upload their own water bottle recordings, and can down-
load a .waterbottle file containing the modal characteristics
of the corresponding recording. All water bottle characteristics
are saved in a database. The second part of the system is com-
prised of an audio plugin that can recreate a modal water bottle
synthesizer (including variable strikers and water amounts) from
any .waterbottle file. Users can then download the modal

5https://github.com/juce-framework/JUCE
6http://ccrmawaterbottles.pythonanywhere.com/
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Figure 11: Real-time modal synthesizer model of the HydroFlask
32 oz. Wide Mouth.

characteristics of any water bottle in the database and use it in
their synthesizer.

5. CONCLUSION

We have discussed the synthesis of water bottle acoustics using
modal signal processing techniques. We have described the pro-
cesses of making acoustic measurements of the water bottles, as
well as performing modal analysis, with specific considerations for
the amount of water contained in the bottle, as well as the stickers
placed on the exterior of the bottle. Finally, we have implemented
our modal model of a 32 oz. Wide Mouth HydroFlask bottle as a
real-time synthesizer plugin.

In this work, we have had to make some assumptions and ap-
proximations of the underlying physics. While the results sound
compelling, there are many aspects of the water bottle instrument
that need more work, such as considering different strike locations
and better modelling of the swinging vibrato phenomenon when
there is only a very small amount of liquid in the bottle. Future
research in this area concerns the extension of water bottle mod-
elling to include a wider range of bottles, with various sizes and
shapes, and made of various materials. For high-end water bot-
tle manufacturers, acoustic analysis could be used to improve the
sound of their water bottles. Extended research goals include the
creation of a physical, musically-tuned water bottle xylophone, as
well as potentially determining the optimally acoustic water bottle
currently in production.
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ABSTRACT

This paper presents a system for morphing between audio record-
ings in a continuous parameter space. The proposed approach
combines matrix decompositions used for audio source separa-
tion with displacement interpolation enabled by 1D optimal trans-
port. By interpolating the spectral components obtained using non-
negative matrix factorization of the source and target signals, the
system allows varying the timbre of a sound in real time, while
maintaining its temporal structure. Using harmonic / percussive
source separation as a pre-processing step, the system affords more
detailed control of the interpolation in perceptually meaningful di-
mensions.

1. INTRODUCTION

The term morphing is often used in sound synthesizers to refer to
continuous interpolation in a timbre space, such as in wavetable
synthesis. It was used in early audio spectral synthesis litera-
ture to refer to interpolation between sounds analyzed in the time-
frequency domain [1, 2]. This often includes consideration of the
temporal evolution of sounds, beyond real-time morphing of indi-
vidual spectral frames. As noted in [3], there is little consensus
about what morphing really means in the acoustic domain. The in-
terpolation is typically an affordance of the computational models
or signals, which does not guarantee an interpolation in the per-
ceptual features of the resulting sound. Regardless, the concept
is established in practice, and implemented in well-known com-
mercial products such as Zynaptiq Morph [4] or MeldaProduction
MMorph [5].

Existing audio recordings are generally used to guide user in-
teraction in many spectral processing techniques. A broad distinc-
tion can be made between the use of large corpora (e.g. concatena-
tive synthesis and mosaicing), and methods for hybridizing short
sounds (for which the term cross-synthesis is often used).

In this paper we propose an extension of a cross-synthesis al-
gorithm based on non-negative matrix factorization (NMF) to con-
tinuous morphing, using optimal transport. This allows morphing
between two sounds independently in several dimensions corre-
sponding to structural components of both sounds. We then ex-
plore the use of harmonic-percussive source separation (HPSS) as
a pre-processing step, which allows applying the morphing algo-
rithm independently to the harmonic and percussive parts of the
sounds. This enables devising an interface for morphing using

Copyright: © 2020 Gerard Roma et al. This is an open-access article distributed

under the terms of the Creative Commons Attribution 3.0 Unported License, which

permits unrestricted use, distribution, and reproduction in any medium, provided the

original author and source are credited.

perceptually relevant interpolation parameters, independent of the
number of NMF components.

Audio hybridization is generally useful in creative applications
related to audio, allowing the creation of new sounds and the pro-
duction of multiple variations based on perceived features of audio
samples. Our algorithm offers more nuanced control of the process
by providing a continuous parameter space. After a non-realtime
analysis, the parameters affecting the morphing can be operated in
real time.

In the next section we briefly review existing approaches to
audio morphing and cross-synthesis. We then describe the NMF-
based method as originally applied to cross-synthesis. In Section
4 we describe the extension to continuous morphing. We then in-
troduce the HPSS pre-processing step in Section 5, and summarize
the phase generation strategy in Section 6. In Section 7 we present
two implementations of the proposed algorithm and discuss the
effect of different parameters.

2. RELATED WORK

The idea of morphing between sounds has been investigated since
the early days of audio spectral analysis / synthesis research. In
[6] an application of the STFT was described where the spec-
trum of a modulator sound is smoothed and multiplied with a car-
rier sound, thus combining the timbre of the modulator and the
pitch of the carrier. The system in [1] similarly involved separate
matching of pitch and timbre components through the inversion of
mel frequency cepstral coefficients (MFCC). In this case, however,
the temporal dimension was taken into account by aligning the
sounds using dynamic time warping (DTW). Several approaches
were proposed focusing on sinusoidal models [7, 3, 8, 2]. This
allows a more nuanced approach with respect to perceptual quali-
ties of the interpolation, but typically requiring a specific focus on
musical instrument sounds and human or animal voices.

More recently, with the popularization of the concatenative
synthesis and mosaicing paradigms, most innovations have focused
on dictionary-based methods, particularly matching pursuit (MP)
[9]. Such approaches offer a promising theoretical framework for
audio morphing, but it is still hard to obtain convincing sound
quality. Non-negative matrix factorization can be seen as another
dictionary-based method that can be naturally applied to audio by
leveraging the 2D structure and positive nature of magnitude spec-
trograms.

NMF-based cross-synthesis was proposed in [10] using two
separate decompositions. Another NMF method (more in line
with dictionary-based methods) was proposed in [11], where the
NMF optimization is used to reconstruct a target spectrogram us-
ing an existing recording as a dictionary. We discuss these meth-
ods in more depth in the next section. Our approach uses the same
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method described in [10], but extends it to continuous morphing.
Optimal transport has recently gained popularity in machine

learning [12, 13]. It has been applied to unmixing within an NMF
framework in [14], under strong harmonicity assumptions. In [15]
optimal transport was used to obtain “automatic portamento” be-
tween audio streams, which is in effect a form of frame-level audio
morphing. By applying this technique to the NMF decomposition,
our system allows component-wise morphing, including the tem-
poral dimension.

Finally, some recent work has explored the application of the
popular style transfer mechanism developed for images using con-
volutional neural networks (CNN) [16, 17, 18]. The structure is
similar to previous approaches in that one sound is used as the
“content” while the other is used as “style”. Some works have also
explored the use of neural networks for morphing between musical
instrument sounds using WaveNet [19] or variational autoencoders
(VAE) [20]. Deep learning is generally promising for the task of
audio morphing and hybridization but—given the costs of train-
ing and the limitations of supervised models—unsupervised tech-
niques such as NMF are still appealing, considering the computing
resources available in current music production setups.

3. NMF-BASED CROSS-SYNTHESIS

NMF is a very established technique in audio signal processing,
since its introduction for transcription [21]. Using Wiener filter-
ing, it can be used for basic audio source separation [22], which
works well for simple signals such as drums or piano recordings.
The decomposition is usually applied to a magnitude spectrogram
V , which is approximated as the product of a matrix W—whose
columns can be interpreted as spectral frame prototypes—and a
matrix H where the rows represent the continuous activation of
the prototypes in W :

V̂ = WH (1)

The main parameter is the rank which corresponds to the num-
ber of columns of W and rows of H . The decomposition thus
represents the sound as an additive combination of spectral com-
ponents that can occur simultaneously.

The matrices W and H can be obtained via multiplicative up-
dates rules, often using an extension of the the Kullback-Leibler
(KL) divergence to positive matrices:

D(V, V̂ ) =
∑
kn

(V (k, n)log
V (k, n)

V̂ (k, n)
−V (k, n)+ V̂ (k, n)), (2)

where k is the frequency index and n is the time index. A straight-
forward way to hybridize sounds is thus to decompose each one
with the same rank using NMF, and multiply the activations of one
with the spectral bases of the other. This way two spectrograms
can be obtained: V1 = W1H2 and V2 = W2H1. In this case,
one of the sounds is used for the activations, but the corresponding
spectral frames are substituted for those of the second sound. In
this paper we will explore interpolating between the bases of the
first decomposition and those of the second decomposition, while
using the activations of the first one. Hence, from now on we will
use V s (approximated by W sHs) to denote the “source” spectro-
gram, and V t (and correspondingly W tHt) for the “target” spec-
trogram.1

1Note that this is different to the wording used in other works (e.g. [11])

The activations, H , will typically capture rhythms and gen-
eral structure, while the spectral bases, W , will represent pitches
and timbre. This approach was described in [10], using euclidean
distance instead of KL divergence as the NMF minimization cost.
Such a procedure produces a new spectrogram that has not been
generated from a waveform, and the phase is commonly synthe-
sized using the Griffin-Lim algorithm (GL) [23]. In this paper we
use the phase gradient heap integration (PGHI) algorithm, a more
recent method that can run in real time [24].

A second approach, proposed in [11] is to use NMF to find
the activations that will allow a reconstruction of the first spec-
trogram, using the frames of the second spectrogram as the W
matrix. Here the multiplicative updates are only applied to the H
matrix and only one NMF computation is required. The phase of
the second spectrogram is used in the reconstruction by multiply-
ing the obtained real H matrix with the complex spectrogram used
for the bases. This algorithm follows the concatenative synthesis
paradigm of reconstructing a sound with a dictionary of spectral
frames. The work in [25] proposed some extensions and provided
an open implementation. Another implementation has been in-
cluded in the NMF Toolbox in [26].

In our experience with these implementations, it is quite hard
to obtain good results for hybridizing short sounds. Since concrete
spectral frames are used as spectral bases (as opposed to the pro-
totype bases learnt by a separate NMF process), the reconstruction
suffers from the superposition of spectral frames and the repeti-
tion of frames with the same phase. To avoid these problems, the
authors in [11] introduced a number of additional constraints that
result in a sparse H matrix. This matrix no longer represents the
activation of the components of the target spectrogram but rather
the selection of frames from the source spectrogram, given the con-
straints. In addition, in order to obtain reasonable results, large
dictionaries are required (potentially on the order of thousands,
corresponding to frames in the spectrogram used as W ), which
implies computing an NMF with a very large rank.

In this paper, we extend the original method in [10], based on
separate decomposition of source and target. This has the problem
that the decomposition V̂ = W sHt no longer represents a valid
NMF problem, and V̂ no longer comes from an existing spectro-
gram. However, from a usability perspective, it has the advantage
that the NMF framework is used to model the main components
of each sound as a set of spectral templates and their activations,
which are then combined. The temporal and spectral properties of
each sound can thus be perceived in the result, and the process can
be easily understood. Figure 1 shows an example of crossing the
activations of a drum pattern with three piano chords using rank 3.

In the system proposed in [10], the rank is mostly chosen to
capture musical notes or harmonics. However in the general case
the optimal rank for the decomposition is not known. In order to
estimate the rank, we use the approach proposed in [27], based on
singular value decomposition (SVD). The rank is chosen using a
parameter p that accounts for the proportion of the sum of singular
values of the SVD decomposition of V s with respect to the total.
The number of singular values is the rank estimate.

Another issue is how to match the columns of W t with the
rows of Hs. Each assignment of basis to activation will lead to
a different result. For low ranks (e.g. less than 10), it may be
intuitive enough to do the assignment manually. However, since

where the W matrix used for its timbre is denoted as the “source”, and the
spectrogram used for activations is seen as the “target”. Here the target is
the “destination” of the morphing.
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the algorithm is initialized with random matrices, the order of the
result is not guaranteed to be the same each time, which requires
some additional analysis for sorting the columns. For large ranks
(e.g. in the order of tens of components, as commonly obtained us-
ing the SVD estimate), manual assignment is not viable. One way
to automate this process is to assign to each activation the basis
of the timbre spectrogram that is most similar to its original corre-
sponding activation. However, there is the risk of the same column
of W s being assigned to more than one activation and vice versa.
The distribution of spectral features is known to produce hub vec-
tors that dominate similarity spaces [28]. Therefore given very
different materials we could find that a few bases of one sound are
similar to all the bases in the other sound. To avoid this, an injec-
tive constraint was proposed as a user option in [10]. In this paper
we propose a more automated approach, which allows the use of
larger ranks. We treat this mapping as an assignment problem,
defined by the cost matrix

Cij = d(ws
i, w

t
j), (3)

where d(x, y) represents the distance between two spectral bases
(defined in the next section), and ws

n represents the nth column of
the W s matrix and analogously for W t. The assignment is solved
using the Hungarian algorithm, as recently proposed for matching
spectral peaks to partial tracks in sinusoidal modeling [29]. The
algorithm works for rectangular matrices, but the number of as-
signments always corresponds to the smaller side, so no element is
used twice. Given the ranks ks, kt obtained via SVD for the two
NMF decompositions, we restrict kt to min(ks, kt), in order to
avoid using the same base twice.

Finally, an issue with this approach is that, depending on the
original amounts of energy represented by each of the components,
the new combinations driven by the unrelated activations can cre-
ate spectrograms that exceed the maximum magnitudes allowed
by the STFT representation. To avoid this, we simply scale the
resulting spectrogram based on the ratio of the RMS magnitude to
the original spectrogram’s as a gain factor:

g = max(1,
RMS(V s)

RMS(V̂ )
) (4)

4. DISPLACEMENT INTERPOLATION

The combination of the activations of one sound with the bases
of another source provides a way to create new spectrograms that
share some properties of both. The result will generally follow
the temporal energy patterns of the first source, encoded in the
activations, and the spectral energy patterns in the second source
(notes and / or timbre components depending on the material and
the NMF rank).

For each pair of matched spectral bases ws
i, w

t
j , we morph

between the original and new spectral patterns by interpolating be-
tween the two vectors. Linear interpolation would only give an
impression of mixing, as the peaks in each spectrum would ap-
pear in the result scaled by the interpolation factor. A more in-
teresting method was proposed in [15] based on optimal trans-
port. This algorithm implements displacement interpolation [30],
which has been applied previously to computer graphics [31]. The
framework of optimal transport—originally dealing with probabil-
ity distributions—applies naturally to NMF bases since they are
typically normalized during the computation, so that

∑
wn = 1.
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Figure 1: NMF-based cross-syntnesis. Top: piano, middle: drum
sound, bottom: result
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Optimal transport is commonly introduced as a problem of
mapping between two probability distributions [13]. For 1D dis-
crete distributions, the problem can be described as finding a plan
γ that minimizes the cost of moving from a distribution A to a
distribution B:

min
γ

∑
x

∑
y

c(x, y)γ(x, y). (5)

Here x and y represent positions in the support of A and B re-
spectively; c(x, y) represents the cost of moving one particle of
mass from location x to location y; and γ(x, y) is a plan that
specifies the connections between locations and the amount of
mass to be carried for each path. The plan needs also to satisfy∑

y γ(x, y) = A and
∑

x γ(x, y) = B, so that the mass of A
is preserved and distributed into B. This can be seen as a linear
program, which is relatively simple for 1D signals and closed cost.
In this case, the domain is the frequency axis, and the cost is de-
fined as c(x, y) = ||x− y||2. This defines a metric space where a
continuous path exists between both distributions.

In [15], the problem was defined for audio spectra by consider-
ing the fact that a spectral peak corresponding to a given frequency
component in the original signal is represented in the STFT by a
range of frequency bins. Thus, each peak is treated as a “spectral
mass” and interpolated separately. In [15] this is done via spectrum
reassignment [32], by cutting at the zero-crossings of the curve of
reassigned frequencies of the bins. In this paper we interpolate be-
tween prototype spectral bases for which we don’t have the origi-
nal phase, but the displacement of the spectral peak as a unit is still
of interest. Thus we simply segment the spectrum at the minima
between peaks. In this setting, locations x and y in eq. 5 can be
replaced by xi and yi, so that xi represents the frequency associ-
ated to the center bin of mass i in the magnitude spectrum A. The
corresponding mass is computed as the sum of the region of the
magnitude spectrum corresponding to peak i.

The optimal plan is then represented by the matrix Γ(i, j).
Following [15], the matrix is constructed using the north-west cor-
ner rule, which is a commonly used heuristic for transportation
problems [33]: starting from (0, 0), the smaller of the two masses
is placed at i, j and consumed from the other mass. The index of
the depleted mass is incremented. The process continues until all
mass has been consumed. The matrix is thus zero in most entries,
and loosely follows a diagonal depending on the balance of masses
across frequency.

The matrix Γ(i, j) also provides a basis for the Wasserstein
distance defined over the spectral masses at xi and yj :

d(A,B) = (
∑
i

∑
j

||xi − yj ||2Γ(i, j))1/2 (6)

This allows us to define the distance between the columns of
W s and the columns of W t in eq. 3 as the minimum cost of trans-
porting the mass of the peaks from the source to the target NMF
basis across the frequency axis.

Displacement interpolation is then accomplished by sliding
through the non-zero entries of the transport matrix: given an inter-
polation parameter λ, each pair of masses in the matrix are interpo-
lated to (1−λ)xi +λyi and added to the output spectrum. Figure
2 shows 10 interpolation steps between one base corresponding to
a piano chord and one corresponding to a drum sound.
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Figure 2: Displacement interpolation between NMF bases of a
piano (top) and a drum (bottom) (λ = 0, 0.1...1)

5. HPSS PRE-PROCESSING

Interpolation between NMF bases offers an interesting possibility
as long as the NMF decomposition represents a meaningful de-
scription of both spectrograms. In the above example, by having
a separate interpolation parameter for each drum sound, we could
choose to independently move each one towards the correspond-
ing piano chord. However, in the general case we do not have such
a clear mapping. Most often a large rank results in better sound
quality, making it impractical to interpolate each component inde-
pendently.

We thus introduce a pre-processing step to obtain signal com-
ponents that are perceptually relevant by applying the popular har-
monic / percussive source separation (HPSS) method by Fitzgerald
[34] based on median filtering. Both Vs and Vt are decomposed
into harmonic and percussive components, and the NMF process
is performed independently for each component. This also helps
the matching of similar components between Vs and Vt, at the ex-
pense of additional NMF computations (which can be run in paral-
lel). As a result, our algorithm allows the use of one interpolation
parameter for all the harmonic components, and another one for all
the percussive components. This is similar to the perceptual inter-
polation space proposed in [1], but here using the median filter in-
stead of MFCC-based smoothing. The basic morphing algorithm
is summarized in Figure 3, while the HPSS version is shown in
Figure 4.

6. PHASE GENERATION

Either through the basic or the HPSS variants, the algorithm ends
up with the synthetic magnitude spectrogram of the morphed sound.
In order to obtain a time domain waveform, the corresponding
phase spectrogram needs to be synthesizeed as well. We accom-
plish this on a frame-by frame basis using Phase Gradient Heap
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Figure 3: Block diagram for the basic morphing algorithm

Integration (PGHI) [35]. PGHI approximates the phase from a
magnitude spectrogram by leveraging a theoretical result show-
ing that the STFT phase has an algebraically expressible relation-
ship to the derivative of the log magnitude spectrum. Even though
this result only holds in the continuous domain using a Gaussian
window with infinite support, the authors in [35] show that an ac-
ceptable approximation is possible in the discrete domain using
non-Gaussian windows with finite support. The algorithm seeks
to reconstruct the phase by focusing first on the ridges of the mag-
nitude spectrogram (i.e. the points with the greatest energy) by
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Figure 4: Block diagram for the HPSS-based morphing algorithm

applying the integration using a heap structure that places the bins
with peaks at the top, before proceeding to estimate the phase for
the surrounding bins. The real-time extension of this algorithm
[24] makes it possible to estimate the phase from frame to frame,
incurring only a single frame’s worth of latency or, at the cost of
some extra error, no additional latency at all. Since the displace-
ment interpolation algorithm can run in real time, each frame of
the morphed spectrogram is computed according to the interpo-
lation parameter, and then the phase for that frame is computed
accordingly in real time.

7. RESULTS AND DISCUSSION

In order to assess the proposed approach, we have implemented
it in a Python library, which allows experimenting with the main
variants in an offline fashion. In order to test the real-time mor-
phing, we have implemented an object for the Max patching lan-
guage2, which we plan to introduce in the Fluid Corpus Manip-
ulation Toolbox3 [36]. Both the Python and the Max implemen-
tations can be downloaded from the companion website of this

2https://blockding74.com
3https://www.flucoma.org
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paper4. The real-time implementation performs an offline analysis
phase which computes the HPSS and NMF decompositions and
the matching of bases. It is then possible to morph between W t

and W s for both the harmonic and the percussive components of
the target signal, while the sound is playing according to the acti-
vations in Ht.

With respect to the basic cross-synthesis algorithm in [10], our
system introduces several novel contributions: the automatic rank;
the automatic assignment with the Hungarian algorithm; the use
of real-time PGHI for phase synthesis; the extension to morphing;
and the HPSS pre-processing. We tested the system with a vari-
ety of signals, generally in the order of a few seconds, including
tonal and percussive material and polyphonic mixtures, in order
to assess these contributions. Some examples can be heard in the
companion website.

With respect to the rank, we noted that in general it is useful
to keep the ability to define it manually when the material con-
tains clear melodies or patterns, so each pitch or spectral pattern
can be captured for an NMF base. However, for more complex
signals such as polyphonic mixtures, low ranks result in a char-
acteristic grainy sound, arising from the reduction of information.
Also, as with the original approach in [15], interpolation between
bases representing pitches is affected by the discrete nature of the
interpolation, so the displacement of pitches is quantized to fre-
quency bins. This can be partially alleviated by zero-padding the
spectrum by a sufficient amount. Using the automatic rank allows
us to get good sounding results in the general case, where no as-
sumptions are made about the content of the signal. The parameter
p (controlling the rank) can be used as a tradeoff between sound
quality and computational cost.

With respect to the automatic assignment, we observed that
while interesting results could be obtained with arbitrary map-
pings, the proposed approach provided consistent results for larger
ranks. In general, using a lower rank for W t than W s and thus
repeating bases for different activations could lead to very poor re-
sults, which motivated the restriction proposed in Section 3. The
automation also helps giving a predictable outcome given the ran-
dom initialization of NMF. In addition to the Wasserstein distance
in eq. 6, we obtained interesting results with the symmetrized KL
divergence between spectral bases. In general, more parameters
for controlling the assignment of bases are interesting for experi-
menting with and obtaining new sounds.

With respect to PGHI, we noted that the sound quality is gen-
erally improved with respect to using GL, especially in the har-
monic component. Both algorithms provide good approximations
for existing sounds, but inventing a phase for synthetic sounds is
more of a challenge. Using a large rank tends to result in a good
magnitude reconstruction, which also helps with obtaining a good
phase estimate. This can be noted when λ = 0, i.e. when the mor-
phing algorithm reconstructs the original spectrogram V s with a
synthetic phase estimate.

Real-time synthesis of the phase also enables real-time morph-
ing, as the corresponding magnitude frame in V̂ can be computed
by multiplying the current frame in Ht with the interpolated spec-
tral base. This feature showed great creative potential and allows,
for example, the automation of dynamic timbre movements ac-
cording to different rhythms. Since the NMF decomposition takes
into account activations over time, the effect of the parameters may
not be heard immediately in some cases. In practice, of course,

4https://www.flucoma.org/DAFX-2020

real-time operation allows for a more intuitive control and facili-
tates quick experimentation, as well as automation and modulation
of the interpolation parameters. The target sample can thus be ap-
plied to the source sample as if it was an effect. One limitation
of the proposed approach is that the interpolation is linear in fre-
quency. This results in a noticeable exponential effect of the inter-
polation parameter. In this sense it would be interesting to apply
the proposed approach to an invertible constant-Q transform such
as [37].

Finally, the use of HPSS as a preprocessing step further in-
creases the possibilities of the morphing approach, while often re-
sulting in more traditional sonorities with emphasized percussive
and tonal components. Splitting the match of NMF bases into har-
monic and percussive components generally results in more nat-
ural sounding morphs, particularly as it avoids the repetition of
noisy patterns as if they were stationary. The introduction of the
HPSS decomposition also introduces more parameters that can be
used to improve the result, such as the size of the median filters
used in the decomposition, as well as separate parameters of the
morphing algorithm for each of the components. The results of
each component can also be remixed with arbitrary gains. The
HPSS variant of the algorithm also introduces a significant in-
crease of the computational cost of the analysis stage. In our
experience, the most valuable aspect of this variant is the ability
to morph between the harmonic components of the source and
target spectrograms. The percussive part is made of short tran-
sients which are often perceived similarly for both sounds. When
the source spectrogram contains sharp transients (e.g. for rhyth-
mic material) it is sometimes convenient to use the percussive part
from the source spectrogram, in which case the NMF and morph-
ing computations for the percussive part be switched off.

8. CONCLUSIONS

Beyond source separation and transcription, NMF decomposition
of spectrograms provides a useful framework for creative applica-
tions based on transformation of sounds containing temporal vari-
ations of spectral patterns. In this paper we have presented an
application to continuous morphing, leveraging the application of
optimal transport for audio spectra. With respect to the system
presented in [15], which works at a frame level, the application
to the NMF cross-synthesis allows for flexible morphing of audio
in multiple dimensions. In addition, we have shown how further
decomposition of the spectrogram using HPSS can be used to pro-
vide a more intuitive interface.

Our approach can be seen as a framework into which other de-
compositions of the spectrogram could be plugged, allowing for
further granularity. As such, the combination of matrix decom-
positions with displacement interpolation offers a promising envi-
ronment for audio transformation that affords intuitive interfaces
and relatively low computational requirements. As an example,
our approach has been implemented on a popular computer music
system, which allows its use in current creative workflows.
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ABSTRACT

This paper presents a novel method of analysing drum sounds,
demonstrating that this can form the basis of a highly realistic syn-
thesis technique for real-time use. The synthesis method can be
viewed as an extension of IFFT synthesis; here we exploit the fact
that audio signals can be recovered from solely the real compo-
nent of their discrete Fourier transform (RDFT). All characteristics
of an entire drum sample can therefore be conveniently encoded
in a single, real-valued, frequency domain signal. These signals
are interpreted, incorporating the physics of the instrument, and
modelled to investigate how the perceptual features are encoded.
The model was able to synthesize drum sound components in such
detail that they could not be distinguished in an ABX test. This
method may therefore be capable of outperforming existing syn-
thesis techniques, in terms of realism.

Sound examples available here.

1. INTRODUCTION

Closing the loop between analysis and synthesis helps us to better
understand sound production in musical instruments, with clear
application in the editing of audio and creation of virtual instru-
ments.

1.1. Virtual Instruments

Research into synthesis methods is of significant value in the con-
text of music production. Virtual instruments (VI’s) offer many
advantages over physical instruments and are employed in both
professional mixes and live performances [1], as well as being used
by the wider public in educational and recreational settings [2].

Sample-based VST’s such as Toontrack’s Superior Drummer
3.0 [3] are currently the most convincing way to replicate the sound
of an acoustic drum kit, utilizing genuine recordings. Libraries are
limited, however, by the scope of the sampling process. One is
limited to the use of the specific drums that were recorded, each
with a finite number of velocity layers and articulations. These
restrictions limit both the creative potential of the instrument, the
level of expression that can be conveyed, and the resulting realism
of the performance.

Modelled instruments do not rely on samples, however, so are
not subject to these limitations. It is possible to model drums of

∗ This work was funded by QMUL
Copyright: © 2020 Tim Kirby et al. This is an open-access article distributed under

the terms of the Creative Commons Attribution 3.0 Unported License, which permits

unrestricted use, distribution, and reproduction in any medium, provided the original

author and source are credited.

arbitrary specification, including non-physical situations, such as
a membrane with upwards pitch glide, or a gigantic drum.

Model parameters such as strike location and intensity can be
varied in a continuous manner for enhanced playability. Subtle
variations can be added to every sample, to avoid the "machine
gun effect". The main barrier to these methods is the challenge of
synthesising realistic sounds, which remains an open problem.

Plenty of synthesis methods have been applied to drums, in-
cluding the classic additive, subtractive, and FM methods [4] found
on famous synthesizers and drum machines. Other methods in-
clude digital waveguide meshes [5] [6], deterministic plus stochas-
tic modelling [7], and the Karplus-Strong algorithm [8]].

While these techniques can create pleasing percussive sounds,
which have found wide use in contemporary music, the sounds
generated are clearly synthetic and can’t compete with sample-
based drum machines in terms of realism.

Finite difference methods [9], modal synthesis [10] and the
functional transformation method [11], [12] have yielded improved
results, such as those generated in the NESS project [13], but none
that are truly convincing.

While there is potential for finite difference models to be fur-
ther developed for improved realism, the huge computational cost
rules out real-time performance in the foreseeable future [14]. This
research, however, presents the basis for a highly realistic real-time
method.

1.2. IFFT Synthesis using the Real Component of DFT

The Discrete Fourier Transform (DFT) is a valuable and widely
used analysis tool in digital audio research, providing the frequency
and phase spectra of an audio signal. Any audio signal can be
transformed to the frequency domain via the FFT and recovered
with the IFFT, without any loss of in-formation.

If you can model the spectra of a sound, you can therefore
synthesise it. IFFT synthesis was introduced in 1980 [15], but has
mainly been used as an efficient way of generating large ensem-
bles of sinusoids for additive synthesis [16]. These sinusoids have
fixed amplitude and frequency within a given window, so the FFT
representations that are modelled are still relatively simple.

It is, however, possible to transform an audio signal of arbi-
trary length or complexity. The challenge is that it becomes harder
to meaningfully interpret the FFT representation for more compli-
cated signals, let alone edit or model them. If we are not deal-
ing with a signal with a well-known Fourier transform, we can
only compute the transform and investigate how the information is
encoded. This paper demonstrates that entire drum samples trans-
form in an informative manner and can be modelled in full, without
the need for windowing.

One of the difficulties is that the FFT values are complex, so
there are two signal components to interpret in tandem, whether
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Figure 1: Block scheme for the recovery of a drum sample from the real component of its Fourier transform (black), where N is the length of
the original signal. The gain block of 2 compensates for the halving of amplitude which occurs when the imaginary component is discarded.
The alternative scheme for synthesis begins with a model of the real component (red), bypassing all upstream stages.

the real and imaginary components themselves, or the magnitude
and the phase of the signal. In usual procedure, both the real and
imaginary components are required to reproduce an audio signal,
however, it is possible to reproduce a signal from solely the real (or
imaginary) component (Figure 1), provided it has been sufficiently
padded with zeros [17].

This makes it is possible to simplify the synthesis problem, to
one of modelling a single, real-valued, frequency domain signal.
This signal is the real component of the discrete Fourier transform
(RDFT). The RDFT bears strong similarity with the Discrete Co-
sine Transform[18], so it might be conceptually helpful to view
the proposed method in terms of modelling the DCT of a drum
sample. This implementation uses the DFT, however, in case the
imaginary components prove useful. These signals were investi-
gated for tom-tom drum samples.

2. THEORETICAL BASIS

2.1. Physics of Sound Production in Tom-toms

When a drumstick collides with the batter head of a drum, the
associated initial vibrations produce the attack component of the
drum sound. A two-dimensional travelling wave moves through
the membrane, reflecting at the bearing edge, to form a standing
wave, responsible for the sustain component of the drum sound.
This contains normal modes (Fig. 2), each classified by their num-
ber of nodal diameters, m, and their number of nodal circles, n.
This is written as (m, n), where the fundamental frequency is (0,
1). Modal frequencies can be calculated for an ideal circular mem-
brane as follows:

fm,n =
xm,n

2πr

√
T

σ
(1)

where xm,n in equation (1) is the nth non-trivial zero of the mth-
order Bessel function, T is the surface tension in Newtons/metre,
σ is the surface density in kilogram per square metre, and r is the
radius of the membrane in metres [19]. It should be noted that
measured values can vary from their ideal values [20].

The amplitude of each mode is dependent on the strike posi-
tion. Central strikes excite circular modes (such as the fundamen-
tal) due to their central antinode. Strikes that are closer to the rim,
also excite radial modes, causing the characteristic overtones to be
heard. Modal frequencies can be calculated for an ideal circular
membrane as follows:

Uneven tuning can cause audible mode-splitting due to the de-
generacies of modal oscillation [21]. The presence of a shell or a
second membrane also complicates the system, as the components
resonate in a coupled fashion [22]. This creates additional modes

and can suppress or accentuate existing modes. When a drum is
struck at high intensity, the local tension in the skin increases. This
leads to the characteristic pitch glide found associated with drum
sounds [23]. Finite Difference models have modeled this effect
using a non-linear term from the von Kármán equations for thin
plates [24].

Resonant modes are clearly identifiable in spectrograms as
well defined curves (Fig. 3), with visible pitch glide. These make
up the sustain component of the drum sound. The remaining en-
ergy is less well defined, and makes up the attack component that
is produced by the initial collision. The sustain component dom-
inates the bass and low mids, while the attack component domi-
nates the higher frequencies. These components could be consid-
ered separately, for example, modeling them as deterministic and
stochastic, respectively.

Figure 2: Matrix of resonant modes of an ideal membrane, where
(m,n) describes the number of nodal diameters, m, and the number
of nodal circles, n.
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Figure 3: Spectrogram of a close-miked 9x13" Ludwig Concert 3-Ply rack tom struck at high intensity, taken from Superior Drummer 3,
and visualised in RX7. The dashed line indicates the frequency above which the attack component dominates the spectrogram. This was
visually determined for illustrative purposes. It can be automated based on ridge detection and/or decay time.

3. METHOD AND RESULTS

3.1. Data Set

416 close miked tom samples (44.1kHz) were taken from Supe-
rior Drummer 3, comprising 5 different models of kit (Yamaha
Beech Custom, Pearl Masterworks, Premier Genista Birch Origi-
nal, Ludwig 70’s 3-ply Classic and Concert), 32 individual drums
of various dimensions (including all common sizes), struck with
drumsticks at 13 different velocities per drum. Each sample is 8s
long, to ensure a full decay. This sample set provided a good se-
lection of common tom sounds for analysis in MATLAB. While
each drum has a unique sound, similar features were found across
all drum types, in line with the physics of the system.

3.2. Modeling the Real Component of the DFT

The real component of the DFT (RDFT) of a drum sample is shown
in Fig. 4. Although this is not a magnitude spectra, activity in the
RDFT still indicates energy at a given frequency.

The linearity of the Fourier transform means that addition in
the frequency domain is equivalent to addition in the time domain.
This means that the RDFT can be viewed as the superposition of
the (sparse) RDFT of each mode of the sustain component, and the
RDFT of the attack component. These components were analysed
independently across all drum samples, and consistent results were
attained.

3.3. The Sustain Component

A distinctive feature is reliably observed in the RDFT at dominant
modal frequencies. This is shown in Fig. 5, which is merely a

zoomed in version of the RDFT of Fig. 4, along with the RDFT of
three other samples of the same drum. These modal features did
not overlap with any others, so no decomposition was required.

Each modal feature is a chirp-like frequency domain signal
(Fig. 5), which encodes the entire time domain signal of a given
mode, in up to 1000 times less samples (for an N-point FFT, where
N is the number of samples per audio file).

The mapping between domains is best understood numeri-
cally:

1. Isolate the fundamental mode from a drum sample using a
lowpass filter.

2. Calculate the Fourier transform contribution from each suc-
cessive time domain sample, and inspect the effect that each
has on the RDFT.

3. Notice that the initial samples correspond to a peak in the
RDFT located at the tension modulated frequency. When
successive samples contributions are introduced, the RDFT
activity gradually shifts to lower frequencies, until the un-
modulated frequency is reached, by which time a chirp sig-
nal is reliably obtained between these frequencies.

The width of the chirp signal, illustrated by the arrows on Fig.
5, corresponds to the magnitude of the pitch glide. The exact
placement of the chirp on the frequency axis will determine the
upper and lower frequency limits, which correspond to the initial
tension-modulated frequency and the final unmodulated modal fre-
quency respectively.

The exact trajectory of the pitch glide is encoded in the phase
function, ϕ(x), that defines the chirp type (whether it is a linear
chirp, an exponential chirp, or in this case, some other function).
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Figure 4: RDFT of the active frequencies in a 9x10" Yamaha Beech Custom rack tom sample. The dashed line indicates the frequency
above which the attack component dominates, determined as in Fig. 3. Solid vertical lines indicate unmodulated modal frequencies.

Figure 5: RDFT representation of the fundamental mode of a 9x10" Yamaha Beech Custom rack tom, struck at four different dynamic levels.
The dashed line indicates the unmodulated fundamental frequency of the drum, averaged across the four samples. The arrows indicate the
direction and magnitude of the pitch glide, where present. This feature captures the full time-domain evolution of each mode; wider peaks
correspond to earlier activity, and narrower peaks correspond to later activity.
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Figure 6: Plot of ϕ(x) (chirp phase as a function of frequency), for
the RDFT chirp representation of the fundamental mode of a 9x10"
Yamaha Beech Custom. Each curve corresponds to 1 of 13 sam-
ples with differing strike velocities. Frequency values have been
shifted so that 0 Hz corresponds to the unmodulated fundamental
frequency. The value of the horizontal asymptote of each curve
corresponds to the number of peaks and troughs in the chirp. The
point at which each curve levels off determines the width of the
chirp. Higher strike velocities have more peaks and troughs, and
a larger chirp width, as demonstrated in Fig. 5

The chirp is modeled in the frequency domain as:

y = A(x) cos (ϕ(x)) (2)

where y in equation (2) is the vertical axis that corresponds to
RDFT magnitude, A is the amplitude envelope, and ϕ(x) is the
phase function of the chirp, and x is the horizontal axis that corre-
sponds to the RDFT frequency-domain.

The phase function can be extracted from a given chirp using
the Hilbert transform:

ϕwrapped(x) = arg (H(y(x))) (3)

The phase values returned are wrapped to -π > ϕ > π, but
can be unwrapped to obtain a monotonic phase function, ϕ(x).
MATLAB analysis determined ϕ(x) can be fitted, and well mod-
eled with a linear rational function (as shown in Fig. 6):

ϕ(x) =
ax+ b

cx+ d
(4)

Finally, A(x) is a relatively simple envelope in the frequency
domain, similar in shape to a positively skewed distribution func-
tion. Its peak value intuitively encodes the intensity of a given
mode, and it can be shown experimentally that the exact shape
of the envelope can subtly affect the time domain envelope of the
mode.

While this may not initially be the most intuitive represen-
tation of a drum mode, it is complete, and as such, able to per-
fectly reproduce a drum mode, without any approximations. These
modal features can be extracted and used for analysis, even if they
overlap in the frequency domain. We can use our knowledge of the
chirp shapes to separate overlapping modal features, through tac-
tical filtering techniques, or by replacing the original chirps with

Figure 7: RDFT plot of overlapping modal features in a 7x12"
Sugar Percussion Mahogany Stave sample (solid line). The large
fundamental chirp spans ∼100-200 Hz, overlapping with the chirp
representing next partial, which begins at ∼160 Hz. The dotted
line shows the portion of the RDFT that has been edited through
selective use of a moving average filter, to isolate the fundamental.

Figure 8: Spectrograms corresponding to the original RDFT from
Fig. 7 (top), and the RDFT that has been edited in order to iso-
late the fundamental mode (bottom). The fundamental has been
well isolated, without being altered, and no artefacts have been
introduced.

modelled versions. In Fig. 7, a mode is isolated through selective
use of a moving average filter. This exploits the specific way in
which modal features overlap, as shown, and the fact that an iso-
lated modal feature can be completely smoothed out. The modal
features are superposed in the region of interest, and a smoothing
filter can be used to remove the mode of higher frequency, iso-
lating the lower mode. In the modeling approach, we would fit
one modal feature (eg. the fundamental) with a chirp model, and
then subtract the model RDFT from the reference, to isolate the re-
maining modes, and then repeat this process, for all desired modes.
Once one sample has been modeled in high detail, the model can
begin to be generalised. It is worth noting that certain modes are of
much greater perceptual importance than others; initial tests have
found that as few as 5-10 key modes could be sufficient to replicate
convincing central strikes.
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Figure 9: RDFT of the 1-2kHz portion of the attack component for a 9x13" Ludwig Concert 3-Ply Tom struck at high intensity. The dotted
line shows a rough approximation of the positive component of the RDFT, using a sinusoidal peak model. The width of the sinusoidal peaks
have been widened slightly for illustrative purposes. The same method can be applied for the negative peaks and all peaks superposed for
a full approximation of the attack component.

These decomposition methods can isolate modal activity in a
way that is not possible through mere bandpass filtering (Fig. 8),
as you cannot use a band-pass filter to decompose sound compo-
nents that overlap in frequency. This helps us to better decompose
drum sounds, so that we can analyse the constituent parts more ac-
curately, and better synthesise them. This synthesis can take place
in the time domain, using extracted envelope and pitch trajectory
information, or the chirp signals themselves can be modelled from
scratch for ultra-realistic IFFT synthesis. The chirp signals can
also be transformed to create non-physical sounds, such as mirror-
ing the chirp to create an upwards pitch glide.

The fact that these phase functions have a shared form sug-
gests that there is also commonality in the time-domain pitch glides
themselves, which is in line with the physics of the system. The
simple linear form allows phase functions to be well modelled, al-
lowing for a continuous blending of strike velocity.

3.4. The Attack Component

The majority of drum synthesis models are focused on reproducing
the sustain component of a drum sound, as this component of the
sound has greater perceptual importance and is also better under-
stood in terms of sound generation. The attack portion of a drum
sound is rarely investigated or modelled in such detail, despite also
being critical to a realistic drum sound.

Filtered noise bursts have been common for synthesis [25], in
both research and music production contexts, but these are essen-
tially a first-order approximation. There have been some attempts
to model the stick-membrane interaction [26] using lumped colli-
sions, but these models are not yet representative, nor practical for

Figure 10: Estimated probability density function for peak param-
eters from RDFT attack component model. This plot illustrates
that we expect more peaks in regions of lower frequencies (within
1-8 kHz attack component limits for this 9x13" Ludwig Concert 3-
Ply Tom sample) and that both average and maximum peak height
decreases with frequency. This approach is more informative than
a mere spectral envelope.

real-time synthesis due to the extreme computational cost.
Here, we model the RDFT of the high frequency attack sound,

using sinusoidal peaks. The attack portion of the RDFT is partially
shown in Fig. 9. On visual inspection, there is little discernible
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pattern to the peaky signal, other than a general decrease in ampli-
tude with increasing frequency.

A better understanding of this signal is achieved by decom-
posing it into a series of positive and negative peaks. These peaks
can be detected automatically, and parameterised by their height,
width, and centre frequency. Once we return to the time domain,
each peak corresponds to a quickly decaying partial, and their pa-
rameters encode the intensity, decay time, and centre frequency,
respectively. It is found that this attack sound can be well synthe-
sised by replacing the signal peaks with sinusoidal peaks of equiv-
alent height, width, and centre frequency. This creates a reasonable
approximation of the RDFT signal by eye (Fig. 9), which is suf-
ficient to produce a synthesised attack sound that is perceptually
very close to the original attack sound, and indistinguishable when
combined with the membrane component in context.

Furthermore, the distributions of these peak parameters can
be analysed for a specific drum sound (Fig. 10), so that novel
attack sounds can be generated from these distributions, that have
a similar character, but are intentionally distinguishable, to mimic
the subtle variations in sound that one experiences when playing
an acoustic drum set. The distributions themselves could also be
edited, to model different striking tools, different drums, and even
non-physical situations.

4. SYNTHESIS AND PERCEPTUAL EVALUTATION

4.1. Synthesis Proof of Concept

To provide an initial proof of concept for synthesis, a sound was
part-synthesised using a chirp model, and another using a sinu-
soidal model. An ABX listening test was used to assess the per-
ceptual realism of part-synthesised sounds. It is important to note
that most (if not all) synthesised drum sounds are clearly distin-
guishable from their reference and as such would perform very
badly in an ABX test (a scale based test such as a MUSHRA test
would be more appropriate in those cases). The listening test was
conducted using a Universal Audio Apollo Twin and Sennheiser
HD800 headphones.

4.2. Scenarios and Results

5 drummers each performed 25 trials for each of 3 scenarios:

Sound examples available here

a) A sample from a 9x10" Yamaha Beech Custom rack tom, struck
centrally, at maximum intensity was tested against an edited ver-
sion, with a fundamental synthesised using the chirp model. The
participants got only 62/125 correct (49.6%), so there is no ev-
idence to reject the null hypothesis that the sounds are indistin-
guishable; the participants didn’t even surpass the null expectation
value of 50%.

b) A sample from a 15x16" Sugar Percussion Mahogany Stave
floor tom, struck centrally, at maximum intensity, was tested against
an edited version, where the high frequency content (>2kHz) was
synthesised using a sinusoidal model. The participants got 67/125
correct (53.6%), this corresponds to a p-value of 23.7%, so we can-
not reject the null hypothesis that the sounds were indistinguish-
able at even a 20% confidence interval. Even if the participants
could occasionally distinguish the sounds, they clearly could not

do it at all reliably.

c) In order to illustrate the perceptual importance of the high
frequency content, the reference drum sound from scenario b was
tested against a low pass filtered version (2kHz). The filtered
version can be viewed as a sort of anchor. The participants got
123/125 correct (98.4%), which is striking evidence to reject the
null hypothesis, as expected in this scenario. It also shows that all
participants engaged in the task and could listen critically enough
to distinguish samples based on high frequency content.

These results are strong evidence that the part-synthesised sounds
are highly realistic. The author is not aware of any drum synthe-
sis methods that can produce truly convincing, indistinguishable
results, and as such, this method may have the potential to outper-
form existing methods. Fully synthesised sounds will be generated
and evaluated in future work to assess this claim.

4.3. Synthesis Engine Framework

The full RDFT model can be written as a single equation:

RDFT =

N∑
n=1

An(x− fn) cos (ϕn(x− fn)) +

J∑
j=1

Π(
1

2
(
x

wj
− fj))hj cos (

π

2
(
x

wj
− fj))

(5)

where the top term in equation (??) is the sum of N modal chirps
(as in equation (3), but shifted along the frequency axis by fn, the
unmodulated frequency of a given mode). This sum corresponds
to the sustain component. The bottom term is the sum of each
sinusoidal peak in the attack model, where Π is the rectangular
function, fn is peak centre frequency, hj is peak height ±, wj is
half the full peak width.

These parameters can be obtained through analysis, physical
modelling, or a hybrid of these methods, which is likely to be op-
timal.

A flexible general framework for synthesis would be as follows:

1. Calculate modal frequencies from equation 1, for a given
membrane.

2. Calculate relative modal amplitudes based on strike posi-
tion, by evaluating the membrane displacement of each modal
surface, at that position. The relative amplitudes are scaled
by strike intensity to determine the maximum values of An(x).

3. Generate an RDFT chirp for each mode, using a modeled
phase function, as in equation 5. (Multiple chirps could be
generated from the same general phase function.)

4. Generate a series of sinusoidal peaks for the attack com-
ponent of the RDFT, as in equation 5. This could be done
deterministically through analysis of a reference sample, or
a stochastic element could be introduced by using a proba-
bility density function.

5. Sum together all RDFT components as in equation 5, and
follow the steps described in Figure 1.
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5. CONCLUSION

It has been demonstrated that the RDFT of a drum sample reli-
ably contains features that can be well modelled with chirps and
peaks. This representation has been interpreted and found to be
useful, with RDFT model parameters mapping well onto key per-
formance parameters such as strike velocity, strike location and
drum size. This method is therefore thought to provide an inter-
esting parameter space in which to analyse, decompose, and ulti-
mately synthesise drum sounds, as demonstrated in this research.

6. FUTURE WORK

This method can provide the basis of a realistic synthesis engine.
Further analysis and development will be required in order to best
construct and parameterise the engine, which can then be triggered
by appropriate hardware and evaluated through listening tests and
user feedback.
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ABSTRACT

This paper describes a computationally efficient synthesis model

for snare drum sounds. Its parameters can be modulated at audio

rate while being played. The input to the model is an acoustic exci-

tation signal which carries spectral information to color the output

sound. This makes it suitable for acoustic interfaces – devices

which provide excitation signal and control data simultaneously.

The presented synthesis model builds up on work done by Miller

Puckette[1] and processes audio input from a piezoelectric micro-

phone into a nonlinear reverberator. This paper details a strikingly

simple but novel approach on how to make use of the momentary

DC offset generated by piezoelectric microphones when pressed

to simulate the changes in drumhead tension. This technique is

especially of interest for interfaces without pressure sensing ca-

pabilities. In the design process we pursued an experimental ap-

proach rather than a purely mathematical. Implementations of the

synthesis model are provided for Pure Data and FAUST as open

source.

1. OBJECTIVE AND LIMITATIONS

The goal for this research was to create a computationally effi-

cient synthesis model which can run on embedded systems like

the Raspberry Pi, Beagle Board + Bela cape [2], or even micro-

controllers [3]. Parameters should be adjustable in real time. Non-

linear reverberators fulfill this requirement. The reverberator shall

act as a resonator for an audio signal from structure-borne sound.

A given restraint shall be that impact pressure information is not

available from the touch sensor due to limitations of capacitive

sensing technology.

2. THE TICKLE INSTRUMENT

The Tickle (see Fig. 1) is an acoustic interface (in the literature also

referred to as “hybrid instrument” [4]). It combines control rate

sensors (touch position) with audio signals from a piezoelectric

microphone in one surface. The contact microphone is providing

the excitation signal to the digital resonator. Through this acoustic

input we achieve intuitive interaction and intimate control. For a

in-depth description of the instrument see [5], [6] and [7].

∗ Author of the FAUST implementation

Copyright: © 2020 Philipp Schmalfuß et al. This is an open-access article distributed

under the terms of the Creative Commons Attribution 3.0 Unported License, which

permits unrestricted use, distribution, and reproduction in any medium, provided the

original author and source are credited.

Figure 1: The Tickle instrument

The signal bandwidth of piezoelectric sensors goes below the

range of human hearing.1 What can be an adverse feature in many

applications is used in the described algorithm to model the in-

creased tension in the drumhead when struck.

2.1. Turning flaw into advantage

Capacitive touch surfaces sense a position by measuring the capac-

itance of an electrode. That means it can detect water containing –

or otherwise conductive – materials, including fingers. Oftentimes

it is desired by the application to sense the finger pressure. This

is technically impossible to implement with capacitive touch, but

since it correlates with the number of sensors in a matrix which are

triggered and the level of capacitance, either are commonly used

to estimate pressure. Touchscreens on current smartphones work

this way. However, even though the size of the touch area may cor-

relate generally, with the force applied, both are not the same and

for a musical controller, the actual pressure is more meaningful.

The Tickle instrument (see Fig. 1) has a capacitive sensing ma-

trix on its surface and therefore can’t measure force applied to the

surface with the control rate sensors. However, the instrument also

has a piezoelectric sensor to pick up vibrations on the surface for

the use as excitation signal in resonators.

1See e.g. [8, p. 631] in particular the chapter on piezoelectric micro-
phones.
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Figure 2: Visualization of the momentary DC offset while piezo-

electric element is bent (top) and released (bottom). Simplified

signal behavior on the right.

Piezoelectric sensors are commonly used to pick up structure

borne sound and are relatively cheap components. Piezoelectric

microphones typically come as a thin disk, which is mounted on a

larger brass disk. The top is coated with a silver conductor. The

ceramic material induces an electric charge when squeezed or bent.

The voltage between the two sides of the piezo is proportional to

the sound pressure introduced into the piezo. As, in theory, this

effect is not limited to a certain frequency band, either audible

sound or infrasound can be transformed this way.2 In the Tickle

instrument the piezoelectric disk is placed under the surface, so

it can capture vibrations as well as impact force. We receive a

signal of pressure change and bending on top of which the audible

vibrations are modulated.

The bending and bending-back generate an electric charge.

From the moment of holding the pressure the charge decays in

roughly 15 ms. When the pressure is released we see an opposite

voltage charge and decay (see Fig. 2). If bending or releasing hap-

pens slower than the decay, there is no signal. In common musical

contexts, this so called DC offset, is removed very generously. The

audible frequency band starts with 20 Hz and everything below this

mark is typically considered an undesired signal and removed by

a high-pass filter.3

In our case, the frequency band between 4 and 100 Hz is sep-

arated from the excitation signal, using steep high and lowpass

filters. In this way, we “clean” the audible part of the signal, while

generating a low frequency band that is used as an envelope sig-

nal for shaping parameters of the synthesis that model the tension

of the drum head. Fig. 3 is showing the two signals after sepa-

ration. This technique of turning a flaw (the undesired DC offset

on bending) into a feature (the extra control signal at audio rate)

might be simple or obvious, but we are unaware of any existing

implementation or publication describing it.

In combination with the snare drum synthesis model we can

use this extra control signal to mimic the stretching of the drum

membrane when struck harder so that the slight changes in pitch

can be made audible. This detail in the synthesis adds to the credi-

bility of the synthesized sound and augments the intimate interac-

tion quality with the instrument.

2For a detailed description of the piezoelectric effect including a phys-
ical model of how force is transformed to charge, see e.g. [8, p. 621]

3[9, p. 16]
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Figure 3: Comparison of a sample readout from the sensor split in

DC offset and “clean” excitation signal.

3. MODEL

The synthesis model is based on research on nonlinear reverber-

ators done by Miller Puckette[1] and implemented in Pure Data.

Instead of a two-channel unitary delay network, the model uses a

network of four cascaded delay lines coupled with rotation matri-

ces R and nested in an outer delay line (see Fig. 4). The input is

the audio from the piezoelectric disk.

With given inputs x1(n) and x2(n) and angle of rotation θ,

the output of the rotation matrix can be described as

y1(n) = cx1(n)− sx2(n)

y2(n) = sx1(n) + cx2(n)

where c and s are given by c = cos(θ) and s = sin(θ) (cf.

[10, p.190ff])

The angle of rotation θ as well as the delay times d may be

fixed or modulated by a signal at audio rate. The delay times de-

termine pitch and timbre of the instrument. In our snare drum

model, the delay times d1 and d5 are modulated to tune the drum

head, d2 and d3 are fixed at 2.2 and 2.5 milliseconds and d4 is

fixed at 1 sample delay. Puckette proposes to make θ depend on

the time-varying signal power in the network to imitate the effect

of stretching a drum membrane. In our model, to mimic the rat-

tling of the snares, the rotation angles in θ1 and θ4 are modulated

by a lowpass filtered noise signal instead. θ2 and θ3 are fixed at π
and π/3.57. Furthermore, by lowpass filtering the excitation sig-

nal from the piezo-disk, we extract a little amount of DC offset

which is added to the delay time d5 to imitate the rising pitch of

the drum that occurs when the drum membrane is struck, due to

the increase in tension of the membrane.

As opposed to the elaborate mathematical modeling of a phys-

ical drum as in [11], the delay network in our model is not in-

formed by the properties of an acoustic instrument. For the au-

thors, the most viable route in the design process was experimen-

tation and tuning with the guidance of the ear. Consequently pa-

rameters like delay times d and the angles of rotation θ were found

though this process of performance and experimentation.
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Figure 4: A network of four cascaded delay lines and rotation ma-

trices nested inside a fifth delay line with an inverted signal.

The model may be tuned to approximate different percussive

instruments, e.g. with shorter delay times and less amount of mod-

ulation, the timbral texture approaches that of cymbal. The Pure

Data patch and FAUST code is available through our Git reposi-

tory.4

4. SOUND QUALITY

To estimate how faithful the sound of our synthetic instrument

might be [12], we conducted an online listening survey.5 The test

is available online.6 If you are curious to take the test yourself,

we recommend that you stop reading at this point and take the test

now in order to be unbiased before reading the results here. Our

survey had 42 participants, 35 indicated that they are instrumental

musicians and 30 indicated that they are electronic music produc-

ers. The participants were provided with 9 listening examples, 4 of

which were randomly chosen single hit samples of different types

of real snare drums, recorded at close range. Another 4 examples

were samples of our synthetic snare drum with different parameter

settings. The model was excited by a hit of a fingertip on the sur-

face of the Tickle. As a baseline we provided a drum machine sam-

ple that, to our understanding would be easily identifiable as being

synthesized. The participants were allowed to listen and compare

the samples repeatedly.

The listeners were asked to assess their confidence in what

they are hearing as “surely recording (of an acoustic drum)”, “likely

a recording”, “likely synthesized” or “surely synthesized”.

Out of a total of 378 votes, 15 (8.9%) classified our synthesis

model as “surely recording” and 39 (23.6%) as “likely a record-

ing”. The recorded snare drums were identified by 55 votes (32.7%)

as “surely recording” and 63 (37,5%) as “likely a recording”. The

baseline example was classified by 0 votes as “surely recording”

and 3 (7.2%) as “likely a recording” (see Fig. 5).

29 participants classified at least one of our snare drum sam-

ples as “surely recording” or “likely a recording”. Only two par-

ticipants were able to identify all our samples as “surely synthe-

sized”. This indicates that, even if compared to listening examples

of a real snare drum, most listeners find it difficult to identify our

snare drum model as being synthesized.

A video demonstrating playing techniques and sound charac-

teristics7 can be found on our website.

5. FURTHER RESEARCH

Snare drums in the physical world have more affordances then the

ones which can currently be simulated in our model. Size, ma-

terial, resonant head tension and head characteristics may be the

most obvious ones. It could be worthwhile to investigate how they

may be represented in the filter graph.

Also, as stated before, the algorithm can easily be changed to

approach other instrumental sounds. This aspect has already been

4gitlab.chair.audio (mirror: github.com/chairaudio)
5We decided against an in-person survey of participants interacting with

the hybrid instrument because the rich interaction quality of our synthesis
compared to a mere triggering of samples would immediately bias against
the recorded samples. Another reason was to avoid physical contacts in
times of the pandemic.

6Listening survey: https://discourse.chair.audio/t/efficient-snare-drum-
model-for-acoustic-interfaces-with-piezoelectric-sensors/65

7Demo video: https://discourse.chair.audio/t/videos-and-demos/49
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Figure 5: Results of the online survey show that the overall uncer-

tainty over whether the sound is synthesized or a recording of an

acoustic drum is significantly increased for our drum model.

considered in a patch that enables the user to play different in-

struments on each of the hexagons of the tickle. Collecting more

experiences using the described synthesis will facilitate more mul-

tifaceted sounds to be accessible for the Tickle.

Another development is the port of the Pure Data patches to

FAUST. FAUST provides a very flexible interface into a diversity

of platforms. Especially the possibility to generate highly efficient

C++ code will be especially useful it comes to the development of

instruments running on embedded hardware platforms.8

6. CONCLUSIONS

With complex delay networks we can create convincing snare drum

sounds with real time control over parameters like top head ten-

sion, snare rattle tension and damping. By utilizing the momen-

tary DC offset when bending piezoelectric sensors to modulate the

delay line of the filter we can create a computationally cheap sim-

ulation of the detuning spike which happens when the top head of

the drum is being hit.

8FAUST also provides a huge library of physical models. Some of them,
like the djembe can be used on the Tickle without adaptations. For others,
like the flute or the clarinet models, the use of an excitation signal is cur-
rently lacking in the model.
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ABSTRACT

Recent advancements in generative audio synthesis have al-
lowed for the development of creative tools for generation and
manipulation of audio. In this paper, a strategy is proposed for the
synthesis of drum sounds using generative adversarial networks
(GANs). The system is based on a conditional Wasserstein GAN,
which learns the underlying probability distribution of a dataset
compiled of labeled drum sounds. Labels are used to condition
the system on an integer value that can be used to generate audio
with the desired characteristics. Synthesis is controlled by an input
latent vector that enables continuous exploration and interpolation
of generated waveforms. Additionally we experiment with a train-
ing method that progressively learns to generate audio at different
temporal resolutions. We present our results and discuss the ben-
efits of generating audio with GANs along with sound examples
and demonstrations.

1. INTRODUCTION

Sample-based electronic music (EM) describes a variety of genres
that emerged through advancements in audio production and digi-
tal sampling technologies. EM is mainly created through the use of
digital audio workstation (DAW) software for arranging and ma-
nipulating short audio recordings, commonly referred to as sam-
ples. Early sampling technologies (e.g., Akai S950) were limited
by a small amount of memory; however, this constraint stimulated
creativity, artistic choices, and new genres of music. Considering
the abundance of free and affordable audio sample libraries avail-
able at present, there is the potential for an EM producer’s personal
collection of samples to become unwieldy and therefore difficult
to navigate and maintain.

Sample selection is an integral part of the EM production work-
flow and is one of the key skills harnessed by EM producers. The
selection of samples in this context is a meticulous retrieval task in-
volving careful listening for key subjective attributes (e.g., warmth,
boominess) of particular timbral features. Online sample libraries
such as Splice1 and Loopmasters2 have well-annotated databases
with high quality sounds; however, when a producer is searching
a collection for an exact sample or a sample with certain charac-
teristics (e.g., bass-heavy kick), the sound selection process can be
tedious and labor-intensive.

1https://splice.com/
2https://www.loopmasters.com/
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In this paper, a system is presented that allows EM producers
to interactively generate and fine tune novel audio sounds based on
their own personal collections. The system is based on a generative
adversarial network, which learns a mapping between a collection
(i.e., dataset) of labelled drum sounds and a low-dimensional latent
space that provides high-level control of the input data distribution.

1.1. Background

Advancements in generative modelling have allowed for the de-
velopment of novel tools for the generation and manipulation of
audio. Generative models learn the underlying probability distri-
bution of a given dataset and produce new data based on example
observations. Generative methodologies include generative adver-
sarial networks (GANs) [1], autoencoders [2] and autoregressive
networks [3]. Autoencoders map high-dimensional data distribu-
tions onto low-dimensional latent spaces and reconstruct the out-
put from this representation using a decoder. Several generative
models using autoencoders have been proposed for the task of gen-
eralised musical audio generation including autoregressive (AR)
models (e.g., [4, 5]) and non-AR models (e.g. [6, 7, 8]). AR mod-
els for raw audio synthesis have the capacity to generate high fi-
delity audio, yet this comes at the cost of slow generation and the
inability to learn compact latent space representations. An alter-
native solution is found in GANs, a subset of non-AR generative
models, which map low-dimensional latent spaces to complex data
distributions through an adversarial training strategy [1]. The gen-
erator learns to produce realistic synthesized data from a prior dis-
tribution, while the discriminator learns to correctly classify real
and synthetic data. GANs can be conditioned on additional infor-
mation (e.g., pitch, instrument class) enabling high-level control
over data generation [9]. Unlike AR models, GANs are capable
of parallelised training and generation. However, GANs require
much larger models to generate longer audio recordings, becom-
ing computationally expensive. Thus, GANs are well-suited for
the synthesis of short audio recordings such as drum sounds.

Donahue et al. [10] were the first apply adversarial learning
to musical audio using a modified deep convolutional GAN [11]
that operates on raw audio data. Alternatively, Engel et al. [12]
proposed GANSynth, an adversarial approach to audio synthesis
that utilised recent improvements in the training stability of GANs
[13, 14, 15]. Musical notes are conditioned with labels represent-
ing the pitch content and are modelled as log magnitude and in-
stantaneous frequency spectrograms, which are used to approxi-
mate the time-domain signal. More recently, Engel et al. [16]
achieved high resolution audio generation without the need for
large AR models or adversarial losses through a modular approach
to generative audio modeling that integrates digital signal process-
ing elements into a neural network.

Specific to the generation of drum sounds, Aouameur et al.
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[8] used a conditional Wasserstein autoencoder to generate audio
spectrograms that are inverted to audio through a multi-head CNN.
Ramires et al. [17] synthesized percussion sounds with high-level
control over timbral characteristics using Wave-u-net [18]. Tom-
czak et al. [19] proposed a method for joint synthesis and rhythm
transformation of drum sounds by combining the use of adversar-
ial autoencoders with a Wasserstein GAN adversarial framework.

1.2. Motivation

In this paper, a system for synthesising drum samples is presented,
which is suitable for generating novel drums sounds based on a
producers personal sample collection. The system is designed to
be lightweight, in that it can learn to generate high-quality audio
when trained using a small amount of data. High-level condition-
ing organises drum sounds into specific categories, while a com-
pact latent space with low dimensionality is used for intuitive syn-
thesis control to output a variety of different drum sounds. In addi-
tion, interpolating the compact latent space of a learned generative
model provides an intuitive way for EM producers to morph be-
tween generated drum samples when composing new grooves and
rhythms.

The system is realised through a conditional Wasserstein gen-
erative adversarial network trained with a small dataset of labelled
drums sounds. Conditioning is achieved with the three main per-
cussion instruments from the common drum kit—that is, kick drum,
snare drum, and cymbals—and it can generate a diverse range of
sounds when trained on a relatively small dataset of short audio
recordings.

By varying the input latent vector, large or subtle variations
can be made to the timbral characteristics of the output. In order
to reduce training time, a progressive growing training methodol-
ogy similar to [13] is considered, in which audio is incrementally
generated at increasingly higher temporal resolutions.

The remainder of this paper is structured as follows: Section
2 presents our proposed method for drum sound generation. Sec-
tion 3 presents our training procedure and dataset processing, and
Section 4 provides the results and discussion. Conclusions and
suggestions for future work are presented in Section 5.

2. METHOD

The proposed approach to drum synthesis builds upon the architec-
ture of WaveGAN [10] but is designed specifically for conditional
audio generation of a variety of different drum sounds. Figure 1
presents a general overview of the proposed system. Generator G
is trained to generate audio signals given a latent vector z and a
conditional variable y, and discriminator D is trained to estimate
the Wasserstein distance between the generated and observed dis-
tributions. Both networks are optimised simultaneously until G
can produce drum samples that are indistinguishable from the ob-
served training data.

The original GAN framework as proposed by [1] defines an
adversarial game between generator network G and discriminator
network D. G is used to learn mappings from a noise space Z to
drum data space X . Z = Rdz , where dz is a hyperparameter that
controls the dimensionality of Z. Latent variables z ∈ Z are sam-
pled from a known prior p(z), which is modelled with a simple
distribution (e.g., Gaussian, Uniform). X is the drum data space
that represents the input to D or output of G. As training data,
drum samples D are drawn from a real distribution pD(x). By

Figure 1: Overview of proposed system for drum synthesis: Gener-
ator G (left) is trained to generate audio given a latent vector z and
conditioning variable y. Discriminator D (right) is trained to min-
imise the Wasserstein distance between the generated distribution
and the observed distribution.

sampling from p(z), G can be used to output drums that represent
a synthetic distribution q(x). Following the more general formula-
tion introduced in [20], the GAN learning problem aims at finding
a min-max optimisation of objective V between the pair of G and
D (i.e., Nash equilibrium), of the value function defined as:

min
G

max
D

V (G,D) = Ex∼pD(x)[f(D(x))] +

Ez∼p(z)[f(−D(G(z)))], (1)

where E[·] denotes expectation, and f : R −→ R is a concave func-
tion. G is trained to output q(x) as close to pD(x) as possible. D
is trained to distinguish between real data PX and synthesised data
q(x). Convergence occurs when G can mislead D by generating
synthesized samples that are indistinguishable from real samples.

Training GANs correctly utilising the original formulation is
difficult and prone to mode collapse, resulting in reduced sample
variability. To help stabilise training, Arjovsky et al. [14] suggest
minimising the Wasserstein distance between the generated and
observed distributions.

D is modified to emit an unconstrained real number rather than
a probability value to recover the traditional GAN [1] formulation
f(x) = −log(1 + exp(−x)), where f is the logistic loss. This
convention slightly differs from the standard formulation in that
the discriminator outputs the real-valued logits and the loss func-
tion would implicitly scale this to a probability. The Wasserstein
GAN is achieved by taking f(x) = x. Within this formulation,
f has to be a 1-Lipschitz function and D is trained to assist in
computing the Wassertein distance, rather than to classify samples
as real or fake. To enforce the Lipschitz constraint, Arjovsky et al.
[14] suggest the application of a simple clipping function to restrict
the maximum weight value in f . To avoid subsequent difficulties
in optimisation (i.e., exploding or vanishing gradients), the authors
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in [15] utilised a gradient penalty parameterised by penalty coeffi-
cient λ to enforce the constraint.

In the conditional formulation of the GAN, the G and D net-
works use additional input layers with labels y. The updated ob-
jective function can be stated as:

min
G

max
D

V (G,D) = Ex,y∼pD(x,y)[f(D(x))] +

Ey∼p(y),z∼p(z)[f(−D(G(z, y), y))], (2)

where p(y) is the prior conditioning distribution. Conditioning the
system on labels allows for targeted generation of drum sounds
from a specific category. Methods for categorical conditioning
commonly involve encoding conditional labels as one-hot vectors
and concatenating them with the latent code [9]; however, this can
lead to undesirable behaviour such as cross-over between classes.
Following [21], an embedding space Y is used to condition the
model on external information, where Y = RdY , where dY is a
hyperparameter used to control the dimensionality of Y .

2.1. Model Details

In order to learn an instrument-specific encoding, conditioning
variable y is passed through an embedding layer with a dimen-
sionality w, such that each of the three drum classes are mapped
to a different w-element vector representation that is learned by G
(w = 50). The embedding layer and latent vector are then scaled
to the initial size of the network using a dense layer, then concate-
nated together and passed through a series of upsampling blocks to
output a generated waveform. Each upsampling block consists of
one-dimensional nearest neighbour upsampling with a stride of 4,
a one-dimensional convolutional layer with a kernel length of 25,
and a ReLU activation. Thus, at each block the number of audio
samples is increased by a factor of 4 with the output layer passed
through a tanh activation.

Discriminator network D mirrors the architecture in G. D
takes an audio signal and conditioning variable y. In D, y is passed
to an identical embedding layer to that in G and is scaled to the size
of the input waveform using a dense layer and reshaping. This
representation is then concatenated with the input waveform and
passed through a series of downsampling blocks. Each downsam-
pling block consists of a convolutional layer with a stride of 4 and
kernel length of 25, a leaky ReLU activation (α = 0.2). Thus, at
each stage of the discriminator the input waveform is decreased by
a factor of 4. The final layer of D is a dense layer with a linear
activation function that outputs the authenticity of the input audio
sample through the Wasserstein distance.

Upsampling in generator networks is known to cause peri-
odic checkerboard artifacts when synthesising images [22]. When
generating raw audio, checkerboard artifacts can be perceived as
pitched noise that degrades the overall audio quality. An optimi-
sation problem can occur when D learns to reject generated audio
with artifact frequencies that always occur at a particular phase.
Donahue et al. [10] introduced a phase shuffle module that ran-
domly perturbs the phase at each layer of D. Phase shuffle forces
D to become invariant to the phase of the input waveform and is
controlled by hyperparameter s that perturbs the phase of a layer’s
activations by -s to s samples (s = 2).

Figure 2: Progressive growing procedure, in which D and G be-
gin learning with low resolution audio resolution of 256 samples.
As training advances new layers are added to the models to incre-
mentally increase the number of samples by a multiple of 4 thus,
learning higher frequencies as training progresses.

3. TRAINING

3.1. Network training

In order to optimise Equation 2 we use alternating updates between
networks G and D. At each training iteration, the parameters of
network D are updated k times for each G parameter update (k =
5). The model is trained using the Adam optimiser [23] with a
learning rate 2e–4, β1 = 0.5, β2 = 0.99 for a 2000 epochs and
50000 iterations in total, where each iteration takes a mini-batch
of 64 examples. The model is trained using a gradient penalty
coefficient (λ = 10). n upsampling and downsampling blocks are
used to allow for the generation of T samples of audio. Following
[10], the latent dimensionality dz was initially set to 100 and a
second model is trained with a lower dimensionality (dz = 3) to
explore the tradeoff between dimensionality and audio quality.

3.2. Progressive Growing

To reduce the length of training time, a progressive growing pro-
cedure is adopted during training. Following [13], the model is
initially trained with downsampled input audio data, then learns
to generate output at samplerates of incrementally higher qual-
ity. Figure 2 depicts the progressive growing procedure for net-
works D and G, which are trained on low resolution audio un-
til stable. Additional layers are then added to support more au-
dio samples and thus higher samplerates can be used to sample
the audio. Higher frequencies are learned in successive epochs as
training progresses. As in [10], the output size of layers grows in
increments of 4 until the desired samplerate of is met. When train-
ing completes at its current resolution, networks are incrementally
grown by adding a new set of layers to increase the resolution each
time by a multiple of 4. Skip connections are used to connect the
new block to the input of D or output of G and the newly added
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Figure 3: Example waveform generations (left) and corresponding
Mel-scaled log frequency spectrograms (right) for kick drum (top),
snare drum (middle) and cymbal (bottom).

layers are linearly faded in to prevent shocks from the sudden ad-
dition of a larger layer. Fading between layers is controlled by
parameter r, which is linearly interpolated from 0 to 1. Learning
the earlier simple models first helps to stabilise training and pro-
gressively learn finer high frequency details. G and D both start
training with a short audio length of 256 samples. As training ad-
vances, we incrementally add layers to both G and D to increase
the number of samples used in the generated audio.

3.3. Dataset

For all experiments, both networks are trained using raw audio
waveforms. We compiled a dataset of drums sounds D selected
from a wide variety of sample libraries (including Loopmasters
and Splice). Sounds were categorised manually into p domains
comprising kick, snare and cymbal samples. Each domain contains
3000 individual samples resulting in a total dataset size of 9000
samples. All samples are mono 16-bit PCM audio files sampled at
44.1kHz. Prior to preprocessing, the mean sample length of each
audio file in the dataset was 18234 samples (i.e., 0.41s). In accor-
dance with the network architecture in [10], we choose the training
data input length to the nearest power of two (T = 16384) to sat-
isfy the symmetric structure of networks G and D. Each training
sample is trimmed or zero-padded to ensure a constant length of T
samples. All waveforms are normalised and a short linear fade of
samples is applied to the start and end of each waveform to ensure
that they consistently begin and end at 0 amplitude.

4. RESULTS

A system for generative audio synthesis of drum sounds has been
implemented as presented in Sections 2 and 3. We report on the
system’s capacity for generating coherent drum samples and pro-
vide an accompanying webpage3 for examples of individual gener-
ated audio samples, interpolation experiments, and example usage
within electronic music compositions. These examples allow for
subjective evaluation of audio generation quality and waveform
interpolation properties.

4.1. Generation Quality

Figure 3 presents examples of a kick drum, snare drum and cymbal
generated through the system output. Informal listening tests were
conducted to assess the generation quality of audio samples from
each class. Conditioning the system with labels improves overall
quality and omits overlap between classes. Generally, kick and
snare drums can be more easily modelled by the system and are
less prone to artifacts. As can be seen from the spectrograms in
Figure 3, some checkerboard artifacts remain; however, this does
not have a considerable effect on the overall perceived quality of
the drum sounds and in most cases could be removed with simple
post-processing (e.g., amplitude fading, equalisation). Inclusion of
the progressive growing procedure results in both reduced training
time and coherent audio generated at an earlier stage. Unfortu-
nately, this results in an increase in artifacts present, degrading the
perceived quality of the generations. Due to its fast training time,
the progressive growing model could be used as a tool to preview
drum samples from a large collection.

4.2. Latent Space Dimensionality

As the proposed system is intended to allow producers to interac-
tively navigate a compact representation of audio sounds, experi-
mentation was undertaken with a small latent dimensionality. The
dimensionality of the latent space and its relationship to generation
quality and diversity in GANs has yet to be thoroughly explored in
literature.

For comparison, we provide a selection of randomly generated
drum sounds from each domain using dz = 100 and dz = 3. Inter-
estingly, the size of the latent space had little effect on output audio
quality, following findings in other similar research [24]. Different
values for dz returned similar results, leading to our early con-
clusion that latent parameters up to rank three define the majority
of parameter variance within the set of 100 dimensions; however,
additional investigation is required to validate this.

4.3. Waveform Interpolation

The proposed system learns to map points in the latent space to the
generated waveforms. The structure of the latent space can be ex-
plored by interpolating between two random points. Experiments
with linear interpolation and spherical linear interpolation are pro-
vided on the accompanying webpage. The purpose of the spher-
ical linear interpolation experiment is to ensure that the curving
of the space is taken into account as linear interpolation assumes
that the latent space is a uniformly distributed hypercube. When
traversing the latent space, changes in audio quality are continuous

3https://jake-drysdale.github.io/blog/
adversarial-drum-synthesis/
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Figure 4: Interpolation in the latent space for kick drum genera-
tion. Kick drums are generated for each point along linear paths
through the latent space (left). Paths are colour coded and subse-
quent generated audio appears across rows (right).

and without abrupt variation. Figure 4 demonstrates the transition
between output kick drums when navigating linearly through the
latent space. Timbral modifications can be made to a generation
by making adjustments to latent variables Z. Larger steps in the
latent space are perceptually equivalent to smoothly mixing ampli-
tudes between distinct drum sounds whereas smaller adjustments
result in subtle variations of timbral characteristics. Subtle varia-
tions in timbre could be a useful for humanizing programmed drum
sequences to provide a more natural feel. While the effect each
dimension in d has on the output can not be anticipated, many ex-
amples demonstrate consistent variations in pitch, envelope shape
and the presence or omission of high and low frequencies. Spher-
ical interpolation seem to result in a more abrupt change of tim-
bral characteristics (e.g., alteration between different kick drum
sounds) than linear interpolation.

5. CONCLUSIONS AND FUTURE WORK

A method for generative audio synthesis of drum sounds using a
generative adversarial network has been presented. This system
provides a music production tool that encourages creative sound
experimentation. The results demonstrate the capacity of the con-
ditional model to generate a wide variety of different class-specific
drums sounds. High-level conditioning organises drum sounds
into specific categories, while a compact latent space allows for
intuitive synthesis control over output generations. The model is
lightweight and can be trained using a reasonably small dataset
to generate high-quality audio, further demonstrating the potential
of GAN-based systems for creative audio generation. The exper-
imental dataset could be replaced with an EM producers personal
collection of samples and custom tags could be defined for condi-
tioning. Future work will involve embedding the system into an
audio plug-in that can be evaluated by EM producers in efforts to
inform and improve the breadth of the design goals. The plug-in
will be designed to have various parameters that enable navigation
of the latent space.
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COMPLEMENTARY N-GON WAVES AND SHUFFLED SAMPLES NOISE

Dominik Chapman

ABSTRACT
This paper introduces complementary n-gon waves and the shuf-
fled samples noise effect. N-gon waves retain angles of the regular
polygons and star polygons of which they are derived from in the
waveform itself. N-gon waves are researched by the author since
2000 and were introduced to the public at ICMC|SMC in 2014.
Complementary n-gon waves consist of an n-gon wave and a com-
plementary angular wave. The complementary angular wave in-
troduced in this paper complements an n-gon wave so that the two
waveforms can be used to reconstruct the polygon of which the
waveforms were derived from. If it is derived from a star polygon,
it is not an n-gon wave and has its own characteristics. Investiga-
tions into how geometry, audio, visual and perception are related
led to experiments with complementary n-gon waves and a shuffle
algorithm. It is possible to reconstruct a digitised geometric shape
from its shuffled samples and visualise the geometric shape with
shuffled samples noise signals on a digital display device or also,
within some limitations, on an oscilloscope in X-Y mode. This
paper focuses on the description of discrete complementary n-gon
waves and how a Fisher-Yates shuffle algorithm was applied to
these waveforms and used to create the shuffled samples noise ef-
fect. In addition, some of the timbral and spatial characteristics of
complementary n-gon waves and shuffled samples noise are out-
lined and audiovisual applications of these waveforms briefly dis-
cussed.

1. INTRODUCTION

N-gon waves were introduced in the previous paper N-Gon Waves
– Audio Applications of the Geometry of Regular Polygons in the
Time Domain [1]. The reconstruction of the polygons of which the
n-gon waves were derived from with the waveforms themselves
was not included in the paper. It is not possible to reconstruct these
polygons with two n-gon waves, except for n-gon waves derived
from a tetragon (i.e. a square). This paper presents a continua-
tion of the n-gon waves topic by introducing complementary n-gon
waves that consist of an n-gon wave and a complementary angu-
lar wave that can be used to reconstruct the polygon of which the
waveforms were derived from. The complementary angular wave
is, with the exception of the tetragon wave, not an n-gon wave it-
self and has its own characteristics. The reconstructed polygons
can be visualised with complementary n-gon waves in the same
way as Lissajous Figures are visualised on a cathode-ray oscillo-
scope in X-Y mode. The complementary n-gon waves topic in-
troduced in this paper is enhanced with presenting the application
of the Fisher-Yates shuffle algorithm [2] on complementary n-gon
waves. Although, applying a shuffle algorithm to digital samples
may not appear very spectacular, it is demonstrated in this paper
that it can lead to characteristic audiovisual effects.

Copyright: © 2020 Dominik Chapman. This is an open-access article distributed
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A characteristic of an n-gon wave is that it retains angles of
the regular polygon or star polygon of which the waveform was
derived from. As such, some parts of the polygon can be recog-
nised when the waveform is visualised, as can be seen from fig-
ure 1. This characteristic distinguishes n-gon waves from other

Figure 1: An n-gon wave is derived from a pentagon. The internal
angle of 3π/5 rad of the pentagon is retained in the shape of the
wave and in the visualisation of the resulting pentagon wave on a
cathode-ray oscilloscope.

waveforms derived from regular polygons or waveforms that can
be used to generate polygonal shapes. Examples for other wave-
forms related to polygons are the sinusoidal polygonal waveforms
by L. Vieira Barbosa [3] and C. Hohnerlein et al. [4], Gielis curves
[5] and the polygonal waveforms used in the DIN software by J.
Sampath [6]. Some n-gon waves were experimentally constructed
with Fourier analysis and resynthesis and briefly discussed in the
previous paper [1]. But with the exception of sawtooth, triangle,
square and hexagonal waves, n-gon waves do not seem to be cov-
ered in common Fourier series literature or synthesis. For instance,
n-gon waves are not included in the publication Fourier Series of
Polygons by Alain Robert [7] or the thesis The Harmonic Pattern
Function: A Mathematical Model Integrating Synthesis of Sound
and Graphical Patterns by L. J. Putnam [8]. Graphical or orna-
mental waveforms were drawn directly onto the soundtrack part of
a filmstrip in the 20s and 30s of the 20th century. For example, by
A. Avraamov [9] and O. Fischinger [10]. This could be regarded
as, to some degree, similar approach to the transfer of geomet-
ric shapes into a waveform, as used with n-gon waves. The rela-
tionship between audio and visual in the Oscilloscope Music by J.
Fenderson [11] and the OsciStudio software by H. Raber [12] is
described by J. Fenderson as "what you see is what you hear" [13].
The description seems to be appropriate, because, in OsciStudio
audio signals derived from graphics that are played back through
speakers can be synchronously visualised on a cathode-ray oscil-
loscope in X-Y mode. As complementary n-gon waves reconstruct
the polygon of which the waveforms were derived from, this poly-
gon can also be visualised on a digital display device or an os-
cilloscope in X-Y mode. A prototype of a complementary n-gon
waves oscillator VST-plugin was used to investigate this relation
of geometry, audio, visual and perception. An audiovisual phe-
nomenon was observed: the same or a very similar shape can be
constructed with different waveforms. For instance, waveforms
based on amplitude modulated sinusoidals, linear waveforms or
Fourier polygon series can all be used to display a regular poly-
gon on a cathode-ray oscilloscope in X-Y mode. Also, they may
all have their unique timbres. This observation led to experiments
with a Fisher-Yates shuffle algorithm, applied to the sequence of
samples of complementary n-gon waves. The rationale behind this
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approach was to find out whether noise signals could be used to
visualise polygons and if the application of the Fisher-Yates shuf-
fle algorithm could be used as an audio effect for complementary
n-gon waves.

2. COMPLEMENTARY N-GON WAVES

2.1. Complementary N-gon Waves Definition

An n-gon wave and another angular waveform that complement
each other so that they can be used to reconstruct the regular poly-
gon or star polygon of which they were derived from are given the
name complementary n-gon waves in this paper. The two wave-
forms of the complementary n-gon waves are referred to as n-gon
wave and complementary angular wave. If the n-gon wave is de-
fined as a function f(sinx) then the complementary angular wave
is the function f(cosx). The n-gon wave retains angles of the
polygon it is derived from in the waveform itself. The angles of
the complementary angular wave are orthogonal, but it shares the
frequency and the position of the star polygon vertices in the time
domain with the n-gon wave. The complementary angular wave
derived from a regular polygon is a tetragon wave. However, the
complementary angular wave derived from a regular star polygon
is not an n-gon wave, as it does not retain angles of the star polygon
it is derived from. This is also evident from the slope equations of
the n-gon wave (6) and the complementary angular wave (10) and
figure 2. Note that the waveform graphics in this paper are inverted
so that the they can be attached to a polygon and read clockwise
from left to right instead of anticlockwise right to left.

Figure 2: Complementary n-gon waves: N-gon waves are attached
to a reconstructed heptagon and heptagram with Schläfli symbols
{7/1} and {7/3} of which the two waveforms are derived from.
Below the n-gon waves are their complementary angular waves.

2.2. Complementary N-gon Waves Equations

Discrete complementary n-gon waves can be calculated with the
equations presented in this paper. Some of the equations are used
to calculate intermediary steps of both the n-gon wave and the
complementary n-gon wave and others are only used to calculate
one of the two waveforms. The equations are parts of two larger
equations that can be used to calculate discrete n-gon waves and
their complementary angular waves.

θ is the central angle of the polygon the complementary n-
gon waves are derived from. In equation (1), the variable n is the
number of vertices of the polygon and the variable q is the polygon
density or turning number, they are used in the Schläfli symbol
{n/q} to define the polygon.

θ = 2πq/n (1)

In equation (2) the size of the radius r0 of the circumcircle of the
regular polygon or star polygon is calculated with using the fre-
quency f of the circumcircle wave and the sampling rate s. The

frequency of the circumcircle wave is not necessarily the same as
the frequency of the complementary n-gon waves, see also equa-
tion (7) and figure 10.

r0 = s/4f (2)

The variable k is used as index of the vertexes of the polygon the
complementary n-gon waves are derived from.

0 ≤ k < n (3)

The differences ∆xk and ∆yk between the vertices k and k + 1
are calculated for the x-axis and the y-axis in equations (4) and (5).
ϕ is the initial phase that also rotates the reconstructed polygon the
waves are derived from.

∆xk = cos(θ(k + 1) + ϕ)− cos(θk + ϕ) (4)

∆yk = sin(θ(k + 1) + ϕ)− sin(θk + ϕ) (5)

The variable mk in equation (6) is the slope of the line that con-
nects the vertices k and k + 1 of the n-gon wave.

mk = ∆yk/|∆xk| (6)

In equation (7) the full length of both waves Tn is calculated with
a unit radius of 1. Both waves do have the same length.

Tn =

n−1∑
k=0

|∆xk| (7)

The radius of the circumcircle of the complementary n-gon waves
is calculated in equation (8). The variables λ, ϵ and η are used to
scale the radius and hence the frequency of the two waves. For a
more detailed description about scales that can be derived from n-
gon waves, see the paper N-Gon Waves – Audio Applications of the
Geometry of Regular Polygons in the Time Domain [1]. Setting the
exponent η to a value of −1 and the exponents λ and ϵ to a value
of 0 will tune the frequency of the complementary n-gon waves to
the frequency of the circumcircle wave. For tuning complementary
n-gon waves see also equation (15).

rn =
r0 sec(θ/2)

λ csc(θ/2)ϵ

(4/Tn)η
(8)

The sum of the partial lengths Tk of the connected lines of the
complementary n-gon waves are calculated in equation (9).

Tk = rn

k−1∑
l=0

| cos(θ(l + 1) + ϕ)− cos(θl + ϕ)| (9)

The variable µk in equation (10) is the step size or slope of the
amplitude increments in the complementary angular wave.

µk =
−∆xk
r0|∆xk|

(10)

The variable t is the index of the sequence of samples of the com-
plementary n-gon waves.

⌊Tk⌋ ≤ t < ⌊Tk+1⌋ (11)

The calculation of the discrete n-gon wave is given in equation
(12). The parameter a is the amplitude of the n-gon wave.

wy(a, k, t, ϕ, θ) = a(sin(θk + ϕ) + (t− ⌊Tk⌋)mk) (12)
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The calculation of the discrete complementary angular wave is
given in equation (13).

wx(a, k, t, ϕ, θ) = a(cos(θk + ϕ) + (t− ⌊Tk⌋)µk) (13)

Depending on the implementation of the equations, care should be
taken to avoid divisions by zero. Equation (14) shows one way of
how divisions by zero can be detected that are introduced by the
initial phase when a digon with Schläfli symbol {2}, i.e. a line,
approaches a vertical position and may become of infinitely short
duration. If the result of the equation is zero, a division by zero was
detected. Rounding errors may also be considered when dividing
the initial phase ϕ by the central angle θ. If detected, a division by
zero can be handled with giving a vertical slope a slight bias.

0 = 2([(ϕ/θ) mod n] + q) mod n (14)

2.3. Tuning Complementary N-gon Waves to a Frequency

To tune the complementary n-gon waves to the same frequency as
the circumcircle wave, the exponents in equation (8) can be set to
the following values: λ = ϵ = 0 and η = −1. Equation (8) for rn
can then be shortened to equation (15).

rn =
r0

(4/Tn)−1
= s/fTn (15)

2.4. Timbral and Spatial Characteristics of Complementary
N-gon Waves

Complementary n-gon waves offer a wide range of timbres, from
some that are similar to the timbres of common sawtooth, triangle
and square waves to buzz-like, coarse, percussive and click-like
sounds. As they are angular waveforms they are rich in harmon-
ics, but also produce aliasing. A more detailed description of the
various timbres of these waveforms is beyond the scope of this
paper.

The inherent spatial characteristics of complementary n-gon
waves are audible on a stereophonic two-speaker system, where a
separate audio channel and speaker is used for each of the two sep-
arate waves. For example, low frequency complementary n-gon
waves derived from star polygons could be described as sounding
similar to a percussive rotary audio effect: when the amplitude of
the n-gon wave increases, the amplitude of the complementary an-
gular wave decreases, as can be seen from figure 3. When this
complementary n-gon wave reaches the part with the shortest du-
rations between its peak amplitudes, a drum-like percussive sound
is audible. As the n-gon wave reaches this part and it also reaches
its maximum peak amplitudes, the n-gon wave’s sharp drum-like
sound is more prominent than the drum-like sound of the comple-
mentary angular wave. For an additional description of the drum-
like sound see also the paper N-Gon Waves – Audio Applications
of the Geometry of Regular Polygons in the Time Domain [1]. The
drum-like sound of the complementary angular wave sounds softer
and at its peak amplitudes the wave gives more room to its buzz-
like sounds.

3. ORTHOGONAL COMPLEMENTARY N-GON WAVES

3.1. Orthogonal Complementary N-gon Waves Definition

If a Cartesian coordinate system is used, where the x-axis and the
y-axis are perpendicular to one another, two orthogonally oriented

Figure 3: Complementary n-gon waves derived from a star poly-
gon with Schläfli symbol {128/63}. The wave on the top is the
n-gon wave, the one on the bottom is the complementary angular
wave. The image only shows excerpts of the waveforms.

complementary n-gon waves can be derived from the same regu-
lar polygon or regular star polygon. One can be derived by using
the x-axis and another by using the y-axis for the amplitudes of
the n-gon wave and the complementary angular wave. The initial
phase of the complementary n-gon waves with amplitudes on the
x-axis is calculated by adding the cosine of the central angle of
the polygon to the initial phase of the complementary n-gon waves
with amplitudes on the y-axis, which is shown in equation (16). If
the variable ψ in the equation is incremented in integer values, it
rotates the polygon in central angle steps and the value n/4 adds
the cosine to this value.

ϕ = θ(ψ + n/4) (16)

As orthogonal complementary n-gon waves consist of two pairs
of complementary n-gon waves, a total of four angular waveforms
can all be derived from one regular polygon or regular star poly-
gon: two orthogonal n-gon waves and two orthogonal complemen-
tary angular waves, as illustrated in figure 4.

Figure 4: Orthogonal n-gon waves with the perpendicular x-axis
and y-axis and two complementary n-gon waves with the n-gon
wave on top and the complementary angular wave on bottom. All
derived from the same heptagram with Schläfli symbol {7/2}.

3.2. Tuning Orthogonal Complementary N-gon Waves to a Fre-
quency

If the initial phase ϕ is 0 and rn is not calculated with equation
(15), the orthogonal complementary n-gon waves do not have the
same frequency. To tune orthogonal complementary n-gon waves
to the same frequency, the initial phase can be set to π/4 rad and
umultiples of π/2 rad added, as in equation (17) and illustrated in
figure 5. If the waveforms should have the same frequency as the
circumcircle wave, equation (15) can also be used to compute rn.

ϕ = π(1/4 + u/2), u ∈ N (17)

3.3. Two Channel Combinations of Orthogonal Complemen-
tary N-gon Waves

If two channels are used for audio or visual representation, or-
thogonal complementary n-gon waves offer 16 different waveform
combinations derived from one regular polygon or star polygon. If
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Figure 5: Orthogonal n-gon waves derived from a trigon with
Schläfli symbol {3}, tuned to the same frequency with computing
the initial phase ϕ with equation (17). The perpendicular lines in
the top row show the length and position of the n-gon waves. In
the second row the n-gon waves are both shown with time on the
horizontal axis and amplitude on the vertical axis.

a digital or cathode-ray oscilloscope in X-Y mode is used to visu-
alise the two audio channels, it can be seen that some of the angular
shapes on the display of the oscilloscope appear to be the same for
some combinations. However, if two independent audio channels
are used with different locations in a stereophonic sound field, each
combination sounds different. The figures 6 and 7 show orthogo-
nal complementary n-gon waves derived from a dodecagram with
Schläfli symbol {12/5}. Figure 8 visualises the X-Y mode shapes
of the 16 combinations of the four waveforms of these orthogonal
complementary n-gon waves.

Figure 6: N-gon wave and complementary angular wave with ini-
tial phase ϕ = 0 rad. The Schläfli symbol of the polygon the waves
are derived from is {12/5}.

Figure 7: N-gon wave and complementary angular wave with ini-
tial phase ϕ = θ(n/4). The Schläfli symbol of the polygon the
waves are derived from is {12/5}.

3.4. Initial Phase and Two Channel Complementary N-gon
Wave Combinations

If the initial phase of a two channel complementary n-gon wave
combination is changed, a variety of waveforms and shapes can
be generated. In addition, the initial phase of the individual waves
can be changed independently. A more detailed description of two
channel complementary n-gon wave combinations is beyond the
scope of this paper. Some examples of possible combinations are
illustrated in figure 9.

Figure 8: Two channel combination matrix of geometric shapes
constructed with orthogonal complementary n-gon waves. Exam-
ple with orthogonal complementary n-gon waves derived from a
dodecagram with Schläfli symbol {12/5}, ϕ = initial phase, f =
frequency. Complementary n-gon waves with amplitudes on y-axis
(y): ϕ = 0, f = 68.595016 Hz. Complementary n-gon waves
with amplitudes on x-axis (x): ϕ = π/n, f = 68.594955 Hz. The
order of the four vertical inputs to the matrix is the same as the
horizontal: 1. n-gon wave (y), 2. complementary angular wave
(y), 3. n-gon wave (x), 4. complementary angular wave (x). Al-
though some of the visualisations look the same, the timbral and
spatial characteristics of each combination are different.

Figure 9: Examples of two channel orthogonal complementary n-
gon waves combinations. Description and numbering is from left
to right. Four examples derived from a polygon with Schläfli Sym-
bol {64/17} and initial phase 7π/8 rad: 1. complementary n-gon
waves, 2. two orthogonal n-gon waves, 3. orthogonal n-gon wave
and complementary angular wave, 4. two orthogonal complemen-
tary angular waves. One example derived from a polygon with
Schläfli Symbol {64/31} and initial phase 25π/32 rad: 5. two
orthogonal complementary angular waves.

3.5. Timbral and Spatial Characteristics of Two Channel Or-
thogonal Complementary N-gon Waves Combinations

The timbres of two channel orthogonal complementary n-gon waves
combinations are similar to the timbres of complementary n-gon
waves, with the exception of two-part polyphony or phasing that
occur when the waveforms are not tuned to the same frequency
and some alternating rotary spatial characteristics. If not tuned
to the same frequency with the tuning equations (15) and (17),
the individual waveforms of two channel combinations of orthog-
onal complementary n-gon waves do not necessary have the same
frequency. A result of this is the two-part polyphony or phasing.
The two-part polyphony and the phasing are dependent on the fre-
quency of the unit circle wave, the initial phase and the number
of vertices of the polygon of which the waveforms are derived
from. For instance, if the initial Schläfli symbol {3} of a regular
polygon of which orthogonal n-gon waves with different frequen-
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cies are derived from is successively increased, at some point the
two-part polyphony converges into phasing. The closer these or-
thogonal n-gon waves with different frequencies get to an n-gon
wave derived from an apairogon (a regular polygon with an infi-
nite number of sides with Schläfli symbol {∞}) and the closer the
n-gon wave gets to a circle wave, the less phasing occurs. This
is due to the fact that in this case the difference between the ini-
tial phases and hence the difference between the frequencies of
the orthogonal n-gon waves theoretically become infinitely small.
Figure 10 shows an approximation of orthogonal n-gon waves to a
circle wave. Although, phasing can be a desired effect used for au-
dio and visual synthesis, it can also occur as an unintended effect
produced by rounding and truncation errors during the computa-
tion of the waveforms. If orthogonal complementary n-gon waves
derived from the same regular polygon or star polygon are tuned
to the same frequency with equation (15) or (17), the amplitude
peaks of the two audio channels of the percussive rotary audio ef-
fect described above in "2.4 Timbral and Spatial Characteristics of
Complementary N-gon Waves" are alternating. The tempo of the
percussive sound appears doubled, because the amplitude peaks
change periodically from one channel to the other channel, as il-
lustrated in figure 11.

Figure 10: Orthogonal n-gon waves derived from a regular poly-
gon with Schläfli symbol {64} and the resulting shape. Although,
the orthogonal n-gon waves get close to a circumcircle wave,
which is a circle wave derived from a circumcircle, phasing is still
audible.

4. SHUFFLED SAMPLES NOISE APPLIED TO
COMPLEMENTARY N-GON WAVES

4.1. Applying a Fisher-Yates Shuffle Algorithm to Comple-
mentary N-gon Waves Samples

A shuffle algorithm can be used to permute the sequence of sam-
ples of complementary n-gon waves or any other digital signal.
As the shuffling often produces noise-like signals, this effect was
given the name shuffled samples noise. In the software that was
used to explore the application of the shuffled samples noise on
complementary n-gon waves and to create the images in this paper,
a Fisher-Yates shuffle algorithm [2] was used to shuffle sequences
of samples. The Fisher-Yates shuffle algorithm was selected be-
cause it creates random permutations of an initial sequence and
any of its permutations has the same probability of occurrence. It
needs to be mentioned that a bias can be introduced by random
number generators and modulo operations used in software imple-
mentations of the Fisher-Yates shuffle algorithm. But this is not
discussed in this paper. Two approaches how a Fisher-Yates shuf-
fle algorithm was applied to complementary n-gon waves are pre-
sented in this paper, shuffling a complete sequence and shuffling
subsequences of a sequence.

A digitised two-dimensional polygon is composed of a set of
samples of points stored in a sequence on a digital data storage

Figure 11: Visualisations of reconstructed shapes of complemen-
tary n-gon waves on the left and orthogonal n-gon waves on the
right, both derived from a polygon with Schläfli symbol {64/31}.
The shapes are visualised with points that represent the amplitudes
of the samples. It can be seen that the steeper a slope of a line is,
the less samples are used to build the line. The first pair of wave-
forms under the shapes was used to construct the shape on the left
and the second pair of waveforms was used to construct the shape
on the right. If a low frequency is used for the waveforms, the
alternating two-channel amplitude patterns of the waveforms pro-
duce percussive-like sounds with a steady beat. The second pair of
waveforms appears to double the tempo of the beat. This is due to
the initial phase difference of the orthogonal n-gon waves.

device. If the x- and y-positions of the points of the polygon were
calculated and stored in the same sequence before they are visu-
alised, any permutation of the sequence of the x- and y-positions
will visualise the polygon on a digital display device, as can be
seen from figure 12. This also applies to complementary n-gon
waves, as complementary n-gon waves are derived from a two-
dimensional digitised polygon and the x- and y-positions of the
points of the polygon are stored in the sequences of the samples
of the n-gon wave and the complementary angular wave. These
two sequences of samples of the complementary n-gon waves are
of same size and can be processed simultaneously as if they would
be a single sequence of samples of points. Hence, this single se-
quence of the samples of complementary n-gon waves can be per-
muted by shuffling it with the Fisher-Yates shuffling algorithm and
the samples can therefore be rearranged into noise signals, while
the initial polygon can still be visualised on a digital display de-
vice. The number of permutations pw of the sequence of samples
of complementary n-gon waves can be calculated with equation
(18).

pw =

(
n−1∑
k=0

|rn∆xk|

)
! = (rnTn)! (18)

A cathode-ray oscilloscope in X-Y mode equipped with a Z input
to control the electron beam intensity offers similar features as a
digital display for visualising initial polygons. On a cathode-ray
oscilloscope in X-Y mode not equipped with a Z input to con-
trol the intensity of the electron beam and depending on the order
of the shuffled sequence of the samples of the complementary n-
gon waves, the two digital signals seem to rarely visualise the ini-
tial polygon and often visualise fuzzy cloud-like distorted versions
of the initial polygon, as illustrated in the second row of figure
13. The distortion of the visualisation of the initial polygon on a
cathode-ray oscilloscope of this type can be reduced by shuffling
only the subsequences of points forming the lines that connect the
vertices of a polygon, but not shuffling the complete sequence. The
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first and last points of the subsequences need not to be shuffled, but
all the other points within the subsequences are shuffled. This will
reduce the distortion a bit more, as the vertices of the visualised
polygon are built with these points and kept in place, as illustrated
in the third row of figure 13. The number of permutations pl for
the shuffled subsequences of samples that form the lines of com-
plementary n-gon waves can be calculated with equation (19).

pl =
n∏

k=1

(|rn∆xk| − 2)! (19)

The resulting sequences with their shuffled subsequences are also
permutations of the complete initial sequence. However, when the
whole initial sequence is shuffled, the probability of the occurrence
of these permutations decreases proportionally to the number of
subsequences increased and to the size of the complete sequence
increased. The probability P (S) of the occurrence of shuffled
subsequences of samples that form the lines within the whole se-
quence of samples of complementary n-gon waves can be calcu-
lated with equation (20).

P (S) = pl/pw (20)

The initial unshuffled sequence of samples of complementary n-
gon waves is also one possible permutation of its shuffled samples.
The probability P (N) that it occurs when all samples are shuffled
can be calculated with equation (21) and when the subsequences
of the samples of the lines are shuffled with equation (22).

P (N) = 1/pw (21)

P (N) = 1/pl (22)

Figure 12: If points instead of lines are used to visualise digi-
tal samples and the effect of shuffled samples noise applied to the
whole sequence of samples of the complementary n-gon waves de-
rived from a trigon, the trigon is not filled as shown in the second
row of figure 13, but is constructed as a set of points of the lines
of the trigon. If a third wave would be used to control the intensity
of the beam of a cathode-ray oscilloscope in X-Y mode with a Z
input, a similar effect may be achieved.

4.2. Timbral and Spatial Characteristics of Shuffled Samples
Noise Applied to Complementary N-gon Waves

Shuffled samples noise could be regarded as an audio effect ap-
plied to digital audio signals. The two approaches described above
that can be used to create shuffled samples noise signals from com-
plementary n-gon waves produce different audio effects, which to
some degree are analogous to the visualisations on a cathode-ray
oscilloscope in X-Y mode. Shuffling the complete sequence of
complementary n-gon waves with low frequencies often produces

Figure 13: Examples of shuffled samples noise applied to com-
plementary n-gon waves derived from a trigon, a regular polygon
with Schläfli symbol {3}. The pictures of the display of a cathode-
ray oscilloscope in X-Y mode on the left show visualisations of
the digital complementary n-gon waves on the right. The first row
shows complementary n-gon waves and the visualisations of the
trigon they were derived from. On the second row, the effect of ap-
plying shuffled samples noise to the whole sequence of samples of
the complementary waves on the first row can be seen. The third
row shows the effect of applying shuffled samples noise to the sub-
sequences of the samples of the lines of the complementary n-gon
waves on the first row.

a variety of noise signals, sometimes sounding similar to common
coloured noise signals. Increasing the frequency turns the noise
into buzz-like sounds. Shuffling only the samples of the points of
the lines that connect the vertices of complementary n-gon waves
also generates frequency related noise and buzz-like sounds, but
the changing amplitude levels of the connecting lines introduce
spatial and rhythmic characteristics similar to complementary n-
gon waves. The number of vertices, the initial phase and polygon
density of the polygon the waveforms are derived from as well as
the frequency of the waves are all parameters that produce a range
of different buzz-like sounds and noise signals. This is mainly due
to the number of samples that are used to construct the slopes of
the lines of complementary n-gon waves. The steeper the slope
of a line, the less samples are used to form a line, as illustrated
in figure 14.In addition, when shuffling only the samples of the
points of the lines and the closer the regular polygon of which the
complementary n-gon waves are derived from is to an apairogon
(i.e. a regular polygon with Schläfli symbol {∞}), the less noise
is produced because the lines get shorter and there are less samples
left to be shuffled. In this case, the amount of noise in the shuf-
fled samples noise signal is related to the shape of the initial poly-
gon. Figures 14 and 15 show examples of how different parameter
settings of complementary n-gon waves can produce a variety of
noise signals.

5. ORTHOGONAL COMPLEMENTARY N-GON WAVES
OSCILLATOR PROTOTYPE SOFTWARE

A prototype of an orthogonal complementary n-gon waves oscilla-
tor was developed by the author as a VST-plugin in the program-
ming languages C and C++ in 2019 and 2020 using the JUCE
framework [14]. As it is an orthogonal complementary n-gon waves
oscillator, it generates four waveforms. The shuffled samples noise
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Figure 14: Shuffled samples noise applied to complementary n-
gon waves derived from a tetragon, a polygon with Schläfli symbol
{4}. The first row and second row visualise complementary n-
gon waves with different initial phases. The first column shows
the complementary n-gon waves. The second and third columns
show shuffled samples noise applied to these waves, with the sec-
ond showing the shuffled subsequences of lines approach and the
third the complete sequence shuffled approach.

Figure 15: Shuffled sample noise applied to complementary n-
gon waves derived from polygons with Schläfli symbols: {64/7},
{64/17}, {64/31}, clockwise starting from top left. This illus-
trates the effect of the polygon density on shuffled samples noise
signals. First rows show the complementary n-gon waves, sec-
ond rows shuffled samples noise signals produced with shuffling
the subsequences of the samples of the lines and third rows shuf-
fled samples noise signals with the complete sequence of samples
shuffled.

effect is included and can be applied to the waveforms. The proto-
type features a graphical user interface with controllers for the pa-
rameters of the waveforms and a digital display for visualisations
of the waveforms. The two-channel audio outputs of the laptop
(HP 350 G2, i5-5200U, 2.2 GHz, 16 GB RAM, Windows) that ran
the prototype were connected to the X and Y inputs of a cathode-
ray oscilloscope via an USB audio interface. The complexity of
the complementary n-gon waves function implementation in the
programming language C was roughlyO(n+Tnrn) and the com-
plexity of the Fisher-Yates shuffle algorithm implementation was
roughly O(n). On this laptop the computation of orthogonal com-
plementary n-gon waves with a sampling rate of 48 kHz and a fre-
quency of 1 Hz took about 0.000109 seconds and for a frequency
of 440 Hz about 0.000008 seconds. Equation (14) was used for
the error handling of divisions by zero. The prototype VST-plugin
was used to test and explore the geometry and audiovisual char-
acteristics of orthogonal complementary n-gon waves and shuffled
samples noise. The audiovisual characteristics of these waveforms
described in this paper are results of experiments with the proto-
type. All figures in this paper are screenshots of the prototype’s
digital display or pictures of the visualisations of its audio output
on a cathode-ray oscilloscope. Experiments not documented in

this paper included other complementary n-gon waves and shuf-
fled samples noise combinations, MIDI control of the waveform
parameters and audiovisual cross-fading.

6. EVALUATION AND DISCUSSION

Two n-gon waves can be used to visualise shapes in a similar
way as sine waves can be used to visualise Lissajous Figures. A
range of geometric shapes can be visualised with changing the pa-
rameter values of the polygons the n-gon waves are derived from
(for example, Schläfli symbol, polygon rotation) and of the wave-
forms themselves (for example, frequency, amplitude, phase off-
set). However, it was found that two n-gon waves cannot recon-
struct or visualise the polygon they were derived from, with the ex-
ception of n-gon waves derived from a tetragon (i.e. a square). As
shown in this paper, the reconstruction of a polygon with an n-gon
wave requires an additional wave derived from the same polygon
as the n-gon wave: the complementary angular wave. This wave-
form with orthogonal angles is a tetragon wave when derived from
a regular polygon, but it is not an n-gon wave when derived from
a star polygon. With the exception of the calculation of the slopes
of the waveforms and using sines for the n-gon waves and cosines
for the complementary angular wave, the equations for the wave-
forms are the same. As the two waveforms complement each other
and are both derived from the same polygon with similar mathe-
matics, they were named complementary n-gon waves. It could be
debated whether the relation of the two waveforms is evident from
the names of the waveforms given to them in this paper.

The usage of two Cartesian coordinates axes, the x-axis and
y-axis, for the time and amplitude values of complementary n-gon
waves for audiovisuals led to further explorations in this domain
with orthogonal complementary n-gon waves. It was found that
combinations of orthogonal complementary n-gon waves, which
are oriented orthogonally along the Cartesian axes, enhance the
audiovisual range of complementary n-gon waves. For instance, in
the audio domain with phasing and two-part polyphony and in the
visual domain with a range of geometric shapes. Orthogonal com-
plementary n-gon waves can be tuned to the same frequency with
polygon rotation. Hence, four waveforms with the same frequency
can be derived from the same polygon. Whether this feature could
be described as a single oscillator that outputs four waveforms or
as four separate oscillators needs further investigations.

The study of polygons in the audiovisual domain led to the
observation of an audiovisual phenomenon: the same or a very
similar polygon can be visualised with different types of audible
waveforms. To investigate this audiovisual phenomenon the shuf-
fle algorithm by Fisher-Yates was applied to the samples of or-
thogonal complementary n-gon waves. This resulted in digital au-
dio signals that ranged from buzz-like waveforms to noise signals.
They were used to geometrically reconstruct and visualise the ini-
tial polygon on digital display devices and within limitations also
on a cathode-ray oscilloscope in X-Y mode. It was found that the
shuffle algorithm produced a characteristic audio effect.

An orthogonal complementary n-gon waves oscillator proto-
type was developed. Tests with the prototype have shown that,
depending on the computation time, orthogonal complementary n-
gon waves and the shuffled samples noise effect could be used for
realtime or wavetable audio and visual synthesis. The computation
time of the waveforms depends on the implementation, hardware,
sampling rate and frequency of the waveforms.

While developing the orthogonal complementary n-gon waves
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oscillator prototype considerations emerged about how the geom-
etry of the waveforms and the polygons of which the waveforms
were derived from could be visualised with matching human audio
and visual perception. The considerations may also apply to audio-
visual software development in general, which is beyond the scope
of this paper. However, two considerations that were found to be
fundamental are briefly discussed. One consideration is whether to
use lines that connect the point samples of geometric shapes stored
in the waveforms for oscilloscope-like visualisations or to use dis-
connected point samples for geometry-like visualisations. Note
that in geometry a circle can be defined as a set of points with equal
distance to a given point. As illustrated in this paper, the orthogo-
nal complementary n-gon waves oscillator prototype includes both
point and line visualisations, as it was found useful for creative vi-
sualisations and experimentation. Another fundamental considera-
tion is concerned with visual aliasing, i.e. static or rotating visual-
isations of geometric shapes and dynamic oscilloscope-like wave-
form visualisations. A zoomable static visualisation, which only
changes when a geometric parameter is changed, can provide a
clear geometric representation of the waveforms and shapes with-
out visual aliasing. For creative and further research applications
a flexible approach could be used: An audiovisual software could
include the option to change the visualisation from a static display
of the waveforms and shapes to a dynamic display that visualises
the data read from the audio buffer. The considerations on how
audiovisual software can match human audiovisual perception of
geometric shapes are being investigated in the author’s current re-
search.

7. CONCLUSIONS

In this paper complementary n-gon waves and the shuffled sam-
ples noise effect were introduced with equations and their timbral
and spatial characteristics described. It was shown how the Fisher-
Yates shuffle algorithm can be applied to complementary n-gon
waves with shuffling the complete sequence or subsequences of the
samples of the waveforms. Depending on the computation time, it
was found that complementary n-gon waves and shuffled samples
noise could be used for realtime or wavetable audio and visual syn-
thesis. Considerations concerning audiovisual perception and the
development of audiovisual software applications were briefly dis-
cussed and may need further investigations. A prototype of an or-
thogonal complementary n-gon waves oscillator VST-plugin was
developed. The prototype also included the shuffled samples noise
effect and was used as a tool to investigate the relations of geom-
etry, audio, visual and perception. An audiovisual phenomenon
was observed: a polygon or a very similar shape can be visualised
with different types of waveforms with different timbral and spa-
tial characteristics. If shuffled samples noise was applied to com-
plementary n-gon waves, it was still possible to visualise polygons
on a digital display device and, within limitations, on a cathode-
ray oscilloscope in X-Y mode without a Z input for controlling
the intensity of the electron beam. According to the observations
made, it could be concluded at this point that it can be difficult
to tell by ear or from visualised shapes, which specific types of
waveforms were used to visualise what specific types of shapes. A
person trained in this domain of audiovisual geometry may be able
to match some types of audible waveforms with visualised shapes
and vice versa. For example, complementary n-gon waves derived
from star polygons can have a distinct drum-like sound. Also, if
subsequences of the samples of these waves are shuffled, charac-

teristic noise patterns can be produced. However, if the complete
sequences of the samples of these waves are shuffled, it may be
challenging for the same person to find a match. This audiovisual
phenomenon is being further investigated in the author’s current
research on audiovisual perception of geometric shapes and fur-
ther results are planned to be presented in a future publication.
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ABSTRACT
Matching pursuit (MP) algorithms are widely used greedy meth-
ods to find K-sparse signal approximations in redundant dictionar-
ies. We present an acceleration technique and an implementation
of the matching pursuit algorithm acting on a multi-Gabor dictio-
nary, i.e., a concatenation of several Gabor-type time-frequency
dictionaries, consisting of translations and modulations of possi-
bly different windows, time- and frequency-shift parameters. The
proposed acceleration is based on pre-computing and thresholding
inner products between atoms and on updating the residual directly
in the coefficient domain, i.e., without the round-trip to the sig-
nal domain. Previously, coefficient-domain residual updates have
been dismissed as having prohibitive memory requirements. By
introducing an approximate update step, we can overcome this re-
striction and greatly improve the performance of matching pursuit
at a modest cost in terms of approximation quality per selected
atom. An implementation in C with Matlab and GNU Octave in-
terfaces is available, outperforming the standard Matching Pursuit
Toolkit (MPTK) by a factor of 3.5 to 70 in the tested conditions.
Additionally, we provide experimental results illustrating the con-
vergence of the implementation.

1. INTRODUCTION

Optimal K-sparse approximation of a signal x ∈ RL in an over-
complete dictionary of P normalized atoms (vectors) D =
[d0|d1| . . . |dP−1] ∈ CL×P , ∥dp∥2 = 1 or, similarly, finding
the minimal number of atoms that achieve a given error tolerance
∥x −Dc∥2 ≤ E, are NP-hard problems [1]. Both problems can
be (sub-optimally) solved by employing greedy matching pursuit
(MP) algorithms. The only difference is the choice of the stop-
ping criterion. It has been shown that the basic version of MP [2]
achieves an exponential approximation rate [1, 3, 4, 5]. In practice,
without imposing any structure on the dictionary, the effectiveness
of MP and its variants, see, e.g., [6, 7, 8, 9], quickly deteriorates
when the problem dimensionality increases; either by increasing
the input signal length L or the size of the dictionary P . Even with
structured dictionaries, and using fast algorithms in place of ma-
trix operations, a naive implementation can still be prohibitively
inefficient; even decomposing a short audio clip can take hours.

∗ This work was supported by the Austrian Science Fund (FWF):
Y 551–N13 and I 3067–N30. The authors thank Bob L. Sturm for shar-
ing his thoughts on the subject in a form of a blog Pursuits in the Null
Space.
Copyright: © 2020 Zdeněk Průša et al. This is an open-access article distributed

under the terms of the Creative Commons Attribution 3.0 Unported License, which

permits unrestricted use, distribution, and reproduction in any medium, provided the

original author and source are credited.

An overview of greedy algorithms, a class of algorithms MP
falls under, can be found in [10, 11] and in the context of audio
and music processing in [12, 13, 14]. Notable applications of MP
algorithms in the audio domain include analysis [15], [16], coding
[17, 18, 19], time scaling/pitch shifting [20] [21], source separation
[22], denoising [23], partial and harmonic detection and tracking
[24].

We present a method for accelerating MP-based algorithms
acting on a single Gabor-type time-frequency dictionary or on a
concatenation of several Gabor dictionaries with possibly different
windows and parameters. The main idea of the present accelera-
tion technique is performing the residual update in the coefficient
domain while exploiting the locality of the inner products between
the atoms in the dictionaries and dismissing values below a user
definable threshold. The idea of performing the residual update in
the coefficient domain using inner products between the atoms in
fact dates back to the original work by Mallat and Zhang [2, Ap-
pendix E], but has always been dismissed as being prohibitively
storage expensive, as it generally requires storing pairwise inner
products between all dictionary elements. By exploiting the Ga-
bor structure of the dictionaries and dismissing insignificant inner
products, it becomes feasible to store all significant inner products
in a lookup table and avoid atom synthesis and the residual re-
analysis in every iteration of MP as it is usually done in practice.
The size of the lookup table as well as the cost of computing it are
independent of the signal length and depend only on the parame-
ters of the Gabor dictionaries.

A freely available implementation in C (compatible with C99
and C++11), can be found in the backend library of the Matlab/GNU
Octave Large Time-Frequency Analysis Toolbox (LTFAT, http:
//ltfat.github.io) [25, 26] available individually at http:
//ltfat.github.io/libltfat1.

We compare the performance of the proposed implementation
with the Matching Pursuit Toolkit (MPTK) [27], the de-facto stan-
dard implementation of several MP based algorithms. By special-
izing on multi-Gabor dictionaries, the presented algorithm is able
to significantly outperform MPTK.

This manuscript is a shortened version of the paper [28], which
provides an extended discussion of the proposed algorithm includ-
ing a worst case analysis of its convergence properties and more
details about the provided implementation.

1 Confer to http://ltfat.github.io/libltfat/group_
_multidgtrealmp.html or http://ltfat.github.io/doc/
gabor/multidgtrealmp.html) for more information on the library
and its Matlab interface.
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2. PRELIMINARIES

Matrices and column vectors are denoted with capital and lower-
case bold upright letters, e.g., M, x, respectively. Conjugate trans-
pose is denoted with a star superscript, (x∗,M∗), scalar variables
with a capital or lowercase italics letter s, S. A single element of
a matrix or a vector is selected using round brackets M(m,n),
x(l). The index is always assumed to be applied modulo vec-
tor length (or matrix size in the respective dimension) such that
x(l) = x(l + kL) for l = 0, . . . , L − 1 and k ∈ Z. More-
over, we will use two indices and subscript for vectors such that
c(m,n)M = c(m+ nM) in order to transparently “matrixify” a
vector. Sub-vectors and sub-matrices are selected by an index set
denoted by a calligraphic letter e.g. x(P) and the m-th row or n-
th column of a matrix M are selected using the notation M(m, •)
and M(•, n), respectively. Scalar-domain functions used on ma-
trices or vectors are applied element-wise e.g. |x|2(l) = |x(l)|2.

The Euclidean inner product of two vectors in CL is ⟨x,y⟩ =
y∗x =

∑L−1
l=0 x(l)y(l), where the overline denotes complex con-

jugation, such that the 2-norm of a vector is defined by ∥x∥22 =
⟨x,x⟩.

2.1. Multi-Gabor Dictionaries

A Gabor dictionary D(g,a,M) generated from a window g ∈ RL,
∥g∥2 = 1, time shift a and a number of modulations M is given
as

D(g,a,M)(l,m+ nM) = g(l − na)ei2πm(l−na)/M (1)

for l = 0, . . . , L − 1 and m = 0, . . . ,M − 1 for each n =
0, . . . , N − 1, where N = L/a is the number of window time
shifts and the overall number of atoms is P = MN . Hence, the
redundancy of a dictionary is P/L = M/a. A multi-Gabor dic-
tionary consists of W Gabor dictionaries, i.e.,[

D(g1,a1,M1)

∣∣D(g2,a2,M2)

∣∣. . .D(gW ,aW ,MW )

]
(2)

and we will also use a shortened notation Dw = D(gw,aw,Mw).
Generally, aw,Mw need only be divisors of L. Due to techni-
cal reasons explained in Sec. 3.1, however, efficiency of the pre-
sented algorithm depends on the pairwise compatibility of au, av

and Mu,Mv , implying some restrictions of the dictionary parame-
ters. In the following, we focus on the optimal setting, in which ev-
ery pair au, av is divisible by amin = min {au, av} and, similarly,
every pair of Mu, Mv should divide Mmax = max {Mu,Mv} and
each Mw/aw should be a positive integer. While not strictly nec-
essary, such setting is commonly used in practice and leads to the
most efficient implementation.

2.2. Matching Pursuit – MP

The MP algorithm attempts to find a K-term approximation of a
given signal x by elements from the dictionary, i.e. x ≈ xK =
K∑
l=1

cldl. To do so, MP iteratively selects from the normalized dic-

tionary the element which maximizes the inner product with the
current residual elements rk = x − xk, where x0 is the zero
vector and, with pmax = argmaxp |⟨rk,dp⟩|, xk = xk−1 +
⟨rk,dpmax⟩dpmax . This is equivalent to adding the largest orthog-
onal projection of the current residual on a single dictionary el-
ement to the current approximation, such that the approximation
error is Ek+1 = ∥rk+1∥22 = ∥rk∥22 − |⟨rk,dpmax⟩|2, for k ≥ 0.

The procedure is repeated until the desired approximation er-
ror is achieved or alternatively some other stopping criterion is
met e.g. a sparsity or a selected inner product magnitude limits
are reached. It is known that the matching pursuit (MP) algorithm
and its derivatives can benefit from pre-computing inner products
between the atoms in the dictionary G(k, j) = ⟨dj ,dk⟩ i.e. from
pre-computing the Gram matrix G = D∗D ∈ CP×P . With
ϱk = D∗rk denoting the coefficient-domain residual, the resid-
ual update step can be written as ([29, Ch. 12])

ϱk+1 = ϱk − c(pmax)G(•, pmax). (3)

This modification has the advantage of removing the necessity of
synthesizing the residual and recomputing the inner product in the
selection step. On the other hand, such approach is usually dis-
missed as impractical in the literature due to the high memory re-
quirements for storing the Gram matrix. We will show that this is
not the case for multi-Gabor dictionaries, see Section 3. Formally,
the coefficient-domain matching pursuit algorithm is summarized
in Alg. 1. The stopping criterion may contain several conditions,
and the algorithm terminates if any of these conditions is met.

Input: Input signal x, dictionary Gram matrix G = D∗D
Output: Solution vector c
Initialization: c = 0, ϱ0 = D∗x, E0 = ∥x∥22, k = 0
while Stopping criterion not met do

1. Selection: pmax ← argmax
p

|ϱk(p)|

2. Update:

(a) Solution: c(pmax)← c(pmax) + ϱk(pmax)

(b) Error: Ek+1 ← Ek − |ϱk(pmax)|2

(c) Residual: ϱk+1 ← ϱk − ϱk(pmax)G(•, pmax)

k ← k + 1

end
Algorithm 1: Coefficient-Domain Matching Pursuit

3. FAST APPROXIMATE COEFFICIENT-DOMAIN
RESIDUAL UPDATE

The Gram matrix G contains the pairwise inner products of the
dictionary elements. For a Gabor dictionary D = Dw, it is highly
structured. It takes the form of a twisted convolution [30] ma-
trix with a fixed kernel h = G(•, 0) = D∗g ∈ CMN ; a coef-
ficient vector consisting of inner products of the window with all
its possible time and frequency shifts. When combined with the
time-frequency localization of the individual atoms, we see that
the matrixified version h(•, •)M ∈ CM×N of the kernel is es-
sentially supported around the origin, provided the window g is
low-pass and centered at 0. Hence, the significant values of h can
be precomputed and stored at a cost independent of the total signal
length L. If pmax = k + jM , we can represent the coefficient-
domain residual update step by

ϱk+1(m− k, n− j)M

= ϱk(m− k, n− j)M − ϱk(pmax)h(m,n)Mei2πk a
M

n.
(4)

Whenever g is a localized, low-pass window, then for any ϵ > 0,
there is a minimal areaM×N ⊂ {0, . . . ,M−1}×{0, . . . , N−
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Figure 1: Examples of abs. values of truncated kernels for (left)
Gaussian (9 × 9), (middle) Hann (31 × 7) and (right) Blackman
(23× 7) windows.

1}, symmetric around the origin, such that h(m,n)M < ϵ for all
(m,n) /∈ M × N . Clearly, the size ofM×N depends on the
shape of the window g and on the the time and frequency parame-
ters a,M . Provided that L is at least twice as long as the essential
support of g it is, however, independent of the signal length L.
Values of h outside this area are zero or at least negligible, if ϵ
is small and can thus be discarded. The choice of the threshold ϵ
must be considered a trade-off between accuracy and efficiency.

The kernel size directly determines the number of complex
multiplications and additions required to perform the entire resid-
ual update step and, obviously, also the memory requirements to
store the kernel. Examples of abs. values of kernels for several
windows using time shift a = 512 and M = 2048 frequency
bins are depicted in Fig. 1. The values are in dB relative to the
maximum element with 0 dB. Values below−80 dB were cropped
and are not used in the residual update. The threshold selection
is a trade-off between faster updates (higher threshold) or less re-
quirement for resets (lower threshold). The idea of truncating the
kernel h originates from Le Roux et al. [31] who used it for replac-
ing the operation of the (cross) Gram matrix in an iterative scheme
dealing with magnitude-only reconstruction. When inspecting for-
mula (4), it is obvious that for a fixed frequency position k the
modulation by 2πka/M radians is performed on all rows of the
kernel independently. Moreover, the modulation frequencies are
lcm(a,M)/a periodic in k and, therefore, all unique complex ex-
ponentials can be tabulated and stored. In the best case when M is
integer divisible by a, the memory requirements are equal to stor-
ing M/a additional rows of the kernel. The cost of applying the
modulation during the residual update step is one complex multi-
plication per kernel column.

For a multi-Gabor dictionary, we must not only store the ker-
nel of every individual dictionary, but the cross-kernels between
dictionaries as well, which can be done similarly.

3.1. Pre-computing Cross-Kernels Between Dictionaries

The Gram matrix of a multi-Gabor dictionary consists of Gram
matrices of individual dictionaries Dw and cross-Gram matrices
[32] between the dictionaries. Denoting a cross-Gram matrix as
Gw,v = D∗

wDv the overall Gram matrix is a block matrix with

the following structure
G1,1 G1,2 . . . G1,W

G2,1 G2,2 . . . G2,W

...
...

. . .
...

GW,1 GW,2 . . . GW,W

 . (5)

A cross-Gram matrix Gw,v shares the same twisted convolution
structure with the regular Gram matrix with kernel hw,v = D∗

wgv

only if the time-frequency shifts are equal i.e. aw = av and Mw =
Mv . In the case the parameters differ, the direct twisted convo-
lution structure is lost. The structure can be recovered on a finer
“common” time-frequency grid given by the time step gcd(aw, av)
and the number of frequency bins lcm(Mw,Mv). The most effi-
cient case is achieved when aw and av are divisible by amin =
min {aw, av} and Mw and Mv both divide Mmax = max {Mw,
Mv} resulting to a common grid given by amin and Mmax. In
the residual update step of the inner products of the residual with
the w-th dictionary, the modulated kernel is subsampled by ra-
tios aw/amin and Mmax/Mw in horizontal and vertical directions
respectively. To illustrate, consider a multi-Gabor dictionary con-
sisting of two Gabor dictionaries D1 = D(g1,a1,M1) and D2 =
D(g2,a2,M2) with a1 = 4amin,M1 = 8amin and a2 = amin,M2 =
2amin. Both cross-kernels h1,2 and h2,1 are computed with amin =
a2 and Mmax = M1. The example in Fig. 2 depicts an update of in-
ner products of the residual with both dictionaries on the common
grid. The steps of the coefficient residual update in the coefficient
domain are summarized in Alg. 2.

3.2. Keeping Track Of The Maximum

Performing the full search for the maximum inner product in each
selection step is highly inefficient. The authors of MPTK [27] pro-
posed to store positions of maxima for each window time position
and organize them in a partial hierarchical tournament-style tree.
Such tree contains at each level maxima from pairs from one level
below. Since the residual update affects only a limited number of
neighboring time positions, a bottom-up tree update becomes more
efficient than a full search. In the present method, we additionally
exploit localization in frequency, which allows us to keep track of
maxima for individual window time positions (across frequency
bins) in a similar manner. See Fig. 3 for a depiction of the tourna-
ment tree structure and for an example of a worst-case bottom-up
update of a 3–level tree across time-frames.

4. COMPARISON WITH MPTK

In order to showcase the efficiency of the proposed algorithm and
its implementation, in this section, we present a comparison with
MPTK (version 0.7.0), which is considered to be the fastest im-
plementation available. To our knowledge there is no previous im-
plementation of coefficient-domain MP that is able to decompose
signals of the size considered here. We measure the duration of
the matching pursuit decomposition only. From MPTK, we used
the modified mpd utility tool. The testing signal was the first chan-
nel from the file no. 39 from the SQAM database [33], which is
a 137 seconds long piano recording sampled at 44.1 kHz totaling
6·106 samples. Both implementations link the same FFTW library
[34] version 3.3 and were compiled using the GCC (g++) compiler
(version 7.2.0) with the -Ofast optimization flag enabled. The
creation of the FFTW plans and the computation of the kernels was
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Input: cmax, wmax, mmax, nmax, ⟨dmax,dmax⟩, a1, . . . , aW , M1, . . . ,MW , hw,v (w, v = 1, . . . ,W )
Output: Inner products to be updated c

rk
1 , . . . , c

rk
W

for w = 1, . . . ,W do
c
rk
w ←singleDictionaryResidualUpdate(mmax, w, crkw )

if |⟨dmax,dmax⟩| > 0 then
mconj = Mwmax −mmax

c
rk
w ←singleDictionaryResidualUpdate(mconj, w, crkw )

end
end

Function cw ←singleDictionaryResidualUpdate(mmax, w, cw):
arat ← aw/awmax , Mrat ←Mwmax/Mw

astep = arat or 1 if arat < 1, Mstep = Mrat or 1 if Mrat < 1
/* Determine index sets */
DefineM, horizontal index set with stride Mstep in cross kernel hwmax,w taking into the account the misalignment of the grids.
DefineN , vertical index set in a similar way using stride astep.
Define I, residual coefficient vector index set covered by the kernel.
/* Update the residual (as in (4)) using truncated, subsampled and modulated cross-kernel: */

cw(I) = cw(I)− cmaxh
(mmax)
wmax,w(M,N )

return
Algorithm 2: Approximate coefficient-domain MP residual update

excluded from the measurements. The specification of the PC the
timing was performed on was Intel® Core™ i5-4570 3.20 GHz,
16 GB RAM running Ubuntu 16.04. The timing was done on an
idle machine using the high-precision timer from the C++11 stan-
dard library chrono. The data type was double precision floating
point. In the decomposition we performed 1.8·105 iterations each.
By fixing the number of iterations instead of a desired approxima-
tion estimate, we ensure that execution time is roughly indepen-
dent of the considered signal. Table 1 shows a comparison of ex-
ecution times, in seconds, for a single Gabor dictionary with the
Blackman window, numbers of bins Mw = 512, . . . , 8192 (addi-
tionally also 16384 for the proposed implementation) and various
hop sizes a (and therefore redundancies). The length of the win-
dow was always equal to Mw, as required by MPTK. Addition-
ally, a comparison of execution times using two multi-dictionaries
is shown, each of which consists of five Gabor dictionaries with
Mw = 512, . . . , 8192 (at redundancies 4 and 8 per dictionary).

In the tested setting, the proposed implementation clearly out-
performs MPTK in terms of computational speed. The memory re-
quirements are however notably higher since the residual is stored
in the coefficient domain and, additionally, the pre-computed ker-
nels and the modulation factors must be stored as well.

4.1. Convergence in practice

Truncating the Gramian kernel introduces a small, but accumu-
lating error in the computation of the coefficient-domain residual.
Hence, we compare the residual norm achieved after k selection
steps by MPTK and the proposed method for various values of
k and the truncation threshold ϵ. The experiment was performed
using a concatenation of 3 Gabor dictionaries with Blackman win-
dow, Mw = 512, 1024, 2048 and aw = Mw/4, as used in Sec-
tion 4 and considering the audio test signal used previously. For
other audio signals, we observed similar behavior. Generally, our
implementation of the proposed method is set to terminate when∑k

l=1 ϱl−1(pl)
2 > ∥x∥22, i.e. when the energy of the approxima-

tion coefficients exceeds the signal norm. This condition serves as

Bins (M ) 512 1024 2048 4096 8192 16384

a = M/4

MPTK 3.96 8.40 17.0 36.4 75.7 –
Proposed 0.92 1.00 1.02 1.03 1.03 1.08

a = M/8

MPTK 6.73 15.1 30.2 61.3 147 –
Proposed 1.70 1.90 1.95 2.10 2.20 2.21

a = M/16

MPTK 13.2 28.3 56.8 119 274 –
Proposed 3.20 3.50 4.00 4.50 4.60 5.08

a = M/32

MPTK 23.2 52.6 110 233 530 –
Proposed 6.35 7.40 7.90 8.20 9.60 10.7

Multi-Gabor a = M/4 a = M/8

MPTK 142 285

Proposed 10.6 20.9

Table 1: Execution time in seconds for MPTK and the proposed
method on Gabor and Multi-Gabor dictionaries (180k selection
steps). The Multi-Gabor dictionaries are a concatenation of the
dictionaries with M = 512, . . . , 8192 at redundancies a = M/4
and a = M/8, respectively.

a cheap indicator that further selection steps are expected to harm
the approximation quality. We also state the final approximation
error and number k of selection steps performed before termina-
tion. In all experiments, approximation quality of the proposed
method follows MPTK closely until shortly before termination.

5. CONCLUSION

We have presented an accelerated MP algorithm alongside a refer-
ence implementation suitable for multi-Gabor dictionaries. Due to
the structure of the Gram matrix of the multi-Gabor dictionary, the
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a1,M1 a2,M2 amin,Mmax Selected Updated

Figure 2: Illustration of the residual update between dictionaries
using cross kernels. The left figure shows the case when a coef-
ficient from the dictionary 1 was selected in the selection step of
MP and inner products with dictionary 2 are being updated and
vice versa right. The dashed line square depicts the area covered
by a cross-kernel with respect to the common grid amin,Mmax.

coefficient domain residual update step becomes very fast while
the memory requirements for storing the inner products between
the atoms remain constant with increasing signal length. More-
over, the time and frequency locality of the residual update in
turn allows faster search for the maximum in the next iteration.
Benchmarks show that, depending on the dictionary, our imple-
mentation is 3.5–70 times faster than the standard MPTK imple-
mentation while achieving similar approximation quality, unless a
simple termination condition is reached. In the single dictionary
case, the most notable feature is that the execution time is virtu-
ally independent of the number of bins M when the redundancy
M/a is fixed. Moreover, as it turned out, MPTK could not han-
dle dictionaries with the number of bins higher than 8192. The
tested code does not use explicit optimization techniques like ex-
ploiting the SIMD operations or parallelization of the code, leav-
ing the possibility for future improvements. Finally, the presented
algorithm does not, as is, achieve arbitrarily small energy of the
(true) residual, but rather an approximation quality depending on
the chosen threshold ϵ. However, preliminary experiments suggest
that a simple reset procedure is sufficient to restore convergence,
i.e., ∥rk∥22 → 0. Such resets will be considered in the upcoming,
extended manuscript [28].
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Figure 3: Schematic of the tournament tree structure for keeping track of maxima. A red border indicates individual tournament trees
across frequency bins for each time frame. The blue border indicates the partial tournament tree across time frames. An example of the
worst-case 10 element bottom-up update of the tree across frames is shown in gray.
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ABSTRACT

Physical accuracy of virtual acoustics receives increasing attention
due to renewed interest in virtual and augmented reality applica-
tions. So far, the modeling of vibrating objects as point sources
is a common simplification which neglects effects caused by their
spatial extent. In this contribution, we propose a technique for the
interconnection of a distributed source to a room model, based on
a modal representation of source and room. In particular, we de-
rive a connection matrix that describes the coupling between the
modes of the source and the room modes in an analytical form.
Therefore, we consider the example of a string that is oscillating
in a room. Both, room and string rely on well established phys-
ical descriptions that are modeled in terms of transfer functions.
The derived connection of string and room defines the coupling
between the characteristic string and room modes. The proposed
structure is analyzed by numerical evaluations and sound examples
on the supplementary website.

1. INTRODUCTION

In virtual acoustics, sound sources are commonly idealized as point
sources from which sound radiates away in spherical waves. To
add more spatial detail to an omnidirectional source, directivity
patterns that govern the direction-dependent radiation characteris-
tics are superposed [1,2]. For a source placed in an enclosed space,
the direct path and the excitation of the space depend on the radi-
ation pattern and the source position. In this work, we investigate
this phenomenon by not relying on the point source idealization
and instead model a spatially distributed vibrating object. As an
example, we take an oscillating string placed within a rectangular
room (see Fig. 1b) as opposed to a point source radiating the string
sound (see Fig. 1a). The string example highlights another aspect
of this work: We do not consider arbitrary oscillations, but use the
knowledge that strings and rooms behave according to their phys-
ical properties constituting specific harmonic modes which them-
selves are spatially extended shapes [3].

A central contribution of this work is the derivation of a rela-
tion between the source and room modes. As such, this work con-
tributes to the physical accuracy of virtual acoustics applications.
There are a plethora of vibrating objects which are large relative to
human-size, and the missing consideration of near-field effects in
their modeling can easily be audible [4]. In particular, virtual and
augmented reality (VR/AR) possibly benefits from high-quality

Copyright: © 2020 Maximilian Schäfer et al. This is an open-access article dis-
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realism as complex interactions between sound sources and the
surrounding space can often be explored by the audience freely.
Similarly, virtual musical acoustic instruments psychoacoustically
benefit from modeling their spatial characteristics [5].

In this paper we propose a technique for the interconnection of
distributed sources to a room model. The established connection
structures are based on a modal representation of the source and
the room, i.e., it defines the coupling of the modes of the source
and the room modes. As a simple example we consider the oscil-
lation of a one-dimensional (1D) string in a two-dimensional (2D)
room. We note that string and room model are based on earlier
publications of the authors [6, 7]. To the authors’ best knowledge,
an analytical connection structure that defines the mode coupling
of source (string) and room has not been reported, yet. The string
and the room are modeled by a transfer function approach that
leads to a description in terms of state-space descriptions (SSDs),
where the underlying modeling technique is based on modal ex-
pansion [8] and is well known in the context of sound synthe-
sis [6, 9–11]. The models of the string and room model, are in-
terconnected by adapting techniques from control theory [12, 13].
The obtained connection structure reveals to be a matrix that de-
fines the relation between string and room modes which exhibits
a strong dependency on the position and the spatial extend of the
string in the room. The proposed method is related to the incor-
poration of complex boundary conditions by feedback loops as
proposed by the authors in [6, 14] and to the coupling of several
instrument parts, e.g., string-bridge coupling [15].

The paper is structured as follows: Section 2 presents the con-
sidered scenarios, i.e., a string and a point in a 2D room. The ap-
plied modeling technique is defined in Sec. 3 and applied to derive
a room model in Sec. 4 and a string model in Sec. 5. Section 6 es-
tablishes a connection between the string and the room model for
both opposed scenarios. The obtained connection structure is ana-
lyzed in Sec. 7 by numerical evaluations. Finally, Sec. 8 concludes
the paper and addresses several further works.

2. PROBLEM DESCRIPTION

Before the models of the room and the string and finally their inter-
connection is established, the geometrical relations of the opposed
scenarios of a string in a room and a point in a room are presented.
The exact scenarios that are considered in this paper, are shown in
Fig. 1. On the left-hand side Fig. 1a, the oscillation of a string is
picked up at a certain position ξo and emitted into the room via
a point source. Contrarily, the right-hand side Fig. 1b shows the
scenario of a string that is oscillating in the room.

In the following, the oscillation of the string is described in
terms of its velocity vs(ξ, t) on a 1D spatial domain with ξ ∈ [0, `]
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(b) String in a Room

Figure 1: Figure (a) shows the excitation of a room (right) with a string signal vs(ξo, t) (left) which is picked from a single point ξo (dashed
line) and inserted as a point source fpoint (red ×). Figure (b) shows the excitation of a room with a string signal vs(ξ, t) inserted as a
distributed line source fstring. Animated versions of both scenarios can be found online on [16].
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Figure 2: Geometric representation of both scenarios in Fig. 1.
Blue: Line source causing a pressure gradient in normal direction
n (see Fig. 1b). Red: Point source causing an omnidirectional
pressure gradient in the room at a certain position (see Fig. 1a).

and time t. The room is defined on a 2D spatial domain with x =
[x, y]T and is bounded by fully reflective walls (see Fig. 2).

2.1. Point in a Room

The point source in the room (see Fig. 1a) is spatially defined by a
2D delta impulse at position xpoint = [xp, yp]T

δ(x− xp)δ(y − yp), (1)

which is graphically shown in red in Fig. 2. Together with a tem-
poral behaviour of the source, i.e., the picked up velocity of the
string oscillation vs(ξo, t), the point excitation function fpoint of
the room is defined as

fpoint(x, t) = γp vs(ξo, t) δ(x− xp)δ(y − yp). (2)

The coupling parameter γp is introduced to match the units be-
tween the string velocity vs and the sound pressure in the room.
Problem dependent, the parameter γ may be related to physical
quantities such as acoustic impedance.

2.2. String in a Room

The oscillation of a string of length ` with velocity vs(ξ, t) in the
room (see Fig. 1b) is defined by a 2D line impulse

δ(nTx− cn) = δ(nxx+ nyy − cn), (3)

with normal vector n and

cn =
1

`
det
([
x0 x1
y0 y1

])
, n =

[
nx
ny

]
=

1

`

[
y1 − y0
x0 − x1

]
. (4)

The geometrical relation between the line impulse and the room is
shown in blue in Fig. 2. The 1D nature of the string oscillation is
preserved in the 2D room environment by assigning the spatially
1D velocity vs(ξ, t) of the string to a spatially 2D function that
serves as a weight function for the line impulse in (3)

vs(x(ξ), y(ξ), t)=

{
vs(ξ, t) x1 ≤ x ≤ x0, y0 ≤ y ≤ y1
0 else

, (5)

where the connection between 2D room coordinates x, y and co-
ordinate ξ along the string is given by coordinate transformation

x(ξ) = x0 + ξ(x1 − x0), y(ξ) = y0 + ξ(y1 − y0). (6)

Finally, the excitation of the 2D room by a 1D string of length ` is
defined by

fstring(x, t) = γv vs(x(ξ), y(ξ), t) δ(nTx− cn). (7)

Analogously to (2), a coupling parameter γv is introduced.

2.3. Modeling by Transfer Functions

As described in the Introduction, the main focus of this contribu-
tion lies on the modeling of the complete interconnected system of
the string in the room and to find an expression for the coupling of
the individual modes of the string and the room.

The string (see Sec. 5) and the room (see Sec. 4) are separately
modeled in terms of transfer functions. Abstractly, the velocity of
the string Vs and the sound pressure P of the room are defined
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s−1

As

T(_) s−1

Ar

cT
p(xo)c∗s,4(ξe)

Fext(ξe, s) F̄e,s(s)
F̄e,r(s) P (xo, s)Ȳs(s) Ȳr(s)

String model Room model

Figure 3: Systematic interconnection of the string and the room by the interconnection of their state space models according to Sec. 6. Systems are
connected by the coupling matrix T(_) that defines the coupling of string and room modes either by a point source Tpoint or by a string Tstring.

by the string’s and the room’s transfer function, respectively, both
excited by a suitable excitation function F

Vs = Hstring · Fstring, P = Hroom · Froom. (8)

Exploiting the geometrical relations from Sec. 2.2, the goal is to
establish a structure T that connects the model of the string with
the model of the room (see Sec. 6). Finally, the sound pressure P
in the room is expressed by the excitation of the string in the room
and their coupled transfer functions

P = Hroom · Tstring,room ·Hstring · Fstring. (9)

The interconnection of the room and the string model for both sce-
narios shown in Fig. 1 is established in Sec. 6 and is graphically
shown in Fig. 3.

3. TRANSFER FUNCTIONS FOR nD-SYSTEMS

Both, the room and the string can be mathematically described
by initial-boundary value problems (IBVPs). This builds the ba-
sis for a modeling procedure in terms of transfer functions, which
leads to a system description in terms of SSDs. A detailed de-
scription of modeling by transfer functions and SSDs is provided
in [6, 10, 14, 17]. In the following the modeling procedure is pre-
sented, assuming the most simple boundary and initial conditions.

3.1. Vector-Valued Initial-Boundary Value Problems

A unifying representation of the string and the room is provided
in terms of a vector-valued IBVP that is defined on the volume
x ∈ V with boundary x ∈ ∂V [17][

∂

∂t
C − L

]
y(x, t) = fe(x, t), x ∈ V, 0 < t ≤ ∞, (10)

F H
b y(x, t) = φ(x, t), x ∈ ∂V, 0 < t ≤ ∞, (11)
y(x, 0) = yi(x), x ∈ V, t = 0. (12)

The N × 1 vector y is the vector of independent variables con-
taining physical quantities describing the underlying system. PDE
(10) defines the spatio-temporal dynamics of the system on the
volume V , where the spatial derivatives are concentrated in the
N × N spatial differential operator L. The N × N matrix C in
(10) is a capacitance matrix. The N × 1 vector fe contains excita-
tions of the system. The system behavior at the spatial boundary is
defined by a set of boundary conditions (11). A N ×N boundary
operator F H

b is applied to the N × 1 vector y on ∂V yielding a
vector of boundary values φ. The temporal initial state of the sys-
tem is defined by a N × 1 vector of initial conditions yi for the
vector y in (12).

The IBVP in (10) – (12) is of general nature and will be spec-
ified problem dependent in Secs. 4 and 5. But with a focus on the
applications, the boundary conditions are assumed to be homoge-
neous and the system is at rest for t = 0, i.e., φ = 0, yi = 0.

3.2. Laplace Transform

To handle the temporal derivative in (10), a Laplace transform
w.r.t. time is applied

[sC − L]Y (x, s) = Fe(x, s), x ∈ V, (13)

F H
b Y (x, s) = 0, x ∈ ∂V. (14)

Variables in the frequency domain are denoted by uppercase letters
and the dependency on the complex frequency variable s ∈ C.

3.3. Transfer Function Model

The proposed modeling procedure is based on solving the IBVP
presented in Sec. 3.2 by modal expansion. Therefore, an infi-
nite set of bi-orthogonal eigenfunctions K(x, µ) ∈ CN×1 and
K̃(x, µ) ∈ CN×1 is defined. The functions K are the primal
eigenfunctions and K̃ are their adjoints. The discrete spectrum
of the spatial differential operator L is defined by its eigenvalues
sµ [8]. Their exact form is shown in Secs. 4 and 5, but index µ ∈ Z
is already introduced now to count the eigenvalues. The modal ex-
pansion of PDE (13) leads to a representation of the system in
terms of an SSD in a spatio-temporal transform domain [8, 14].

For practical applications, the infinite number of eigenvalues
and eigenfunctions has to be restricted. Therefore, the number of
eigenvalues is truncated to µ = 0, . . . , Q− 1. This leads to a for-
mulation of the transformations in terms of matrices and vectors,
instead of infinite sized linear operators [17].

The expansion of PDE (13) is derived by a pair of transforma-
tions. A forward transformation T is defined by a number of Q
eigenfunctions K̃, arranged into a N ×Q matrix C̃ and applied to
the vector of variables Y in terms of a scalar product

T {Y (x, s)} = Ȳ (s) =
〈
CY (x, s), C̃(x)

〉
, (15)

with the vector and the matrix

Ȳ (s)=
[
. . . , Ȳ (µ, s), . . .

]T
, C̃(x)=

[
. . . , K̃(x, µ), . . .

]
. (16)

The Q × 1 vector Ȳ contains all scalar transform domain repre-
sentations Ȳ (µ, s) of the vector of variables Y

Ȳ (µ, s) =

∫
V

K̃H(x, µ)CY (x, s) dx. (17)
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To handle the spatial derivatives in L in (13), a differentiation the-
orem is defined [9, 14]〈

LY (x, s), C̃(x)
〉

= AȲ (s). (18)

TheQ×Qmatrix A = diag(. . . , sµ, . . . ) is the matrix of eigen-
values sµ of the underlying system.

Finally, the solution Y of PDE (13) is formulated by an in-
verse transformation T −1 according to (15). It applies a set of Q
primal eigenfunctionsK arranged in the N ×Q matrix C to Ȳ

T −1{Ȳ (s)
}

= Y (x, s) = C(x)Ȳ (s), (19)

C(x) = [. . . ,K(x, µ), . . . ] (20)

Together, transformation (15) and (19) constitute a forward and
inverse Sturm-Liouville transformation [8].

3.4. State-Space Description

Applying the forward transformation (15) to PDE (13) and exploit-
ing the differentiation theorem (18) leads to a representation in the
spatio-temporal transform domain

sȲ (s) = AȲ (s) + F̄e(s). (21)

The vector F̄e is the transform domain representation of the exci-
tation functions Fe in (13)

F̄e(s) =
〈
Fe(x, s), C̃(x)

〉
. (22)

Together, state equation (21) and output equation (19) constitute
a state-space description (SSD) that represents the solution of the
IBVP and can be used to simulate the dynamics of the physical
quantities inY (see left-hand side of Fig. 3 for the string and right-
hand side for the room).

3.5. Interpretation in the Context of Sound Synthesis

This section showed the general procedure of modeling systems –
described by an IBVP – in terms of an SSD. Finally, the modeling
of systems reduces to the derivation of the matrices C, C̃ and A
which define the SSD.

The procedure, based on functional transformations and op-
erator theory performs an expansion of the IBVP into a set of
eigenfunctions. Particularly, the eigenfunctions K and K̃ in C
and C̃ describe the spatial behavior of a system and in the context
of sound synthesis they represent the spatial shape of the system’s
modes. In contrast, the system states Ȳ describe the temporal be-
havior of each harmonic, and therefore, state equation (21) defines
the temporal evolution of each mode of the system.

4. ROOM MODEL

This section establishes a room model in terms of an SSD accord-
ing to Sec. 3, which will be connected to the string model in Sec. 6.
As already mentioned in Sec. 2 and shown in Figs. 1 and 2, a 2D
room with side lengths Lx and Ly is mathematically modeled on
the spatial area A

A := {x = [x, y]T
∣∣ 0 ≤ x ≤ Lx, 0 ≤ y ≤ Ly}, (23)

The dynamics of the sound pressure p and particle velocity v are
described by an IBVP, i.e., by the acoustic wave equation on the
spatial domain A [7]

ρ0v̇(x, t) + grad p(x, t) = n fstring(x, t), (24)

ρ0 c
2
0 divv(x, t) + ṗ(x, t) = fpoint(x, t). (25)

The parameter ρ0 denotes the density of air and c0 is the speed of
sound. Temporal derivatives are denoted by a dot, i.e., ∂

∂t
p = ṗ,

while spatial derivatives grad and div denote gradient and diver-
gence in 2D Cartesian coordinates, respectively. The boundary
conditions of the room are not shown in detail here, but is assumed,
that the walls are fully reflective. Furthermore, it is assumed that
the room is at rest for t = 0, i.e., p(x, 0) = 0.

The variables on the right hand side of (24), (25) are the ex-
citation functions of the room model for both scenarios shown in
Fig. 1. The function fpoint in (25) denotes an excitation in terms
of a sound pressure as a point source in the room (see (2)). The
exciation of the room by the string will be modeled by the function
fstring (see (7)) that causes a pressure gradient in n-direction.

4.1. Unifying Vector Formulation

In order to obtain a transfer function model of the room, the PDEs
in (24), (25) are reformulated into a unifying vector formulation
according to Sec. 3.1. Exploiting the formulation in (10), the vec-
tor of variables and vector of excitation functions end up in (de-
pendencies on time and space are omitted for brevity)

yr =

[
p
v

]
, v =

[
vx
vy

]
, fe,r =

[
n · fstring
fpoint

]
, (26)

and the involved matrix and operator read

Cr =

[
0 ρ0
1

ρ0 c
2
0

0

]
, Lr =

[
−grad 0

0 −div

]
. (27)

The subscript r indicates, that the matrices and vectors are associ-
ated with the room model.

4.2. Room: Transfer Function Model

To derive a transfer function model of the room according to Sec. 3.3,
not the complete modeling procedure is presented. In Sec. 3 and
[6,17] it has been shown that a system formulated in terms of (10)
- (12) can be modeled in terms of a SSD.

Therefore, it is sufficient to derive the necessary contents of
the SSD in (19) - (22) which is rewritten here in the continuous
frequency domain

sȲr(s) = ArȲr(s) + F̄e,r(s), (28)

P (x, s) = cTp (x)Ȳr(s), (29)

where the output equation (19) has been reduced to an output equa-
tion for the sound pressure p in (29) by reducing the output matrix
C in (20) to its first row.

4.2.1. Eigenvalues

The eigenvalues of the room define the occurring frequencies of
the individual room modes and are arranged in the diagonal system
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matrix Ar of the SSD (28). They are derived by evaluating the
dedicated dispersion relation of the room and end up in

sµ = ±jc0

√
λ2
x + λ2

y λx = κx
π

Lx
, λy = κy

π

Ly
, (30)

with κx, κy ∈ Z. It has to be mentioned, that the index µ of
eigenvalues sµ directly depends on the wavenumbers κ in x and
y-direction, i.e., (κx, κy)→ µ.

4.2.2. Eigenfunctions

According to Sec. 3, there are primal and adjoint eigenfunctions
Kr and K̃r. Particularly, the primal eigenfunctions Kr are ar-
ranged in the output matrix Cr of the SSD and are used for the tran-
sition into the space domain (compare (19)). The adjoint eigen-
functions K̃r are arranged in the matrix C̃r and are applied for the
expansion of a variable into the spatial frequency domain (com-
pare (15)). Both eigenfunctions are derived by the evaluation of
their dedicated eigenvalue problems, which is not performed here
for brevity. Finally, the eigenfunctions are

Kr =

 cosλxx cosλyy
λx
sµρ0

sinλxx cosλyy
λy
sµρ0

cosλxx sinλyy

, K̃r =

−
λx
sµρ0

sinλxx cosλyy

− λy
sµρ0

cosλxx sinλyy

cosλxx cosλyy

 .
(31)

5. STRING MODEL

This section describes the derivation of a string model in terms of a
SSD according to Sec. 3 that will be connected to the room model
in Sec. 6. As already mentioned in Sec. 2 and shown in Fig. 1 a
1D string of length ` is modeled on the spatial interval L, i.e.,

L := {ξ
∣∣0 ≤ ξ ≤ `}. (32)

The dynamics of the string deflection w are described by the well
known string equation [18]

ρAv̇s(ξ, t) + EIw′′′′(ξ, t)− Tsw
′′(ξ, t)

+ d1vs(ξ, t)− d3v′′s (ξ, t) = fext(ξ, t), (33)

where vs is the velocity of the string, i.e., vs = ẇ. Partial deriva-
tives for space ξ are denoted by a prime for brevity, i.e., ∂

∂ξ
w =

w′. The parameter ρ denotes the string density, A is the cross
section area, I is the moment of inertia and Ts is the tension of
the string. The constant E denotes Young’s modulus. The param-
eters d1 and d3 introduce frequency-independent and frequency-
dependent damping into the oscillation of the string. The boundary
conditions of the string are not shown in detail, but it is assumed
that the string is simply supported at both ends ξ = 0, `. Further-
more, the string is at rest for t = 0, i.e., w(ξ, 0) = 0. The function
fext in (33) represents an excitation function for the string.

5.1. Unifying Vector Formulation

Analogously to Sec. 4.1, the string has to be reformulated into
a unifying vector form to derive a string model. Exploiting the
formulation in (10), the vector of variables and vector of excitation
functions are

ys =
[
vs w′ w′′ w′′′

]T
, fe,s =

[
0 0 0 fext

]T
. (34)

The matrices Ls,Cs of the vector formulation are not shown in this
paper for brevity. A formulation of (10), including all matrices and
vectors has been presented by the authors in [6].

5.2. String: Transfer Function Model

In order to obtain a transfer function model of the string it is not
necessary to present the complete modeling procedure according
to Sec. 3. On the one hand, the procedure has already been shown
for a string, e.g., in [6] and on the other hand it is sufficient to
derive the necessary contents of the state space description

sȲs(s) = AsȲs(s) + F̄e,s(s), (35)

Vs(ξ, s) = cTv (ξ)Ȳs(s), (36)

where the output equation (19) has been reduced to an output equa-
tion for the string velocity vs in (36) by reducing the output matrix
C in (20) to its first row.

5.2.1. Eigenvalues

Analogously to the room model, the eigenvalues of the string de-
fine the temporal frequencies of the individual modes of the string.
They are arranged in the diagonal system matrix As in (35). The
string eigenvalues are derived by the evaluation of the string’s dis-
persion relation and finally end up in [6]

sν = −
(
d1

2ρA
+

d3
2ρA

γ2
ι

)
(37)

± j

√
EI

ρA
γ4
ι +

Ts

ρA
γ2
ι +

(
d1

2ρA
+

d3
2ρA

γ2
ι

)
, (38)

with the string’s wavenumbers γι = ιπ
`

. The index ν of the eigen-
values sν depends on the wavenumbers γι. Each γι leads to a
complex conjugated pair, i.e., (γι, γι)→ (sν , sν+1).

5.2.2. Eigenfunctions

The eigenfunctions of the string determine the spatial shape of
each individual mode. Similar to the room model in Sec. 4.2 there
are primal and adjoint eigenfunctions. Both are derived by their
dedicated eigenvalue problems and end up in [6, 17]

Ks =


sν
γν

sin(γνξ)

cos(γνξ)
−γν sin(γνξ)
−γ2

ν cos(γνξ)

 , K̃s =


q∗1 cos(γνx)

− s
∗
νq

∗
1

γν
sin(γνξ)

−γ2
ν cos(γνξ)

γν sin(γνξ)

 , (39)

with q1 = ρAsν−d1
EI

.

6. STRING–ROOM COUPLING

In this section, the coupling between the string model (see Sec. 5)
and the room model (see Sec. 4) is established by the interconnec-
tion of their dedicated SSDs. The goal is to express the excita-
tion function of the room (fpoint, fstring) in terms of the system
states Ȳs of the string model and a suitable connection matrix T ,
which establishes a connection between the individual modes of
the string and the modes of the room. The section considers both
scenarios defined in Sec. 2, i.e., the room is excited by a string
sound replayed by a point source and by a distributed source that
is directly placed in the room modeled.
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6.1. Point in a Room

The first considered scenario is the excitation of the room by a
point source as shown in Fig. 1a. Starting point is the transform
domain representation of the excitation function in (28) based on
(22), which can be reduced according to the structure of (26)

F̄e,r(s) = F̄e,point(s) =
〈
Fpoint(x, s), c̃

T
r,3(x)

〉
, (40)

where c̃r,3 is the third line of C̃ containing the third entries of K̃r

in (31). The room excitation by a point has been defined in (2) and
furthermore, the velocity of the string Vs at pickup position ξo can
be rewritten by the output equation (36) of the string model

Vs(ξo, s) = cTv (ξo)Ȳs(s). (41)

This definition of the velocity and the point impulse position xp =
[xp, yp]T are inserted into (2) and further into (40). Exploiting the
sifting property of the delta impulse yields

F̄e,point(s) =

∫
A

c̃Hr,3(x)Fpoint(x, s) dx (42)

= γp c̃
∗
r,3(xp, yp) cTv (ξo) Ȳs(s) = Tpoint Ȳs(s).

The variable F̄e,point contains the excitations of each individual
room mode, which is expressed in terms of the string model’s sys-
tem states Ȳs and the entries of a coupling matrix Tpoint which
depend on the spatial position of the point source.

6.2. String in a room

The second scenario is the excitation of the room by the string,
which is geometrically modeled by a line source as shown in Fig. 1b.
Analogously to Sec. 6.1, the starting point is the transform domain
representation of the excitation function in (28)

F̄e,r(s) = F̄e,string(s) =

〈
nFstring(x, s),

[
c̃Tr,1(x)
c̃Tr,2(x)

]〉
, (43)

where c̃r,1 and c̃r,2 are the first and the second line of C̃ containing
the first and second entries of K̃r in (31). The excitation of the
room by a line source has been defined in (7) and the velocity
of the string has to be expressed in the room coordinate system
according to (5)

Vs(x(ξ), y(ξ), s) =

{
cTv (ξ)Ȳs(s) x1 ≤ x ≤ x0, y0 ≤ y ≤ y1
0 else

.

(44)

Inserting this equation into (7), then into the excitation function
(43) and exploiting the sifting property of the line impulse and the
coordinate transformation in (6) yields

F̄e,string(s) =

∫
A

(
nx c̃

∗
r,1(x) + ny c̃

∗
r,2(x)

)
Fstring(x, s) dx

= γv `

∫ 1

0

(
nx c̃

∗
r,1(x(ξ), y(ξ))+

ny c̃
∗
r,2(x(ξ), y(ξ))

)
cTv (ξ) dξ Ȳs(s)

= TstringȲs(s). (45)

Analogously to (42), the variable F̄e,string contains the excitation
of each individual room mode and matrix Tstring contains the cou-
pling between the spatial modes of the string and the room.

6.3. Transfer Functions

For analysis and comparison of the point and the string excitation
of the room, the transfer function between the initial excitation of
the string fext at ξe and the sound pressure in the room at a pickup
position x0 is of particular interest.

According to the definition of the transformed excitation in
(22), the term F̄e,s of the string model in (35) can be derived by
exploiting the structure of (34) at an excitation position ξe

F̄e,s(s) =
〈
Fext(ξe, s), c̃

T
s,4(ξe)

〉
= c̃∗s,4(ξe)Fext(ξe, s). (46)

Then, the transfer function Hstring(ξo, s) of the string at pickup
point ξo as response to an excitation at point ξe is derived by in-
serting (46) into state equation (35) and rearranging

Hstring(ξo, s) =
Vs(ξo, s)

Fext(ξe, s)
= cTv (ξ0)(sI −As)

−1c̃∗s,4(ξe).

(47)

The excitation of the room by either a point or a string is derived by
inserting (46) into state equation (35) of the string. Then, the sys-
tem states of the string are either inserted into (42) or (45) yielding

F̄e,(_)(s) = T(_) (sI −As)
−1 c̃∗s,4(ξe)Fext(ξe, s), (48)

where F̄e,(_) and T(_) are specified either to the point or the string
scenario. Inserting (48) into state equation (28) of the room model,
subsequently into output equation (29) and rearranging yields the
transfer functionHroom,(_)(xo, s) between the pickup of the sound
pressure in the room in relation to the excitation of the string Fext

either in the point source or in the string scenario

Hroom,(_)(x0, s) =
P (x0, s)

Fext(ξe, s)
(49)

= cTp (x0)Hroom(s)T(_)Hstring(s)c̃∗s,4(ξe),

with the matrix-valued mode-wise transfer functions Hroom and
Hstring of the room and the string

Hroom(s)=(sI −Ar)
−1, Hstring(s)=(sI −As)

−1. (50)

The established connection of the string and the room model in
(49) is graphically shown in Fig. 3 in terms of their SSDs inter-
connected by the matrix T(_).

6.4. The Connection Matrix

The connection between the string and the room is established in
terms of a connection matrix T , which mathematically converts
the system states Ȳs of the string model into excitations for the
individual room modes (see Fig. 3). As it can be seen in (42) and
in (45) the matrix T itself depends strongly on the spatial eigen-
functions of the room in c̃r and of the string in cs but not on the
temporal behavior of the string. Therefore, the matrix describes
the spatial coupling between the string and the room in both sce-
narios described in Fig. 1. Particularly, it defines the possibility of
the spatial modes of the source system (point or string) to excite
the spatial modes of the room (see Fig. 4).
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(c) Parallel String

Figure 4: Connection matrices T(_) as derived in Sec. 6 for the
coupling of room modes (y-axis) and the string modes (x-axis).
(a): Point source is emitting a string vibration as shown in Fig. 1a.
(b): String is placed in the room as shown in Fig. 1b. (c): String is
placed parallel to a room wall (e.g., x0 = x1 in Fig. 2).

7. NUMERICAL EVALUATION AND ANALYSIS

In this section we present a selection of simulations for the derived
model of the string in the room. The results are presented in terms
of connection matrices and the room’s and string’s transfer func-
tion. Furthermore, sound examples and videos of the considered
scenarios are provided online at [16]. The corresponding MAT-
LAB code to reproduce all figures can be found online1.

7.1. Scenarios and Parameters

The physics of the room model have been defined in Sec. 4 and the
following parameters have been used for evaluation: Lx = 4m,
Ly = 3m, ρ0 = 1.2kg/m3, c0 = 340m s−1. Furthermore a num-
ber of Qroom = 2500 modes is used. As the room model in Sec. 4
does not exhibit any damping, an artificial damping term with ad-
justable T60-time has been added for the production of videos and
sound examples on [16].

The physics of the string have been defined in Sec. 5 and
the following parameters have been used for evaluation: E =
5.4GPa, ρ = 1140kg/m3, A = 0.5 · 10−6m2, I = 0.17 ·
10−12m4, d1 = 8 · 10−5kg m−1 s−1, d3 = 1.4 · 10−5kg m s−1,
Ts = 60.97N. The length of the string is ` = 0.65m, yielding
a fundamental frequency of f0 = 247Hz. Furthermore, a num-
ber of Qstring = 20 modes is used. The string is excited by a

1https://github.com/SebastianJiroSchlecht/
MixedDimensionFTM
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Figure 5: Transfer functions of the string Hstring and the room
model Hroom,(_) for different scenarios (a), (b) and relative trans-
fer functions Hroom,(_)/Hstring (c). (a): Point source is emitting a
string vibration as shown in Fig. 1a. (b): String is placed in the
room as shown in Fig. 1b. (c): Relative transfer functions to see
the influence of the connection structure T(_).

raised-cosine function at ξe = 1/
√

2 [6], which models the spa-
tially extended excitation of the string, e.g., by a finger, plectrum
or bow.

For the analysis of the established connection structure, two
different scenarios are compared as initially shown in Fig. 1:

Point in a room: A point source emitting a string vibration into
the room (see Fig. 1a and Sec. 2.1). The point source is placed in
the room at the center of the string, i.e.,xpoint ≈ [2.81m, 2.10m]T.
The string is excited at ξe = 1/

√
2 and picked up at ξo = 1/π to be

played into room by the point source.
String in a room: A string placed in the room as a distributed

source (see Fig. 1b and Sec. 2.2). The string is placed in the room
at x1 = 2.5m, x0 ≈ 3.12m, y0 = 2m, y1 ≈ 2.20m.

7.2. Connection matrices

Figure 4 shows the coupling of the room modes and the string
modes in terms of the connection matrix T as established in Sec. 6.
Figures 4b and 4c show two connection matrices Tstring for a
string in a room, where in Fig. 4b the string is placed in the room
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as shown in Fig. 1b and in Fig. 4c the string is placed parallel to
a room wall. Both figures show clearly, that the matrix structure
strongly depends on the positioning of the string in the room. Par-
ticularly, the positioning of the string influences ”how much” a
string mode couples to a room mode.

In comparison, Fig. 4a shows the connection matrix T for a
string excitation of the room by a point source (see Fig. 1a). It can
be seen that nearly all room modes are excited equally by an indi-
vidual string mode, where the zero lines arise from the positioning
of the point source on (or next to) a wave node. This behavior is
expected from a point source, as the excitation by an impulse leads
to a uniform excitation in the frequency domain.

7.3. Transfer Functions

Figure 5 shows the transfer functions for both considered scenar-
ios, i.e., Fig. 5b shows the transfer function of the room connected
to the string by line source as defined in (49) and Fig. 5a shows the
same transfer function connected to the string by a point source,
both are compared to the string’s transfer function in (47). Both
figures show, that the room transfer function is shaped by the res-
onant frequencies of the string. In the point in a room scenario
in Fig. 5a the entire frequency range of the room transfer func-
tion is shaped by string’s resonances. In contrast the shaping is
not as strong in the string in a room scenario in Fig. 5b. Here the
shaping is dominant in the lower frequency range and more regu-
larly in the higher frequency range of the room transfer function.
Both scenarios confirm the observations in the dedicated connec-
tion matrices in Figs. 4a,b. Furthermore, Fig. 5c shows the relative
transfer functions between the room transfer functions Hroom,(_)

and the string Hstring. This also confirms the previous observa-
tions: While the relative transfer function of the string in a room
exhibits clear peaks, the one of the point in a room scenario is
nearly flat which confirms the uniform excitation assumption.

8. CONCLUSIONS AND FURTHER WORKS

This paper presented the modeling of a distributed source in a
room, i.e., a 1D string oscillating in a 2D room. The model is de-
rived in terms of the interconnection of a string model and a room
model by a carefully designed connection structure. The intercon-
nection results in a matrix that describes the coupling of the modes
of the source to the room modes in an analytical form depending
on the geometric relation of source and room, i.e., the structure
defines which mode of a source possibly excites a room mode.
Next to the analytical insights from the connection matrix, numer-
ical evaluation showed that the radiation pattern of the distributed
source is reflected in the room.

In further works, the concept will be extended to couple also
higher dimensional systems, e.g., 2D→ 3D. In the considered sce-
nario, the string seems to be fully transparent in the room which
may be a valid assumption for the 1D→ 2D coupling. Neverthe-
less, for higher dimensional coupling, reflections on the surface of
the object have to be taken into account as well as the feedback
from the room onto the source. The presented room model has
been very basic, without any damping and lossless reflections on
the wall. Therefore, the extension to more elaborate room models
will yield more realistic scenarios.
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ABSTRACT

Slide-string instruments allow continuous control of pitch by ar-
ticulation with a slide object whose position of contact with the
string is time-varying. This paper presents a method for simula-
tion of such articulation. Taking into account sensing and musical
practice considerations, an appropriate physical model configura-
tion is determined, which is then formulated in numerical form
using a finite difference approach. The model simulates the at-
tachment and detachment phases of slide articulation which gen-
erally involve rattling, while finger damping is modelled in a more
phenomenological manner as a regionally induced time-varying
damping. A stability bound for the numerical model is provided
via energy analysis, which also reveals the driving power contribu-
tions of the separate articulatory sources. The approach is exem-
plified with simulations of slide articulatory gestures that involve
glissando, vibrato and finger damping.

1. INTRODUCTION

Sliding on a string is a special form of articulation used by musi-
cians primarily to produce a continuously varying pitch. It features
in various musical practices around the world, including Blues,
Country, Hawaiian music as well as in the playing of fretless In-
dian string instruments such as the chitra veena and mohan veena.

Slide-string instrumentalists use an object made of glass, metal,
plastic, wood or horn (in the case of the chitra veena) to press
against the string and slide over it. Figure 1 illustrates the typ-
ical spatial layout involved in such articulation, featuring a string
drawn taut between a nut and a bridge. The string is plucked closer
to the bridge. In addition to sliding on the string, players often use
their fingers to damp the string and suppress unwanted sounds.
Typically, the finger(s) or palm of the left hand are used to damp
the non-speaking length of the string, whereas the plucking fin-
ger (or plectrum) on the right hand is also used to suppress the
transient caused by the attachment of the slide to the string. The
associated finger damping regions are shown as grey shaded areas
in Figure 1.

During slide articulation, the position of contact between the
slide object and the string varies over time. The slide interaction

∗ This work was supported by the European Union’s Horizon 2020
research and innovation programme under the Marie Skłodowska-Curie
grant agreement No 812719.
Copyright: © 2020 Abhiram Bhanuprakash et al. This is an open-access article dis-

tributed under the terms of the Creative Commons Attribution 3.0 Unported License,

which permits unrestricted use, distribution, and reproduction in any medium, pro-
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slidenut bridge

Figure 1: Spatial layout of the slide-string articulation, with finger
force regions indicated by grey shaded areas.

dynamics is determined partly by linear properties of the musician-
controlled slide-hand system, such as its resonance and damp-
ing. In addition to this, the dynamics also features non-linear be-
haviour during phases where the slide attaches to or detaches from
the string. It has long been understood that capturing such non-
linear and time-varying phenomena in discrete-time models is key
in developing physics-based sound synthesis algorithms that can
form the basis of realistic-sounding virtual-acoustic instruments
[1, 2, 3, 4].

Only a handful of previous studies have focused specifically
on slide-string synthesis [5, 6, 7]. In [5], the authors present a
digital waveguide (DWG)-based model of a slide guitar that in-
cludes the emulation of the frictional sliding noise. In this model,
the length of a DWG is varied over time, using a fractional de-
lay filter to produce a smoothly varying pitch. To account for the
non-physical energy variations that are caused by on-line string
length adjustment, the authors use a method of energy compensa-
tion [8, 9]. In [6] the need to address such issues is avoided by
introducing a time-varying scattering junction at the slide-string
contact point based on a balanced perturbation method proposed
in [10], and in addition methods are proposed for modelling slide-
string interaction in the horizontal and longitudinal transversal po-
larisations.

More recently, finite difference (FD) methods have been suc-
cessfully used to simulate complex non-linear interactions in string
instruments [3, 11, 12, 13, 14, 15]. In these works, based on the
FD formulation, rigorous, energy-based stability analysis has been
established. In this paper, FD methods are employed to discretise
a string model that allows slide articulation in ways that closely
emulate the established kinaesthetics of slide-string instruments.

A natural way of obtaining the required control signals for
such articulation is through sensing the player’s actions. As such,
it is important to consider sensing criteria in conjunction with the
usual physical modelling criteria (accuracy, efficiency, computa-
tional robustness), while also taking into account the wider con-
texts of relevant musician practices and performance cultures. A
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range of online videos of musicians (see, e.g. on Blues guitar 1 and
the mohan veena 2) were studied to better understand skilful slide
articulation, with particular focus on hand and finger movements.
In addition, the second author experimented with slide articulation
on an acoustic guitar and in doing so gained an embodied under-
standing of the process, which was further informed by the third
author, who is a practising musician. Building on this knowledge,
we were able to make informed decisions on the specific sensing
input requirements for our model, which in turn dictate the model’s
control variables. The following strategic modelling choices were
made in the design process in order to best meet such holistic con-
siderations:

• The vertical motion of the slide is modelled as driven by string
contact and hand compliance forces, both of which are expected
to shape and influence the sonic character of slide phrasing.

• The configuration of the slide-hand system features vertical hand
position and horizontal slide position as its control variables,
which aligns well with the envisaged requirements and options
for sensing of the relevant control signals.

• Slide-string collisions are modelled using a unity exponent non-
linear power law in a single variable, which allows modelling
rattling involving near-rigid collisions using an explicit update
form without the need for over-sampling.

• Finger-string interaction is modelled in a distributed fashion to
ensure sufficient finger damping can be achieved.

• To avoid multiple nonlinearities, finger-string attachment and
detachment are not modelled as collisions, but in a simplified
manner with a damping that fades in/out in proportion to the ex-
ternal finger force. Further, finger-string restoring force is sim-
plified to an external force.

• In order to facilitate efficient local updates at the interaction
points, an explicit FD string scheme is used.

2. ARTICULATED SLIDE-STRING MODEL

2.1. Physical modelling configuration

One of the primary choices in defining an articulated slide-string
physical model is around how to configure the slide-string interac-
tion. Figure 2 presents four possible configurations for the general
case of object-string interaction in the vertical polarisation, in the
order of increasing detail captured. Configuration (a), which sim-
ply imposes a unilateral barrier at position yo, is similar to the
bridge-string interaction model employed in [16]. This contrasts
with (b), which can be regarded as a lossless version of the finger-
string interaction model proposed in [3], in that (b) features an
object with a finite mass and requires a force rather than a position
representing the control variable.

In this paper configuration (c) is chosen to model slide-string
interaction, based on the following criteria:
(i) Where possible, sensing must be performed in a way that does
not affect the player’s performatory actions. Position can be sensed
using a contactless modality, for example, with optical techniques,
and thus has no foreseeable effect on the playing. Conversely,
sensing the force of the hand on the slide object may need contact-
based measurement modalities, which might call for additional

1https://www.youtube.com/watch?v=L7P6S75oleM
2https://www.youtube.com/watch?v=x1lUO5WgQ6I
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Figure 2: Four possible physical modelling configurations of
object-string interaction in the order of increasing detail captured.

circuit connections between the slide object and the data acquisi-
tion system, which then restricts the freedom of the player’s hand
movements. Thus, configurations (a) and (c) are better suited from
sensing and performance perspectives.
(ii) Position sensing accuracy is critical at specific points. For ex-
ample, a collision transient would be produced slightly before or
after the moment of real-world contact with a controller unless the
position sensing is calibrated at the contact point; it is envisaged
that such a spatial misalignment could significantly undermine the
musician’s articulatory accuracy. Therefore, it is imperative to
avoid position estimation drift, as this is difficult if not impossible
to calibrate for. Sensing a force (as done in (b) and (d)) and using a
position-based modelling strategy essentially involves performing
double integration, which is known to be prone to drift and noise,
e.g. inertial position sensing using an accelerometer [17]. Hence,
this criterion also suggests (a) and (c) are better choices.
(iii) The configuration should capture the dynamic characteristics
that are of sonic and articulatory importance. It is envisaged that
this includes the resonance and damping of the hand that controls
the slide position, which are modelled in configuration (c).

Indeed, we can go one level up to (d) that models the arm force
acting on the hand. However, the physical validity of modelling the
hand as a passive mass controlled by the arm is debatable, as the
hand in reality is controlled by its own muscles. In other words,
the value and validity of the added complexity of configuration (d)
and any similar attempts to model the hand and arm as vibrating
objects is questionable.

2.2. Equations of motion

As shown by Figure 1 and Figure 2 (c), the slide object is modelled
here as a finite massmo located at position (xo, yo) on a string de-
fined over S = [0, L]. The hand position (xo, yh) is a control
input. Let us denote the stiffness and damping co-efficients of the
slide-hand connection as kh and rh, respectively, as shown in Fig-
ure 2 (c).

With this framework, the equation of motion of the slide-string
system in Figure 1 with string stiffness, damping, finger-string
contact forces and collision with the slide object can be written
as:

ρA
∂2u

∂t2
= C[u] + Frf + Flf + Fo, (1)

where the operator C[u] is defined as:

C[u] = T
∂2u

∂x2
− EI

∂4u

∂x4
− 2ρAσ0

∂u

∂t
+ 2ρAσ2

∂3u

∂x2∂t
, (2)
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and where u = u(x, t) is the string transversal displacement, ρ,A,
T , E, I , σ0 and σ2 are the mass density, cross-sectional area, ten-
sion, Young’s modulus, moment of inertia, frequency-independent
and frequency-dependent damping constants of the string, respec-
tively. The motion of the slide is governed by:

mo
∂2yo
∂t2

= −Fo − khqh − rh
∂qh
∂t

, (3)

where Fo is the contact force, and qh = (yo − yh).

2.3. Slide-string contact

The contact force Fo is modelled to have a spatial distribution ψo.
Let us define:

qo = ũo − yo, (4)

where

ũo(t) =

∫ L

0

ψo(x, t) u(x, t)dx (5)

is the local string displacement average at xo, with ũo = ũo(t) and
yo = yo(t). In line with previous work [14, 11, 3, 16], the contact
force density is defined as Fo(x, t) = ψo(x, t)Fo(t), where in
the current study, the distribution function and contact force are
defined as:

ψo(x, t) = δ(x− xo(t)), (6)

Fo = −ko
⌊
qo
⌋
= −∂Vo

∂qo
, (7)

where Fo = Fo(t),
⌊
u
⌋
= h(u)u, and where h(.) is the Heavy-

side function. This expression amounts to applying a Hertzian
contact law with unity exponent and stiffness constant ko. The
associated contact potential Vo = Vo(t) is:

Vo =
1

2
ko
⌊
qo
⌋2
. (8)

2.4. Finger-string contact

Here we model the finger force simply as the sum of an external
force and a damping force in the same region. Unlike the string’s
inherent frequency-independent damping, this damping is induced
by the external force and only exists locally in the region of finger-
string contact. Thus, the model accounts for pushing and damping
forces from the left-hand finger, and pluck and damping forces
from the right-hand finger. We denote the left and right-hand finger
external forces as Flf and Frf , their spatial distributions as ψlf and
ψrf , which are centred around xlf and xrf and have widths wlf

and wrf , respectively, as shown in the grey shaded areas in Figure
1. Further, we denote left and right-hand finger induced damping
coefficients as rlf and rrf , respectively. The left and right-hand
finger force densities, Flf and Frf respectively, can be defined as:

Fϕ(x, t) = ψϕ(x, t)Fϕ(t)− rϕ(x, t)
∂u

∂t
, ϕ = lf, rf, (9)

where rϕ(x, t) = rϕ(t)ψϕ(x, t), and where

ψϕ(x, t) =

{
1

wϕ
: |x− xϕ| ≤

wϕ

2

0 : otherwise.
(10)

The induced damping coefficient is varied in proportion to the fin-
ger external force magnitude as:

rϕ(t) = αf |Fϕ(t)|, ϕ = lf, rf, (11)

where αf ≥ 0, represents a proportionality constant. This choice
is motivated by the observation that the player exerts more exter-
nal force to damp more. To simplify the left-hand finger position
control, the abscissa of the left-hand finger is assumed here to be
at a fixed distance x′lf from xo, i.e, xlf = xo − x′lf .

2.5. Boundary Conditions

We assume simply supported boundaries:

u(0, t) = u(L, t) = 0,
∂2u

∂x2
(0, t) =

∂2u

∂x2
(L, t) = 0. (12)

2.6. Output signal

As a suitable output signal, we can take the force exerted by the
string on the bridge [18]:

Fb(t) =

(
−T ∂u

∂x
+ EI

∂3u

∂x3

) ∣∣∣
x=L

. (13)

2.7. Energy analysis

Let us define an inner product of two functions f1 and f2 and the
associated norm as:

⟨f1, f2⟩S =

∫ L

0

f1f2 dx,
∥∥f1∥∥2S = ⟨f1, f1⟩S . (14)

Taking the inner product of (1) with ∂u
∂t

over the domain S, and
multiplying (3) by ∂yo

∂t
, a power-balance equation for the coupled

slide-string system can be derived as:

dH

dt
= (Prf + Plf + Po)− (Qs +Qrf +Qlf +Qo), (15)

whereH = Hs+Ho is the Hamiltonian of the slide-string system,
with Hs and Ho representing the Hamiltonians of the string (with-
out slide contact) and slide (including string contact), respectively:

Hs =
ρA

2

∥∥ ∂u
∂t

∥∥2
S +

T

2

∥∥ ∂u
∂x

∥∥2
S +

EI

2

∥∥∥ ∂2u
∂x2

∥∥∥2
S
, (16)

Ho =
1

2
mo

(
dyo
dt

)2

+
1

2
khq

2
h + Vo. (17)

The system driving powers are given by:

Pϕ = Fϕ

∫ L

0

ψϕ
∂u

∂t
dx, ϕ = rf, lf, (18)

Po =

(
rh
dyo
dt

− khqh

)
dyh
dt

− Fo
dũo

dt
, (19)

where
dũo

dt
=

dxo
dt

∂u

∂x

∣∣∣∣
x=xo

+
∂u

∂t

∣∣∣∣
x=xo

(20)

The dissipation terms are:

Qo = rh

(
dyo
dt

)2

, Qs = 2ρA

(
σ0

∥∥ ∂u
∂t

∥∥2
S + σ2

∥∥∥ ∂2u
∂t∂x

∥∥∥2
S

)
,

(21)
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Qϕ =

∫ L

0

rϕ

(
∂u

∂t

)2

dx, ϕ = rf, lf. (22)

Observe from equations (19) and (20) that Po has a component due
to the vertical motion of the hand ( dyh

dt
term), a component due to

the horizontal slide motion ( dxo
dt

term), and a component due to
the string velocity at xo ( ∂u

∂t

∣∣
x=xo

term).

3. NUMERICAL FORMULATION

Let us denote spatial and temporal steps respectively as ∆x and
∆t = 1

fs
, where fs is the sampling frequency. A continuous

function θ(x, t) at location x = m∆x and at time t = n∆t

is represented in the discrete domain by a grid function θnm =
θ(m∆x, n∆t), m ∈ M, where M = {0, 1, ...,M}, and where
M = floor( L

∆x
). Further, we denote the number of internal

nodes on the string as N =M − 1.

3.1. Difference and sum operators

First-order difference operators in time and space are defined as
follows:

δtu
n
m = u

n+1
2

m − u
n−1

2
m ≈ ∆t

∂u

∂t

∣∣∣
x=m∆x, t=n∆t

, (23)

δxu
n
m = un

m+1
2
− un

m−1
2
≈ ∆x

∂u

∂x

∣∣∣
x=m∆x, t=n∆t

. (24)

From equations (23) and (24) we can derive second-order differ-
ence operators as:

δ2t u
n
m = un+1

m − 2un
m + un−1

m ≈ ∆2
t
∂2u

∂t2

∣∣∣
x=m∆x, t=n∆t

, (25)

δ2xu
n
m = un

m+1 − 2un
m + un

m−1 ≈ ∆2
x
∂2u

∂x2

∣∣∣
x=m∆x, t=n∆t

. (26)

We also define a backward and a three-point first-order time dif-
ference operator as:

δt−u
n
m = un

m − un−1
m ≈ ∆t

∂u

∂t

∣∣∣
x=m∆x, t=n∆t

, (27)

δt·u
n
m = un+1

m − un−1
m ≈ 2∆t

∂u

∂t

∣∣∣
x=m∆x, t=n∆t

. (28)

Sum operators can be defined as:

µtu
n
m = u

n+1
2

m + u
n−1

2
m ≈ 2u

∣∣∣
x=m∆x, t=n∆t

, (29)

µt·u
n
m = un+1

m + un−1
m ≈ 2u

∣∣∣
x=m∆x, t=n∆t

. (30)

3.2. Discrete distributions

The distributions ψϕ can be numerically represented as:

gnϕ,m =
1

∆x

∫ L

0

ψϕ(x, n∆t)νm(x)dx, ϕ = rf, lf, o. (31)

Here, νm(x) denotes a catchment function for themth node, which
is chosen to be a triangular function spread over two neighbouring
nodes on either side, and defined as:

νm(x) =


x

∆x
+ (1−m) : (m− 1)∆x ≤ x < m∆x

− x
∆x

+ (1 +m) : m∆x ≤ x ≤ (m+ 1)∆x

0 : otherwise.
(32)

3.3. Finite difference scheme

Using the notation developed in sections (3.1) and (3.2), an FD
scheme for the system in equation (1) can be written as:

δ2t u
n
m = D′[un

m] + ξgnrf,mF
n
rf + ξgnlf,mF

n
lf

− α(rnrf,m + rnlf,m)δt·u
n
m + ξgno,mF

n
o , (33)

where D′[un
m] = λ2δ2xu

n
m − β2δ4xu

n
m − γ0δt·u

n
m + γ2δt−δ

2
xu

n
m

and with

λ =

√
T

ρA

∆t

∆x
, β =

√
EI

ρA

∆t

∆2
x

, γ0 = σ0∆t,

γ2 =
2σ2∆t

∆2
x

, ξ =
∆2

t

ρA
, α =

∆t

2ρA
, (34)

rnϕ,m = gnϕ,mr
n
ϕ , ϕ = lf, rf. (35)

Here δt− is chosen to discretise the time derivative in the frequency-
dependent damping term in order to make the scheme explicit, as
in [11]. From (7), Fn

o can be numerically written as:

Fn
o = −δt·V

n
o

δt·qno
. (36)

The discrete counterpart of (3) governing the motion of mo is:

mo
δ2t y

n
o

∆2
t

= −Fn
o − kh

µt·(y
n
o − ynh )

2
− rh

δt·(y
n
o − ynh )

2∆t
. (37)

From (12), the numerical boundary conditions can be written as:

un
0 = un

M = 0; δ2xu
n
0 = δ2xu

n
0 = 0. (38)

Discretising (13) using (38) and defining bλ = T
2∆x

, bβ = EI
2∆3

x
,

the numerical bridge force can be derived as:

Fn
b = 2bλu

n
M−1 + 2bβ(2u

n
M−1 − un

M−2). (39)

3.4. Numerical energy analysis

As a discrete-domain counterpart of (14), a discrete inner product
and the associated norm are defined as:

⟨fn
1,m, f

n
2,m⟩X =

∑
m∈X

fn
1,mf

n
2,m∆x,∥∥fn
1,m

∥∥2
X = ⟨fn

1,m, f
n
1,m⟩X . (40)

Also, a set lacking the last node is defined as M = {0, 1, ..., N}
and a set containing only the inner nodes is defined as M =

{1, 2, ..., N}. Now, taking the inner product of (33) with δt·u
n
m

2∆t

over the domain M, and multiplying (37) by δt·y
n
o

2∆t
, a power-

balance equation for the coupled slide-string system can be derived
as:
δtH

n

∆t
= (Pn

rf + Pn
lf + Pn

o )− (Qn
s +Qn

rf +Qn
lf +Qn

o ), (41)

where Hn+1
2 = H

n+1
2

s +H
n+1

2
o , with H

n+1
2

s and H
n+1

2
o being:

H
n+1

2
s =

ρA

2

∥∥∥∥ δtu
n+1

2
m

∆t

∥∥∥∥2
M

+
T

2

〈
δxu

n+1

m+1
2

∆x
,
δxu

n
m+1

2

∆x

〉
M

+
EI

2

〈
δ2xu

n+1
m

∆2
x

,
δ2xu

n
m

∆2
x

〉
M

− σ2ρA∆t

2

∥∥∥∥ δtδxu
n+1

2

m+1
2

∆t∆x

∥∥∥∥2
M
,

(42)
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H
n+1

2
o =

1

2
mo

(
δty

n+1
2

o

∆t

)2

+
1

2
kh

µtq
n+1

2
h

2

2

+
µtV

n+1
2

o

2
.

(43)
In equation (41),

Pn
ϕ = Fn

ϕ

〈
gnϕ,m,

δt·u
n
m

2∆t

〉
M
, ϕ = rf, lf, (44)

Pn
o =

(
rh
δt·y

n
o

2∆t
− kh

µt·q
n
h

2

)
δt·y

n
h

2∆t
− Fn

o
δt·ũ

n
o

2∆t
, (45)

Qn
s = 2ρAσ0

∥∥∥ δt·u
n
m

2∆t

∥∥∥2
M

+ 2σ2ρA

∥∥∥∥ δt·δxun

m+1
2

2∆t∆x

∥∥∥∥2
M
, (46)

Qn
ϕ =

〈
rnϕ,m,

(
δt·u

n
m

2∆t

)2
〉

M

, ϕ = rf, lf, (47)

Qn
o = rh

(
δt·y

n
o

2∆t

)2

. (48)

Note that the discrete power-balance mirrors its continuous coun-
terpart except for the frequency-dependent loss term, which is a
tradeoff we need to make for an explicit scheme (see Section 3.5
and [11, 1]). The stability criterion for the scheme can be de-
rived as a condition on the non-negativity of Hn [11, 1]. Writing
T =

T∆2
t

ρA
+ 4σ2∆t, we have:

∆x ≥

√√√√1

2

(
T+

√
T2 +

16EI∆2
t

ρA

)
. (49)

3.5. Vector-matrix update form of spatial subsystems

To solve efficiently, at each time step, the system in (33) is parti-
tioned in space into subsystems by defining 3:

M = Mn
nc ∪Mn

rf ∪Mn
lf ∪Mn

o , (50)

where

Mn
ϕ = {m ∈ M : gnϕ,m ̸= 0}, ϕ = rf, lf, o, (51)

Mn
nc = {m ∈ M : gnrf,m = gnlf,m = gno,m = 0}. (52)

Also, let us denote the cardinality of Mn
ϕ as |Mn

ϕ|, ϕ = rf, lf, o, nc.
For the system in (33), we define the displacement vector:

un =
[
un
1 , . . . u

n
N

]T
, (53)

where T represents matrix transpose. The second and fourth spa-
tial derivative matrices are defined, respectively, as:

D2 =


−2 1 0

1
. . .

. . .
. . .

. . . 1
0 1 −2


N x N

, (54)

D4 = D2
2. (55)

3nc, rf, lf and o stand for non-contact, right-hand finger, left-hand finger
and slide object, respectively.

Let us denote un
ϕ to be the reduced displacement vectors, i.e, the

vectors having entries un
m,m ∈ Mn

ϕ, ϕ = rf, lf, o, nc. Simi-
larly, let gn

ϕ represent the reduced distribution vectors having en-
tries gnϕ,m,m ∈ Mn

ϕ, ϕ = rf, lf, o. Further, let Pm,∗ denote the
submatrix of a matrix P, containingmth rows of P. Using this no-
tation, we define the second and fourth spatial derivative matrices
(of dimensions |Mn

ϕ| x N ) as:

Dn
2,ϕ = D2m,∗ ,m ∈ Mn

ϕ, ϕ = rf, lf, o, nc, (56)
Dn

4,ϕ = D4m,∗ ,m ∈ Mn
ϕ, ϕ = rf, lf, o, nc. (57)

In addition, we define:

Rn
ϕ = |Mn

ϕ| x |Mn
ϕ| diagonal matrix

with diagonal entries rnϕ,m,m ∈ Mn
ϕ, ϕ = rf, lf. (58)

With this notation, the numerical counterpart of equation (5) can
be written as:

ũn
o = (gn

o )
T un

o∆x. (59)

We can write the vector-matrix update form of each subsystem as:

un+1
nc = Lnc, (60)

Aϕu
n+1
ϕ = Lϕ, ϕ = rf, lf, (61)

un+1
o = Lo + E′

oF
n
o gn

o , (62)

where the linear term Lϕ is defined as:

Lϕ =


Bϕu

n
ϕ + Cϕu

n−1
ϕ +B′

ϕu
n +C′

ϕu
n−1, ϕ = nc, o

Bϕu
n
ϕ +Cϕu

n−1
ϕ +B′

ϕu
n +C′

ϕu
n−1

+ξFn
ϕ gn

ϕ , ϕ = rf, lf.

(63)

The equations for the matrices and constants involved in (60) -
(63) are given in the appendix. As the scheme is explicit, (60) and
(61) can be solved explicitly. Equation (62) is the only non-trivial
update equation, since it involves the unknown non-linear force
Fn
o . To solve for Fn

o , we define:

so = qn+1
o − qn−1

o . (64)

Using (36), (8) and (64), Fn
o can also be written as:

Fn
o = −ko

2

⌊
so + qn−1

o

⌋2 − ⌊qn−1
o

⌋2
so

. (65)

To turn the subsystem (62) into a scalar equation, we pre-multiply

both sides with
(
g
(n+1)
o

)T
∆x. Doing this and using (59), (64)

and the gridded version of (4), we have:

so + qn−1
o + yn+1

o =
(
g(n+1)
o

)T
∆x(Lo + E′

oF
n
o gn

o ). (66)

Note that yn+1
o is also unknown. Using (37), we have:

yn+1
o = B′yno + C′yn−1

o +D′ + E ′Fn
o , (67)

whose update matrices and constants are given in the appendix.
Substituting (67) in (66), we get:

so + B + C
⌊
so + qn−1

o

⌋2 − ⌊qn−1
o

⌋2
so

= 0, (68)
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Figure 3: (a)-(c) Control input signals used for the three-slide phrase; (d)-(e) Spectrogram of the three slides without (d) and with (e)
left-hand finger damping.

where

B = qn−1
o + B′yno + C′yn−1

o +D′n −
(
g(n+1)
o

)T
∆xLo,

(69)

C =
ko
2

[
E′

o∆x

(
g(n+1)
o

)T
gn
o − E ′

]
. (70)

We know from [19, 16] that (68) has the branched analytical so-
lutions, which are reproduced in the appendix. Once we solve for
so, we can compute Fn

o using (65). Subsequently, we can use Fn
o

in (62) to compute un+1
o .

4. NUMERICAL SIMULATION

Slide articulatory gestures usually involve a combination of glis-
sando, vibrato, slide attachment, slide detachment and finger damp-
ing. To demonstrate the working of the model for these typical
slide articulatory actions, a three-slide phrase is simulated by vary-
ing the control inputs similar to a player. The simulated control
input signals are shown in Figure 3 (a)-(c), and the output spec-
trograms without and with left-hand finger damping are shown in
Figure 3 (d) and (e). These control signals are simulated assum-
ing a constant hand force Fh while the slide is in contact with the
string. This is not unreasonable as players generally try to keep Fh

approximately constant during sliding.
Before the slide attaches to the string, the right-hand finger

force Frf is increased, thereby drawing the string up. Since the
right-hand finger damping is varied in proportion to Frf (see equa-
tion (11)), this action ensures that the string is damped before the
slide attaches to it and the attachment transient is suppressed. This
is reflected in the spectrograms as a heavily suppressed region at

very low frequency just after the attachment which quickly dies
down.

Once the pluck is released (around 800 ms), the first slide com-
prising of a glissando followed by a vibrato (between the current
note and a note that is one semitone downwards in pitch) is artic-
ulated. To simulate the glissando, xo is monotonically increased
(the slide is moved closer to the bridge) and to simulate the vibrato
it is varied in a sinusoidal fashion. Hand vertical position yh is var-
ied according to the constant Fh assumption. During the glissando
and vibrato, the spectrograms show a low-to-high and a sinusoidal
movement in the frequency of the harmonics, respectively, as ex-
pected. Of particular interest here is the observation that the high
frequency partials (those above 3.5 kHz) which have decayed dur-
ing the glissando are rejuvenated in the vibrato phase. In addition,
the spectrograms show the presence of dense regions, particularly
in the frequency range below 1 kHz. These occur because, dur-
ing the vibrato, the contact position xo varies at a faster rate (see
Figure 3 (a)), which results in more significant driving power con-
tribution from the term dxo

dt
∂u
∂x

∣∣
x=xo

in equation (20). These give
a noise-like nature to the synthesised sound during vibrato phases.

Without lifting the slide, a second pluck is released just after 4
s and another similar glissando followed by a vibrato is simulated.
Just before 8 s, the right-hand finger is used to push the string
up again and within the same period, the slide detaches from the
string and re-attaches at a point much closer to the nut. After the
re-attachment, a sinusoidal glissando is simulated.

In Figure 3 (d), we see some of the harmonics moving from a
higher to a lower frequency, though the slide is simulated to move
closer to the bridge. These are the harmonics produced by the non-
speaking length due to waves travelling between the nut and the
point of slide contact in the absence of left-hand finger damping.
Further, the harmonics above 3 kHz are less sustained in Figure
3 (e), showing that there is greater loss of energy with left-hand
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Figure 4: Influence of left-hand finger damping and hand compli-
ance (kh and rh) on the slide-string contact force Fo.

finger damping.
Observe that while there is no further excitation from the right-

hand finger, the detachment of the slide, just before the 10 s mark,
causes a detachment transient. This is because the sudden removal
of both the slide mass and the left-hand finger extends the vibra-
tions to the non-speaking part of the string, with the pitch dropping
to the open string tuned to D3.

A particular feature of interest in the spectrograms is the pres-
ence of rattling phases, which can be observed as bright regions
spanning all frequencies just after each pluck in Figure 3(d), and
just after the first and third pluck in Figure 3 (e) as well, though it
is less pronounced in (e) due to left-hand finger damping.

From four simulations (a)-(d), time-domain plots of the con-
tact force Fo are shown in Figure (4) over a 30 ms window shortly
after the initial pluck of the simulation, zooming into the rattling
phase. In (a) and (b), left-hand damping is enabled, while it is ab-
sent (rlf = 0) in (c) and (d). Further, in (b) and (d) there is no
hand compliance (kh = 1010 and rh = 0), i.e, the sliding hand is
very rigid and undamped. It is clear that, as we move from (a) to
(d), rattling is sustained longer, the collisions grow denser, and the
high-frequency content increases. The reader can further explore
the influence of the finger damping mechanisms and hand compli-
ance on rattling effects aurally via the sound examples listed on
the companion website 4.

5. CONCLUDING REMARKS AND PROSPECTS

The presented work is part of the EC Horizon funded VRACE
project 5 that seeks to introduce extended parameter time-variance
in physics-based simulations of mechano-acoustic vibrating sys-
tems. Articulation is one of the key forms of interaction that in-
volves such time variance, with relevance to the wider topic of au-
dio for virtual reality. The project investigates this with a specific

4Companion website: https://abhiram1989.wixsite.com/slidestringfdmodel
5VRACE project website: http://vrace-etn.eu/

focus on the design and development of virtual-acoustic musical
instruments, which requires that design choices are co-informed by
considerations and criteria related to acoustic modelling, numeri-
cal methods, sensing, and skilful articulation. The set of strategic
design choices listed at the end of Section 1 have been arrived at
through this holistic approach, and represents the main method-
ological novelty of the paper.

The simulation results exemplify various articulatory gestures,
including glissandi, vibrato, and slide detachment. They also demon-
strate the specific influence of the various damping mechanisms
involved in slide articulation, in particular how these co-shape the
rattling behaviour. This non-linear feature is intrinsic to slide-
string articulation, and the sound examples suggest incorporating
these can help evoking a sense of articulatory realism. As such,
the results are promising with regard to future real-time imple-
mentation of the model in conjunction with developing a bespoke
controller.

Perhaps the most interesting observation made in the analysis
of the simulation results is that, even though slide-string friction is
not explicitly modelled, the output nonetheless can exhibit noise-
like components, particularly so during vibrato phases. These com-
ponents can be directly linked to the articulatory power sources ap-
pearing in the system power balance. This finding implies that the
notion of sliding noise, which so far has been thought of as being a
purely friction-based phenomenon (see e.g. [5, 6]), may have to be
reconsidered. In other words, the perceived noise-like components
in, for example, acoustic slide guitar playing are probably a mix of
friction and restoring force-based phenomena, and as such worthy
of further investigation.

Further extensions to the proposed model include adding hor-
izontal and longitudinal polarisations, which have been suggested
to be of importance to slide-string modelling in [5, 6], and adding
tension modulation (for example, following the approach in [20]).

The runtime of the current Matlab implementation is, on an
average, approximately 4.5x real-time. It is worthwhile noting
that the nodal displacement updates themselves take up only about
13% of the total runtime, but the routines for updating the time-
varying parameters and associated vectors and matrices consume
about 85% of the total runtime, as shown in Table 1 (input read
operations take up the remaining ~2% of runtime). This is largely
due to the parameter update routines running at the audio rate in
the current implementation. Hence future optimisation strategies
are likely to revolve around (i) investigating the optimal control
rate at which the parameter updates need to be made, and (ii) how
these updates can be performed most efficiently.

Table 1: Computation times for various updates as percentages of
the total simulation runtime

Update
type

Slide
subsystem

Left-hand finger
subsystem

Right-hand finger
subsystem

Non-contact
subsystem Cumulative

Parameter
update 19.2% 26.7% 23.8% 15.4% 85.1%

Nodal displacement
update 3.6% 3.6% 3.2% 2.8% 13.2%

Finally, to formally study a range of musician’s performatory
actions during slide articulation, techniques like motion capture
could be employed. Integrating such studies with holistic mod-
elling approaches such as the one presented in this paper could
feed in to a general methodology to investigate skilful articula-
tion.
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7. APPENDIX

The update scalars and matrices in equations (60) - (63) and equation (67)
are given in Table 2, where Inϕ represents the identity matrix of dimensions
|Mn

ϕ| x |Mn
ϕ|, Mo = mo

∆2
t

, and Rh = rh
2∆t

. Further, denoting q =

Table 2: Update scalars and matrices.

Update
scalar/
matrix

ϕ Expression

Bϕ nc, o 2
γ0+1

Cϕ nc, o γ0−1
γ0+1

B′
ϕ nc, o

(λ2+γ2)D
n+1
2,ϕ

−β2Dn+1
4,ϕ

γ0+1

C′
ϕ nc, o

−γ2D
n+1
2,ϕ

γ0+1

Aϕ rf, lf (γ0 + 1)In+1
ϕ + αRn

ϕ

Bϕ rf, lf 2

Cϕ rf, lf (γ0 − 1)In+1
ϕ + αRn

ϕ

B′
ϕ rf, lf (λ2 + γ2)D

n+1
2,ϕ − β2Dn+1

4,ϕ

C′
ϕ rf, lf −γ2Dn+1

2,ϕ

E′
ϕ o ξ

γ0+1

B′ 2Mo

Rh+Mo+
kh
2

C′ Rh−Mo−
kh
2

Rh+Mo+
kh
2

D′
(

kh
2

+Rh

)
yn+1
h

+
(

kh
2

−Rh

)
yn−1
h

Rh+Mo+
kh
2

E ′ −1

Rh+Mo+
kh
2

qn−1
o , the branched solutions for (68) can be written as [19, 16]:

if q ≤ 0 and q ≤ B : so = −B (71)

if q ≤ 0 and q > B : so =
−B − 2Cq +

√
B2 + 4Cq(B − q)

2(1 + C)
(72)

if q > 0 and B ≤ q(1− C) : so = −
B + 2Cq
1 + C

(73)

if q > 0 and B > q(1− C) : so = − 1
2
B − 1

2

√
B2 + 4Cq2 (74)
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ABSTRACT

This paper proposes a new macroscopic physical model of fer-
romagnetic coils used in audio circuits. To account for realistic
saturation and hysteretic phenomena, this model combines sta-
tistical physics results, measurement-driven refinements and port-
Hamiltonian formulations that guarantee passivity, thermodynamic
consistency and composability according to both electric and ther-
mal ports. As an illustration, the model is used to simulate a pas-
sive high-pass filter. Different types of audio inputs are considered
and simulations are compared to measurements.

1. INTRODUCTION

Ferromagnetism is frequent in analog audio: it is involved in trans-
ducers (dynamic microphones, loudspeakers), tape recorders, coils
and transformers. As major non-linearities arise from ferromag-
netic components (saturation, hysteresis), the need of refined mod-
els is critical to accurately simulate behaviors in circuits.

Since the 1980s, a large body of empirical models have been
proposed, among them the Jiles-Atherton model [1], the Gyrator-
Capacitor model [2, 3], or the Preisach model [4]. But very few
have a strong physical meaning [5] and those retaining some ener-
getic interpretation [6] either lose major phenomenological prop-
erties or are heavy to implement [7]. As a consequence, preserving
the model passivity (no artificial hidden sources of energy) comes
with a price — computation time.

In this paper, we propose a new nonlinear model of ferro-
magnetic coil that is physically-based, passive, modular (allowing
electric and thermal connections) and with a reduced complexity
(few state variables and parameters). As it is built on statistical
physics results on magnets, it is thermodynamically consistent. It
also inherits macroscopic characteristics (hysteresis and its condi-
tioned activation) from underlying microscopic phenomena (meta-
stability and phase transition). This lumped-element model is used
to simulate a passive high-pass filter. The circuit modeling relies
on Port-Hamiltonian Systems [8, 9] (PHS) that structurally ful-
fill the power balance. Simulations are based on numerical meth-
ods [10] that preserve this guarantee in the discrete-time domain.

The paper is structured as follows: Section 2 first presents
some short recalls on PHS. Section 3 develops a primary model

∗ The authors acknowledge the support of the ANR-DFG (French- Ger-
man) project INFIDHEM ANR-16-CE92-0028.
Copyright: © 2020 Judy Najnudel et al. This is an open-access article distributed

under the terms of the Creative Commons Attribution 3.0 Unported License, which

permits unrestricted use, distribution, and reproduction in any medium, provided the

original author and source are credited.

derived from statistical physics. This model exhibits saturation
and hysteresis but does not take into account some other phenom-
ena, such as non-homogeneities, thermal fluctuations and eddy
currents. Section 4 refines the primary model with a polynomial
interpolation based on measurements of a Fasel inductor. In sec-
tion 5, the final nonlinear model is implemented to simulate a pas-
sive high-pass filter.

2. REVIEW OF PORT-HAMILTONIAN SYSTEMS

The following modeling relies on Port-Hamiltonian systems [11,
9], under a differential-algebraic formulation [10]. A dynamical
system is represented as a network of: (i) storage components of
state x and energy E (x), (ii) dissipative components described
by an efforts law w 7→ z(w) that dissipates the power Pdiss =
z (w)⊺ w ≥ 0 for all flows w, and (iii) connection ports conveying
the outgoing power Pext = u⊺y for inputs u and outputs y. The
flows f and efforts e of all the components are coupled through a
skew-symmetric interconnection matrix J = −J⊺: ẋw

y


︸ ︷︷ ︸

f

= J

∇E(x)
z(w)
u


︸ ︷︷ ︸

e

. (1)

Such systems satisfy the power balance Pstored+Pdiss+Pext = 0
where Pstored = ∇E(x)⊺ẋ denotes the stored power. Indeed,
Pstored + Pdiss + Pext = e⊺f = e⊺Je is zero since e⊺Je =
(e⊺Je)⊺ = −(e⊺Je) due to the skew-symmetry of J .

All models herein will be formulated as (1).

3. PRIOR THEORETICAL MODEL

3.1. Macroscopic model of a ferromagnetic core

This section presents a bi-stable core model rooted in the mean
field Ising model [12, 13, 14, 15, 16]. Using statistical physics,
Ising derives a macroscopic scalar state (the core magnetization)
from a microscopic representation of the core (a set of normalized
atomic magnetic moments, which can be either up or down), at a
given temperature T . For simplicity, additional assumptions are:
a homogeneous, isochoric (constant volume V ) and closed (con-
stant number of atoms N ) ferromagnetic crystal with one (local)
magnetization axis and periodic boundaries (typically, a toroidal
geometry often found in audio circuits [17]). In this section, there
is no external magnetic field (issue addressed in section 3.2).
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3.1.1. Macroscopic quantities and laws

Following [18] with our assumptions, the core internal energy is

E = Nα

(
1

2
m2 −m tanh

(
m

θ

))
, (2)

where parameter α (≈ 5 × 10−21 J for transition metals) denotes
the exchange energy between one moment and its nearest neigh-
bours [19, 20, 21], and where variables m and θ are average in-
tensive quantities (homogeneous over the body) that statistically
characterize the core configuration at a macroscopic scale:

• m ∈ [−1, 1] is the mean normalized magnetic moment:
m = ±1 if all moments are aligned in the same direction,
and m = 0 if no particular direction is favored;

• θ = T/Tc ∈ R+ is the reduced temperature relative to
the core Curie temperature Tc [22]: if θ < 1, there are
multiple equilibria m (ferromagnetism), and only m = 0
(disordered moments) otherwise (paramagnetism).

Note that the core parameters α and Tc are related through the
Boltzmann constant kb = 1.38× 10−23J.K−1 as α = kb Tc.

A measure of the number of possible microscopic states (atomic
moments) consistent with the core macroscopic configuration is
given by the entropy [23], which is found to be

S = N kb f

(
m

θ

)
with f(χ) = ln(2 coshχ)−χ tanhχ, χ ∈ R.

(3)
This statistical entropy coincides with the thermodynamic entropy
for a core in internal thermodynamic equilibrium (possibly time-
varying at macroscopic scale). This variable is extensive (propor-
tional to N ) and quantifies the macroscopic "order degree" of the
core, on which phase transitions and hysteresis depend.

In addition to E and S, a third extensive variable is introduced,
namely, the total magnetic flux of the core (of volume V )

BV = B V, (4)

where B is the magnetic flux density. For the core, B is related
to the core magnetization M = mMs through B = µ0 M where
µ0 is the vacuum magnetic permeability and Ms is the saturation
magnetization (see Table 1).

3.1.2. Choice of state and energy function

We choose to express the core energy E as a function of the state

xcore = [BV , S]⊺, (5)

so that, in (1), the flow ẋcore accounts for the time variation of ex-
tensive quantities (to balance with quantities external to the core,
or equilibrium-establishing) and, concomitantly, the effort accounts
for intensive quantities (shared with the exterior at the core in-
terface, or equilibrium-determining). Choosing extensive energy
variables over intensive co-energy variables stems from two argu-
ments. The first one is physical: except for linear, mono-variate
components, constitutive laws derived from the co-energy are not
equal to those derived from the energy, and should be handled with
care. The second is numerical: solving an ODE by integration in-
stead of differentiation is generally preferable [11].

This function is derived from (2), in which m/θ and m are
expressed with respect to S and BV using (3-4) and noting that

f is smooth, even on R and strictly monotonic1 (so invertible) on
R+. Its formula expressed w.r.t. (5) is given by (see Fig. 1),

Ecore

(
[BV , S]⊺

)
E0

=
1

2

(
BV

BVs

)2

−
∣∣∣∣BV

BVs

∣∣∣∣ tanh
(
f−1

(
S

S0

))
,

(6)
with core constants E0 = Nα, S0 = N kb and BVs = V µ0Ms.
The energy gradient (effort) is

∇Ecore = [Hcore, Tcore]
⊺, (7)

where, omitting variables in functions, the core internal magnetic
field is

∂Ecore

∂BV

=
E0

BVs

BV

BVs

− sign (BV ) tanh

(
f−1

(
S

S0

)) := Hcore

(8)
and the core temperature is

∂Ecore

∂S
=

E0

S0

∣∣∣∣BV

BVs

∣∣∣∣ / f−1

(
S

S0

)
:= Tcore. (9)

Fig. 1 shows that as S increases, the core goes from two ordered
(aligned moments) meta-stable equilibrium states to one non-ordered
(no alignment) stable equilibrium state: it exhibits a phase tran-
sition (from ferromagnetic to paramagnetic). Table 1 recaps the
physical quantities involved and their units.

Figure 1: Core energy function with respect to BV and S.

3.2. Connection to coil and external electrical ports

3.2.1. Ideal coil model

The coil is considered to be linear. Choosing BV as its state vari-
able, the coil energy is

Ecoil(BV ) =
B2

V

2µ0V
, (10)

and its derivative with respect to BV is the coil magnetic field
Hcoil(BV ) = BV /(µ0V ).

1Indeed, f ′(χ) = −χ/ cosh2 χ ≤ 0 ∀χ ∈ R+.
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Symbol Quantity S.I. units

N atoms nb. dimensionless
α nearest neighbours exchange energy kg.m2.s.−2

m norm. magnetic moment dimensionless
M magnetic moment A.m2

M magnetization A.m−1

H magnetic field A.m−1

B magnetic flux density kg.s−2.A−1

µ0 vacuum magnetic permeability kg.m.s−2.A−2

Φ magnetic flux linkage kg.m2.s−2.A−1

n coil turns nb. dimensionless
kb Boltzmann constant kg.m2.s−2.K−1

T temperature K
S entropy kg.m2.s−2.K−1

V = Al volume = section x length m3

Label
L coupled core and coil

Table 1: Physical quantities and labels.

ḂVL

HL
coil

ḂVcoil

Hcoil
core

ḂVcore

Hcore

Figure 2: Coil and core connection.

3.2.2. Coupled system

To express the coupled system L as a PHS, one needs to determine
the relations between the core and coil flows and efforts. Using the
extensivity of the total magnetic moment ML [24], one gets

ML = Mcore +Mcoil ⇔ BVL = BVcore +BVcoil , (11)

since BV = µ0M. Differentiating Eq. (11) with respect to time,
one obtains the relation between the flows:

˙BVL = ḂVcore + ḂVcoil . (12)

Conversely, the coil and core share their efforts, namely,

HL = Hcoil = Hcore. (13)

Fig. 2 represents the coupling as a series connection.
For any fixed entropy S and for all x = [BVcoil BVcore ]

⊺, we in-
troduce the function ES : x 7→ Ecore(BVcore , S) + Ecoil(BVcoil)
(total energy of the system). With these notations, the core and coil
coupling can be expressed as the constrained Dirac structure [25]ẋ0

y

 =

 . A B
−A . .
−B . .

 ∂ES
∂x
λ
u

 , (14)

with A = [1, −1]⊺, B = [0, 1]⊺, λ = ḂVcoil , u = ḂVL and
y = −HL (dots indicate zeros). This constrained Dirac structure

can be reduced to (see also [25] for more details):[
ż
y

]
=

[
. Br

−Br .

] [
∂EL
∂z
u

]
, (15)

with Ã such as Ã⊺A = 0 to eliminate the constraint, Br = Ã⊺B,
z = Ã⊺x, EL the total energy with respect to z.
Taking Ã = [1, 1]⊺, this yields Br = 1 and z = BVcoil +BVcore .
Therefore, for any given entropy S, the dynamics of the coupled
system is that of an equivalent component of state xL = [BVL , S],
energy EL(xL) and magnetic field HL = ∂EL

∂B
VL

. This equiva-

lent component energy can be computed (see [26] for a detailed
derivation) through the expression

EL(BVL , S) =
(
Ecoil ◦H−1

coil + Ecore ◦H−1
core

)
◦
(
H−1

coil +H−1
core

)−1

(BVL , S),
(16)

where the symbol ◦ stands for function composition. In practice,
all mathematical functions in this expression can be defined as
piecewise affine functions (computation of inverse efforts in par-
ticular becomes straightforward when analytical expressions are
not available, as is the case here).

3.2.3. Connection to external electrical ports

Denoting n the number of turns, l the length of the coil, A its sec-
tion, Φ the magnetic flux linkage, the magnetic field HL is related
to coil current iL through

HL =
n

l
iL, (17)

and the state BVL is related to the coil voltage vL through

ḂVL =
Φ̇

nA
V =

l

n
vL. (18)

In section 4.4, variables iL and vL will be related to external ports
u and y of Eq. (1).

3.3. Thermodynamics

In this section (only), we assume that the ferromagnetic coil is put
in a isothermal bath (i.e. the exterior is much larger than the coil
size), so that the temperature of the system TL is considered con-
stant and equal to the exterior temperature Text during a change
of state, supposedly below the Curie temperature. A convenient
and classical way to study the energetic behavior of the ferromag-
netic coil is to examine how, for all BVL , the energy EL(BVL , S)
of the component subject to a constant magnetic field H0, deviates
from the energy H0 BVL . The energy deviation of this conditioned
component, called the Gibbs free energy [27], is defined by, for all
BVL , S, and all constant-in-time H0 as

GH0(BVL , S) = EL(BVL , S)− TLS −H0 BVL . (19)

For any given S, at H0 = 0, two symmetric meta-stable equi-
librium states corresponding to GH0 minima with respect to BVL

are available (Fig. 3a, red curve). For H0 ̸= 0, the symmetry
is broken and a previously stable equilibrium state can be made
unstable. We suppose now H0 slowly controlled (so it is still con-
sidered constant during a change of state). When decreasing H0
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(a) Gibbs free energy GH0 for H0 decreasing from
Hmax (green curve) to Hcoerc (solid blue curve), at
constant temperature, and trajectory of BVL

(black
curve) for a complete cycle. In the yellow area, two
local potential minima coexist but only one direction
is possible for BVL

to follow (blue arrows).

(b) Observed state BVL
during a complete cycle, re-

sulting in Barkhausen jumps (blue curve), and theo-
retical effort ∂EL

∂B
V

for BV ranging from min(BVL
)

to max(BVL
) (red curve). The area between the blue

and red curves is the energy dissipated during a cycle.

Figure 3: Gibbs free energy GH0 for decreasing values of mag-
netic field H0 (3a), and observed state BVL during a complete cy-
cle of magnetic field variations (3b).

from Hmax ≥ 0 (Fig. 3a, green curve) to −Hmax, BVL starts
from its initial equilibrium state and follows a trajectory solution of
∂GH0
∂B

VL

= 0 (Fig. 3a, black curve), until the minimum degenerates

into an inflection point at H0 = Hcoerc (Fig. 3a, solid blue curve).
Then, a Barkhausen jump occurs [27] so that BVL occupies the
remaining stable equilibrium state (Fig. 3a, intersection of solid
blue curve and left yellow area). Since EL is even with respect
to BVL for all S, GH0(BVL , S) = G−H0(−BVL , S). Therefore,
when increasing H0 from −Hmax to Hmax, the Barkhausen jump
occurs at −Hcoerc. Consequently, BVL follows a different path
depending on whether H0 decreases or increases (Fig. 3a, black
curve and arrows), hence the hysteresis (Fig. 3b) between Hcoerc

and −Hcoerc.
Thermodynamics laws show that the difference of energy before
and after the jump is irreversibly dissipated as heat. Indeed, the
first principle of thermodynamics states that the internal energy
variation dEL is the work performed on the ferromagnetic coil
δW = H0dBVL , plus the received heat δQ = TLδeS where δeS
is the variation of incoming entropy and δ denotes an inexact dif-
ferential [28]:

dEL = H0 dBVL + TLδeS. (20)

U

i

iL

iEL

rth

ith

vL

Figure 4: Voltage-controlled ferromagnetic coil with thermal dis-
sipation.

The second principle of thermodynamics states that the internal
heat TLdS is the received heat plus the heat internally produced
by irreversible phenomena TLδiS:

TLdS = TLδeS + TLδiS. (21)

Replacing TLδeS from Eq. (21) in Eq. (20) yields

dGH0 = dEL − TLdS −H0dBVL = −TLδiS, (22)

which is consistent with the assertion that the difference of energy
is entirely and irreversibly dissipated as heat.
Now, let us denote HL the observed effort law such as H0 =
HL(BVL) (definition given in appendix A). Replacing H0 with
HL, the entropy production rate δiS/dt is obtained differentiating
Eq. (22) with respect to BVL and multiplying with ḂVL :

δiS

dt
=

1

TL

(
HL(BVL)−

∂EL

∂BVL

(BVL , S)

)
ḂVL . (23)

To model the conversion between excess electro-magnetic power
and thermal power, the ideal thermal exchanger rth is introduced
(Fig. 4) so that

ithvth = TL
δiS

dt
(24)

where vth is the exchanger voltage and ith its current. Introducing
the function

Pth : xL 7→
(
HL(BVL)−

∂EL
∂B

VL

(BVL , S)

)
ḂVL , (25)

equations (23-24) allow to model the dissipation in the PHS for-
malism:

w = [vth, TL]
⊺

zPth(xL)(w) = [
Pth(xL)

vth
,−Pth(xL)

TL
]⊺ = [ith,−

δiS

dt
]⊺.

(26)

The passivity condition Pdiss ≥ 0 is fulfilled as z(w)⊺w = 0.
The complete PHS structure is given in section 4.4.

4. REFINED MODEL BASED ON MEASUREMENTS

4.1. Measurements and observations

As thermodynamically meaningful as the bi-stable model is, it
does not capture the variety of phenomena contributing to hys-
teresis, as measurements on real ferromagnetic coils reveal. To
conduct such measurements, a Fasel Red inductor (which can be
found in Cry Baby wah-wah pedals [29] for instance) in series with
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(a) Measurements setup (thermal
dissipation not represented). (b) Measured HL and M .

Figure 5: Measurements setup and results.

Figure 6: Core energy and coupled system equivalent energy com-
puted with piecewise affine functions.

a resistance R is driven with a sinusoidal voltage source U(t) =
U0 sin(2πf0t) with f0 = 8 Hz and U0 = 0.35 V (Fig. 5a). The
voltage vL is measured and the current iL is obtained through the
relation iL = (U − vL)/R. The number of turns is roughly n
= 150. The torus diameter d1 and the torus section diameter d2
are about respectively 10 mm and 3 mm, which yields l = πd1 =
3.14 cm, A = π(d2/2)

2 = 7.06 mm2 and V = Al = 22.2 mm3.
The magnetic field HL and state BVL are then obtained using Eq.
(17)-(18) and the relation Φ(t) =

∫ t

0
vL(τ) dτ . As the coil and

the core share the same volume V , Eq. (11)-(13) yield the rela-
tion BVL = µ0V (HL +M) from which M is obtained. These
measurements (Fig. 5b) lead to two observations.

• First, M has an order of magnitude of 6, whereas HL has
an order of magnitude of 1, as expected for soft materials
[17].

• Second, instead of the large jumps predicted by the bi-stable
model, one observes a continuous progression, which calls
for a model refinement to determine the entropy production
rate law responsible for hysteresis.

4.2. Model reduction

According to measurements, for this inductor BVcore = µ0MV ≫
BVcoil = µ0HLV and Ecore ≫ Ecoil. The influence of the coil
on the overall energy of the coupled component is negligible (Fig.
6) and we thus may use

EL(BVL , S) ≈ Ecore(BVL , S). (27)

The dynamics of the coupled system is therefore that of a driven
core alone.

4.3. Entropy production rate law

In real ferromagnetic cores, domain structure and non-homogeneities
[30] yield an energy function with not two but multiple local min-
ima. Consequently, multiple Barkhausen jumps give the effort law
the shape of a staircase. The Preisach model generates this effort
law by computing a statistical mean on a collection of bi-stable
systems such as the one presented in section 3, each one represent-
ing a domain. This averaging "damps" the large bi-stable jumps.
Here, to obtain a similar result while remaining at a macroscopic
level, the hysteresis loop is modeled using a cubic polynomial
P (χ) = p0 + p1χ+ p2χ

2 + p3χ
3 interpolating the effort ∂EL

∂B
VL

,

and an additional friction term of the form rfḂVL , rf ≥ 0, to ac-
count for thermal fluctuations [31] and eddy currents [32]. The
coefficients of P are computed through

[p0 p1 p2 p3]
⊺ = X−1Y

where, given two interpolation data points χ1 and χ2, X and Y
are defined as

X =


1 · · · χ3

1

1 · · · χ3
2

0 · · · 3χ2
1

0 · · · 3χ2
2

 ,Y =

[
∂EL
∂B

VL

(χ1) ...
∂2EL

∂B2
VL

(χ1) ...

]⊺
.

The final hysteresis loop P̃ (BVL) is thus defined by

P̃ (BVL) = δBP (δBBVL) + rfḂVL , (28)

where δB = sign(dBVL), and the entropy production rate δiS/dt
is:

δiS

dt
=

1

TL

(
P̃ (BVL)−

∂EL

∂BVL

(BVL , S)

)
ḂVL , (29)

which is the expression given in Eq. (23) where HL has been re-
placed with P̃ . For a given ferromagnetic coil, such a loop is accu-
rate in a range from saturation approach to saturation and higher,
provided that the data points are taken in that range. At lower fields
though, a Rayleigh law would be more adequate [27].

4.4. Final model

Finally, Kirchhoff laws on the equivalent circuit shown on Fig. 4,
together with Eq. (21), yield the PHS in Fig. 7 structured as in Eq.
(1), in which EL is given by Eq. (27)-(6), w and z(w) are given
by Eq. (26)-(29), u = [U, δeS/dt]⊺, y = [i,−Text].

4.5. Model identification with the Fasel inductor

The measurements are taken during an isothermal transformation,
so that, replacing S from Eq. (3) in the magnetic field, one can use
the expression

∂EL

∂BVL

=
E0

BVLs

 BVL

BVLs

− tanh

(
BVL

BVLs
θ

)
for identification. A least squares optimization between the Eq. (28)
spline model and the measurements, i.e. solving

p = argminp

∥∥ (HL − P̃p

(
BVL

))2 ∥∥2 with p = [E0, BVLs
, θ, rf ]

yields the parameters in Table 2. Figure 8 shows a good match be-
tween measurements and the estimated model.
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∇E(x) z(w) u

TL
∂EL
∂B

VL

ith − δiS
dt U δeS

dt


ẋ Ṡ . . . -1 . 1

ḂVL . . . . l
n

.
w vth . . . . 1 .
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n
-1 . . .

−Text -1 . . . . .

Figure 7: PHS of the voltage-controlled ferromagnetic coil with
thermal dissipation. Dots in the interconnection matrix indicate
zeros.

Figure 8: Measurements (red curve) and estimated spline model
(blue curve).

5. APPLICATION TO A PASSIVE HIGH-PASS FILTER

5.1. Circuit modeling

The ferromagnetic coil model is used to simulate a high-pass filter
(Fig. 9). The resistance R is linear of constitutive law vR(iR) =
RiR. Kirchhoff laws yield the PHS shown in Fig. 10.

5.2. Simulation

5.2.1. Discretization

The state vector x(t) is discretized to x[k] = x(hk) where h =
1/Fs is the sampling step, and we denote δx[k] = x[k+1]−x[k].
To preserve the passivity of the PHS in discrete time and reduce
the energy gradient sensitivity to the state indexing, we rely on the
symmetric discrete energy gradient [10]. Denoting nx the num-
ber of states, P(nx) the set of all possible permutations on the

Estimated

E0 BVLs
θ rf p̄0 p̄1 p̄2 p̄3

2.43.10−5 3.09.10−7 1.10 6.07.104 0 8.69 0 8.78

Given

µ0 kb n V z̄1 z̄2
4π.10−7 1.38.10−23 150 2.22.10−7 -1 1

Table 2: Physical parameters of the model where z̄i = zi/BVLs

and p̄i = piB
i
VLs

. The units are S.I. units given in Table 1.

U

i

R

vR

iR

rth

ith iEL

vL

Figure 9: Passive high-pass filter.

∇E(x) z(w) u

TL
∂EL
∂B

VL

ith − δiS
dt vR U δeS

dt



ẋ Ṡ . . . -1 . . 1
ḂVL . . . . - l

n
l
n

.
vth . . . . -1 1 .

w TL 1 . . . . . .
iR . l

n
1 . . . .

y i . - l
n

-1 . . . .
−Text -1 . . . . . .

Figure 10: PHS of the passive high-pass filter.

nx state indexes, xπ a permutation on the state indexes and Eπ

its corresponding energy, the symmetric discrete energy gradient
∇E(x, δx) is defined component-wise by:

∇E(x, δx)i =


1

nx! δxi

∑
π∈P(nx)

△i(xπ, δxπ) δxi ̸= 0

∂E
∂xi

otherwise
(30)

where △i(x, δx) = E(x + δxi) − E(x + δxi−1) and δxi =
[δx1, ..., δxi, 0, ..., 0]

⊺. The discrete energy variation is obtained
with the chain rule:

δE[k]

h
= ∇E(x[k], δx[k])⊺

δx[k]

h
. (31)

The PHS of Fig. 10 is then approximated at sample k replacing
ẋ with δx[k]/h, ∇E(x) with ∇E(x[k], δx[k]), w with w[k], u
with u[k] and y with y[k].

5.2.2. Newton-Raphson iteration

The interconnection matrix is decomposed as J = [JstoredJdissJext]
⊺.

We denote ē(x[k], δx[k]) = [∇E(x[k], δx[k]) z(w[k]) u[k]] ⊺,
ν = δx[k] and

F : ν 7→ Jstoredē(x[k], ν)− ν/h (32)

At each sample k, δx[k] is solution of F (ν) = 0. If F ′(νi) is
invertible and given an initial value ν0 and a relative error ϵr, this
solution can be computed iteratively with the update

νi+1 = νi +∆νi (33)

where ∆νi = −
(
F ′(νi)

)−1
F (νi), until ∥∆νi∥/∥∆ν0∥ ≤ ϵr.

The state x[k+1] is then computed using x[k+1] = x[k]+δx[k].
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(a) Measured and simulated currents. (b) Measured and simulated voltages.

(c) Simulated entropy flows. (d) Simulated temperature.

(e) Bass sample spectrogram. (f) Filtered bass sample spectrogram.

Figure 11: Simulation results.

Parameter Fs U0 f0 R
Value 96 kHz 0.35 V 8 Hz 100 Ω

Table 3: Simulation parameters.

5.2.3. Simulation parameters

The circuit is driven with a sinusoidal voltage whose parameters
are given in Table 3, as well as with an instrumental bass sam-
ple. The ferromagnetic coil model parameters are those indicated
in Table 2. The incoming entropy flow δeS/dt is set so that the
ferromagnetic coil temperature stays constant.

5.2.4. Results and comparison to measurements

The circuit is simulated with the non-linear coil model and a sim-
ple linear coil model (iL = ΦL/L with L = 840 mH) for compar-
ison. Simulation results on Fig. 11a-11b show a good correspon-
dence between the non-linear model and measurements. Fig. 11c-
11d show that the produced entropy is always positive and that the
coil temperature stays constant. Spectrograms of the bass sample
is shown on Fig. 11e-11f. Sound results on the bass sample can be
heard at https://github.com/JNaj/dafx20-ferromag.

6. CONCLUSION

In this paper, a physical and passive model of ferromagnetic coil
has been developed. It is explicit and maintains a reduced number
of variables and parameters.

First the core and the coil were treated separately, then their
coupling, which determines both their electrical and thermal dy-
namics, was addressed. This lead to the building of an equivalent
component, characterized by a well-established state, energy func-
tion, and entropy production rate law. A refined entropy produc-
tion law based on measurements was then proposed.

As an application, this model was used to simulate a passive
high-pass circuit. The simulations are in close agreement with
measurements, though extensive measurements (a set of different
frequencies, amplitudes, waveforms) would be required to validate
the model on a broader scale.

Besides these complementary measurements, further work aims
to assess real-time performances, and build a transformer model on
the same principle by coupling two ferromagnetic coils.
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A. DEFINITION OF THE BI-STABLE MODEL
OBSERVED EFFORT LAW HL

Denoting BVL0
≥ 0 such as ∂2EL

∂B2
VL

(BVL0
) = 0 (Fig. 3b, green

cross), and B̃VL0
≤ 0 such as ∂EL

∂B
VL

(B̃VL0
) = Hcoerc (Fig. 3b,

green plus), one can define HL as:

HL(BVL) =

−sign(dBVL)Hcoerc BVL ∈ [BVLinf
, BVLsup

]

∂EL
∂B

VL

otherwise
,

where [BVLinf
, BVLsup

] = [B̃VL0
, BVL0

] if dBVL ≤ 0 and [−BVL0
,−B̃VL0

]
otherwise.
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ABSTRACT

Feedback delay networks (FDNs) are recursive filters, which are
widely used for artificial reverberation and decorrelation. While
there exists a vast literature on a wide variety of reverb topologies,
this work aims to provide a unifying framework to design and an-
alyze delay-based reverberators. To this end, we present the Feed-
back Delay Network Toolbox (FDNTB), a collection of the MAT-
LAB functions and example scripts. The FDNTB includes vari-
ous representations of FDNs and corresponding translation func-
tions. Further, it provides a selection of special feedback matrices,
topologies, and attenuation filters. In particular, more advanced
algorithms such as modal decomposition, time-varying matrices,
and filter feedback matrices are readily accessible. Furthermore,
our toolbox contains several additional FDN designs. Providing
MATLAB code under a GNU-GPL 3.0 license and including il-
lustrative examples, we aim to foster research and education in the
field of audio processing.

1. INTRODUCTION

If a sound is emitted in a room, the sound waves travel through
space and are repeatedly reflected at the room boundaries resulting
in acoustic reverberation [1]. Many artificial reverberators have
been developed in recent years [2, 3], among which the feedback
delay network (FDN), initially proposed by Gerzon [4] and further
developed in [5, 6], is one of the most popular. The FDN consists
of N delay lines combined with attenuation filters, which are fed
back via a scalar feedback matrix A. Thus, any filter topology of
interconnected delays may be represented as an FDN in a delay
state space (DSS) representation, similar to the general state space
(SS) representations, which is an interconnection of unit delays.
Therefore, FDN framework provide the means for a systematic
investigation of a wide variety of filter topologies such as Moorer-
Schroeder [7], nested allpasses [8], allpass and delay combinations
[9], and many more. Equivalent structures are digital waveguides
[10], waveguide webs [11], scattering delay networks [12] and di-
rectional FDNs [13].

Artificial reverberation can be alternatively applied by directly
convolving the source signal with a room impulse response (RIR)
[2]. Whereas the general representation as a finite impulse re-
sponse (FIR) tends to imply higher computational costs, recent
developments yielded partitioned fast convolution schemes with
highly optimized implementation [14]. As any RIR, including the
FDN impulse responses, can be applied by convolution, it might

Copyright: © 2020 Sebastian J. Schlecht. This is an open-access article distributed

under the terms of the Creative Commons Attribution 3.0 Unported License, which

permits unrestricted use, distribution, and reproduction in any medium, provided the

original author and source are credited.

appear as a more general method. However, there are a few im-
portant advantages of FDNs. Where in principle, any combina-
tion of acoustic features can be applied by convolution as long as
they are linear and time-invariant, in practice numerical generation
or acoustic measurements are complex and involved topics [2].
Further, FDNs allow time-variation by modulating the input and
output gains and delays for early reflections of a moving source
[15, 12], and modulation of the feedback delays [16] and feed-
back matrix [17]. Also, synthesizing auditory scenes with mul-
tiple sources and multiple outputs for spatial reproduction scales
computationally well with FDNs compared to individual source-
to-receiver RIR convolution [18].

There are several central challenges in the design of FDNs,
which are only partly addressed in the research literature. A sig-
nificant challenge of FDN design is the inherent trade-off between
three aspects: computational complexity, mode density, and echo
density. Reduced modal density can lead to metallic sounding arti-
facts [19, 20], while reduced echo density can cause rough rattling
sounds. A higher number of delays increases both modal and echo
density, but also the computational complexity. Although attempts
have been made [21, 22], it remains open how to achieve spectrally
and temporally smooth FDNs with a minimal number of delays. A
closely connected topic is the choice of delay length. While the
co-prime criterium introduced by Schroeder [23] remains popular
and extensions exists [24], actual delay lines choices are still open
[25]. Recently, attempts have been made to quantify the spectral
quality of FDNs by statistical measures [26] and based on modal
decomposition [27], but perceptual verification and application ex-
amples need to be provided.

This work presents a Feedback Delay Network Toolbox (FD-
NTB) to support future research in this area. The toolbox contains
a wide variety of conversion functions between different FDN rep-
resentations such as delay state space, state space, modal, and ra-
tional transfer function. Further, matrix generation functions for
feedback matrices such as Hadamard, Circulant, and, random or-
thogonal are provided. Some well-known structures such as the
Moorer-Schroeder or nested allpasses are provided as well. Also,
the toolbox provides additional code for various example appli-
cations. Such applications include time-varying feedback matri-
ces, filter feedback matrices, proportional attenuation filters and
reverberation time estimation. We believe that supplying an entire
collection of different FDN approaches along with example appli-
cations within a unifying framework can be highly beneficial for
both researchers as well as educators in the field of audio process-
ing. The FDNTB can be found online1 and is provided under the
GPL-3.0 license.

The remainder of this work is organized as follows. In Sec-

1https://github.com/SebastianJiroSchlecht/
fdnToolbox
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A(z)

x(z) b1(z) z−m1 c1(z) y(z)

b2(z) z−m2 c2(z)

b3(z) z−m3 c3(z)

d(z)

Figure 1: Filter feedback delay network (FFDN) with three delays, i.e., N “ 3 and single input and output, i.e., Nin “ 1 and Nout “ 1,
respectively. All input, output and direct gains are potentially filters as well as the filter feedback matrix (FFM) Apzq.

tion 2, we review the general FDN structure, lossless and lossy
systems as well as topological variations. In Section 3, we review
a range of feedback matrix types and generation algorithms. Cor-
responding FDNTB function names are indicated as function.

2. FEEDBACK DELAY NETWORKS

In this section, we introduce FDN formally and review various
representations of FDNs. Further, we consider lossless and lossy
FDNs and the corresponding matrices and filters. This section is
concluded with an overview of topology variations of the standard
FDN.

2.1. Feedback Delay Networks (FDNs)

The single-input-single-output (SISO) FDN is given in time do-
main by the difference relation [28]

ypnq “ cJspnq ` d xpnq

spn ` mq “ Aspnq ` bxpnq,
(1)

where xpnq and ypnq are the input and output values at time sam-
ple n, respectively, and ¨

J denotes the transpose operation. The
FDN dimension N is the number of delay lines and we occasion-
ally write N -FDN. The N ˆ N matrix A is the feedback matrix,
N ˆ 1 vector b of input gains, N ˆ 1 vector c of output gains
and scalar d is the direct signal gain. The lengths of the N de-
lay lines in samples are given by the vector m “ rm1, . . . ,mN s.
The N ˆ 1 vector spnq denotes the delay-line outputs at time n.
The vector argument notation spn ` mq abbreviates the vector
rs1pn ` m1q, . . . , sN pn ` mN qs. The system order of a standard
FDN in (1) is

N “

N
ÿ

j“1

mj . (2)

In Section 3, we discuss the time-varying feedback matrix Apnq

as effective manipulation of the resulting reverberation. Any gain
in Eq. (1) may consist of finite and infinite impulse response (FIR
and IIR) filters, for instance, a filter feedback matrix (FFM) Apzq

instead of a scalar feedback matrix A (see Fig. 1). The transfer
function of the filtered FDN (FFDN) in the z-domain, correspond-
ing to the difference relation in (1), is

Hpzq “
Y pzq

Xpzq
“ cpzq

J
rDm

`

z´1
˘

´Apzqs
´1bpzq`dpzq, (3)

where Xpzq and Y pzq are the z-domain representations of the in-
put and output signals xpnq and ypnq, respectively, and Dmpzq “

diag
`

rz´m1 , z´m2 , . . . , z´mN s
˘

is the diagonal N ˆ N delay
matrix. We abbreviate the loop transfer function with P pzq “

Dm

`

z´1
˘

´ Apzq. Alternatively, every gain and delay in (1) can
be time-varying to adjust to changing acoustic scenes.

2.2. Representations

There are multiple useful representations of FDNs. The represen-
tation (1) is called a delay state-space (DSS) representation and (3)
is the corresponding transfer function. Rocchesso [28] derived an
equivalent standard state-space (SS) representation, i.e., with all
delays equal to 1, see dss2ss. The matrix size of the equivalent
SS is then equal to N in (2). The transfer function is equivalently
given by Hpzq “

qpzq

ppzq
, where

qpzq “ dpzq detpP pzqq ` cpzq
J adjpP pzqqbpzq (4)

ppzq “ detpP pzqq, (5)

where adj denotes the matrix adjungate. The transfer function
form holds equally for the SS representation, see dss2tf and
dss2tfSym. Please note that in the multi-input-multi-output
(MIMO) case, ppzq is a scalar function, where qpzq is a ma-
trix which describes the input-output relation of size Nout ˆ Nin.
The polynomial coefficients are computed from the principal mi-
nors as given in [29, Lemma 1], see generalCharPoly and
generalCharPolySym.

The roots of the polynomial ppzq are the system poles,
whereas the roots of each entry of qpzq are the system zeros of
the corresponding input-output combination. The modal decom-
position of an FDN computes the partial fraction decomposition
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Figure 2: Poles and residues for an 8-FDN with a frequency-dependent decay. Each dot indicates one mode in (a) frequency and reverber-
ation time and (b) frequency and residues magnitude. Delays are m “ r2300, 499, 1255, 866, 729, 964, 1363, 1491s and A is a random
orthogonal matrix.

of the transfer function in (3), i.e.,

Hpzq “

N
ÿ

i“1

ρi
1 ´ λi z´1

, (6)

where ρi is the residue corresponding to the pole λi. Fig-
ure 2 shows the poles and residues of an FDN with frequency-
dependent reverberation time. The FDNTB provides the polyno-
mial Ehrlich-Aberth Method to compute the modal decomposi-
tion in (6), see dss2pr. Alternatively, the modal decomposition
can be computed from the SS or transfer function representation,
see dss2pr_direct. The residues in (6) can be computed in
two ways, directly from the transfer function [27, Section II-D],
dss2res or from the impulse response with a least-squares fit
[30], see impz2res.

Typically, the efficient DSS representation (1) is used to im-
plement the FDN, see dss2impz, but the impulse response can
be produced based on each of the representations. Therefore, we
provide also impulse responses from poles and residues as well
as the matrix transfer function representation, see pr2impz and
mtf2impz, respectively.

2.3. Lossless and Lossy Feedback

As a first step when designing, FDNs are commonly constructed
as lossless systems, i.e., all system poles lie on the unit circle [31].
The lossless property of general unitary-networks, which in par-
ticular applies to the FDN with a filter feedback matrix Apzq, was
described by Gerzon [31]. An FDN is lossless if Apzq is parauni-
tary, i.e., Apz-1

q
HApzq “ I , where I is the identity matrix and ¨

H

denotes the complex conjugate transpose [31]. For real scalar ma-
trices A, the FDN is lossless if A is orthogonal, i.e., AJA “ I .
However also non-orthogonal feedback matrices may yield loss-
less FDNs [32, 33], and we give some examples in Section 3.

Homogeneous loss is introduced into a lossless FFDN by re-
placing each delay element z-1 with a lossy delay filter γpzqz-1,

where γpzq is ideally zero-phase with a positive frequency-
response. The frequency-dependent gain-per-sample γpeıωq re-
lates to the resulting reverberation time T60pωq by

γpeıωq “
´60

fsT60pωq
, (7)

where fs is the sampling frequency and ω is the angular frequency
[5]. However, as substitution with lossy delays is impractical, the
attenuation filters are lumped into a single filter per delay line. In
standard FDNs with Apzq “ UΓpzq, where U is lossless, the
delay-proportional attenuation filters should satisfy [5]

|Γpeıωq| “ diagpγpeıωq
m

qm (8)

where |¨| denotes the absolute value. There are various absorp-
tion filters ranging from the computationally efficient one-pole
shelving filter [5], see onePoleAbsorption, to highly accu-
rate graphical equalizers [34], see absorptionGEQ, and FIR
filters in absorptionFilters. With the modal decomposi-
tion (dss2pr), it is possible to demonstrate the lossless and lossy
behavior of FDNs. In Fig 2, a pole-residue decomposition is de-
picted for a 8-FDN with one-pole shelving filters designed with
T60 “ 2s for the low and T60 “ 0.4s for the high frequencies. Al-
though, the reverberation time follows the specified values, due to
the inaccurate magnitude and phase component, the reverberation
time can deviate from the specification.

2.4. Topology Variations

The absorption filters can be placed also directly after the delay
line such that the first pass through the delays are filtered as well.
In a similar manner, the feedback matrix is occasionally placed on
the forward path to increase the density on the first pass through.
Another related variation are extra allpass filters in the feedback
loop [35, 36]. Further, extra tap in and out points in the main delay
lines were proposed to increase the echo density and reduce the
initial time gap. More geometrically informed FDNs [12, 37, 13]
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may introduce extra filters and delays to account for source and
receiver positions.

Please note that any of the mentioned topology variations can
be represented and analyzed in formulation (3) by additional fil-
tering of the input and output gains. Although, the computational
complexity may differ from the optimal arrangements, in this work
we prioritize the comparability and generalizability and leave the
efficient implementation for the application scenario.

3. FEEDBACK MATRICES

In this section, we present a broad collection of feedback matrices
which are useful in the context of FDN design.

3.1. Lossless Feedback Matrices

The most important class of feedback matrices in FDNs are the
lossless matrices such that all system poles λi are on the unit cir-
cle. For the real matrices, we review special designs below, see
fdnMatrixGallery. To test statistically properties of FDNs,
we often choose random orthogonal matrices. Many random or-
thogonal matrix generators do not sample the space of possible
matrices equally, e.g., Gram-Schmidt orthogonalization. For this
reason, we provide the randomOrthogonal function, which
samples the space of all orthogonal matrices uniformly. The or-
thogonal matrices can be diagonally similar such that the lossless
property is retained (see diagonallyEquivalent) [32]. The
reverse process is less trivial, i.e., determining whether a matrix
A is a diagonally similar to an orthogonal matrix. Such a pro-
cess might be necessary to determine whether a given matrix is
lossless. The provided algorithm isDiagonallySimilarTo-
Orthogonal is based on [41]. For instance, the allpass FDN
matrix (shown below) can be shown to be lossless, although not
orthogonal.

Alternatively, we can start with an arbitrary feedback matrix,
e.g., inspired by a physical design [12, 37], and find the nearest
orthogonal matrix. This so-called Procrustes problem solution is
provided in nearestOrthogonal. However, often the specifi-
cation does not necessary specify the phase (= sign) of the matrix
entries as it results from an energy-based derivation. For instance,
one might be interested in a feedback matrix which distributes
the energy from each delay line equally. As the conventional
Procrustes solution can give poor results, we have developed the
sign-agnostic version in [42] given nearestSignAgnostic-
Orthogonal.

Further, it is useful to interpolate between two given orthog-
onal matrices. However, the linear interpolation between matrix
entries does typically not yield orthogonal matrices. Instead, we
proposed to perform the interpolation for the matrix logarithms
[39]. The matrix exponentials map the antisymmetric matrices
to orthogonal matrices. Because the linear interpolation between
antisymmetric matrices remains antisymmetric, matrix exponen-
tial approach yields orthogonal interpolation matrices. We also
provide a special implementation of the inverse function, the ma-
trix logarithm, see realLogOfNormalMatrix based on [43].
For instance, interpolateOrthogonal allows to interpolate
between a Hadamard matrix and an identity matrix to adjust the
density of the matrix continuously and therefore the time-domain
density of the resulting impulse response [39].

3.2. Scalar Feedback Matrices

Here, we review a number of important scalar feedback matrices.
Table 1 lists many of the proposed matrices with the associated
operation counts. The implementation cost of the matrix-vector-
multiplication for a single time step vary from a conventional ma-
trix multiplication N2 down to linear number of operations N .
Many of the examples are lossless matrices and loss is introduced
by additional attenuation filters. Some feedback matrices, most
notably from connections of allpass filters, do not have a lossless
prototype as the poles and zeros would cancel out at this limit case.

Some of the presented examples result from translating well-
known reverb topologies into a compact FDN representation.
Feedforward-feedback allpass filters have been introduced with the
delay lines to increase the short-term echo density [40, 7]. Alter-
natively, allpass filters may be placed after the delay lines [35, 36],
which in turn doubles the effective size of the FDN [29]. Gardner
proposed the nested allpass structure by [8], which recursively re-
places the delay in the allpass with another allpass. As a unified
representation, Fig. 4 depicts an overview of the present feedback
matrices.

3.3. Filter Feedback Matrices

If the sound is reflected at a flat, hard boundary, the reflection is co-
herent (specular), while it is incoherent (scattered) when reflected
by a rough surface. Towards a possible integration of scattering-
like effects in FDNs, we introduced in [33] the delay feedback ma-
trix (DFM), where each matrix entry is a scalar gain and a delay.
In [44], we generalized the feedback matrix of the FDN to a fil-
ter feedback matrix (FFM), which then results in a filter feedback
delay network (FFDN). As a special case of the FFM, we present
the velvet feedback matrix (VFM), which can create ultra-dense
impulse responses at a minimal computational cost [45].

FIR filter feedback matrices can be factorization as follows

Apzq “ DmK pzqUK ¨ ¨ ¨Dm1pzqU1Dm0pzq, (9)

where U1, . . . ,UK are scalar N ˆ N unitary matrices and
m0,m1, . . . ,mK are vectors of N delays. In this formulation,
the FFM mainly introduces K delay and mixing stages within
the main FDN loop. A few examples of FIR FFMs are de-
picted in Fig. 3. detPolynomial provides an efficient FFT-
based method for determining the polynomial matrix determinant
detpApzqq [46] for (5).

3.4. Time-Varying Feedback Matrix

Many FDN designs also introduce a time-varying component for
enhanced liveliness, improved time and modal domain density as
well as feedback stability in reverberation enhancement systems.
The most prominent variations are delay line modulation [16], all-
pass modulation [47] and matrix modulation [48, 39]. The all-
pass modulation can be represented equally as a matrix modulation
[39]. The matrix modulation is given by

Apn ` 1q “ ApnqR, (10)

where R is an orthogonal matrix close to identity, see tiny-
RotationMatrix. A more robust and computationally efficient
version can be implemented by performing the modulation in the
eigenvalue domain, see timeVaryingMatrix.
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Name Definition Operations Counts Notes

Diagonal diagpvq N Corresponds to parallel comb filters
Orthogonal for |vi| ” 1 [38]

Triangular matrix
Lower (or Upper)

Lij “ 0 for i ă j NpN ` 1q{2 or
N

May correspond to series comb filters
Lossless for |Lii| ” 1
not orthogonal except diagonal [38]

Hadamard [6] H0 “ 1

Hk`1 “ 1?
2

»

–

Hk Hk

Hk ´Hk

fi

fl

N logN
Fast Hadamard
transform

Orthogonal
|Hij | ” 1?

N
, i.e., equal magnitude

exists only for N “ 1, 2, 4, 8, 12, . . .

Anderson [21] Sparse Block-Circulant matrix
K ˆ K blocks

NK Orthogonal, K “ 4 recommended
Sparse structures allows larger sizes

Householder [35] I ´ 2vvJ for unit vector v 2N Orthogonal
Symmetric

Circulant [28]

»

—

—

—

–

v1 vN . . . v2
v2 v1 . . . v3
...

...
. . .

...
vN vN´1 . . . v1

fi

ffi

ffi

ffi

fl

|DFTpvq| ” 1

2N logN ` N
Fast Convolution

Orthogonal
Convolution is across channels not time

Random Orthogonal Uniform sampling of
orthogonal group OpNq

N2 Orthogonal
useful for statistical tests

Tiny Rotation [39] A “ Q-1ΛQ
|=Λii| « ϵ
|Λii| “ 1

N2 Orthogonal
close to identity matrix I for small ϵ
Allows small matrix modifications

Diagonally Similar
Orthogonal [32]

D´1UD with
diagonal D and orthogonal U

N2 lossless, but not orthogonal

Allpasses in FDN
[35, 36]

Allpasses in
a FDN of size N{2

pN{2q
2

` N Equivalent to standard FDN of size N ,
lossless, but not orthogonal

Moorer-Schroeder [7]
Reverberator

Series of N{2 parallel comb and
N{2 series allpasses

2N Moorer and Schroeder, Freeverb

Nested Allpass [8] Allpasses nested within allpasses N SISO allpass characteristic, not lossless

Table 1: Special matrices. The operations count are for a single matrix vector multiplication and are rough estimates as there are many
implementation details, e.g., the circulant matrix on a DFT implementation. Allpasses refer to Schroeder’s feedforward-feedback comb
filters [40, 36]. Some notation includes: |¨| denotes the absolute value; ” denotes a constant value for all parameters; and = denotes the
phase of a complex number.

4. CONCLUSIONS

In this paper, we have introduced the FDN toolbox (FDNTB), a
unifying MATLAB framework which contains several FDN al-
gorithms, various code examples for demo applications, as well
as additional measures that have already been used for evaluating
FDN algorithms. By doing so, we gave an overview on recent
studies and open topics. We hope that this toolbox not only pro-
vides a solid code basis to work in the field of FDN, but also helps
to direct attention to shortcomings of classical FDN algorithms, to
foster the development of new FDN techniques, and to ease the de-
sign of listening experiments. Finally, we would like to encourage
developers and researchers in the field of audio processing to use
the toolbox to realize their innovative FDN ideas.
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Figure 4: Scalar feedback matrix gallery of size 8 ˆ 8. The color indicates a linear gain between -1 (red), 0 (white) and 1 (blue). More
details are given in Table 1.
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ABSTRACT
Artificial reverberation is an audio effect used to simulate the acous-
tics of a space while controlling its aesthetics, particularly on sounds
recorded in a dry studio environment. Delay-based methods are
a family of artificial reverberators using recirculating delay lines
to create this effect. The feedback delay network is a popular
delay-based reverberator providing a comprehensive framework
for parametric reverberation by formalizing the recirculation of
a set of interconnected delay lines. However, one known limita-
tion of this algorithm is the initial slow build-up of echoes, which
can sound unrealistic, and overcoming this problem often requires
adding more delay lines to the network. In this paper, we study the
effect of adding velvet-noise filters, which have random sparse co-
efficients, at the input and output branches of the reverberator. The
goal is to increase the echo density while minimizing the spec-
tral coloration. We compare different variations of velvet-noise
filtering and show their benefits. We demonstrate that with velvet
noise, the echo density of a conventional feedback delay network
can be exceeded using half the number of delay lines and saving
over 50% of computing operations in a practical configuration us-
ing low-order attenuation filters.

1. INTRODUCTION

Artificial reverberation algorithms have been developed for almost
60 years, starting from the first algorithm by Schroeder [1]. For
many years, the feedback delay network (FDN) has been one of
the most popular methods to create artificial reverberation [2, 3].
This paper proposes a novel FDN structure for increasing its echo
density.

The idea of interconnecting multiple allpass filters through a
matrix, which is the underlying principle of the FDN, was first
introduced by Gerzon [4]. Stautner and Puckette further devel-
oped the idea of a recirculating network of delays [5], and Jot and
Chaigne later extended it to the formal design that we now know
as the FDN [2]. The analysis and improvement of the FDN remain
active areas of research today [6, 7, 8, 9, 10], and very recently, the
FDN was extended into the spatial domain [11, 12, 13].

The number and lengths of the delay lines are among the main
questions when designing an FDN reverberator. The modal den-
sity of the synthetic response is positively correlated with the total

∗ This research has been funded by the Nordic Sound and Music Com-
puting Network—NordicSMC (NordForsk project no. 86892) and by the
Academy of Finland (ICHO project, grant no. 296390).
Copyright: © 2020 Jon Fagerström et al. This is an open-access article distributed

under the terms of the Creative Commons Attribution 3.0 Unported License, which

permits unrestricted use, distribution, and reproduction in any medium, provided the

original author and source are credited.

length of all the delay lines [2]. On the other hand, shorter de-
lays help build up the echo density faster, but can lead to metallic
timbre in the impulse response due to a lower modal density [14].
Increasing the number of delay lines improves the echo density [2]
but also increases the number of arithmetic operations required per
sample.

In practical applications, low-order attenuation filters are usu-
ally used to ensure a faster decay at high frequencies, which mim-
ics the acoustics of a room. For precise control of the reverbera-
tion time of different frequency bands, high-order attenuation fil-
ters within the FDN are necessary [15, 16, 17, 18]. However, in-
creasing the complexity of the attenuation filter greatly impacts the
computational cost per delay line. Thus, the number of delay lines
in the system must be minimized while retaining a sufficiently high
echo and modal density.

Traditionally allpass filters have been used to increase the echo
density of a reverberator [1, 19]. However, smearing problems
have been reported for transient sounds [19]. Other ways to im-
prove the FDN include introducing time-varying elements in the
structure, such as modulated delay lines [20], allpass filters [3],
or a time-varying feedback matrix [21, 22, 23]. Time-varying de-
lay lines lead to imprecise control of the decay time, whereas an
FDN with time-varying allpass filters is not guaranteed to be sta-
ble [23]. Since a time-varying feedback matrix is less likely to
cause artifacts in the reverberation sound, this method has been
found to improve the sound quality of the reverberation tail [23].
Another approach is to introduce short delays in the feedback ma-
trix, so that each matrix element consists of a gain and a delay
[24]. Also, separate early reflection modules using finite impulse
response (FIR) filters for FDNs have been suggested [25]. How-
ever, the magnitude spectrum of these filters should be designed to
minimize undesirable spectral coloration.

In this paper, we propose a novel reverberator structure with
improved echo density, consisting of a conventional FDN structure
with sparse velvet-noise filters, called the Velvet-noise Feedback
Delay Network (VFDN). Velvet noise has been previously applied
in audio processing to model the reverberation [26, 27, 28, 29] and
to design computationally efficient decorrelation filters [30, 31].
The proposed method allows for a delay network using fewer but
longer delay lines, while retaining a suitable echo density buildup.
Using fewer delays reduces the computational cost and allows for
more accurate attenuation filters, whereas the longer delays ensure
a suitable modal density is retained.

The rest of this paper is organized as follows. Sec. 2 presents
the previous ideas used in this study, including the basics of FDN,
echo-density estimation, and velvet noise. Sec. 3 introduces the
novel reverberation structure and discusses different ways of ap-
plying velvet-noise filtering. Sec. 4 analyzes the results of this
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Figure 1: Block diagram of a conventional FDN of size N = 3.

work, and Sec. 5 conclude the paper. Spectral coloration caused
by velvet-noise filters is studied analytically in the Appendix.

2. BACKGROUND

This section presents the basic FDN structure, the echo-density
measure used in this study, and velvet-noise decorrelators.

2.1. Feedback Delay Network

The FDN consists of a set of recirculating delay lines intercon-
nected through a feedback matrix A (Fig. 1), that defines the re-
circulating gains for each connection [2]. By ensuring that this
matrix is orthogonal, a lossless prototype is obtained, which redis-
tributes the output energy of one delay line to the input of all delay
lines. The lossless nature of this system permits the parametric
control of the decay rate by using a target reverberation time T60,
corresponding to the time it takes to reach 60 dB of attenuation in
the decay.

The output sample y(n) of the recursive system, for an input
x(n), is formulated as

y(n) =

N∑
i=1

cigisi(n), (1)

si(n+mi) =

N∑
j=1

Aijgjsj(n) + bix(n), (2)

where bi and ci are the input and output coefficients, respectively,
Aij is the feedback matrix element, gi is the attenuation gain, and
si are the output states of each delay line. The T60 specification
is used to compute the appropriate gi values used to attenuate the
output of each delay line based on its length mi.

The transfer function of the FDN is

H(z) =
Y (z)

X(z)
= c⊤(Dm(z)−1 −A

)−1
b, (3)

where b and c are vectors containing the input and output gains,
Dm(z) = diag

(
G1(z)z

−m1 , G2(z)z
−m2 , ..., GN (z)z−mN

)
, and

A is the feedback matrix. In practice, T60 is often specified at var-
ious frequencies, such as at octave bands, and then each gain gi
must be replaced with an attenuation filter Gi(z), which can be a
graphic equalizer [16, 17, 18].

2.2. Estimating the Echo Density

The echo density of an FDN impulse response is a measure of
the number of echoes over time. For a lossless prototype FDN,
a straightforward way to estimate it is the empirical echo density
[32], which is computed by counting the amount of impulses per
time frame at the output of the FDN.

Recently, Tukuljac et al. proposed another method for estimat-
ing the echo density of an impulse response [33]. This method,
called the sorted density (SD) measure, was developed for com-
plex acoustic scenes where the empirical echo density did not work
reliably. The steps for computing the SD estimate are briefly de-
scribed below.

First, the direct sound in the impulse response is removed.
Then, the impulse response is converted to an echogram, i.e., e(n) =
h(n)2 and normalized to factor out the energy decay. This normal-
ized echogram is then analyzed with a sliding window by comput-
ing the SD within each window. Finally, this density is normalized
with the expected value of Gaussian noise so that an SD of 1 indi-
cates the expected density of Gaussian noise. Thus, the SD mea-
sure yields an echo density measure that increases until it reaches
a plateau close to 1.

2.3. Velvet-Noise Decorrelators

A velvet-noise sequence (VNS) is a pseudo-random signal, com-
parable to white noise, using as few non-zero values as possible
[26, 34]. By taking advantage of the sparsity of the signal, com-
puting its time-domain convolution with another signal becomes
very efficient [28, 29]. Conceptually, the first step in generating
velvet noise is to create a sequence of evenly spaced impulses at
a selected density [26]. The sign and location of each impulse are
then randomized, but impulses still remain within a given interval,
having a range dictated by the desired impulse density. Figs 2(a)
and 3(a) show an example of a VNS and its magnitude spectrum,
respectively.

For a given density ρ and sampling rate fs, the average spacing
between two neighboring impulses in a VNS is

Td = fs/ρ, (4)

which is called the grid size [34]. The total number of impulses in
a VNS of length Ls (in samples) is

M = LsTd. (5)
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Figure 2: Examples of (a) a non-decaying (VN15) and (b) an opti-
mally decaying velvet-noise (OVN15) sequence (M = 15).

The sign of each impulse is

s(m) = 2 round(r1[m])− 1, (6)

where m = 0, 1, 2, ...,M − 1 is the impulse index, the round
function is the rounding operation, and r1(m) is a random number
between 0 and 1. The location of the mth impulse of the VNS is
calculated as

k(m) = round[mTd + r2[m](Td − 1)], (7)

where r2(m) is also a random number between 0 and 1 [34].
To convolve a VNS with another signal, we exploit the sparsity

of the sequence, representing about 98% of the sequence for a den-
sity of ρ = 1000 at fs = 44100Hz, which allows a very efficient
time-domain convolution computation [30]. By storing the VNS
as a series of indices of the non-zero elements, all mathematical
operations involving zeros can be skipped. The convolution with a
basic VNS does not require multiplications either, only additions
and subtractions [28, 29].

Furthermore, VNS sequences have been found to be suitable
to decorrelate audio signals [30] by applying an exponentially de-
caying gain to each impulse to prevent the smearing of transients.
For a given decay constant α, the gains are expressed as

se(m) = e−αms(m) r3(m), (8)

where r3(m) is a random gain between 0.5 and 2.0 [30, 31]. The
sparse convolution operation with a signal x(n) can be written as

x ∗ se =

M−1∑
m=0

x[n− k(m)]se(m), (9)

where the asterisk (∗) denotes the discrete convolution.
Since VNS filters do not have an exactly flat magnitude re-

sponse, as seen in Fig. 3(a), they introduce a minor coloration to
audio signals. For this reason, optimizing the random values is
recommended to minimize the spectral deviation [31]. Instead of
simply choosing random values, the impulse sign r1(m), the im-
pulse location r2(m), and the impulse gain r3(m) are specified
by a nonlinear optimization scheme. For the resulting optimized
velvet-noise decorrelators, a peak magnitude-response deviation
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Figure 3: Smoothed magnitude spectra of the signals in Fig. 2: (a)
a non-decaying and (b) an optimally decaying VNS.

of less than 1 dB can be achieved when third-octave smoothing is
applied [31]. Fig. 2(b) shows an example optimized VNS, that
decays approximately exponentially. Fig. 3(b) presents its magni-
tude spectrum, that has only a few dB of ripple, much less than in
the spectrum of the non-optimized VNS in Fig. 3(a).

In this work, VNS filters are used to increase the echo den-
sity in artificial reverberation, a goal different from decorrelation.
Some of the same requirements as above still apply, such as the
desire for computational efficiency, minimizing the smearing of
transients, and the need for a flat magnitude response.

3. PROPOSED STRUCTURE

The novel VFDN structure is an extension of the conventional
FDN in Fig. 1. As shown in Fig. 4, the input and output gains
bi and ci, respectively, are replaced by sparse VNS filters bi(z)
and ci(z). The VNS filters used here are relatively short, and their
main purpose is to increase the echo density in the final output,
which is otherwise sparse in the beginning of the impulse response
due to the exponential nature of the recirculation. The transfer
function of the proposed VFDN structure is

H(z) = c(z)⊤
(
Dm(z)−1 −A

)−1
b(z), (10)

where c(z) and b(z) are vectors containing the VNSs for the out-
put and input delay lines, respectively. The form of the transfer
function stays similar to the conventional FDN, as seen by com-
paring (3) and (10). Since the VNS filters are placed outside the
feedback loops in Fig. 4, they cannot affect the decay rate of the
system.

3.1. Optional Configurations

The VFDN offers three distinct configurations. One configuration
is to use a single set of VNS filters connected at either the input,
using the bi(z), or the output, using the ci(z) of each delay line.
Alternatively, the VNS filters can be connected to both the input
and output, using both bi(z) and ci(z).

When considering the absolute echo density of the VFDN out-
put signal, each convolution operation with the VNS multiplies the
number of echoes. If a single set of VNS filters is used at either
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Figure 4: Block diagram of the proposed VFDN having a VNS filter in each input and output branch.

the input or output, and each VNS filter has 2M impulses, the
multiplier is approximately

Esingle = 2M. (11)

Here, the superposition of impulses that inevitably occurs is not
accounted for, but we assume for simplicity that each impulse ap-
pears separately in the impulse response.

If each VNS contains M impulses when using sets of VNSs
at both the inputs and outputs, the multiplier of the absolute echo
density is approximately

Eboth = M2. (12)

Both configurations retain the same computational cost since they
both use a total of 2M impulses. Since Eboth > Esingle when
M > 1, dividing the total number of impulses equally to both the
input and output increases the echo density more when compared
to using the same total number of impulses at either just the inputs
or outputs.

Fig. 5 further demonstrates the benefit of using VNSs at both
the input and output of each delay line. There, VN1 and VN2 are
two VNSs with 15 impulses each, where the former can be thought
to be connected at the input and the latter connected at the output
VNS filters. The bottom pane in Fig. 5 shows the resulting con-
volved sequence, which is much denser than the two individual
VNSs with almost M2 = 152 = 225 pulses. This convolution
result is equivalent to the filtering observed when a signal goes
through both filters in the structure. Superimposed impulses result
in samples with a value of 2 in Fig. 5 (bottom).

We could also consider having two sets of VNS filters con-
nected in series either at the input or output. However, the result-
ing spectral coloration is flatter when having the filters at both the
input and output. This difference in the coloration between these
two configurations is derived in Appendix 7.2.

Fig. 6 shows the echo density plot for the three optional con-
figurations of the VFDN. Each of the configurations has the same
total number of impulses in the velvet sequences (M = 30), which
also means they have the same computational cost. All other pa-
rameters, such as the feedback matrix and the delay-line lengths,
remain unchanged in this comparison. The normalized echo den-
sities of the single input or output VFDN configurations are equiv-
alent, as expected. However, when using a configuration of the

VFDN that combines both input and output VNSs, the echo den-
sity grows faster. We observe that the measured echo density agrees
with (11) and (12), demonstrating the benefits of using this config-
uration.

3.2. Velvet-Noise Sequence Types

There are two types of VNSs to be used in a VFDN, the basic
non-decaying sequences containing +1’s and −1’s only and opti-
mized decaying VNSs. The advantage of the non-decaying VNS
is that it does not require multiplications in the convolution, and
that all its impulses are equally tall. Therefore, no computation
is necessary for perceptually negligibly small impulses that do not
contribute to the overall echo density. The advantage of the de-
caying VNS is that it can be optimized to have a practically flat
magnitude response. Unfortunately, towards its tail, the sample
values get smaller, so some of them may not contribute to the in-
creased echo density, as they may become inaudible at the output
signal. It should be noted that, on modern hardware, some of these
operations can be performed in parallel, which will improve the
performance.

The optimized sequences used in this paper are the optimized
VN sequences from [31]. They are 30-ms long with 15 or 30 im-
pulses each and are denoted OVN15 and OVN30, respectively.
The non-decaying sequences are 10-ms long with 15 impulses
each and are denoted VN15. Initially, 30-ms-long non-decaying
sequences were also considered, but they were found to cause tran-
sient smearing. Also, the improvement in the echo-density growth
is superior with the 10-ms sequences.

4. RESULTS

The main motivation behind this research was to improve the echo
density build-up of a conventional FDN. To quantify the resulting
improvements, we compared the normalized echo density of two
conventional FDNs, the proposed VFDN structures, and another
recent extended FDN structure. The spectral coloration and imple-
mentation costs are also discussed. Audio examples are available
at http://research.spa.aalto.fi/publications/papers/dafx20-vfdn/ us-
ing the web-audio player from [35].
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Figure 5: Two velvet-noise sequences (VN1, VN2) and their convolution.
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Figure 6: Growth of the normalized echo density over time with a
conventional FDN and three optional VFDN configurations.

4.1. Improvements in Echo Density

FDN structures with 32 and 16 delay lines, denoted as FDN32 and
FDN16, respectively, were used as the target and baseline methods
in this study. Fig. 7 shows the normalized echo density of the
FDN32 and FDN16. FDN32 is considered to produce a sufficiently
dense impulse response, whereas FDN16 has an impulse response
that is slightly too sparse and would benefit from improvement.
First, the target FDN32 was created with prime-number delay-line
lengths (839, 881, 929, 971, 1013, 1049, 1091, 1123, 1181, 1223,
1277, 1301, 1361, 1423, 1451, 1487, 1531, 1571, 1609, 1657,
1699, 1747, 1789, 1861, 1889, 1949, 1997, 2029, 2083, 2129,
2161, and 2237).

The delay-line lengths of FDN16 were then computed by sum-
ming each of the two consecutive delay-line lengths of FDN32 and
rounding them to the closest prime number length (1721, 1901,
2063, 2213, 2399, 2579, 2789, 2939, 3109, 3271, 3449, 3643,
3833, 4027, 4211, and 4397). This allowed keeping all the delay-
line lengths prime, while having the total delay length in both con-
figurations close to equal. Retaining the same total delay length
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Figure 7: Normalized echo density of two conventional FDNs, a
DFM-FDN [24], and the three proposed VFDN structures. The
OVN30 configuration has VNSs only at the output, and the OVN15
and VN15 configurations have VNSs both at the input and the out-
put.

between different configurations ensures the modal density is not
lowered, which can result in poor sound quality. The feedback
matrices are random orthogonal matrices.

All the proposed structures in Fig. 7 have the same delay lines
and feedback matrix as the FDN16. The delay feedback matrix
(DFM) corresponds to a recently proposed FDN structure having
delay lines in its feedback matrix [24]. Fig. 7 shows the growth
of the echo density of the VFDN16 with the short VN15 sequences
is even faster than that of the target FDN32. When using the opti-
mized OVN15 instead, the resulting echo-density growth still sur-
passes the DFM structure and gets close to the target FDN32. As
expected, the OVN30 configuration with VNS filters only on the
output, introduces fewer echoes.

As mentioned earlier, since the decaying attenuation in an OVN
sequence can preserve the transients better, the length used for the
VN and OVN filters are 10 and 30 ms, respectively. Additionally,
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Figure 8: (a) Example power spectra, (b) mean, and (c) standard
deviation of the smoothed power spectra for 500 instances.

we have experimented with a Schroeder allpass (SAP) filter struc-
ture with seven filters in series at each delay output [28]. The de-
lay lengths of the SAP filter are 630, 555, 442, 209, 140, 64, and 1
samples, and the coefficient is 0.7 for all allpass filters. The benifit
in the echo density was comparable to a VFDN structure with the
same computational cost. However, for transient sounds the se-
ries SAP smears the signal, as is evident from the provided online
sound examples. These results demonstrate that the proposed idea
of inserting VNS filters at the input and output branches of the
baseline method FDN16 substantially improves its echo density.

4.2. Spectral Coloration

Although the VNS filters improve the echo density, they also in-
troduce some coloration [30, 31], which appears in the response of
the reverberator. The amount of coloration depends on the partic-
ular sequences used, but some types of VNS filters introduce more
coloration than others [30, 31].

The spectral coloration introduced by the VNS filters placed
at the inputs and outputs of the FDN can be analyzed using the
following method. The transfer function in (10) can be rewritten
as

H(z) = 1⊤ diag(c(z))P (z) diag(b(z))1, (13)

where P (z) =
(
Dm(z)−1 −A

)−1 denotes the loop transfer

Table 1: Computational costs of different FDN and VFDN config-
urations.

Configuration ADD MUL Total Saving
FDN32 1280 1440 2720 Reference
FDN16 384 464 848 69%
DFM [24] 384 4464 848 69%
OVN15 864 912 1776 35%
OVN30 at outputs 864 912 1776 35%
VN15 864 432 1296 52%

function, or more succinctly

H(z) = 1⊤(P (z) ◦ Γ(z))1, (14)

where Γ(z) = c(z)b(z)⊤ is a frequency-dependent gain matrix
and ◦ denotes the Hadamard product, i.e., the element-wise mul-
tiplication of two matrices. The spectral coloration E(ω) is the
frequency-dependent energy ratio of the FDN with and without
the gain matrix Γ(z). If the matrix entries in P (z) are uncorre-
lated and of the same energy, then only the input and output filters
determine the spectral coloration, i.e.,

E(ω) =
∥Γ(eıω) ◦ P (eıω)∥2F

∥P (eıω)∥2F
=

∥c(eıω)∥2∥b(e
ıω)∥2

N2
. (15)

More details on this derivation are given in Appendix 7.1. Al-
though the loop transfer function P (z) is not entirely uncorrelated,
for the FDN configuration tested, the equation above yields an ac-
curate estimate of the spectral coloration with the mean broadband
error being 0.02 dB.

To compare the impact of the different variants of the pro-
posed method on the spectrum, we computed the spectral col-
oration E(ω) of 500 configurations for each of the proposed VNS
type. One configuration includes 32 sequences for VN15 and OVN15,
having 16-input and 16-output filters, and 16 sequences for OVN30,
which consist only of the output filters. Each of the VN15 se-
quences are random, whereas the optimized OVN15 and OVN30
sequences were picked randomly out of a set of 500 pregenerated
sequences. Fig. 8(a) shows example spectral coloration plots of
a single instance of each proposed VNS configuration. Fig. 8(b)
and (c) show the mean, and standard deviation (STD) of the spec-
tral coloration of the 500 instances, respectively.

Of the tested options, OVN30 sequences placed only at the
delay-line outputs introduce the least amount of coloration to the
system, followed by the OVN15 sequences placed at both input
and output branches. The random VN15 sequences are the most
coloring, but still their STD value remains less than 1.5 dB, as seen
in Fig. 8(c). However, a formal perceptual study is necessary to
determine whether this deviation is problematic in a practical set-
ting, in which frequency-dependent attenuation is applied. Fur-
thermore, since the spectral deviation is constant, it is possible to
introduce a set of equalization filters at the final outputs to com-
pensate for the coloration.

4.3. Computational Cost

Table 1 shows the number of operations per output sample for the
configurations presented in Fig. 7. These numbers are computed
for a practical setup using fourth-order attenuation filters consist-
ing of a second-order low-shelf, a second-order high-shelf, and
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gain for middle frequencies. The FDN32 structure is used as the
reference method to calculate the amount of savings, since it is
the target we used for the echo density measure. A comparison
between the VFDN16 structures implemented using OVN15 and
VN15 highlights the added cost of using decaying VNSs, which
shows in the number of multiplications in Table 1. The proposed
configuration using OVN15 and VN15 save 35% and 52% of op-
erations, respectively, so they both still use considerably less oper-
ations than the reference method FDN32.

Although counting additions and multiplications separately may
not be relevant on modern hardware, Table 1 follows the typical
method of presenting the computational cost and from which also
the Multiply and Accumulate (MAC) operations can be derived.
Here, we used a dense random orthogonal matrix in the FDN re-
circulation path. However, computational cost can be saved by
using special matrices, such as the Hadamard matrix [36], which
would reduce the computational benefit of using VN.

5. CONCLUSION

This paper proposes inserting velvet-noise filters at the input and
output branches of an FDN to increase its echo density during the
beginning of the impulse response. The sparseness of the impulse
response is a known limitation of the FDN. This work shows that
with the proposed VFDN an even faster growth in the echo density
can be obtain than with the doubling of the number of delay lines
in a conventional FDN. The short velvet-noise filters lead to com-
putational savings, as they can be convolved very efficiently with
a digital signal.

Various configurations for the VFDN are proposed in this work.
A configuration with VNS filters both at the input and at the output
of the FDN was shown to be a particularly effective solution, since
the echo density increases more than when having VNS sequences
with the same number of impulses only at the input or output of
the FDN.

Non-decaying and decaying VNS filters were compared in the
VFDN. The non-decaying sequences were found to help the echo
density of the VFDN grow more rapidly than the decaying ones.
However, the non-decaying VNSs cause more coloration than non-
decaying sequences optimized to have a flat spectrum. Equaliza-
tion of the resulting response of the VFDN to compensate for the
coloration is left for future work.
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7. APPENDIX

7.1. Spectral Deviation

Let w1(n) and w2(n) be two Gaussian noise sequences of length
L. Then, the energy of wj(n) is given by

∥wj(n)∥22 =

L∑
n=0

|wj(n)|2. (16)

If w1(n) and w2(n) are uncorrelated and have each a normalized
energy of 1, then the energy of the scaled sum is

∥γ1w1(n) + γ2w2(n)∥22 = |γ1|2 + |γ2|2, (17)

where γ1 and γ2 are two scalar gains. This relation can be readily
extended to a summation of an N ×N matrix of uncorrelated and
normalized noise sequences W (n) and a matrix of scalar gains Γ,
i.e., ∥∥∥∥∥

N∑
i,j=0

ΓijWij(n)

∥∥∥∥∥
2

2

=

N∑
i,j=0

|Γij |2, (18)

or more succinctly

∥Γ ◦W (n)∥2F = ∥Γ∥2F , (19)

where ∥·∥F denotes the Frobenius norm. Now, for Γ = cb⊤,
which is a rank-1 matrix, the Frobenius norm is expressed as

∥Γ∥2F = ∥c∥2∥b∥2. (20)

The spectral coloration is the energy ratio between summation
with and without gain matrix Γ, i.e.,

E =
∥Γ ◦W (n)∥2F
∥W (n)∥2F

=
∥c∥2∥b∥2

N2
. (21)

Analogously, the same considerations can be made for individual
frequency bands, and a frequency-dependent spectral coloration
from a frequency-dependent gain matrix can be derived.

7.2. Serialized Structure

If the gains c and b are replaced with VNS filters v1(z) and v2(z),
respectively, we note in Sec. 4.2 that the gain matrix in (14) be-
comes

Γ(z) = v1(z)v2(z)
⊤, (22)

and the resulting spectral coloration is given in (15). However, if
we connect the filters v1(z) and v2(z) in series at the input side of
the FDN, the resulting gain matrix can be written as

Γ(z) = 1[v1(z) ◦ v2(z)]
⊤, (23)

and, similarly, if the series connection of filters v1(z) and v2(z)
are placed at the output side, the gain matrix becomes

Γ(z) = [v1(z) ◦ v2(z)]1
⊤. (24)

The resulting spectral coloration for the gain matrices in (23) and
(24) is then

E(ω) =
∥1∥2∥v1(e

ıω) ◦ v2(e
ıω)∥2

N2
. (25)
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ABSTRACT

In virtual acoustics, it is common to simulate the early part of a
Room Impulse Response using approaches from geometrical acous-
tics and the late part using Feedback Delay Networks (FDNs). In
order to transition from the early to the late part, it is useful to
slowly fade-in the FDN response. We propose two methods to con-
trol the fade-in, one based on double decays and the other based
on modal beating. We use modal analysis to explain the two con-
cepts for incorporating this fade-in behaviour entirely within the
IIR structure of a multiple input multiple output FDN. We present
design equations, which allow for placing the fade-in time at an
arbitrary point within its derived limit.

1. INTRODUCTION

Convolution reverbs in the Ambisonics or the binaural domain
are well suited for accurately auralizing measured rooms. Albeit
the existence of fast convolution techniques, the computational ef-
fort of convolving a signal with a several second long impulse re-
sponses (IR) is very high, especially in multichannel scenarios. To
cope with this, hybrid reverbs have been introduced, e.g. [1]. In
such systems, convolution is only used for the early part of the
IR, obtained by measurement or simulation, while the late part is
synthesized using an IIR filter structure. These can be generalized
by feedback delay networks (FDNs), see [2] for an overview of
different techniques. Methods exist for matching the parameters
of the early and late part of the responses [3]. This hybrid con-
cept is especially advantageous, when turning towards 6 degrees
of freedom audio rendering. In this case, early reflections up to a
certain reflection order can be computed dynamically using the Im-
age Source Method (ISM) [4], and the late part can be synthesized
using a Feedback Delay Network. In one possible framework, e.g.
as used in [5], the ISM stage encodes the reflections in higher or-
der Ambisonics (HOA) along with the direct sound. The ISM may
include source directivity and reflection filters and can be updated
in real-time. For synthesizing the late part of the impulse response
response in such spatial audio applications, it is advantageous to
use a multiple input multiple output (MIMO) FDN. An example
of the components in a hybrid reverb is shown in Figure 1.

To avoid adding energy to the well designed and possibly adap-
tive first part of the response, the early part of the FDN’s response
should be removed. The simplest idea is to apply a window func-
tion, which serves the purpose [6], but is only possible if the FDN

Copyright: © 2020 Nils Meyer-Kahlen et al. This is an open-access article dis-
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Figure 1: Example for hybrid reverberation using the Image
Source Method for the early part, and a Feedback Delay Network
for the late part of the response. Fade-in allows for cancelling the
FDN’s early response. The modelled room is the variable acous-
tics chamber at the Aalto Acoustics Lab.

output is pre-rendered and used in a convolver. This conflicts with
the motivation for using the FDN as an efficient IIR structure in
the first place. Another method is to add a phase inverted version
of the undesired part of the FDN response to the early, convolu-
tional part of the response [7]. Arbitrary fade-in behaviour can be
realized by windowing this part, but the length of the convolution
might be increased. Also, the simulated reflections might be sparse
in nature, which makes time-domain convolution of the reflections
efficient. This property is lost when using this convolutional fade-
in approach. We demonstrate IIR based fade-in in a basic MIMO
network. Such a network, as implemented in the FDNReverb1,
can for example be used as a send effect in Ambisonics [8]. In
this MIMO case, the presented IIR fade-in approach is especially
beneficial, as convolutional fade-in cancellation would need to be
done for every input-output pair.

1https://plugins.iem.at/
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Figure 2: MIMO Feedback Delay Network, where A symbolizes
the feedback-matrix, z−mi indicate delays and gi(z) attenuation
filters.

To obtain an FDN with fade-in that is entirely implemented
within the IIR structure, the output of a second networks with sim-
ilar parameters can be subtracted from the first. The double decay
idea of using a second network with faster decay has been intro-
duced in [9] and [10], and was applied in [11], but no comprehen-
sive description of how the network parameters should be chosen
in order to achieve a specific fade-in time exists so far. The second
novelty here is based on applying a small rotation to the feedback
matrix resulting in modal beating. We use modal analysis to ex-
amine examples of both techniques using the FDN toolbox [12].
All plots are reproducible with the provided Matlab code 2.

2. MULTICHANNEL FDN

The transfer function of the FDN shown in Figure 2 is given by

H(z) = [Dm(z)−1 −A]−1, (1)

where Dm(z) = diag
(
g1(z)z

−m1 , . . . , gN (z)z−mN
)

contains
delays with the lengths m in samples on rate fs and attenuation
filters gi(z). The transfer function from every input to every output
can be decomposed into a sum of N one-pole resonators, called
modes of the network [13]

H(z) =
N∑

i=1

ρi

1− λi z−1
. (2)

The time response of each mode is given by

hi(t) = ρiλ
t
i = |ρi||λi|teı(ωit+∠ρi) (3)

In this representation, where t is the discrete time variable and ı is
the imaginary unit, it becomes apparent how the pole-angles ωi =
∠λi represent the frequency of the mode, and the pole-radius |λi|
determines its decay time. Only the amplitudes |ρi| and phases
∠ρi of the residues are different for every input-output pair of the
MIMO FDN. Thus, the dynamic behavior is solely dependent on
the poles such that it is sufficient to focus on the single input single
output case to study the fade-in control.

We now define the time constant τi of every modal decay, such
that

|λi|t = e
− t

τi with τi =
−1

log |λi|
. (4)

2https://version.aalto.fi/gitlab/soundinvr_
public/fadefdn

+

-

ø ø

FDN 1

FDN 2

Figure 3: 2 FDNs. The output of the second network with slightly
modified parameters Aø, gø is subtracted from the first.

This formulation helps to relate the modal decay to the rever-
beration time T60, which is defined as the time it takes for a system
to reach −60 dB of it’s initial energy. The time constant τi of the
exponential decay of each mode is related to T60 by

τi = − T60(ωi)fs

log
(
10−

60
20

) ≈ T60(ωi)fs
6.9078

. (5)

If the feedback matrix is chosen to be lossless, the reverberation
time T60 can be controlled by simply modifying the gain intro-
duced in the feedback paths. When assuming that the introduced
filters’ phase delay is small against the delay elements’ length mi,
the required gain in dB is determined by

|gi(eıω)| = −60
mi

fsT60(ω)
. (6)

3. FADE-IN CONTROL

To achieve the desired fade-in behaviour, the output of a second,
phase-inverted network is added to the first, see Fig. 3. The pa-
rameters of the second network will undergo a slight modification,
which is either based on changing the gains in the feedback paths,
as described in the next section, or on applying a small rotation to
the feedback matrix, which is shown in section 3.3.

3.1. Double Decay

The first way of modifying the second network is to change the
gains in the feedback paths, in order to obtain a faster decay of
the second network ø compared to the first (τø < τo) [9]. Due to
this modification, the pole radii of the second network are moved
closer to the unit circle, while their angles remain the same. The
envelope edouble(t) is turned into a double exponential curve, which
exhibits the desired fade-in behaviour, see Figure 4.

h(t) = e
− t

τo eıωt − e
− t

τø eıωt (7)

=
[
e
− t

τo − e
− t

τø

]
eıωt (8)

= edouble(t)e
ıωt. (9)

Note that the modal index i was omitted. This equation and all
following ones apply to all modes of the network.
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Figure 4: Modes and resulting envelope for fade-in through mod-
ified pole radius. tfade is defined as the maximum of the resulting
envelope edouble.

We now derive the important equations which allow choosing
the fade-in time according to some specification, for example ac-
cording to a mixing time of a recorded impulse response [14]. In
a hybrid reverb application, the fade-in time will correspond to the
time after which no more image sources are calculated. The "fade-
in time" tfade will be defined as the maximum point of the curve
and can be determined from the two time-constants as

tfade = log

(
τo

τø

)
τoτø

τo − τø
. (10)

When the reverberation time is given, the task is to find the
correct time constants to achieve a given tfade. To find the time
constant, Equation 10 has to be solved for τø. This is done using
the lower branch of the Lambert-W function, which is the inverse
function of f(x) = xex, see appendix.

τø = − tfade

W−1

(
− tfade

τo
e
− tfade

τo

) (11)

Figure 5 shows how the second time constant should be chosen
depending on the first. Using this method, the fade-in time can not
be placed at an arbitrary position, but the longest possible time
depends on the desired T60. If the time constant of the second
network asymptotically approaches the first,

t̂fade = lim
τø→τo

log

(
τo

τø

)
τoτø

τo − τø
(12)

= lim
τø→τo

− log

(
τo

τø

)
τo + τo = τo, (13)

the maximal fade-in time t̂fade is found to be equal to τo. This
means that the fade-in time may approach approximately T60

6.9078
,

which corresponds to about 14.4% of the desired reverberation
time T60. An example of an FDN response with the described
fade-in behaviour is shown in Fig. 7.

By the nature of the double exponential decay, the output level
of the FDN will decrease with increasing fade-in time, also see
Figure 6. In the limit case of eq. 13, in which both networks
are equal, there would in fact be no output at all. This loss in
level should be compensated for, such that the fade-in time can be
adjusted, while maintaining a sufficient output level. The maximal

Figure 5: Relation between τo and τø for different constant tfade

values. The curve values are only valid for tfade < τo. Please note
that for a constant fade-in time, longer τo requires a shorter τø.

Figure 6: Signal envelope for constant reverberation time with τo

(solid line) and varying τø (dotted lines). The difference envelope
is indicated by the dashed lines, whereas the maxima are the re-
sulting fade-in times tfade are indicated with ×.

value of the envelope value found at the fade-in time can be used
for normalization

edouble(tfade) =
(τø

τo

) τø
(τo−τø) −

(τø

τo

) τo
(τo−τø) . (14)

3.2. Frequency Dependent Double Decay

If filters are applied in the feedback path in order to obtain a fre-
quency dependent reverberation time T60(ω), the filter-gains have
to be adjusted according to Eq. 6. Graphic Equalizers can be
used in the feedback paths to obtain precise control over the fre-
quency dependent reverberation time [15], but care has to be taken
with respect to the filter design, as the recursive structure will am-
plify errors [16]. In most cases, the reverberation time should be
frequency-dependent, but in regular applications, the fade-in time
should be the same for all frequencies. This means that the sec-
ond time constant needs to be different in every frequency band as
well. In Section 3.4, we also show pole differences in a network
with reverberation time control in two frequency bands.
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Figure 7: Absolute value of an FDN response, and its normalized
RMS value along with the computed envelope.
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Figure 8: Fade-in behaviour due to modified pole frequency. The
resulting envelope is the first half-wave of a sinusoid, attenuated
by exponential decay.

3.3. Modal Beating

Network size against echo and modal densities are the central trade-
offs that needs to be negotiated in any FDN design [17]. The dou-
ble decay approach, however, has the main disadvantage that the
second FDN ø doesn’t contribute to density at all.

Another option for realizing fade-in behaviour is to keep the
attenuation gains of the second network equal to the first, and in-
stead introduce a slight modification of the feedback matrix Aø.
We have found that a small rotation yields the best results

Aø = AoR, (15)

where R is a rotation matrix close to the identity matrix. During
the first few iterations, the network output is cancelled out just as
in the double decay approach, but after a sufficient number of iter-
ations, the output signals become different. Thus, in contrast to the
double decay approach, both FDNs o and ø contribute equally to
the late tail, doubling the modal and echo density of the complete
system.

The rotated feedback matrix Aø results in modified frequen-
cies of the poles ωi. This difference does not lead to the double
exponential envelope seen before, but to modal beating, i.e. the
modal envelopes are modulated at the difference frequency of the

(a) Frequency difference of poles

(b) Difference impulse responses

Figure 9: Fade-in behaviour due to modified pole frequency. The
plots are offset by 2 Hz or 30 dB for better visualization, respec-
tively. Only the behaviour of networks with moderate rotations (or
long fade-in times) are described well by the mean pole rotation
angle.

original and rotated pole

h(t) = e−
t
τ eıωot − e−

t
τ eıωøt (16)

= 2e−
t
τ sin

(ωo − ωø

2
t
)
eı

ωo+ωø
2

t+ıπ (17)

= ebeat(t)e
ı
ωo+ωø

2
t+ıπ, (18)

where the sine component indicates the beating envelope ebeat(t).
If the frequency shift is small enough, the first period of the mod-
ulation serves as fade-in. Fig. 8 depicts the beating of two modes
with small difference and the corresponding pole positions.

As the rotation of an orthogonal matrix yields another orthog-
onal matrix, the magnitudes of the poles do not vary between the
two FDNs. However, the rotation of the feedback matrix is not
related to a rotation of the poles in a simple manner. In fact, typi-
cally each pole angle is modified differently. Thus, while the ini-
tial fade-in of the modal beating is in unison, the many different
frequencies create a dense response for the subsequent beating pe-
riods. We define a mean beating frequency

ω =
1

N

N∑
i=1

ωo,i − ωø,i

2
. (19)

Fig. 9 shows an example of four lossless fade-in FDNs with vary-
ing matrix modification. Fig. 9a shows the pole frequency dif-
ferences for each of the fade-in FDNs. Fig. 9b depicts the corre-
sponding impulse response with the fade-in envelope determined
from the mean beating frequencies ω.

In the following, we present a simple statistical relation be-
tween the rotation matrix and the resulting shift in pole angles. We
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Figure 10: Relation between mean frequency difference and rota-
tion matrix eigenvalue angle.

choose the rotation matrix such that for the eigenvalue decompo-
sition

R = Q−1ΛQ (20)
the eigenvectors Q are also eigenvectors of Ao and the eigenvalue
angles are of equal magnitude, i.e.,

|∠Λii| = ∠Λ for any 1 ≤ i ≤ N. (21)

As a consequence, all eigenvalues of Aø are rotated by a constant
angle compared to Ao. To determine the influence of the matrix
rotation on the FDN poles, we perform a Monte Carlo experiment.
We generated 500 FDNs with uniform distribution of N ∈ [4, 8],
mi ∈ [200, 2000] samples, ∠Λ ∈ [0, 2] Hz and random orthog-
onal matrices. For each instance, we apply the modal decompo-
sition and compute the frequency difference of the poles. Fig. 10
shows the scatter plot of the resulting values. From statistical sam-
pling, we can derive linear relation between rotation angle ∠Λ and
the mean beating frequency ω, i.e.,

ω ≈ ∠Λ
N

. (22)

In particular, low amount of rotation yields relatively accurate es-
timates of the fade-in behavior, while strong rotations have a wider
dispersion.

3.4. Examples

To evaluate the two principles, FDNs were created using
the FDNtoolbox [12]. Numerical modal decomposition based
on the Ehrlich Aberth Iteration method [13] reveals the ac-
tual modes of the systems. The fade-in time is set to
tfade = 0.1s. The base FDNs have the delays m =
[622, 1855, 592, 1946, 1128, 1362, 1655, 1185] samples and an
8× 8 random orthogonal feedback matrix.

Figure 12a shows a numerical example of the frequency-
independent double-decay method, see e.g. Figure 4. As expected,
the found poles of the two networks have the same frequencies,
but different amplitudes. When using a crossover in the feedback
paths, different reverberation times can be achieved for different
frequency bands. In order to maintain the same fade-in times in
all bands, the decay constant of the second network needs to be
adjusted individually, which leads to different pole amplitudes,
demonstrated in Figure 12b. A simple fourth order Linkwitz-Riley
crossover was used. Also the modal beating method can be verified
by means of numerical modal analysis. Figure 12c demonstrates
the changed pole frequencies of the second network with respect
to the first.

4. CONCLUSIONS

Two approaches for including fade-in behaviour in an FDN by sub-
tracting the output of a second, modified network were presented.
The proposed technique is computationally efficient, in particular
for MIMO systems, as it does not require cancellation using con-
volutions with the early part.

The double decay approach allows for easy control over the
fade-in time using the provided formulas, based on solving the
double exponential decay with the Lambert-W function. The max-
imal fade-in time is approximately 14.4% of the targeted T60. Fur-
thermore, it was shown that the approach works in a network with
frequency-dependent reverberation time.

The modal beating approach is based on introducing a small
rotation to the feedback matrix of the second network, which is
more efficient in achieving a high density with equal network size,
but it is harder to control. This makes it less suitable for frequency-
dependant reverberation. Modal decomposition has been used to
explain both approaches. Sound examples using both approach
can be found online, also applied to a hybrid model as mentioned
in the introduction.3 In the future, fade-in can be combined with
other recent FDN developments, such as delay feedback matrices,
direction-dependent design, and time-variation.
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7. APPENDIX: DERIVATIONS

Second Network’s Time Constant: Derivation of Eq. (11) with the
Lambert-W function, see Fig. 11.

tfade = log

(
τo

τø

)
τoτø

τo − τø
(23)

tfade
τo − τø

τoτø
= log

(
τo

τø

)
(24)

e
tfade

τo−τø
τoτø =

τo

τø
(25)

1

τo
e
− tfade

τo =
1

τø
e
− tfade

τø (26)

− tfade

τo
e
− tfade

τo = − tfade

τø
e
− tfade

τø (27)

W−1(−
tfade

τo
e
− tfade

τo ) =
tfade

τø
(28)

τø = − tfade

W−1(− tfade
τo

e
− tfade

τo )
(29)

Maximum Fade-in Time: Derivation of Eq. (12)

t̂fade = lim
τø→τo

log(
τo

τø
)

τoτø

τo − τø
(30)

= lim
τø→τo

d(log( τo
τø
)τoτø)/dτø

d(τo − τø)/dτø
(31)

= lim
τø→τo

− 1
τø
τoτø + log( τo

τø
)τo

−1
(32)

= lim
τø→τo

τo − log(
τo

τø
)τo = τo (33)

Envelope due to modified pole frequency: Derivation of Eq. (16)

h(t) = e−
t
τ eıωot − e−

t
τ eıωøt (34)

= e−
t
τ
[
eıωot − eıωøt

]
(35)

= e−
t
τ eı

ωo+ωø
2

t[eı
ωo−ωø

2
t − eı

ωø−ωo
2

t] (36)
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τ eı

ωo+ωø
2

t2ı sin
(ωo − ωø

2
t
)

(37)

= 2e−
t
τ sin

(ωo − ωø

2
t
)
eı

ωo+ωø
2

t+ıπ (38)
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Figure 11: Lambert-W function for branches -1 and 0.
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(a) Frequency-Independent Double Decay

(b) Frequency-Dependent Double Decay

(c) Modal Beating

Figure 12: Numerical examples of fade-in FDN pole distribution and impulse responses. The left column shows the reverberation
time of the poles of the o and ø. The right column shows the impulse responses of the individual FDNs o and ø and their dif-
ference, which shows the fade-in behaviour. The fade-in time is set to tfade = 0.1s. The base FDNs have the delays m =
[622, 1855, 592, 1946, 1128, 1362, 1655, 1185] samples and an 8× 8 random orthogonal feedback matrix.
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ABSTRACT

Feedback delay network reverberators have decay filters associ-
ated with each delay line to model the frequency dependent re-
verberation time (T60) of a space. The decay filters are typically
designed such that all delay lines independently produce the same
T60 frequency response. However, in real rooms, there are mul-
tiple, concurrent T60 responses that depend on the geometry and
physical properties of the materials present in the rooms. In this
paper, we propose the Grouped Feedback Delay Network (GFDN),
where groups of delay lines share different target T60s. We use the
GFDN to simulate coupled rooms, where one room is significantly
larger than the other. We also simulate rooms with different ma-
terials, with unique decay filters associated with each delay line
group, designed to represent the T60 characteristics of a particular
material. The T60 filters are designed to emulate the materials’ ab-
sorption characteristics with minimal computation. We discuss the
design of the mixing matrix to control inter- and intra-group mix-
ing, and show how the amount of mixing affects behavior of the
room modes. Finally, we discuss the inclusion of air absorption
filters on each delay line and physically motivated room resizing
techniques with the GFDN.

1. INTRODUCTION

Feedback delay networks (FDNs) are efficient structures for syn-
thesizing room impulse responses (RIRs). RIRs consist of a set of
sparse early reflections which increase in density over time, build-
ing toward late reverberation where the impulse density is high and
statistically Gaussian. Feedback delay networks are composed of
delay lines in parallel, which are connected through a feedback
matrix (or mixing matrix), which is unitary to conserve system en-
ergy [1]. Jot proposed adding shelf filters to the delay lines to yield
a desired frequency dependent T60 [2, 3]. Since then, FDNs have
become one of the most popular structures for synthesizing rever-
beration due to the relative efficiency of the approach. Recent re-
search on FDNs has focused on mixing matrix design to increase
echo density [4], modal analysis [5, 6], time-varying FDNs [7],
directional FDNs [8], and reverberation time control by accurate
design of the decay filters [9, 10].

In this paper, we propose a new delay network architecture for
physically informed room modeling. We also provide an alternate
design technique to the one proposed in [10], where a 10-band
graphic equalizer consisting of cascaded second order peak-notch
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Figure 1: GFDN block diagram.

IIR filters was fit to a desired T60 response. Our argument is that
the T60 response of a room depends on the physical configuration
of the room, and room modes at the same frequency need not share
the same T60. The T60 response of each material depends on its
frequency dependent absorption coefficients and its volume to sur-
face area ratio, according to the Sabine theory of late-field rever-
beration [11]. We propose a new architecture, called the grouped
feedback delay network (GFDN), where groups of delay lines have
the same target T60 response associated with them. These filters
are designed to be low-order filters consisting of cascaded shelf
and resonant biquad filters. Low order filters significantly reduce
the computation required in [10], where each delay line has an IIR
filter of order 20. The interaction among the different delay line
groups is controlled by a block mixing matrix. As applications
of the proposed GFDN, we model coupled rooms, a single room
composed of different materials, and propose an efficient means
of incorporating air absorption and a physically accurate method
to resize the modeled rooms.

In §2, we introduce the structure of the GFDN, and discuss
block mixing matrix design. In §3, we use the GFDN to simu-
late the impulse response of a large room coupled with a smaller
room, such as box seating in an opera hall. Two different sets
of decay filters, associated with two delay line groups are used,
and the mixing matrix is parameterized by a coupling coefficient,
which effectively controls the amount of coupling between the two
rooms. In §4, a single room made of different materials is mod-
eled with the GFDN. Delay line groups have different T60 filters
associated with each material. T60 filter design according to mate-
rial absorption characteristics is discussed in §4.1. The amount of
mixing controls the behavior of the GFDN modes. Modal analysis
as a function of the mixing matrix shows how the T60 characteris-
tics of different materials interact as occupancy of a room changes
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[6]. In §5, we build upon the method proposed in [12] and discuss
efficient room resizing with the GFDN by taking into considera-
tion air absorption, delay line lengths and T60 filters. The paper is
concluded in §6.

2. GROUPED FEEDBACK DELAY NETWORKS

A standard feedback delay network consists of N delay lines of
length τi seconds i = 1, 2, . . . , N , each with its associated decay
filter, gi(z), connected through an N × N feedback matrix, M .
For a frequency dependent T60(z), the decay filter gains are related
to the delay line length as

gi(z) = 0.001 exp

(
τi

T60(z)

)
. (1)

The same T60(z) is used to design the decay filters in all N
delay lines. In the proposed grouped feedback delay network ar-
chitecture, we use different T60(z) for each set of delay lines.
In Fig. 1, a GFDN with two sets of delay lines are shown. For
a total of N delay lines, N1 delay lines have a decay response,
T601(z), and N2 delay lines have a decay response, T602(z), such
that N1 + N2 = N . The two groups of decay filter gains, g1(z)
and g2(z) are calculated according to the different T60(z)s. The
mixing matrix M is now an N×N block matrix made of the sub-
matrices, Mij ∈ RNi×Nj , i, j = 1, 2. With ci, bi, gi ∈ CNi×1

and τi ∈ RNi×1, the transfer function of Fig. 1, H(z), can be
written as

H(z) =
Y (z)

U(z)

= d+
[
c1 c2

]([
g1(z)z

−τ1 0
0 g2(z)z

−τ2

]
(
I −

[
g1(z)z

−τ1 0
0 g2(z)z

−τ2

] [
M11 M12

M21 M22

])−1 [
b1
b2

])
.

(2)

The mixing matrix determines the amount of coupling be-
tween various delay lines. This property controls the rate at which
the echo density increases. A room with many objects and com-
plex geometry will mix faster than an empty room with simple
geometry. The mixing matrix can be designed to have a desired
mixing time according to the method in [6], where the Kronecker
product of a 2× 2 rotation/reflection matrix (parameterized by an
angle θ) with itself is taken log2(N) times to give an N × N or-
thonormal matrix, M(θ)

R(θ) =

[
cos θ sin θ
− sin θ cos θ

]
MN×N (θ) = R(θ)⊗R(θ)⊗ . . .R(θ) .

(3)

A well-diffused room with fast mixing time can be achieved by
a scaled Hadamard mixing matrix (θ = π

4
). Similarly, a “room”

with no mixing and no increase in echo density can be synthesized
by an Identity mixing matrix (θ = 0). The parameter θ can be
chosen to give a desired mixing time, where θ = π

4
yields the

maximum amount of mixing and smaller positive values give less
mixing.

In the GFDN, we can choose different, independent θ val-
ues for each delay line group (the diagonal submatrices M11 and

V1 V2

R1

R2

S

Figure 2: Coupled rooms

M22). The off-diagonal submatrices (M12 and M21) then control
how strongly coupled the groups are to each other. This gives us
independent control over the intra- and inter-group mixing charac-
teristics. The design of these submatrices will be described thor-
oughly in the following section.

3. COUPLED ROOMS

Two or more rooms can be coupled through an acoustically trans-
parent aperture. If the acoustic source is present in the smaller
room with a shorter decay time, the sound will travel to the larger
room and spill back into the first room. Such a configuration is
shown in Fig. 2. The resulting impulse response will have a non-
exponential decay. The first part of the decay has a steeper slope
due to the short decay rate of the first room, whereas the latter
part has a gentler slope representing the longer decay rate of the
second room. This is known as the Double-slope effect (DSE).
The physics of sound propagation in coupled rooms was studied
in [13]. The effect of the volume ratio, absorption ratio and aper-
ture size on the double slope profile was studied in [14]. Coupled
spaces are ubiquitous in the real world. They are found in con-
cert halls, opera halls, and churches [15] where columns, arches,
domes, etc., divide the space into two or more subspaces with dif-
ferent absorption properties.

3.1. Coupled mixing matrix design

The mixing matrix is crucial in simulating coupled rooms since
it controls diffusion within each room and among the rooms. A
method for mixing matrix design in coupled rooms has been sug-
gested in [16], where a sign-agnostic Procrustes method is used to
convert an arbitrary matrix to its nearest orthonormal form. Here,
we take a different approach. The diagonal submatrices that rep-
resent mixing in rooms 1 and 2 respectively can be characterized
by two mixing angles, θ1 and θ2 depending on the occupancy of
the rooms. The off-diagonal matrices represent the coupling be-
tween two rooms, and can be represented by matrices R12,R21,
multiplied by a scalar, α, which represents the amount of coupling.

M =

[
M(θ1) αR12

αR21 M(θ2)

]
. (4)

This coupled mixing matrix is required to be orthonormal by
design. Using this criteria, i.e., MTM = I , we come up with the
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following constraints:

1. R12 and R21 need to be orthonormal.

2.
M(θ1)

TR12 +RT
21M(θ2) = 0 ⇒

R21 = −M(θ2)R
T
12M(θ1) .

3. M needs to be scaled by 1√
1+α2

.

Let R12 = M(θ1)
1
2M(θ2)

1
2 = M( θ1

2
)M( θ2

2
). Therefore,

R21 = −M( θ2
2
)M( θ1

2
). Now, the orthonormal mixing matrix

is

M =
1√

1 + α2

[
M(θ1) αM( θ1

2
)M( θ2

2
)

−αM( θ2
2
)M( θ1

2
) M(θ2)

]
.

(5)

Let 1√
1+α2

= cosϕ and α√
1+α2

= sinϕ, then our mixing matrix

is characterized by a coupling angle, ϕ ∈ [0, π
4
] radians. When

ϕ = 0, we get minimum coupling (diagonal M ), and when ϕ =
π
4

, we get maximum coupling between the two rooms. The final
parameterized coupled mixing matrix is

M(θ1, θ2, ϕ) =

[
cosϕM(θ1) sinϕM( θ1

2
)M( θ2

2
)

− sinϕM( θ2
2
)M( θ1

2
) cosϕM(θ2)

]
.

(6)

3.2. Evaluation

To simulate coupled rooms, R1 and R2, we design an 8 delay line
GFDN, with 4 delay lines each representing the smaller and larger
room, with the source placed in R2 and listener placed in R1.
The source and listener locations are determined by the b1, b2
and c1, c2 coefficients respectively. The T60 filters of the two
rooms are first order low shelf filters parameterized by the DC and
Nyquist gains and transition frequency. The smaller room, R1, (in
blue) has a shorter decay time, so its T60(0) = 1 s, T60(∞) =
0.2 s and fT = 1 kHz. The larger room, R2 (in red) has T60(0) =
3 s, T60(∞) = 1 s and fT = 4 kHz. The decay filters, g1(z), g2(z)
calculated according to (1) are shown in Fig. 3a.

The impulse responses of the coupled GFDN1 as a function
of linearly spaced coupling angles (normalized by π

4
) is shown in

Fig. 3b. As expected, when ϕ = 0, the rooms are decoupled and
the GFDN gives zero output. Increasing ϕ increases diffusion be-
tween the two rooms, giving denser reverb. The normalized echo
density (NED) [17], which is a perceptual measure of reverbera-
tion that helps quantify when early decay switches to late reverb,
is plotted in black. The NED plots show that denser reverberation
is achieved more quickly as ϕ increases. The effect of the smaller
room dominates in the coupled room RIRs as ϕ increases. This ap-
pears to go against the finding in [14], where subjects of a listening
test perceived more reverberance as coupling coefficient increased.
However, in our case the source is in the smaller room whereas the
listener is in the bigger room. So, the perceived reverberance will
decrease as coupling coefficient increases.

Additionally, we calculate the slopes of the two-stage decay
of the synthesized RIR. We do this by fitting the sum of two de-
caying exponentials and a constant to the energy envelope of the

1All sound examples are available at https://ccrma.stanford.
edu/~orchi/FDN/GFDN/GFDN.html
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Figure 3: Coupled Rooms modeled with GFDN

synthesized RIR

henv(t) = γ0 + γ1 exp

(
− t

T1

)
+ γ2 exp

(
− t

T2

)
. (7)

We use MATLAB’s fmincon to find the decay rates T1, T2,
and update γ using weighted least squares (with more weight on
the tail). Two-stage decay of the RIR, with the fitted curve can be
seen in Fig. 4a. The ratio of T60s calculated from T1 and T2, as
a function of the coupling coefficient, is shown in Fig. 4b. This is
known as the decay ratio [14]. A larger decay ratio indicates more
coupling.
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4
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is the curve fit and the black dotted lines are the 2-stage decay fits.
Bottom - Decay Ratio (ratio of T60s of two rooms) v/s normalized
coupling angle.

4. SINGLE ROOM WITH DIFFERENT MATERIALS

As described in [11], the acoustic energy density of a room, w(t),
with volume V , and absorbing surface area A, decays exponen-
tially as a function of time

w(t) = w0e
− t

τ

τ =
V

gcA

T60 = −2 log (0.001)τ

, (8)

where c is the speed of sound, and g is a geometric constant. A
room is typically constructed of several absorbing materials, each
with its unique frequency dependent absorption S(ω), and surface
area, a. The T60 of the room, and of the individual materials is
given by

Material Frequency (Hz)
125 250 500 1000 2000 4000

Plywood 0.28 0.22 0.17 0.22 0.10 0.11
Glass 0.35 0.25 0.18 0.12 0.07 0.04
Carpet 0.02 0.06 0.14 0.37 0.66 0.65
Air 0.10 0.30 0.60 1.00 1.90 5.80

Table 1: Absorption coefficients of different materials as function
of frequency. Absorption coefficients of air is the ANSI standard
at 20◦ C, 30− 50% humidity.

T60room(ω) = −2 log (0.001)
V

gc
∑

i aiSi(ω)

T60mati
(ω) = −2 log (0.001)

V

gcaiSi(ω)

. (9)

To model such a room with the GFDN, we associate different
T60 filters with each group of delay lines, corresponding to differ-
ent materials present in the room. Groups of delay lines that share
the same T60 filter represent surfaces in the room that are made
of the same material. T60 corresponding to a material depends on
the volume to surface area ratio V

a
, and the materials’ absorption

characteristics S(ω). This is unlike standard FDNs, where a single
T60 filter representing the room’s reverberation time is associated
with all delay lines. This yields significant computational savings,
because T60 filters associated with most materials can be repre-
sented by simple low order IIR filters. However, a single T60 filter
based on room geometry (9), would require a very high-order fil-
ter. A physical motivation behind this design choice is that in real
rooms, multiple modes at the same frequency can have different
decay rates, that depend on the properties and distances between
surfaces from which the acoustic waves get reflected.

4.1. T60 filter design

By specifying the absorption coefficients and the volume to sur-
face area ratio in a room, T60 filters for several materials can be
designed. Table 1 shows the absorption coefficients of three com-
mon construction materials and air in octave bands. In Fig. 5, filter
fits to T60 responses of plywood, glass, carpet and air is shown.

Often, (Fig. 5b, 5d), a simple first order shelf filter is enough
to model the desired T60 response. The first order shelf filter, pa-
rameterized by its DC gain, γ0, Nyquist gain, γπ and transition
frequency ωT , is given by

H(s) =
√
γ0γπ

(
s

ωT

)
+

(
γ0
γπ

) 1
2

(
s

ωT

)(
γ0
γπ

) 1
2
+ 1

. (10)

For materials like plywood that have resonant shelf-like T60

characteristics (Figs. 5a), we can cascade a peak/notch biquad filter
with a first order shelf filter. Thus, a third order filter is needed.
The transfer function of the peak (or notch) biquad, parameterized
by its peak frequency ωc, gain at peak frequency γωc and quality
factor Q, is given by

H(s) =

(
s
ωc

)2

+
γωc
Q

(
s
ωc

)
+ 1(

s
ωc

)2

+ 1
Q

(
s
ωc

)
+ 1

. (11)
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Figure 5: T60 filter fits to different materials for a delay line length of 10 ms. Circles represent theoretical T60 values calculated according
to Sabine’s equation.

The details of converting these analog filter coefficients to digital
filter coefficients is given in [18].

Some materials have a steeper T60 slope, and a first or second
order shelf filter is not enough to model their responses (Fig. 5c).
For such materials, we use the method in [19] to cascade multiple
second order shelf filters (NO biquads per octave) to achieve a
desired transition bandwidth in number of octaves β, upper cutoff
frequency ωu, DC gain γ0, and Nyquist gain γπ . The total number
of biquads needed is N = ⌈βNO⌉. The center frequencies of the
N filters are ωcµ = 2−βωu, and the DC and Nyquist gains of
each of the filters is γ0,πµ = N

√
γ0,π . For Q = 1√

2
, the transfer

function of the cascaded shelf filters is given by

H(s) =

N−1∏
µ=0

Hµ(s)

Hµ(s) =

(
s

ωcµ

)2

γ
1
2
0µ

+
(

s
ωcµ

)
(γ0µγπµ )

1
4

Q
+ γ

1
2
πµ(

s
ωcµ

)2

γ
− 1

2
0µ

+
(

s
ωcµ

)
(γ0µγπµ )

− 1
4

Q
+ γ

− 1
2

πµ

.

(12)

For designing the T60 filter of carpet (Fig. 5c), we chose β = 3
and NO = 1, giving a total of 3 biquads, and a filter order of 6.

4.2. Evaluation

We synthesize the RIR of a 5 × 5 × 5 m3 cubical room with a
carpeted floor (25m2), a glass window on a wall (8m2), and ply-
wood on the ceiling and rest of the walls (77 m2) with a 16 delay
line GFDN, with 8 delay lines dedicated to modeling plywood, and
4 delay lines for carpet and glass each. We vary the mixing matrix
from minimum to maximum occupancy (identity to Hadamard).
T60s for smaller mixing angles are longer. The modal decompo-
sition of the GFDN, calculated according to [5], for four different
mixing angles is shown in Fig. 6. As per our previous work [6],
mode dampings approach each other and mode frequencies repel
as mixing increases. This effect is clearly visible, as mode T60

responses start by resembling the individual filter characteristics
of the three materials for no mixing, but as mixing increases, they
scatter towards each other. For a fully mixed GFDN, the T60s are
well mixed and converge within a narrow band, thus giving a more
diffused RIR.

However, the unusually high T60 of the modes produce very
long RIRs. This is because we have not taken into account the
effect of air absorption in the room, which is discussed in the fol-
lowing section.
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Figure 6: GFDN modes (T60 v/s frequency) as function of mixing
matrix angle. Increase in mixing causes modes to approach each
other in damping and scatter.

5. AIR ABSORPTION AND ROOM RESIZING

As described by Sabine’s equation (8), reverberation time is re-
lated to volume and surface area of the room. In small rooms,
the reverberation time and characteristic are predominantly a re-
sult of the materials properties, but in larger rooms, the effect of
air absorption becomes significant as the volume increases. The
architecture of the GFDN described above can be useful for real-
istically modeling rooms of different sizes. In addition to having
each delay line group represent a single material, we can cascade
an air absorption filter (first-order shelf) with each delay line. Nat-
urally, this increases the filter order for each delay line, however it
improves our ability to model the reverberation characteristics of
realistic rooms.

Fig. 7 shows the frequency responses of the T60 filters, im-
pulse responses, and spectrograms of the room described in §4.2
with and without the effect of air absorption. Since this is a medium
sized room, the effect of inclusion of air has a noticeable effect in
the damping the high frequencies. The inclusion of air absorp-
tion also has a significant effect in making the reverberation sound
natural and less metallic.

Now, say we have a GFDN that models a room that we like
but we want to increase or decrease the size of the room. Since
each delay line encodes the size, materials properties, and ratio
of absorbing surface area to volume, we can resize the room by
scaling the delay line lengths, τ and recalculating the g(z) filter
coefficients to account for the changes in surface area and volume.

Let L0 by the nominal length of the original room. To scale
the size of the room by a factor of L, we proportionally scale the
delay line lengths

τscaled =
L

L0
τoriginal . (13)

Then, based on the new absorbing surface area, volume, and delay
line lengths, we recalculate the target T60s and the g(z) filters for
each delay line as described in §4. For small rooms, the material
properties will be more significant and in large rooms, air absorp-
tion will more significant.

Updating the delay line lengths scales the room mode frequen-
cies and fixes the temporal spacing of the early reflections and
mixing time while modifying the filters correctly updates the tar-
get frequency dependent T60s for a room of the new volume and
surface area. This means that we do not need to modify the mix-
ing matrix. Note that the method for room size control here is
a refinement to the methods described in [12] since we explicitly
have filters for materials and air absorption in each delay line. If
real-time room size control is desired, we can forgo modifying the
delay line lengths to avoid pitch shift artifacts. Moreover, if we
start with the geometry of the room we are modeling, it is easy
to scale the dimensions independently. For example, we can raise
the roof by modifying the delay line lengths associated with the
room’s height only. We have to modify the g(z) filters associated
with air absorption since the room’s volume is changed, however
we only need to change the materials filters associated with the
changes to the surface area of the walls as the floor and ceiling do
not change. Alternatively, we do not need to explicitly know the
geometry of the room. Since we group some delay lines together,
we can modify individual groups to modify different components
of the room abstractly.

Fig. 8 shows the impulse response, modes, and spectrogram
for the GFDN designed for the medium sized room described in
§4.2. We additionally show impulse responses and spectrograms
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Figure 7: Top - T60 filter responses of a GFDN designed to model
a medium sized room without and with air absorption. Eight de-
lay lines are used to model plywood, four for carpet, and four for
glass. Middle - impulse responses of the GFDN without and with
air absorption. Bottom - spectrograms of the GFDN without and
with air absorption.
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Figure 8: Top - impulse responses of a GFDN designed to model
a medium sized room and scaled to have its nominal length halved
and doubled. Middle - modes of the same rooms. Bottom - spec-
trograms of the same rooms.
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of the same room, scaled to have the nominal length halved and
doubled. One can clearly see how the room sizing operation effects
the mode frequencies, early reflection spacing, mixing time, and
frequency dependent T60s.

6. CONCLUSION

In this paper, we have proposed the Grouped Feedback Delay Net-
work, which has different decay filters in different groups of delay
lines, motivated by the fact that in real rooms neighboring modes
do not have a single T60. Instead, they are distributed in a band.
We have used the GFDN to synthesize RIRs of coupled rooms,
where one room is significantly larger than the other. We have also
discussed the design of a parameterized orthonormal coupled mix-
ing matrix that controls the occupancy of the individual rooms and
amount of coupling between them. Single rooms composed of dif-
ferent materials (or different absorbing surfaces) have been mod-
eled with the GFDN. Delay line attenuation filters have been de-
signed to represent T60 characteristics of different absorbing mate-
rials in the room, instead of the space as a whole. Unlike [10], our
filters are of a lower order than a 10-band GEQ; hence the GFDN is
computationally more efficient. Modal analysis has shown that the
mode T60s of the synthesized RIRs follow the individual groups’
decay response when there is no mixing, and approach each other
as mixing increases, as previously investigated in [6]. Finally, we
have discussed the effect of air absorption in attenuating the over-
all T60 response of the modeled room. Methods for room resizing
by altering the delay line lengths and decay filter gains have been
proposed. We have provided relevant sound examples wherever
applicable.

The GFDN cannot be used to exactly match the measured T60

response of a particular space. However, it is a cheap way to gener-
ate approximate, physically informed RIRs when the configuration
of the room is known. Therefore, we think it will find applications
in VR audio, where cheap, approximate and dynamic artificial re-
verberation is a requirement. Perceptual evaluation of GFDN RIRs
with those synthesized by ray-tracing/image-source/FDTD meth-
ods is a topic we leave open for future work.

7. ACKNOWLEDGEMENT

The authors would like to thank Sebastian J. Schlecht for sharing
his FDN Toolbox [20] written in MATLAB, which was used to im-
plement FDN modal analysis with the Ehrlich-Aberth algorithm.

8. REFERENCES

[1] Michael A. Gerzon, “Unitary (energy-preserving) multi-
channel networks with feedback,” Electron. Lett., vol. 12,
no. 11, pp. 278–279, 1976.

[2] Jean-Marc Jot and Antoine Chaigne, “Digital delay networks
for designing artificial reverberators,” in Proc. Audio Eng.
Soc. Conv. 90, 1991.

[3] Jean-Marc Jot, “An analysis/synthesis approach to real-time
artificial reverberation,” in IEEE Int. Conf. Acoust., Speech,
Signal Process., 1992, vol. 2, pp. 221–224.

[4] Sebastian J. Schlecht and Emanuël A. P. Habets, “Dense
reverberation with delay feedback matrices,” in IEEE Work-
shop Appl. Signal Process. Audio Acoust., 2019, pp. 150–
154.

[5] Sebastian J. Schlecht and Emanuël A. P. Habets, “Modal
decomposition of feedback delay networks,” IEEE Trans.
Signal Process., vol. 67, no. 20, pp. 5340–5351, 2019.

[6] Orchisama Das, Elliot K. Canfield-Dafilou, and Jonathan S.
Abel, “On the behavior of delay network reverberator
modes,” in IEEE Workshop Appl. Signal Process. Audio
Acoust., 2019, pp. 50–54.

[7] Sebastian J. Schlecht and Emanuël A. P. Habets, “Time-
varying feedback matrices in feedback delay networks and
their application in artificial reverberation,” J. Acoust. Soc.
Amer., vol. 138, no. 3, pp. 1389–1398, 2015.

[8] Benoit Alary, Archontis Politis, Sebastian J. Schlecht, and
Vesa Välimäki, “Directional feedback delay network,” J.
Audio Eng. Soc., vol. 67, no. 10, pp. 752–762, 2019.

[9] Sebastian J. Schlecht and Emanuël A. P. Habets, “Accurate
reverberation time control in feedback delay networks,” Int.
Conf. Digit. Audio Effects, pp. 337–344, 2017.

[10] Karolina Prawda, Vesa Välimäki, Sebastian J Schlecht, et al.,
“Improved reverberation time control for feedback delay net-
works,” in Int. Conf. Digit. Audio Effects, 2019.

[11] Wallace C. Sabine, Collected papers on acoustics, Peninsula
Publishing, Los Alto, CA, 1993.

[12] Elliot K. Canfield-Dafilou and Jonathan S. Abel, “Resizing
rooms in convolution, delay network, and modal reverbera-
tors,” in Int. Conf. Digit. Audio Effects, 2018.

[13] Carl F. Eyring, “Reverberation time measurements in cou-
pled rooms,” J. Acoust. Soc. Amer., vol. 3, no. 2A, pp. 181–
206, 1931.

[14] David T. Bradley and Lily M. Wang, “The effects of simple
coupled volume geometry on the objective and subjective re-
sults from nonexponential decay,” J. Acoust. Soc. Amer., vol.
118, no. 3, pp. 1480–1490, 2005.

[15] John S. Anderson and Magdalena Bratos-Anderson, “Acous-
tic coupling effects in st paul’s cathedral, london,” J. Sound
Vib., vol. 236, no. 2, pp. 209–225, 2000.

[16] Sebastian J. Schlecht and Emanuël A. P. Habets, “Sign-
agnostic matrix design for spatial artificial reverberation with
feedback delay networks,” in Proc. Audio Eng. Soc. Int.
Conf. Spatial Reproduction-Aesthetics Sci., 2018.

[17] Jonathan S. Abel and Patty Huang, “A simple, robust mea-
sure of reverberation echo density,” in Audio Eng. Soc. Conv.
121, 2006.

[18] Julius O. Smith, Physical Audio Signal Processing,
http://ccrma.stanford.edu/ jos/pasp/, 2010.

[19] Frank Schultz, Nara Hahn, and Spors Sascha, “Shelving filter
cascade with adjustable transition slope and bandwidth,” in
Audio Eng. Soc. Conv. 148, 2020.

[20] Sebastian J. Schlecht, “FDNTB: The Feedback Delay Net-
work Toolbox,” in Proceedings of the 23-rd Int. Conf. on
Digital Audio Effects (DAFx2020), G. Evangelista, Ed., Sept.
2020, vol. 1.

DAFx.8

DAF
2

x
21in

Proceedings of the 23rd International Conference on Digital Audio Effects (DAFx2020), Vienna, Austria, September 2020-21

241



Proceedings of the 23rd International Conference on Digital Audio Effects (DAFx-20), Vienna, Austria, September 8–12, 2020

ENERGY-PRESERVING TIME-VARYING SCHROEDER ALLPASS FILTERS

Kurt James Werner

iZotope, Inc., Cambridge, MA
kwerner@izotope.com

ABSTRACT

In artificial reverb algorithms, gains are commonly varied over
time to break up temporal patterns, improving quality. We propose
a family of novel Schroeder-style allpass filters that are energy-
preserving under arbitrary, continuous changes of their gains over
time. All of them are canonic in delays, and some are also canonic
in multiplies. This yields several structures that are novel even in
the time-invariant case. Special cases for cascading and nesting
these structures with a reduced number of multipliers are shown as
well. The proposed structures should be useful in artificial reverb
applications and other time-varying audio effects based on allpass
filters, especially where allpass filters are embedded in feedback
loops and stability may be an issue.

1. INTRODUCTION

Manfred Schroeder’s work on artificial reverb in the 1960s [1,
2] introduced the “Schroeder” allpass filter (sometimes called the
“comb allpass”): a high-order, low-complexity allpass filter char-
acterized by the length of its single delay line and a single gain
coefficient. These are ubiquitous today. Schroeder allpass filters
are also commonly seen in “nested form,” following or preceding
the delay line(s) inside of comb filters [3,4], Feedback Delay Net-
works [5–8], or even another Schroeder allpass [2, 9–13]. Recent
work by Schlecht generalizes the Schroeder design, allowing the
allpass gain to be replaced by any stable filter whose magnitude
response is bounded by unity [14]. Time-varying 1st-order all-
pass filters (which can be considered a specific case of Schroeder
allpasses with a delay line length of 1) have also been explored
widely in digital audio effect and synthesizer design [8, 15–23].

Although reverb algorithms are almost always designed from
a linear time-invariant (LTI) prototype, it is common to vary gains
over time to break up resonances [3, 6, 9, 24–27]. It is essential
in varying these gains that the structure’s stability be preserved,
which can be accomplished by preserving the signal energy dur-
ing variation. Unfortunately, the Schroeder allpass filter has been
shown not to preserve energy as its coefficient is changed [6].

In this paper, we address this issue by introducing a novel fam-
ily of Schroeder-style allpass filters that are energy-preserving dur-
ing arbitrary and continuous change of their gain coefficient.

The rest of this paper is structured as follows. §2 reviews
Schroeder and 1st-order energy-preserving allpass filters. §3 pro-
poses a family of novel, energy-preserving, time-varying Schroe-
der allpass filters. §4 presents strategies for reducing the number
of multiplies in structures containing numerous proposed filters.
§5 shows the proposed filters in action. §6 concludes.

Copyright: © 2020 Kurt James Werner. This is an open-access article distributed

under the terms of the Creative Commons Attribution 3.0 Unported License, which

permits unrestricted use, distribution, and reproduction in any medium, provided the

original author and source are credited.

2. PREVIOUS WORK

In this section we review the foundations of the proposed filter
structures in this paper: Schroeder-style allpass filters (§2.1), a
definition for the allpass property in the time-varying case (§2.2),
and Bilbao’s energy-preserving 1st order allpass filter (§2.3).

2.1. Classic LTI Schroeder allpass filters

M th-order Schroeder allpass filter have the transfer function

HM (z) =
Y (z)

X(z)
=

g + z−M

1 + gz−M
. (1)

Taking M = 1 gives the case of a 1st-order allpass filter. Evaluat-
ing the transfer function at z = e−jω

HM (e−jω) =
g + e−jωM

1 + ge−jωM
=

e−jωM
(
1 + ge+jωM

)
1 + ge−jωM

(2)

and noting that
∣∣e−jωM

∣∣ = 1 and
∣∣1 + ge+jωM

∣∣ = ∣∣1 + ge−jωM
∣∣

verifies that Schroeder allpass filters have unit magnitude response:

|HM (z)| = 1 −→ |X(z)| = |Y (z)| ,∀ω . (3)

Specifically, in this paper as with most audio applications, we are
concerned with the real-valued version with g = g ∈ R.

2.2. Energy-Preserving, Time-Varying Allpass

The z-transform cannot be used to characterize time-varying fil-
ters. This makes the standard frequency-domain definition of the
allpass property (3) impossible to apply. Therefore, we must in-
stead consider a property in the time-domain.

According to the discrete-time Parseval’s theorem

∞∑
n=−∞

|xn|2 =
1

2π

∫ π

−π

|X(ω)|2 dω ,

(3) implies, in the time-domain [8, p. 74] [15]:

||y.|| = ||x.|| , ∀xn (4)

where ||f.|| is the L2-norm (energy) of fn:

||f.|| =
( ∞∑

n=−∞

f2
n

)1/2

. (5)

Since the filter output’s energy is equal to the filter input’s energy,
we say that it is energy-preserving (or “lossless”). The property (4)
can be considered for time-varying systems as well. An energy-
preserving time-varying allpass filter should satisfy (4) for a time-
varying gain, and (3)–(4) for a non-time-varying gain (LTI case).
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+ +M√
1−g2

n

−gn

+gn

√
1−g2

n

xn yn

un wn

Figure 1: Bilbao’s energy-preserving allpass filter (M = 1) and
the normalized (type V) proposed structure (M ≥ 1).

2.3. Bilbao’s time-varying allpass

In [15], Bilbao proposed several special allpass filters that fulfill
property (4). Here we review one which consists of two blocks.

First: A 1-sample delay1, of signal un

wn = un−1 . (6)

Since it is just a shift of the time index, it is simple to verify

||w.|| = ||u.|| , (7)

so a 1-sample delay is norm-preserving.
Second: An orthogonal matrix multiplication2 of the vector[

xn wn

]⊤ (input xn and delay-line output wn) by matrix Πn[
yn
un

]
=

[
gn

√
1− g2n√

1− g2n −gn

] [
xn

wn

]
, (8)

producing vector
[
yn un

]⊤ (filter output yn and delay-line input
un). This verifies

||x.||+ ||w.|| = ||y.||+ ||u.|| (9)

by the definition of Πn’s orthogonality. The matrix’s orthogonal-
ity can easily be seen since Π⊤

nΠn = I, where I is the 2 × 2
identity matrix.3 Fig. 1 shows a block diagram of this structure.

By subtracting (7) from (9), we recover (4), showing that the
structure is energy-preserving. In the special case of a fixed coeffi-
cient gn = g ∀n, this filter has a standard allpass transfer function

HBilbao(z) =
Y (z)

X(z)
=

g + z−1

1 + gz−1
. (10)

3. PROPOSED EXTENSIONS

In this section, we will propose a number of extensions to Bilbao’s
design, which yield a family of new energy-preserving allpass fil-
ter structures. These new structures exploit two main insights:

1. Energy preservation remains valid if the unit delay is re-
placed by any L2-norm-preserving block,

2. Besides four scalar multiplies, there are many ways to im-
plement the orthogonal matrix multiply Πn.

1Bilbao [15] uses the Wave Digital Filter (WDF) formalism [28, 29] in
his article, where (6) can be interpreted as a WDF model of a capacitor.

2In WDF terms, (8) is a 2-port power-wave parallel junction [15,28,29].
3Considering the delay as a particular case of a time-varying reactance

with the formalism used in [47], this is a power-wave simulation using Fet-
tweis’ time-varying reactance model. We might wonder if the flexibility
in time-varying reactance modeling provided by [47] and wave variable
choice provided by [29] might produce alternate structures similar to Bil-
bao’s design. However, they appear not to.

The first insight allows us to create more complex energy-
preserving allpass filters. Specifically, we focus on building high-
order, low-complexity (few multipliers) Schroeder-style allpass fil-
ters commonly used in audio processing, especially artificial re-
verb and more complex nested allpass filters [9–13], both of which
enjoy the same energy-preservation property.

The second insight allows us to propose a large class of struc-
tures for implementing a given time-varying allpass filter design,
including some that are canonic in both delays and multipliers.
These structures all have the same time-varying behavior, but dif-
ferent implementation tradeoffs. In addition to the novelty of en-
suring energy preservation in these structures, many of these struc-
tures have not been seen in the LTI Schroeder allpass context or
even the LTI 1st-order allpass context.

To present these findings, we will first discuss the algorithm’s
building blocks (§3.1), give a recipe for assembling structures from
those blocks (§3.2), and finally comment on these structures (§3.3).

3.1. Building blocks

On top of generalizing Bilbao’s design in these ways, we can also
generalize how the multiplication by orthogonal matrix Πn is im-
plemented. That is, we will use different arrangements of adds,
multiplies, and sign flips to implement that matrix multiplication.

Fig. 2 shows the building blocks of the proposed method:

1. A direct implementation of the multiplies in a two-port4 Λn

is shown in Fig. 2a. Nine specific ladder/lattice two-ports
are shown in Figs. 2b–2j. These two-ports are parameter-
ized by a time-varying gain −1 < gn < +1. Schroeder’s
original designs allow the gain gn to go all the way to the
extremal values (−1 ≤ gn ≤ +1). However, that leads to
marginally stable filters even in the LTI case, and here leads
to multiplier values of ±∞, so we enforce gn ̸= ±1.

2. A “transformer” pair of reciprocal multiplies with two-port
matrix Ξn =

[
0 1/ξn
ξn 0

]
is shown in Fig. 2k; the transform-

ers multipliers are shaded throughout just to make them eas-
ier to identify in the structures.

3. Finally, the length-M delay line is shown in Fig. 2l.

The nine two-ports come from the classic ladder/lattice syn-
thesis literature [30–32] and simple generalizations. The original
is the “Kelly-Lochbaum” 4-multiply [33] (Fig. 2c); we also con-
sider its transpose (Fig. 2d). The 3-multiply (Fig. 2e) was intro-
duced in ladder filter synthesis [31]; we also consider its transpose
(Fig. 2f). Simpler still are the 2-multiply “lattice” two-port [31]
(Fig. 2g) and its transpose [34] (Fig. 2h) which implement the
same matrix multiplication as the 3-multiply and its transpose.
Next is the 1-multiply (Fig. 2i) and its transpose [31] (Fig. 2j),
which each involve a sign flip and implement the same matrix mul-
tiplication as the 4-multiply and its transpose.5 Finally, we have
the power-normalized two-port [32] (Fig. 2b).

All nine two-ports can be described with five different types
of Λn (Fig. 2a). Each type except the power-normalized has two
implementations. The multipliers λ11,n, λ12,n, λ21,n, and λ22,n

for each type are given in Tab. 1. Notice that λ11,n = +gn and
λ22,n = −gn for all types. The transformer Ξn needed to create
an orthogonal matrix Πn is shown as well. Notice that for trans-
posed structures, λ12,n and λ21,n swap places, and ξn is inverted.

4“Two-ports” are blocks with two pairs of inputs and outputs.
5In the literature these have opposing “sign parameters.” We will call

them transposes for consistency with the other types.

DAFx.2

DAF
2

x
21in

Proceedings of the 23rd International Conference on Digital Audio Effects (DAFx2020), Vienna, Austria, September 2020-21

243



Proceedings of the 23rd International Conference on Digital Audio Effects (DAFx-20), Vienna, Austria, September 8–12, 2020

+

+

λ21,n

λ22,n

λ12,n

λ11,n [Λn]

(a) Generalized

+

+

√
1−g2

n

−gn

√
1−g2

n

+gn

(b) Normalized (type V)

+

+

1 + gn

−gn

1 − gn

+gn

(c) 4-mult. (type III)

+

+

1 − gn

−gn

1 + gn

+gn

(d) 4-mult.⊤ (type IV)

+

+

−gn

1 − g2
n

+gn

(e) 3-mult. (type I)

+

+

1 − g2
n

−gn+gn

(f) 3-mult.⊤ (type II)

+

+

−gn

+gn

(g) 2-mult. (type I)

+

+

−gn

+gn

(h) 2-mult.⊤ (type II)

+

+ +

+gn

−1

(i) 1-mult. (type III)

+

+ +

+gn −1

(j) 1-mult.⊤ (type IV)

ξn

1/ξn

[Ξn]

(k) Transformer

M

wn

un

(l) M Delays.

Figure 2: Building blocks of the proposed algorithm, including ladder/lattice two-ports, transformer, and delay line.

Table 1: Two-port entries, corresponding transformer gains and inverses, and difference equation coefficients for unnormalized structures.

two-port Λn entries transformer mult. & inverse Un-corrected difference equation coefficients

name type λ11,n λ12,n λ21,n λ22,n ξn 1/ξn b0,n bM,n aM,n

1- & 4-mult. III +gn 1− gn 1 + gn −gn
√

1−gn
1+gn

√
1+gn
1−gn

+gn
1−gn

1−gn−M
gn−M

1−gn
1−gn−M

1- & 4-mult⊤ IV +gn 1 + gn 1− gn −gn
√

1+gn
1−gn

√
1−gn
1+gn

+gn
1+gn

1+gn−M
gn−M

1+gn
1+gn−M

2- & 3-mult. I +gn 1− g2n 1 −gn
√

1− g2n 1/
√

1− g2n +gn
1−g2n

1−g2
n−M

gn−M
1−g2n

1−g2
n−M

2- & 3-mult.⊤ II +gn 1 1− g2n −gn 1/
√

1− g2n
√

1− g2n +gn 1 gn−M

Normalized V +gn
√

1− g2n
√

1− g2n −gn 1 1 +gn

√
1−g2n

1−g2
n−M

gn−M

√
1−g2n

1−g2
n−M

3.2. Recipe

Our strategy is to augment one of the two-ports (Λn, Fig. 2b–
2j) with an appropriate “transformer” pair of reciprocal multiplies
(Ξn, Fig. 2k). With the correct transformer coefficient ξn, this
structure implements the same matrix multiplication as Πn. Fi-
nally, by terminating this two-port on a length-M delay line (Fig. 2l),
we create an energy-preserving Schroeder allpass filter.

An orthogonal two-port Πn is formed by cascading trans-
formers and ladder/lattice two-ports in one of two orientations, as
shown in Figs. 3a/3b. In general, two-ports do not commute—this
is a special property of Ξn. A proof given in Appendix A yields

Πn =

[
λ11,n λ12,n/ξn

λ21,nξn λ22,n

]
, (11)

showing that, regardless of whether the transformer Ξn is inside
or outside the ladder section Λn, the result is a scattering matrix
Πn whose off-diagonal entries π12 and π21 are scaled down and
up respectively by the transformer parameter ξn.

The resulting proposed filter structures are shown in Fig. 4.
The power-normalized (type V) structure was already shown in
Fig. 1 and has no distinction between transformer locations.

Each filter’s time-varying difference equation has the form

yn = b0,nxn + bM,nxn−M − aM,nyn−M . (12)

Without the transformer, the 17 structures have 5 distinct differ-
ence equations, with coefficients given in the last three columns
of Tab. 1. Once the normalizing transformer is added, all 17 have
the same difference equation as the normalized (type V) case. We

will not pursue this implementation further, nor any others involv-
ing gn−M , since the need for access to previous multiplier values
in computing aM,n and bM,n at least doubles the number of de-
lay registers needed, compared to the traditional Schroeder allpass
filters (from M to 2M , or more if the coefficients themselves are
delayed instead of g, or it is implemented in direct form). In con-
trast, all of the filter structures discussed in the rest of this paper
are canonic in delays.

3.3. Discussion of proposed structures

None of the 16 structures shown in Fig. 4, nor the structure in
Fig. 1 with M ̸= 1, appear to have been reported before. The im-
plementation costs of each filter structure—in terms of multiplies
(×), adds (+), sign inversions (inv.), and delay registers (T )—are
shown in Tab. 2. The 2-multiplier and its transpose have the same
cost as the normalized structure. The 3- and 4-mutliplier struc-
tures and their tranposes are more expensive. The 1-multiplier and
its transpose have the fewest multiplies, although they require an
extra add and a sign inversion compared to the other structures.

It’s likely that the most interesting structures are those with
the lowest cost (1-mult.(⊤)) and those resembling the common LTI
embodiment (2-mult.(⊤)). It could be interesting to study the over-
flow, noise, and sensitivity of the different designs, but it is beyond
the scope of the current study. Stilson’s work on studying the dif-
ferent LTI allpass forms could be a guide [34].

By ignoring the reciprocal transformer multiplies, we obtain
a family of 9 different LTI allpass filter structures (not 17, since
the transformer “inside”/“outside” distinction does not apply in the
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(a) Transformer “inside.”
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(b) Transformer “outside.”

Figure 3: Two ways of forming an energy-preserving allpass filter
from a two-port Λn, transformer Ξn, and length-M delay line.

LTI case). Several of these were known in the literature already.
The original Schroeder allpass was a 3-mult. version (Figs. 4i/j,
w/o transformers). 2-mult. versions were used, e.g. in the “Samp-
son box” at CCRMA [40–42]; these are the versions (Figs. 4e–h,
w/o transformers) most commonly encountered in the literature
today [5, 9, 39]. It appears not to be very well-known, but Moorer
also proposed a 1-multiply variant [43] (Figs. 4a/b, w/o transform-
ers). Figs. 4c/d, k/l, and m/n appear to be novel.

Taking M = 1, certain 1st-order versions of these structures
are known in the literature. Figs. 4a–d arise as a consequence of
the “multiplier extraction” method [44]. Figs. 4e/f are known [8,
45]. Figs. 4g/h have been studied for their scaling properties [34].

4. SPECIAL CASES WITH FEWER MULTIPLIES

We have derived energy-preserving versions of all known forms of
the basic Schroeder allpass filter (and a few apparently unknown
ones), which can be nested and cascaded while still retaining their
energy preservation property. In this section, we will point out
some special cases that form particularly efficient (in the sense
of having few multiplies) filter structures: Cascades with identi-
cal and inverse gains (§4.1) and up to four distinct gains (§4.2), a
“leapfrog” multiplier-sharing arrangement (§4.3), nestings (§4.4),
and a strategy based on periodic modulation (§4.5). None of these
proposed strategies put any restrictions on delay line lengths.

4.1. Identical- and inverse-multiplier cascades

For the filter structures with the transformer “outside,” the trans-
former multiplies ξ21,n = ξn and ξ12,n = 1/ξn appear outside
of any feedback loop as multiplications just after the input and
just before the output, respectively. This means that when two of
the proposed filters which have identical allpass gains gn are cas-
caded, the reciprocal multiplies ξn and 1/ξn cancel out, saving
two multiplies. This property holds true for any of the four un-
normalized types: I–IV. It does nothing for the normalized case,
however, since in that case ξn = 1/ξn = 1.

Although this is a special case, it is apparently an extremely
common one. Most reverbs in the literature which employ Schroe-
der allpasses use identical gains for each one. A summary of the
number of allpasses with identical gains in cascade for various re-
verbs is shown in Tab. 3. In Dattorro’s plate reverb [39], each pair
of “decay diffusers” has identical gains; however since they are not
adjacent, this trick could not be used there.

For 2/3-multiply (type I) cases and their transposes (type II),
this property also holds whenever gi+1,n = −gi,n. This type

Table 2: Implementation costs of proposed filter structures.

name type × + inv. T total op.

1-mult. / 1-mult.⊤ III / IV 3 3 1 M M + 7
2-mult. / 2-mult.⊤ I / II 4 2 0 M M + 6
3-mult. / 3-mult.⊤ I / II 5 2 0 M M + 7
4-mult. / 4-mult.⊤ III / IV 6 2 0 M M + 8
normalized V 4 2 0 M M + 6

Table 3: Summary of cascaded allpasses with identical gains in
reverbs. # AP denotes the number of allpasses in cascade and how
many times that cascade appears in the structure. Gain(s) g lists
the gains that are used in each cascade.

author name # AP gain(s) g

Manfred Schroeder [1] “colorless” 2 0.7
Perry Cook [35] PRCREV 2 0.7
John Chowning [8] JCREV 3 0.7
John Chowning [8] SATREV 3 0.7
Michael McNabb [36] NREV 3 0.7
Jezar Wakefield [8] Freeverb 4 0.5
Keith Barr [37, 38] FV-1 demo 2(×4) 0.5
Jon Dattorro [39] Plate 2(×2) 0.75, 0.625
William Gardner [9] Large Room 2(×2) 0.3, 0.2

of design occurs, e.g., in another one of Schroeder’s original re-
verbs [1], which has 5 allpasses in cascade with identical gains, up
to a sign flip: +0.7, −0.7, +0.7, +0.7, +0.7.

In certain cases, we can also eliminate pairs of multiplies by
alternating g’s sign as well as alternating between 1-mult.(⊤) im-
plementations (type III/IV). If stage i is type III (resp. IV), switch-
ing to type IV (resp. III) in stage i+1 allows the pair of multiplies
to be eliminated when gi+1,n = −gi,n. However, no such prop-
erty holds for the 2/3-multiply (type I) or its transpose (type II).

Outside the reverb context, a cascade of many identical 1st-
order allpasses can be used in string modeling [16]. This previ-
ously cost 4 multiplies per sample of maximum delay: 4N for N
stages. The proposed method reduces this down to N+2, using 1-
mult. or 1-mult.⊤, cutting (3N −2)/4N ≈ 75% of the multiplies.
The example in [16] has N = 126, so here the proposed method
would yield significant savings: 376 multiplies per time step.

4.2. More general cascades

A more elaborate generalization of this property allows for non-
identical gains. Recalling Tab. 1 and that the multiplier cancella-
tion property comes from ξn being identical in two adjacent stages
(satisfied automatically for identical topologies), notice that the
multiplier cancellation can also be achieved in certain cases by
choosing two different topologies and values for g.

Tab. 4 shows a set of functions, ftypei+1,typei(), which choose
a multiplier-saving gain gi+1,n for stage i + 1 based on the gain
gi,n of stage i. f±

III,I, f
±
III,II, f

±
IV,I, and f±

III,II are multifunctions with
positive and negative branches.

Several cases are degenerate in one way or another. First, there
is no combination of gi,n and gi+1,n that allows transitioning to
or from the power-normalized topology (type V). Second, fI,II and
fII,I have domains and ranges of {0}—they are only valid for the
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name type transformer “inside” transformer “outside”
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Figure 4: Proposed allpass filter structures.

useless case of gi,n = 0, ∀n (a trivial cascade of two pure delay
lines). Also, not all gains gi can be mapped to a compatible gi+1,
restraining the valid domain of the different f()

For example, starting with g0,n = 0.7 can yield a cascade:

type I: g0,n = +0.7

type III: g1,n ≈ +0.3245 = fI,III(g0,n)

type IV: g2,n ≈ −0.3245 = fIII,IV(g1,n)

type I: g3,n = −0.7 = f−
IV,I(g2,n) .

This example illustrates two interesting properties. First, due to the
need for compatible domains and ranges between stages, type I and

type II structures cannot both appear in the same multiplier-saving
cascade, even if separated by other types. Second, the technique
described here never leads to more than four distinct gain values.

4.3. Leapfrog cascade

In cases where adjacent allpass stages with identical gains also lead
to adjacent branch points or sums, pairs of multiplies from adja-
cent stages can be combined to lower the total multiplier count,
sometimes all the way down to N + 3 for a cascade of N stages.

An example of this and the cascade type of multiplier reduc-
tion (§4.1) is shown in Figs. 5–6. Fig. 5 shows a cascade of four
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Figure 5: Cascade of four 2-mult. (outside) allpass filters with identical time-varying gains gn and different delays Mi, i ∈ {0 · · · 3}.
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Figure 6: Simplifying a cascade of several Schroeder allpasses.

energy-preserving 2-mult. Schroeder allpasses. Fig. 6a shows the
result of eliminating reciprocal multiplies. Fig. 6b shows the re-
sult of combining multiplies from adjacent stages. Note that in
Fig. 6b, the even-numbered stages have been flipped vertically to
keep the signal flow graph planar and easy to read. This structure
resembles the classic “Leapfrog” filter topology from active filter
synthesis [46]. Interestingly, besides the presence of the multiplies
accomplishing the energy normalization, this and the same idea
applied to 2-mult.⊤yield identical structures to the “delay-sharing”
allpass cascades proposed by Mitra and Hirano [44].

4.4. Nested allpass filters

In nesting structures [9–13] with identical allpass gains, we can
also eliminate multiplications. To expose transformer multipliers
to their inverses, we must alternate between “inside” and “outside”
structures as we nest. In a realizable nested structure, the delay line
is replaced with the cascade of one or more Schroeder allpasses
and at least a one-sample delay. This means that one of the two
pairs of reciprocal multipliers are not actually adjacent, only giving
us the chance to save 1 multiplier per nesting, not 2.

4.5. Periodic gain modulation

A somewhat restrictive way to save multiplies is to only modulate
the gains by certain periodic functions. When gn is periodic in M ,
i.e., gn = gn−M , ∀n, the two transformer multiplies cancel out
and hence can be eliminated, saving two multiplies. This can be
seen by considering the “inside” proposed structures (Fig. 4). An
equivalent filter is obtained by “pushing” ξn to the right through
the length-M delay line, giving a composite multiplier ξn−M/ξn,
which equals 1 (cancels out) when gn is periodic in M .

5. CASE STUDY

Fig. 7a shows one proposed filter and delay Mfb inside a feedback
loop. Feeding the system a single impulse, we expect the energy
stored in the structure (1.0) to stay constant over time. The simula-
tions are performed in GNU Octave, which uses double precision
floating point numbers, using a sampling rate of fs = 44,100 Hz,
delay line lengths of Map = 11 and Mfb = 101, and gain gn drawn
randomly from uniform distribution U(−0.999,+0.999) over the
10 second simulation. The plotted value en is the deviation of the
signal energy in the two delay lines from 1.0

en = 1.0−

√√√√Map∑
m=1

u2
ap,n−m +

Mfb∑
m=1

u2
fb,n−m , (13)

where uap,n−m and ufb,n−m are the mth samples in the delay lines.
Fig. 7b shows the energy error en for each of the structures.

The absolute error is shown on the left-side axis; it is very small, on
the order of 10−15. In fact, the quantization to machine precision
is visible. The spacing between representable numbers is called
machine epsilon, ε(e). For e ∈ [1.0, 2.0[, ε(e) ≈ 2.2204×10−16;
for e ∈ [0.5, 1.0[, ε(e) ≈ 1.1102× 10−16. The error, normalized
to ε(e), is shown on the right-side axis. This shows that the en-
ergy is preserved to machine precision, only picking up tens of εs
over a 10 second (4.41 × 105 samples) simulation under strenu-
ous coefficient variation. Each structure’s average, minimum, and
maximum for the simulation are given in Tab. 5.

6. CONCLUSIONS

We presented a family of 17 high-order Schroeder-style allpass fil-
ters which are canonic in delays and require (independent of filter
order) a low number of adds (2 or 3), multiplies (3–6), and sign
flips (0 or 1). No matter how the gain gn parameterizing these fil-
ters is varied over time, these filters retain their energy preservation
property. They also provide many alternatives for LTI implemen-
tations of the classic Schroeder filter. We also presented strate-
gies for cascading and nesting them to reduce the total number of
multiplies. These should be useful in various artificial reverb, dig-
ital audio effect, and sound synthesis applications which employ
Schroeder allpass filters or 1st-order allpass filters.
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Table 4: Setting the gain gi+1,n of the (i+ 1)th stage to ensure that reciprocal multiplies can be eliminated, in terms of the previous (ith)
stage’s gain gi,n. (Multi)function domains and ranges are shown as {domain} −→ {range} if different from ]−1,+1[.

filter structure for the (i+ 1)th stage
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Figure 7: Test of time-varying allpass filter in feedback loop. In the
block diagram, the 2-mult. “inside” case is shown as an example.
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A. PROOF OF COMMUTABILITY OF Λ AND Ξ

Two-port scattering matrices S and transfer scattering matrices
T relate a pair of incident waves a1 and a2 to a pair of reflected
waves b1 and b2 at ports 1 and 2 according to[

b1
b2

]
=

[
s11 s12
s21 s22

] [
a1

a2

]
,

[
b1
a1

]
=

[
t11 t12
t21 t22

] [
a2

b2

]
.

Here, the time index n is suppressed for compactness. These ma-
trices can be related to one another in the following way

S =
1

t22

[
t12 ∆T

1 −t21

]
, T =

1

s21

[
−∆S s11
−s22 1

]
, (14)

where ∆T and ∆S are the determinants of T resp. S:

∆T = t11t22 − t12t21 , ∆S = s11s22 − s12s21 .

In the transfer formalism, cascades are described by matrix mul-
tiplication, i.e., a cascade of K stages with transfer matrices Tk,
k ∈ {1 · · ·K} is simply

∏K
k=1 Tk.

Now consider our transformer characterized by parameter ξ
with scattering matrix

Ξ =

[
0 1/ξ
ξ 0

]
i.e. ξ11 = 0 ξ12 = 1/ξ

ξ21 = ξ ξ22 = 0
.

By (14), its transfer scattering matrix TΞ is

TΞ =

[
1/ξ 0
0 1/ξ

]
= I/ξ i.e. tξ,11 = 1/ξ tξ,12 = 0

tξ,21 = 0 tξ,22 = 1/ξ
,

where I is the 2× 2 identity matrix.
The scaled identity matrix I/ξ commutes with any other ma-

trix, meaning that for any transfer scattering matrix TΛ,

TΠ = TΛ(I/ξ)︸ ︷︷ ︸
TΛΞ

= (I/ξ)TΛ︸ ︷︷ ︸
TΞΛ

,
tΠ,11 =

tλ,11
ξ

tΠ,12 =
tλ,12
ξ

tΠ,21 =
tλ,21
ξ

tΠ,22 =
tλ,22
ξ

.

This shows that TΛΞ, the transfer scattering relationship of Λ cas-
caded with Ξ, is identical to TΞΛ, the transfer scattering relation-
ship of Ξ cascaded with Λ. We will call them interchangeably
TΠ. Hence, they have the same scattering matrix Π given by

Π =

[
λ11 λ12/ξ
λ21ξ λ22

]
i.e. π11 = λ11 π12 = λ12/ξ

π21 = λ21ξ π22 = λ22
.
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ABSTRACT

Employing a finite number of discrete microphones, instead of a
continuous distribution according to theory, reduces the physical
accuracy of sound field representations captured by a spherical mi-
crophone array. For a binaural reproduction of the sound field, a
number of approaches have been proposed in the literature to miti-
gate the perceptual impairment when the captured sound fields are
reproduced binaurally. We recently presented a perceptual evalua-
tion of a representative set of approaches in conjunction with rever-
berant acoustic environments. This paper presents a similar study
but with acoustically dry environments with reverberation times
of less than 0.25 s. We examined the Magnitude Least-Squares
algorithm, the Bandwidth Extraction Algorithm for Microphone
Arrays, Spherical Head Filters, spherical harmonics Tapering, and
Spatial Subsampling, all up to a spherical harmonics order of 7.
Although dry environments violate some of the assumptions un-
derlying some of the approaches, we can confirm the results of
our previous study: Most approaches achieve an improvement
whereby the magnitude of the improvement is comparable across
approaches and acoustic environments.

1. INTRODUCTION

Spherical microphone arrays (SMAs) allow for capturing sound
fields including spatial information. The captured sound fields
can be rendered binaurally if the head-related transfer func-
tions (HRTFs) are available on a sufficiently dense grid. Mathe-
matically, this is performed by means of spherical harmonics (SH)
expansion of the sound field and the HRTFs [1, 2]. Conceptually, it
is equivalent to bringing the listener’s head virtually into the sound
field captured with the array. Rotation of the HRTFs relative to the
sound field according to the instantaneous head orientation of the
listener allows for dynamic presentation.

The physical accuracy that can be achieved with SMAs is lim-
ited, mainly due to the employment of a finite number of micro-
phones as opposed to the continuous distribution that the theory as-
sumes. This leads to spatial undersampling of the captured sound
field, which 1) induces spatial aliasing and 2) limits the maximum
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obtainable SH order representation. The order of the SH presen-
tation directly corresponds to the spatial resolution of the captured
sound field. Both phenomenons can lead to audible artifacts. An-
other practical impairment is caused by self-noise of the micro-
phones in the array. Studying this aspect is beyond the scope of
the present paper. We refer the reader to [3, 4].

In recent years, several approaches to mitigate such impair-
ments in binaural rendering of undersampled SMA data have been
proposed. We recently conducted a listening experiment to study
the perceptual effects of the mitigation approaches [5]. The study
employed the acoustic data of two rooms with a reverberation time
of more than 1 s. In this contribution we present the results for a
similar study, whereby the employed acoustic environments ex-
hibit shorter reverberation times of less than 0.25 s.

2. SPATIAL UNDERSAMPLING

To outline the phenomenon of spatial undersampling, we briefly
summarize the fundamental concept of binaural rendering of SMA
data. For a more detailed explanation please refer to [2, 6]. The
sound pressure S(r, ϕ, θ, ω) captured by the microphones on the
array surface Ω is represented in the SH domain using the spherical
Fourier transform (SFT)

Snm(r, ω) =

∫
Ω

S(r, ϕ, θ, ω) Y m
n (θ, ϕ)∗ dAΩ , (1)

whereby r denotes the array radius, ϕ and θ the azimuth and co-
latitude of a point on the array surface, and ω = 2πf the angular
frequency. Y m

n (θ, ϕ) denotes the orthogonal SH basis functions
for certain orders n and modes m and (·)∗ the complex conjugate.

Based on knowledge of the sound field SH coefficients Snm,
the sound field on the array surface can be decomposed into a con-
tinuum of plane waves impinging from all possible directions

D(ϕ, θ, ω) =

∞∑
n=0

n∑
m=−n

dn Snm(r, ω) Y m
n (ϕ, θ) , (2)

with a set of radial filters dn. Note that S(r, ϕ, θ, ω) and
D(ϕ, θ, ω) do not necessarily represent the same sound fields. A
SMA can incorporate a scattering body whose effect is contained
in S(r, ϕ, θ, ω) but not in D(ϕ, θ, ω) where it is removed by the
radial filters.

A HRTF H(ϕ, θ, ω) can be interpreted as the spatio-temporal
transfer function of a plane wave to the listeners’ ears. The binau-
ral signals B(ω) for the left or right ear due to the plane wave com-
ponents D(ϕ, θ, ω) impinging on the listener’s head can therefore
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be computed by weighting all HRTFs H(ω) with the plane wave
coefficients of D(ϕd, θd, ω) and integrating over all propagation
directions

B(ω) =
1

4π

∫
Ω

H(ϕ, θ, ω)D(ϕ, θ, ω) dAΩ . (3)

Transforming the HRTFs into the SH domain as well and exploit-
ing the orthogonality property of the SH basis functions allows to
resolve the integral and compute the binaural signals for either ear
as [1]

B(ω) =

∞∑
n=0

n∑
m=−n

dn Snm(ω, r)Hnm(ω) . (4)

The exact formulation of Eq. (4) depends on the particular defini-
tion of the employed SH basis functions [7, p. 7].

So far, we have assumed a continuously and ideally sampled
sound pressure distribution on the array surface. In this case, the
computation of the ear signals is perfect i.e., B(ω) in (4) are the
signals that arise if the listener with HRTFs H(ϕ, θ, ω) is exposed
to the sound field that the microphone array captures. Real-world
SMAs employ only a finite number of discrete microphones. As
a result, spatial aliasing and truncation of the SH order n occur,
which makes the ear signals that are computed by the processing
pipeline differ from the true ones. This can significantly affect the
perceptual quality of binaural reproduction, as shown by numerous
research [2, 8, 9, 10]. These impairments due to spatial undersam-
pling are briefly discussed in the following.

2.1. Spatial Aliasing

Similar to time-frequency sampling, where frequency components
above the Nyquist-frequency are aliased to lower frequency re-
gions, sampling the space with a limited number of sensors intro-
duces spatial aliasing. Note that this applies for both, sampling of
the sound field S(·) as well as for the sampling of the HRTFs H(·).
In case aliasing occurs, higher spatial modes cannot be reliably re-
solved and leak into lower modes. Generally, higher modes are
required for resolving high frequency components with smaller
wavelengths. Spatial aliasing therefore limits the upper bound of
the time-frequency bandwidth that can be deduced reliably from
the array signals. While theoretically being apparent at all tem-
poral frequencies f , spatial aliasing artifacts are considerable only
above the temporal-frequency [6]

fA =
Nsg c

2πr
. (5)

Thereby, c denotes the speed of sound and Nsg the maximum re-
solvable SH order n of the sampling scheme. The leakage of
higher spatial modes into lower spatial modes results in an increase
of the magnitudes at temporal-frequencies above fA. Although
spatial aliasing primarily impairs spatial properties, it therefore
also affects the time-frequency spectrum of the binaural signals.

2.2. Spherical Harmonic Truncation

Orthogonality of the SH basis functions Y m
n (·) is given only up

to the order n = Nsg (Eq. (5)) due to the discrete sampling of the
SMA surface. Spatial modes for n > Nsg are spatially distorted
and are ordinarily not computed. This order truncation results in
a loss of spatial information. The sampling of the SMA is usually

sparser than that of the HRTFs so that the SMA is the limiting
factor.

Also the spatial order truncation affects the time-frequency
representation by discarding components with mostly high fre-
quency content. In addition, hard truncation of the SH coefficients
at a certain order n results in side-lobes in the plane wave spectrum
in Eq. (2) [11], which can further impair the binaural signals.

3. MITIGATION APPROACHES

In the last years, a number of different approaches to improve bin-
aural rendering of SMA captures have been presented in the liter-
ature. In the following, a selection of approaches is summarized.
These are the approaches that we evaluated in the experiment pre-
sented in Sec. 6.

3.1. Pre-Processing of Head-Related Transfer Functions

Since in practice, the SH order truncation of high-resolution
HRTFs cannot be avoided, a promising approach to mitigate the
truncation artifacts is to pre-process the HRTFs in such a way that
the major energy is shifted to lower orders without notably de-
creasing the perceptual quality. Several approaches to achieve this
have been introduced. A summary of a selection of pre-processing
techniques is presented in [12]. In this paper, we investigate two
concepts.

3.1.1. Spatial Subsampling

For the spatial subsampling method [2] (SubS), the HRTFs are
transformed into the SH domain up to the highest SH order Nsg

that the sampling grid supports. Based on this representation, the
HRTFs are spatially resampled with a reduced maximum SH or-
der N ′

sg to the grid on which the sound field is sampled, which is
usually more coarse.

This process modifies the spatial aliasing in the signals in
a favorable way [2]. Fig. 1 depicts the energy distribution of
dummy head HRTFs [13] with respect to SH order (y-axis) and
frequency (x-axis). The left-hand diagram illustrates the untreated
HRTFs with a significant portion of energy at high SH orders. The
middle diagram shows the same HRTF set being subsampled to a
5th-order Lebedev grid. Evidently, the information can be reliably
obtained only up to the 5th order.
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Figure 1: Energy distribution in dB with respect to order and fre-
quency of the HRTFs of a Neumann KU100 dummy head. Un-
treated (left), subsampled (center), MagLS pre-processed (right).
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3.1.2. Magnitude Least-Squares

Another HRTF pre-processing approach is the Magnitude Least-
Squares (MagLS) [14] algorithm, which is an improvement of the
Time Alignment (TA) proposed by the same authors. Both ap-
proaches are based on the duplex theory [15]. At high frequencies,
the interaural level differences (ILDs) become perceptually more
relevant than the interaural time differences (ITDs). However, at
high frequencies, the less relevant phase information constitutes a
major part of the energy. Thus, removing the linear phase at high
frequencies decreases the energy in high modes, without losing
relevant perceptual information. MagLS aims to find an optimum
phase by solving a least-squares problem that minimizes the differ-
ences in magnitude to a reference HRTF set, resulting in minimal
phase in favor of optimal ILDs. Fig. 1 (right) illustrates the en-
ergy distribution of MagLS pre-processed HRTFs for SH order 5.
The major part of the energy is shifted to SH coefficients of orders
below 5.

The major difference between both HRTF pre-processing ap-
proaches is that subsampling results in a HRTF set defined for a
reduced number of directions and thus allowing only for a limited
SH representation. In contrast, MagLS does not change the HRTF
sampling grid and thus, theoretically, allows expansion up to the
original SH order.

3.2. Bandwidth Extension Algorithm for Microphone Arrays

Besides pre-processing of the HRTFs, there are algorithms that are
applied to the sound field SH coefficients. The Bandwidth Exten-
sion Algorithm for Microphone Arrays (BEMA) [16, 2] synthe-
sizes the SH coefficients at f ≥ fA by extracting spatial and spec-
tral information from components f < fA. The time-frequency
spectral information is obtained by an additional omnidirectional
microphone in the center of the microphone array (which is evi-
dently not feasible in practice if a scattering object is employed).
The BEMA coefficients can then be estimated as the combination
of spatial and spectral information.

Fig. 2 depicts the magnitudes of plane wave components cal-
culated for a broadband plane wave impinging from ϕ = 180°,
θ = 90° on a 50 sampling point Lebedev grid SMA with respect
to azimuth angle (x-axis) and frequency (y-axis). The top diagram
is based on untreated SH coefficients, the bottom diagram illus-
trates the effect of BEMA. For the example of a single plane wave,
the sound field is perfectly reconstructed over the entire audible
bandwidth.

3.3. Spherical Harmonic Tapering

SH order truncation induces side-lobes in the plane wave spec-
trum, which can be reduced by tapering high orders n [11]. In
other words, an order-dependent scaling factor is applied to all SH
modes and coefficients of that order. Different windows have been
discussed, and a cosine-shaped fade-out was found to be the opti-
mal choice. Additionally, the authors recommend to equalize the
binaural signals with the so-called Spherical Head Filter, as dis-
cussed in the subsequent section. The combination of SH tapering
and spherical head filters is referred to as Tap+SHF in the remain-
der.
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Figure 2: Plane wave magnitudes of a plane wave impact from
ϕ = 180°, θ = 90° on a 50 sampling point Lebedev grid SMA
with a radius of 8.75 cm. The top diagram depicts the untreated
magnitudes, the bottom diagram the plane wave calculated after
BEMA processing.

1k 10k 20k
Frequency in Hz

0

5

10

15

20

M
ag

ni
tu

de
 in

 d
B

N = 3
N = 5
N = 7

Figure 3: Spherical Head Filter (SHF) for orders N = (3, 5, 7).

3.4. Spectral Equalization

The modification of the time-frequency response due to spatial un-
dersampling is a perceptually distinctive impairment, as shown e.g.
in [10]. Therefore, a third category of mitigation approaches is
global equalization of the binaural signals. Different approaches
have been introduced in the literature to design such equalization
filters. The Spherical Head Filter (SHF) [8] compensates for the
low-pass behavior of SH order truncation. The authors disregard
spatial aliasing effects and proposed a filter based on the plane
wave density function of a diffuse sound field. The resulting filters
for different SH orders are depicted in Fig. 3. A similar approach
to equalize this low-pass effect has been discussed in [17]. In the
following we investigate the SHFs.

4. EMPLOYED DATA

The stimuli in our study were created from measured array room
impulse responses using the sound_field_analysis-py
Python toolbox [18] and the impulse response data set from [19].
This data set contains both binaural room impulse responses
(BRIRs) measured with a Neumann KU100 dummy head as well
as array room impulse responses (ARIRs) captured on various
Lebedev grids under identical conditions. This allows for a direct
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Figure 4: The Control Room 1 (left) and 7 (right) (CR1, CR7) with reverberation times of less than 0.25 s (measured at 500Hz and 1 kHz)
at the WDR Broadcast studios, that were auralized in the listening experiment.

comparison of binaural auralization of SMA data to the ground
truth dummy head data. The ARIR measurements were performed
with the VariSphear device [20], which is a fully automated robotic
measurement system that sequentially captures directional impulse
responses on a spherical grid for emulating a SMA. To obtain im-
pulse responses of a rigid sphere array, the Earthworks M30 micro-
phone was flush-mounted in a wooden spherical scattering body
(see [19, Fig. 12]). All measurements were performed in four dif-
ferent rooms at the WDR broadcast studios in Cologne, Germany.
In this study we employ the measurement data of the rooms Con-
trol Room 1 (CR1) and Control Room 7 (CR7) (Fig. 4), which
both have short reverberation times of less than 0.25 s. Recall that
we conducted a similar study with the rooms Small Broadcast Stu-
dio (SBS) and Large Broadcast Studio (LBS) with approximate
reverberation times of 1 s and 1.8 s in [5].

The Neumann KU100 HRIR set, measured on a 2702 sam-
pling point Lebedev grid [13], is used to synthesize binaural sig-
nals B(ω) for a pure horizontal grid of head orientations with 1°
resolution based on ARIRs according to Eq. (4). We denote this
data "ARIR renderings" in the following. Likewise, the BRIRs of
the dummy head are available for the same head orientations so
that a direct comparison of both auralizations is possible.

In order to restrict the gain of the radial filters dn(ω) in (4), we
employ a soft-limiting approach [2, pp. 90-118]. Fig. 5 illustrates
the influence of the soft-limiting for the left-ear binaural room
transfer functions (BRTFs) resulting from a broadband plane wave
impinging from (ϕ = 0°, θ = 90°) on a simulated 2702 sampling
point Lebedev SMA. The BRTFs were calculated up to the 35th-
order using the different radial filter limits 0, 10, 20, and 40 dB. It
can be seen that a limit of 0 dB leads to a significant attenuation
of the high frequency components, but provides an advantageous
signal-to-noise ratio in the resulting ear signals nevertheless [2, 4].
Although this is not required for the ideal rendering conditions in
this study, we chose 0 dB soft-limiting for this contribution in or-
der to produce comparable results to previous studies [2, 10].

All mitigation algorithms were implemented with
sound_field_analysis-py [18]. Solely the MagLS
HRIRs were pre-processed with MATLAB code provided by the
authors of [14]. Every ARIR parameter set was processed with
each of the mitigation algorithms MagLS, Tapering+SHF, SHF,
and SubS (Spatial Subsampling), as well as an untreated (Raw)
ARIR rendering was produced.

Previous studies showed that SH representations of an order of
less than 8 exhibit audible undersampling artifacts, i.e., a clear per-
ceptual difference to the reference dummy head data [10]. Since
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Figure 5: Left ear magnitude responses of the frontal KU100
HRTF, and ARIR binaural renderings up to order 35 involving
radial filters with different soft-limits. The ARIR renderings are
based on a simulated broadband plane wave impinging virtual
2702 Lebedev SMAs from (ϕ = 0°, θ = 90°). The deviation
to the magnitudes of the HRTF illustrates the influence of the soft
limit. All magnitude responses are 1/3-octave-smoothed.

this work investigates the effectiveness of mitigation approaches
for undersampled sound fields, we chose to focus on SH orders
below 8 for the subsequent instrumental and perceptual evalua-
tion. Significant beneficial effects of the mitigation approaches for
higher orders are not expected.

5. INSTRUMENTAL EVALUATION

In this section, we compare the mitigation approaches based on
3rd SH order array data of CR7, which has a reverberation time of
about 0.25 s. We used ARIRs from a 50-point Lebedev grid. We
calculated the BRIRs for 360 azimuth directions in the horizontal
plane in steps of 1° and compare them to the measured ground
truth dummy head BRIRs for the same head orientations.

Absolute spectral differences between dummy head and array
BRIRs in dB are illustrated in Fig. 6. The top diagram depicts
the deviations averaged over all 360 directions with respect to fre-
quency (x-axis). The bottom diagram shows the differences aver-
aged over 40 directions contralateral to the source position. It is
evident that the spectral differences tend to be larger on this con-
tralateral side.

The untreated (Raw) rendering indicated by the dashed line is
clearly affected by undersampling artifacts above fA. Around the
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Figure 6: Absolute spectral differences of dummy head and SMA
binaural signals in dB. Top: averaged over 360 horizontal direc-
tions. Bottom: averaged over 40 directions around the contralat-
eral side.

contralateral side, these differences increase rapidly. Both HRTF
pre-processing algorithms (SubS (gray) and MagLS (green)) sig-
nificantly decrease the difference to the reference whereby MagLS
tends to produce the lowest deviations.

Although BEMA (blue) was shown to be effective for very
simple sound fields like a single plane wave, it produces signif-
icantly larger deviations from the reference than Raw. As noted
by the authors of BEMA [2], even for a simple sound field com-
posed of three plane waves from different directions and arbitrary
phase, BEMA introduces audible comb filtering artifacts. Addi-
tionally, the averaging of the SH coefficients from lower modes to
extract the spatial information for higher modes, leads to a perceiv-
able low-pass effect, which produces the large differences towards
higher frequencies.

The SHFs and Tapering perform comparably. Both methods
employ global filtering to the binaural signals. The differences at
the contralateral side are larger than for frontal directions.

6. PERCEPTUAL EVALUATION

Some of the approaches considered here have already been percep-
tually evaluated in listening experiments. Subsampling showed to
significantly improve the perceptual quality [2], although it pro-
vokes stronger spatial aliasing. Time Alignment, Subsampling
and SHFs were compared in [9]. The results showed that mostly
Time Alignment, which is a predecessor of MagLS, yields bet-
ter results than Subsampling. The SHFs were rated worst of the
three tested methods, matching the instrumental results depicted in
Fig. 6. This may be due to the fact that global equalization shifts
the error in binaural time-frequency spectra to lateral directions.
The perceptual evaluation of BEMA showed improvements when
auralizing simulated sound fields with a limited number of sound
sources [2]. However, for measured diffuse sound fields, BEMA
introduces significant artifacts and thus is no promising algorithm
for real-world applications. To our knowledge, Tapering has not
been evaluated perceptually in a formal manner.

6.1. Methods

6.1.1. Stimuli

The stimuli were calculated as described in Sec. 4 for the SH or-
ders 3, 5 and 7 for 360 directions along the horizontal plane with
steps of 1° for the room CR7 and CR1. The 3rd and 5th-order
renderings are based on impulse response measurements on the
50 sampling point Lebedev grid while for order 7 the 86 sampling
point Lebedev grid was used. Previous studies showed strong per-
ceptual differences between ARIR and dummy head auralizations
in particular for lateral sound sources [9, 10]. Therefore, each
ARIR rendering was generated for a virtual source in the front
(ϕ = 0°, θ = 90°) and at the side (ϕ = 90°, θ = 90°). To
support transparency, static stimuli for both tested sound source
positions are publicly available 1. Anechoic drum recordings were
used as the test signal in particular because drums have a wide
spectrum and strong transients making them a critical test signal.
Previous studies showed that certain aspects are only induced with
critical signals [2, 10].

6.1.2. Setup

The experiment was conducted in a quiet acoustically damped au-
dio laboratory at Chalmers University of Technology. The Sound-
Scape Renderer (SSR) [21] in binaural room synthesis (BRS)
mode was used for dynamic auralization. It convolves arbitrary in-
put test signals with a pair of BRIRs corresponding to the instanta-
neous head orientation of the listener, which was tracked along the
azimuth with a Polhemus Patriot tracker. The binaural renderings
were presented to the participants using AKG K702 headphones
with a Lake People G109 headphone amplifier at a playback level
of about 66 dBA. The output signals of the SSR were routed to an
Antelope Audio Orion 32 DA converter at 48 kHz sampling fre-
quency and a buffer length of 512 samples. Equalization according
to [19] was applied to the headphones and the dummy head. The
entire rendering and performance of the listening experiment were
done on an iMac Pro 1.1.

6.1.3. Paradigm and Procedure

The test design was based on the Multiple Stimulus with Hidden
Reference and Anchor (MUSHRA) methodology proposed by the
International Telecommunication Union (ITU) [22]. The partici-
pants were asked to compare the ARIR renderings to the dummy
head reference in terms of overall perceived difference. The an-
chor consists of diotic non-head-tracked BRIRs, low-pass filtered
at a cutoff at 3 kHz. Each trial, i.e., a MUSHRA page, comprised
8 stimuli to be rated by the subjects (BEMA, MagLS, SHF, Taper-
ing+SHF, SubS, Raw, hidden reference (Ref), Anchor). The exper-
iment was composed of 12 trials: 3 SH orders (3, 5, 7) × 2 nom-
inal source positions (0°, 90°) × 2 rooms (CR1, CR7).

The subjects were provided a graphical user interface (GUI)
with continuous sliders ranging from ’No difference’, ’Small dif-
ference’, ’Moderate difference’, ’Significant difference’ to ’Huge
difference’ as depicted in Fig. 7.

14 participants in the age between 21 and 50 years took part
in the experiment. Most of them were MSc students or staff at the
Division of Applied Acoustics of Chalmers University of Technol-
ogy. The subjects were sitting in front of a computer screen with a
keyboard and a mouse. The drum signal was playing continuously,

1http://doi.org/10.5281/zenodo.3931629
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Figure 7: Employed graphical user interface of the listening exper-
iment.

and it was possible to listen to each stimulus as often and long as
desired. The participants were allowed and strongly encouraged to
move their heads during the presentation of the stimuli. At the be-
ginning of each experiment, the subjects rated four training stimuli
that covered the entire range of perceptual differences of the pre-
sented stimuli in the main part of the experiment. These training
stimuli consisted of a BEMA and MagLS rendering of CR1 data
at order 3 for the lateral sound source position as well as the cor-
responding anchor and reference. The experiment took on average
about 30 minutes per participant.

6.2. Results

As recommended by the ITU [22], we post-screened all reference
and anchor ratings. Two participants rated the anchor higher than
30 (44, 36). We found no further inconsistencies so that we chose
not to exclude these participants.

In the listening experiment, we solely presented one order and
one direction per trial. We want to therefore highlight that the
direct comparison of the ratings for different orders and different
source positions as well as subsequent interpretation has to be per-
formed with reservation. All stimuli were presented in randomized
order and the corresponding references and anchors were always
the same for each condition so that some amount of consistency
in the subject’s responses may be assumed. We therefore present
a statistical analysis in the following that includes comparisons
between orders and positions as it is commonly performed with
MUSHRA data.

Fig. 8 presents the interindividual ratings in form of boxplots.
The plots are divided for each room and sound source position
and present the ratings with respect to the algorithm (x-axis) and
order as indicated by the color. Two major observations can be
made: 1) Considering the ratings of the Raw conditions shows
that mostly higher-order renderings were perceived closer to the
reference than lower-order renderings. 2) The algorithms MagLS,
Tapering+SHF, SubS, and SHF all improve ARIR renderings com-
pared to untreated renderings. This improvements seems to be-
come weaker with increasing order.

For statistical analysis of the results, a repeated measures
ANOVA was performed. We applied a Lilliefors test for normality
to test the assumptions for the ANOVA. It failed to reject the null
hypothesis in 4 of 72 conditions at a significance level of p = 0.05.
However, parametric tests such as the ANOVA are generally robust
to violations of normality assumption [25]. For further analysis
Greenhouse-Geisser corrected p-values are considered, with the
associated ϵ-values for correction of the degrees of freedom of the
F -distribution being reported.

A four-way repeated measures ANOVA with the within-
subject factors algorithm (BEMA, MagLS, Tapering+SHF, SHF,
SubS, and Raw), order (3, 5, 7), room (CR1, CR7), and nominal
source position (0°, 90°) was performed. The associated mean
values with respect to algorithm (x-axis), and SH order (color) are
depicted in Fig. 9. Each value was calculated as the mean value of
the ratings of all participants for both directions and both rooms.
The 95% within-subject confidence intervals were determined as
proposed by [23, 24] based on the main effect of algorithm. Sim-
ilar to the boxplots, the mean values indicate that all algorithms
except BEMA yield considerable improvements.

The ANOVA revealed the significant main effects algorithm
(F (5, 65) = 143.64, p < .001, η2

p = .917, ϵ = .457), and or-
der (F (2, 26) = 37.382, p < .001, η2

p = .742, ϵ = .773). These
significant effects match the observations made so far. Mostly,
higher-order renderings yielded smaller perceptual differences
than lower-order ones. Further, the algorithm significantly in-
fluences the perceptual character of ARIR renderings. The
ANOVA revealed the significant interaction of algorithm×order
(F (10, 130) = 4.756, p < .001, η2

p = .268, ϵ = .556). Thus,
the algorithms seem to perform differently with respect to
the rendering order. The significant effect of the interac-
tion of algorithm×source position (F (5, 65) = 7.176, p < .001,
η2
p = .356, ϵ = .774) shows that the performance of the algorithm

also depends on the sound source position.
The ANOVA also revealed two significant interactions in-

volving the factor room: The interaction of algorithm×room
(F (5, 65) = 2.864, p < .040, η2

p = .181, ϵ = .695), as well as
order×room (F (2, 26) = 4.736, p < .024, η2

p = .267, ϵ = .853)
were found to be significant. The results of the listening experi-
ment and the ANOVA values, are available as well 1.

7. DISCUSSION AND CONCLUSIONS

We presented a perceptual evaluation of approaches for mitigating
the perceptual impairment due to spatial aliasing and order trun-
cation in binaural rendering of spherical microphone array data.
The present results employing dry acoustic environments together
with previous results on reverberant environments [5] suggest the
following:

• Bandwidth Extension Algorithm for Microphone Arrays
(BEMA) is the only method that causes larger perceptual
differences to the ground truth signal than without mitiga-
tion.

• Depending on the condition, all other mitigation ap-
proaches produce either no improvement or an improve-
ment that is comparable in magnitude.

• Mitigation is more effective at lower orders and is hardly
detectable at order 7.

• We did not find a dependency on the room although some
mitigation approaches are based on a diffuse field assump-
tion, which fulfilled better in more reverberant rooms.

• In both experiments Tapering+SHF was sometimes rated
closer to the reference when rendered at order 5, instead of
order 7. This might be caused by the cosine-shaped win-
dowing of the Tapering algorithm, which modifies higher
rendering orders more than lower ones.
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Figure 8: Interindividual variation in the ratings of perceptual difference between the stimulus and the dummy head reference with respect
to the algorithm (x-axis), and SH order (color) for each room and virtual source position separately. Each box indicates the 25th and 75th
percentiles, the median value (black line), the outliers (grey circles) and the minimum / maximum ratings not identified as outliers (black
whiskers).
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Figure 9: Mean values of the ratings pooled over both rooms with
respect to the algorithm. The 95% within-subject confidence inter-
vals were calculated according to [23, 24]. The ratings for different
SH orders are displayed separately as indicated by the color.
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ABSTRACT

The Synthetic Transaural Audio Rendering (STAR) method, first
introduced at DAFx-06 then enhanced at DAFx-19, is a perceptive
approach for sound spatialization aiming at reproducing the acous-
tic cues at the ears of the listener, using loudspeakers. To vali-
date the method, several comparisons with state-of-the-art spatial-
ization methods (VBAP and HOA) were conducted. Previously,
quality comparisons with human subjects have been made, pro-
viding meaningful subjective results in real conditions. In this
article an objective comparison is proposed, using acoustic cues
error maps. The cartography enables us to study the spatialization
effect in a 2D space, for a listening position within an audience,
and thus not necessarily located at the center. Two approaches
are conducted: the first simulates the binaural signals for a vir-
tual KEMAR manikin, in ideal conditions and with a fine reso-
lution; the second records these binaural signals using a real KE-
MAR manikin, providing real data with reverberation, though with
a coarser resolution. In both cases the acoustic cues were derived
from the binaural signals (either simulated or measured), and com-
pared to the reference value taken at the center of the octophonic
loudspeakers configuration. The obtained error maps display com-
forting results, our STAR method producing the smallest error for
both simulated and experimental conditions.

1. INTRODUCTION

The main problematics of sound spatialization research projects
are to find solutions able to convince a listener that a sound is
coming from a very specific location within a room space. This
research topic is a well-documented one, and efficient methods
have already been proposed in the literature such as Vector Base
Amplitude Panning (VBAP) proposed by Pulkki [1], Ambisonics
proposed by Gerzon [2] and generalized to higher orders (Higher-
Order Ambisonics or HOA) by Daniel [3], and the Synthetic Trans-
aural Audio Rendering (STAR) method [4] we proposed. If these
methods are based on different premisses, they all aim at recreating
a believable 3D sound to be interpreted by our brain.

Indeed, the human brain uses perceptive cues for localizing
sources [5], which are mainly the Interaural Level Difference (ILD)
and the Interaural Time Difference (ITD). Experimental tests have
been conducted in 2015 and 2019 to confront the different meth-
ods in real conditions [4], and differences were exacerbated (such
as the continuity of HOA and STAR); but the three methods are
very similar. This article also focuses on comparing these meth-
ods, but in another way. Unlike the previous tests, this paper intro-
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duces an objective comparison based on perceptive cues obtained
using simulation or recorded via a KEMAR manikin, instead of
human subjects. This paper will focus only on the ILD error, since
the ITD measures are ambiguous by nature (obtained by a phase
difference known only modulo 2π). Furthermore, the comparison
is computed on cartography error, which enables the simulation
under real diffusion conditions: in a place where an audience can
be spatially dispersed.

The remainder of this article is organized as follows: Section 2
describes the methodology used to obtain the cartography, Section
3 shows the ILD error maps obtained, and Section 4 presents some
perspectives before concluding the article.

2. METHODOLOGY

In this paper we will stay in the horizontal plane and focus on the
azimuth of the sound source.

2.1. Acoustic Cues

Human listeners use acoustic cues [6] for sound source localiza-
tion, binaural cues such as the Interaural Level Differences (ILDs)
and Interaural Time Differences (ITDs) [5] being the most impor-
tant for the estimation of the azimuth. They measure the level or
time differences between the two ears when a sound wave trav-
els from some position in space (with a certain azimuth, elevation,
and distance). For ILD, the greater the difference between the two
ears, the more lateralized the sound will be perceived. However, in
practice ITDs are measured through Interaural Phase Differences
(IPDs), which are angular differences determined in radians only
up to a modulo 2π factor. Thus the computation of the ITDs has
to deal with this ambiguity. For this reason, in the present study
we will focus only on the ILDs, which can be computed in a non-
ambiguous way from the binaural signals using Equation 1:

ILD(f) = 20 log10(|Sr(f)/Sl(f)|) (1)

where Sl and Sr are the spectra of the signals corresponding to the
left and right ears, respectively.

The main contribution of the present work is to verify, by sim-
ulations and measures, if the ILDs produced by several spatializa-
tion methods (including ours [4]) are close the one expected (using
the KEMAR with large pinnae of the CIPIC database [7] as a ref-
erence).

2.2. Spatialization Methods

Different spatialization methods exist to date, and in this paper we
consider three of them working with loudspeakers (and not head-
phones), since we are interested in concerts with large audiences.
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Two of these methods are from the state of the art, namely Vec-
tor Base Amplitude Panning (VBAP) [1] and Higher-Order Am-
bisonics (HOA) [2, 3]. The third method we want to study is Syn-
thetic Transaural Audio Rendering (STAR), a method introduced
by Mouba [8] and improved since then [4].

These methods follow different approaches. VBAP performs
a geometrical interpolation in order to reconstruct the sound wave.
HOA aims at reconstructing the sound field at the center of the
loudspeaker array, where the listener has to be. STAR attempts to
recreate the acoustic cues at the ears of the listener.

Since we focus on the azimuth and stay in the horizontal plane,
the methods are in fact in 2D. The consequence for VBAP is that
only 2 loudspeakers are used for one source. And the consequence
for HOA is that the spherical harmonics reduce to classic Fourier
harmonics (the polynomial parts of the spherical harmonics being
for the elevation, which will be 0 in this study). We used a direct
implementation for HOA rendering, without optimization.

These methods, contrary to the ones based on headphones, in-
volve multiple loudspeakers and the resulting configuration, plus
the position of the listener, may strongly impact sound reproduc-
tion and perception. The goal of the present study is to characterize
to which extent the acoustic cues are respected. For that purpose,
an ILD cartography will be done for each method, and different
listener positions, for comparison. More precisely, Section 3 will
show the difference between measured and reference ILDs. These
reference ILDs will be obtained using Equation 1 on binaural sig-
nals.

2.3. Binaural Rendering

In order to calculate the ILD it is essential to know the sound signal
which arrives at each ear. Binaural rendering is a technique which
allows this signal to be produced in order to send it to headphones,
and which thus also makes it possible to calculate the acoustic
cues. Several techniques have been proposed to render a binaural
signal from a multi-channel one, especially in the case of HOA.
However, for equity sake, we want to use the same rendering tech-
nique for every spatialization method. Thus, we chose the simplest
one, considering the acoustic paths between each loudspeaker and
the left and right ears (see Figure 1). These paths are in theory the
Head-Related Impulse Responses (HRIRs) for a source placed at
the loudspeaker position. Thus, for an octophonic configuration
consisting of N = 8 loudspeakers, we have:

sl,r =
N∑

n=1

HRIRl,r(θn) ∗ sn (2)

where sl,r represents the left or right binaural signal, HRIRl,r(θ)
is the left or right HRIR for a given azimuth θ, sn is the signal
played by loudspeaker number n, and ∗ denotes the convolution.
Moreover, for loudspeakers regularly placed on a circle, we have
θn = (n− 1) · 2π/N (radians). In practice for the HRIRs we use
the CIPIC database [7] without interpolation.

3. ILD CARTOGRAPHY

In this section we compare the ILD error for different spatializa-
tion methods and listener positions. The ILD error is the difference
between the ILDs under consideration (coming either from simu-
lations or measurements) and the reference ILD, coming from the

LS 5

LS 6

LS 7

LS 8

LS 1

LS 2

LS 3

LS 4

Left paths
Right paths

Figure 1: Acoustic paths for the octophonic configuration.

KEMAR manikin with large pinnae of the CIPIC database [7] sup-
posed at the center. In theory, the smaller the ILD error, the more
accurate the method. For a given configuration (source, loudspeak-
ers, listener), we consider the mean of all ILD errors over time and
frequency (using the absolute values).

For both simulation and measurements, we use an octophonic
setup for the loudspeakers, a white noise of duration 6s located at
30◦ for the sound source, and a KEMAR manikin with large pin-
nae (either virtual or real) to emulate the listener. The 30◦ azimuth
was chosen because then the source lies in between two loudspeak-
ers, but not in the exact middle.

The reference ILD is calculated with Equation 1 from the ideal
binaural signals obtained by simple convolution of the source sig-
nal (white noise) with the pair of HRIRs from the CIPIC database
for the desired azimuth (30◦).

For this computation of the ILDs, Equation 1 is fed with a
(pair of) Short-Time Fourier Transform(s) with a Hann window,
50% overlap, and size 2048 points, for (binaural) sounds recorded
at a sampling rate of 44100Hz.

3.1. Simulation Process

In the case of simulation, the spatialization methods are run in
silico, and the output of the (virtual) loudspeakers are rendered into
binaural signals using Equation 2. Then the ILDs are calculated in
turn using Equation 1.

To consider several positions of the listener, in the simulations
we use a 100× 100 grid covering a surface of 1 square meter and
try each position on this grid for the (virtual) KEMAR manikin,
always looking forward (towards azimuth 0). The sound source
is located at its azimuth (here 30◦), then for each grid position the
relative angle is used for each spatialization method (see Figure 2).

3.2. Simulation Results

The produced maps show the error for all real positions, the X and
Y axes represent the reference position (0 0 being the center of the
speakers).

Figures 3, 4, and 5 show the mean ILD error cartography for
the spatialization methods under consideration, with the 100×100
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Source position

Loudspeakers position

Simulated positions

Relative angle

Figure 2: The mesh used for the simulation.

grid for the listener position, a regular octophonic loudspeaker dis-
play, and a sound source at azimuth 30◦.

On these maps, we first see that HOA is rather chaotic (thus
very dependent of the listener position), while VBAP appears to be
the smoothest, STAR being intermediate. We also see a diagonal
effect (dark line oriented roughly between the sound source and
center), which is normal since the displacement on that lane affects
only the distance, and not the relative azimuth which impacts the
ILD. Last but not least, for all methods it appears that the center
exhibits only small errors (approaching 0, plotted in dark).

Source position

Loudspeakers position

ILD error (dB)

Figure 3: ILD cartography simulated using HOA spatialization
method, octophonic display, and source at 30◦.

Figure 6 shows the evolution of the three methods for the
[10; 160]◦ range (by increments of 10◦), and confirms the previ-
ous observations. VBAP appears to have more brutal changes than
the other methods as the azimuth varies (which has already been
observed in our DAFx-19 tests [4]).

3.3. Experiments

3.3.1. Experimental Process

The measurements have been performed at the Studio de Créa-
tion et de Recherche en Informatique et Musiques Expérimentales

Source position

Loudspeakers position

ILD error (dB)

Figure 4: ILD cartography simulated using STAR spatialization
method, octophonic display, and source at 30◦.

Source position

Loudspeakers position

ILD error (dB)

Figure 5: ILD cartography simulated using VBAP spatialization
method, octophonic display, and source at 30◦.

(SCRIME), University of Bordeaux, France. This studio is used by
musicians and has quite good acoustics, even if it is not physically
controlled. There, 18 Genelec 8030 loudspeakers are mounted on
three loudspeakers rings. The studio has a surface of 40 square
meters. One wall has three windows, two have a wooden door,
and some acoustic panels are disposed against them. The floor is
covered with a thin carpet. For the source signal a white noise
of 6s length, sampled at 44.1kHz was spatialized at 30◦ with the
three different spatialization methods using an octophonic loud-
speaker ring of diameter 2.6m at the same horizontal level than
the KEMAR with large pinnae manikin. The manikin was moved
in the studio on markers placed beforehand to produce a 5×5 grid
covering a surface of 4 square meters (see Figure 7). That mimics
the position of each listener in some audience around the center.
Figure 8 shows this audience of KEMAR manikins, the center dis-
played in bold. The KEMAR manikin was mounted on an office
chair support, which provided simple rotation and displacement.

3.3.2. Experimental Results

Although the experimental cartography tends to confirm the ob-
servations done on the simulation, reverberation seems to have an
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effect comparable to the spatialization methods themselves. More-
over the mesh being only of dimensions 5× 5 for the experiments
to be tractable, the resolution is much lower than for the simula-
tion. Since the graphics on Figures 9, 10 and 11 are interpolated,
we provide the data tables corresponding to the measurements (Ta-
bles 1, 2 and 3).

Y\X -1 -0.5 0 0.5 1

-1 4.2 -3.1 0.5 -7.6 -3.1

-0.5 -6.2 -1.8 -1.5 -12.2 -2.9

0 -3.9 -0.5 0.8 -9.6 -4.4

0.5 -0.7 -6.6 0.4 -6.6 -2.3

1 -0.5 -0.6 -1.9 -5.1 -3.7

Table 1: ILD error (in dB) using HOA spatialization method, with
source at azimuth 30◦, and a 5 × 5 grid for the position of the
listener (central position in bold).

Y\X -1 -0.5 0 0.5 1

-1 -1.1 0.3 6.2 -0.3 6.6

-0.5 -4.0 5.9 0.5 1.8 5.2

0 -4.1 2.4 -0.3 8.3 3.1

0.5 6.4 0.1 7.4 11.4 2.9

1 3.9 0.5 -0.5 9.4 4.5

Table 2: ILD error (in dB) using STAR spatialization method, with
source at azimuth 30◦, and a 5 × 5 grid for the position of the
listener (central position in bold).

Table 4 resumes the different values for the central position.
It appears clearly that STAR has better ILD reconstruction (lower
error) than the two other methods, for both simulated and experi-
mental situations.

While VBAP and HOA should reconstruct the sound wave or
field at the center of the display, they do not take into account the
presence of the head of the listener. STAR does. We have also
investigated ILDs only for lower frequencies, and tried different
HOA decoders, but the observations above were still valid.

Y\X -1 -0.5 0 0.5 1

-1 4.0 -6.0 -0.5 -1.9 -5.6

-0.5 4.2 -3.2 0.6 -6.9 -3.1

0 -6.0 -0.0 -1.8 -12.3 -2.9

0.5 -4.1 -0.5 0.4 -9.2 -4.3

1 -1 -6.5 0.3 -6.6 -2.3

Table 3: ILD error (in dB) using VBAP spatialization method, with
source at azimuth 30◦, and a 5 × 5 grid for the position of the
listener (central position in bold).

HOA STAR VBAP
Simulated 0.7 0.0 -2.4
Experimental 0.8 -0.3 -1.8

Table 4: ILD error at the center for simulated and experimental
situations, with different spatialization methods, and a source at
azimuth 30◦.

4. CONCLUSION

In this paper, we introduced the perceptive cues cartography (here
limited to the ILD). This cartography represents an objective mea-
sure for a perceptive evaluation of sound spatialization methods.
Most of the time, only the central spot is considered to character-
ize these methods. Having a map is particularly interesting since
it mimics listeners distributed in a single room. In this article, two
approaches have been conducted: a simulation first, then an exper-
imentation. The two cartographic results agree, even if it remains
difficult to fully compare them due to the different resolutions (for
the experiments to be tractable in practice). On the experimental
approach, the result are very noisy. We can make the assumption
that, under real conditions, room reverberation takes precedence
over the spatialization methods themselves. Whether on simulated
or real tests, it appears than the STAR method reproduces more
faithfully the expected acoustic cues (notably at the center, where
the error has been minimized at the design of the reference sys-
tem). Another observation is about the disturbance of the STAR
method between the chaotic aspect of HOA and the smooth aspect
of VBAP visible on the maps. These two results paves the way for
further developing the STAR spatialization method, and extend it
to distance and elevation, in order to generate a complete 3D sound
system with a perceptive approach.
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Figure 6: ILD error cartography for all spatialization methods and different source positions (azimuth from 10◦ to 160◦ by steps of 10◦).
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Figure 7: Experimental recording setup with the KEMAR manikin.
The manikin was moved into the space intended for listeners in
order to produce the cartography
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Figure 8: Audience of 25 KEMAR manikins, the central position
being in bold.
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Figure 9: ILD error cartography measured using HOA spatializa-
tion method, octophonic display, and source at 30◦.
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Figure 10: ILD error cartography measured using STAR spatial-
ization method, octophonic display, and source at 30◦.
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Figure 11: ILD error cartography measured using VBAP spatial-
ization method, octophonic display, and source at 30◦.
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ABSTRACT

This paper proposes a neural network for carrying out paramet-
ric equalizer (EQ) matching. The novelty of this neural network
solution is that it can be optimized directly in the frequency do-
main by means of differentiable biquads, rather than relying solely
on a loss on parameter values which does not correlate directly
with the system output. We compare the performance of the pro-
posed neural network approach with that of a baseline algorithm
based on a convex relaxation of the problem. It is observed that the
neural network can provide better matching than the baseline ap-
proach because it directly attempts to solve the non-convex prob-
lem. Moreover, we show that the same network trained with only
a parameter loss is insufficient for the task, despite the fact that it
matches underlying EQ parameters better than one trained with a
combination of spectral and parameter losses.

1. INTRODUCTION

The equalizer (EQ) is an audio processor capable of selectively
adjusting the loudness of specific frequencies [1]. It is a basic and
important tool for the audio editor, which allows one to sculpt the
tone of a sound or allow many elements to sit harmoniously in
a mix. Arguably, the most popular form of EQ is the paramet-
ric EQ, largely due to its level of user control and low latency.
A parametric EQ is characterized by a number of bands, whose
type, frequency, gain, and quality factor (Q) can be specified by the
user. In their most basic form, parametric EQs are implemented us-
ing a cascade of second-order, biquadratic filters (biquads), where
each biquad corresponds to an EQ band that the user has control
over [2]. Common filter types in parametric EQs include shelving,
peaking, and high/low-pass filters.

EQ matching is the ability to (automatically) adjust EQ set-
tings such that the spectral qualities of a reference track are trans-
ferred to some source material [3]. It can be used on a per-case
basis, or to devise suitable criteria for automatic mixing [4] in
some contexts. A common approach for EQ matching involves
the computation of a desired magnitude frequency response by di-
viding the time-averaged spectrum of the reference by that of the
source. The matching is carried out by multiplying spectral blocks
of source material by the resulting magnitude frequency response
using a fast Fourier transform (FFT). While providing an accurate
matching, this method involves linear phase filtering, which can
suffer from pre-ringing, and incurs the latency involved in FFT-
based block processing. As such, a parametric EQ matching is
much more desirable in many applications. Parametric EQ match-

Copyright: © 2020 Shahan Nercessian. This is an open-access article distributed

under the terms of the Creative Commons Attribution 3.0 Unported License, which

permits unrestricted use, distribution, and reproduction in any medium, provided the

original author and source are credited.

ing involves the automatic determination of band type, frequency,
gain, and Q for each band in the EQ in such a way that it resembles
the desired magnitude frequency response.

A method for parametric EQ matching was developed in [5],
based on the observation that second-order peaking and shelving
filters can be made nearly self-similar on a log magnitude scale
with respect to peak and shelf gain changes. Band frequencies and
Qs are first estimated to form a spectral basis matrix (note that for
notational simplicity, we refer to both shelving slopes and peaking
quality factors as Qs throughout this paper). The basis matrix is
used to carry out a least-squares optimization to solve for band
gains. Though it can be effective, the performance of this approach
is dependent on the hand-tuned pre-estimation of frequency and
Q values. Moreover, the performance can be limited due to the
fact that it is a convex relaxation of the more general matching
problem, as the pre-estimation of frequency and Q prior to the gain
optimization does not ensure an optimal solution overall.

In [6], a similar approach to the method in [5] was used to
design a graphic EQ, i.e. a constrained form of a parametric EQ
with pre-determined type, frequency, and Q for each band. In fact,
this is a specific instance of [5] where the initial estimation step is
unneeded because spectral bases are determined a priori. Again,
a least-squares optimization is used to estimate EQ band gains to
match command gains, i.e. the desired magnitude frequency re-
sponse evaluated at the center frequencies of the graphic EQ bands.
This work was later extended in [7, 8] to make use of a neural
network to infer EQ band gains. In this case, the neural network
acts as a lightweight approximator of the closed form least-squares
solution, where model training bootstraps the original algorithm.
Though successfully retaining the performance of [6] at a lower
computational cost, the disadvantage of this approach is that it is
trained to minimize a loss on parameter values, rather than the
magnitude frequency response itself. Therefore, one would expect
limited generalizability of the approach to parametric EQs, where
frequency and Q are no longer fixed. In fact, the success of the ap-
proach was likely due to the constrained nature of the graphic EQ
matching problem, specifically the convex nature of the underlying
gain optimization, and the higher correlation between parameters
and their corresponding magnitude frequency responses relative to
a more general parametric EQ matching.

In this paper, we propose a neural parametric EQ matching al-
gorithm. The method provides a solution to the non-convex para-
metric EQ matching problem head-on without the need for any
initial estimation of parameters via hand-tuned heuristics. Rela-
tive to other machine learning approaches, the main advantage of
this model is that it is trained to optimize the spectral loss of its
parameter predictions. We train a system of this sort by explicitly
implementing biquads, specifically their coefficient formulae and
frequency response evaluation, using differentiable operators that
allow gradients to be back-propogated. This is motivated by a push
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Table 1: Biquad coefficient formulae for different filter types.

Coefficient Low shelf High shelf Peak

α sin(ω0)
√

(A2 + 1)(1/q − 1) + 2A sin(ω0)
√

(A2 + 1)(1/q − 1) + 2A sin(ω0)
2q

b0 A((A+ 1)− (A− 1) cos(ω0) + α) A((A+ 1) + (A− 1) cos(ω0) + α) 1 + α ∗A
b1 2A((A− 1)− (A+ 1) cos(ω0)) −2A((A− 1) + (A+ 1) cos(ω0)) −2 cos(ω0)
b2 A((A+ 1)− (A− 1) cos(ω0)− α) A((A+ 1) + (A− 1) cos(ω0)− α) 1− α ∗A
a0 (A+ 1) + (A− 1) cos(ω0) + α (A+ 1)− (A− 1) cos(ω0) + α 1 + α/A
a1 −2A((A− 1) + (A+ 1) cos(ω0)) 2A((A− 1)− (A+ 1) cos(ω0)) −2 cos(ω0)
a2 (A+ 1) + (A− 1) cos(ω0)− α (A+ 1)− (A− 1) cos(ω0)− α 1− α/A

towards the implementation of differentiable audio processors in
deep learning frameworks to enable end-to-end training [9]. As
such, the method enjoys the ability to model non-linear functions
by means of a neural network, while optimizing a loss that reflects
directly the relevant output of the system. We would expect that
such an approach would be more successful than a network trained
to minimize a parameter loss, as such a loss would be less corre-
lated to the direct output of the system [10]. While some prior
works consider modeling audio effects using a purely black-box
approach [11, 12], this paper serves as a step towards integrating
the commonly used parametric EQ directly into neural networks.

The remainder of this paper is structured as follows: the con-
struction of a parametric EQ using biquad filters and their related
formulae are reviewed in Section 2. A baseline parametric EQ
matching algorithm based on [5] and the proposed neural network
approaches are outlined in Section 3. A comparison between the
baseline algorithm and the proposed neural network solution is
provided in Section 4. Finally, conclusions and allusions to future
work are discussed in Section 5.

2. PARAMETRIC EQ USING BIQUADS

Biquads are a well-known and extensively studied class of infi-
nite impulse response (IIR) filters [13]. A biquad implements the
second-order difference equation

y[n] =
1

a0
(b0x[n] + b1x[n− 1] + b2x[n− 2]

−a1y[n− 1]− a2y[n− 2])
(1)

where coefficients b = [b0, b1, b2] and a = [a0, a1, a2] are the
feedforward and feedback gains of the filter, respectively. Often
times, coefficients are normalized such that a0 = 1. Moreover,
common variations of the exact implementation of this (direct form
1) difference equation include the direct form 2 and transposed
direct forms. The corresponding system function of a biquad is
given as

H(z) =
b0 + b1z

−1 + b2z
−2

a0 + a1z−1 + a2z−2
(2)

where the quadratic polynomials in the numerator and denomina-
tor affect the underlying poles and zeros of the system. Different
types of filtering operations can be achieved via the placement of
poles and zeros in specific ways.

The resulting frequency response of the filter can be evaluated
at a digital frequency ω by evaluating equation (2) with z = ejω .
It is common to see this evaluation being performed over a vector
of linearly-spaced digital frequencies Ω, i.e. a uniform sampling of
the system function over the unit circle. We refer to this evaluation

as the freqz operation, according to its name in MATLAB or
Python/SciPy implementations. This vector Ω can be set to match
the frequency axis of an underlying N -point FFT. Given real input,
the FFT for even N is described completely by Nb = N/2 + 1
frequency bins, and accordingly, Ω = π · linspace(0, 1, Nb).

There exist formulae for constructing biquad filters of a cer-
tain type which match specifications for a given center/cutoff fre-
quency f in Hz, gain g in decibels (dB), and unitless Q/slope q
[14]. In this paper, we restrict outselves to (low/high) shelving and
peaking filters. For a given sampling rate fs, we first define the
terms ω0 and A as

ω0 = 2π
f

fs

A = 10g/40
(3)

Accordingly, filter coefficient formulae for the shelving and peak-
ing filters used here are given in Table 1. We refer to the conver-
sion of specified parameters f , g , q into their respective b and a
coefficients as the p2c operation.

A K-band parametric EQ can be created by cascading K bi-
quads in series, where each biquad acts as an EQ band with its
own parameterization. In this paper, we impose the limitation that
the parameter EQ consists of exactly one low shelf, one high shelf,
and up to K − 2 peaking filters. The composite system function
of the parametric EQ is then given by

Heq(z) =

K−1∏
k=0

Hk(z) (4)

The magnitude frequency response of the parametric EQ can be
evaluated over frequencies in Ω by

∣∣∣Heq(e
jΩ)

∣∣∣ =
∣∣∣∣∣∣
K−1∏
k=0

Hk(e
jΩ)

∣∣∣∣∣∣ (5)

3. PARAMETRIC EQ MATCHING

3.1. Preliminaries

We compile the frequencies, gains, and Qs for bands comprising
the parametric EQ into their respective K-dimensional vectors vf ,
vg , and vq . For example, the kth element of vg , denoted as vg,k,
corresponds to the gain parameter of EQ band k. As such, the con-
catenation of the three vectors into a single 3K-dimensional vector
is a parameter vector v = [vf ,vg,vq] which fully characterizes
the settings of the EQ. Given a desired magnitude frequency re-
sponse x (in dB), the goal of a parametric matching EQ algorithm
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Figure 1: (a) Select frequency responses and (b) MSE loss as a function of frequency.

is to estimate EQ parameters v̂ = [v̂f , v̂g, v̂q], whose correspond-
ing magnitude frequency response x̂ is most similar to x.

It is instructive to verify the non-convexity of the parametric
EQ matching problem. We can confirm this easily by means of a
simple example using two peaking filters. We place the first band
at vf,0 = 1 KHz with vg,0 = 3 dB and vq,0 = 1.0, and the
second band at vf,1 = 5KHz with vg,1 = 6 dB and vq,1 = 0.5.
By setting the gains and Qs of these bands to different values, the
bands form distinct spectral bases that are not separated by a per-
mutation with respect to band frequency. We compute the fre-
quency response x of the resulting impulse response, as illustrated
in black in Figure 1a. Now, we can set v̂g = vg , v̂q = vq , and
vary the EQ frequencies v̂f . The difference between the desired
magnitude frequency response (ground truth) and the deviated EQ
magnitude frequency response is measured via the mean squared
error (MSE), defined as

MSE(x, x̂) =
1

Nb
∥x− x̂∥22 (6)

as illustrated in Figure 1b. We can clearly see two minima, im-
plying that the loss surface is non-convex. It should be no sur-
prise that the global minimum is achieved when v̂f = vf , and
corresponds exactly to the desired magnitude frequency response,
as shown in red in Figure 1a. The corresponding magnitude fre-
quency response of the non-global local minimum is shown in blue
in Figure 1a.

3.2. Baseline algorithm

The baseline EQ matching algorithm is an implementation of the
method described in [5]. The core observation for the algorithm is
that peaking and shelving filters are approximately self-similar on
the log magnitude scale with respect to gain changes. This is to
say that

g log
∣∣∣Hf,κ,q(e

jΩ)
∣∣∣ ≈ log

∣∣∣Hf,gκ,q(e
jΩ)

∣∣∣ (7)

where κ is an arbitrary gain constant. The implication of equation
(7) is that on a log scale, the magnitude frequency response of the
parametric EQ can be approximately expressed as a linear combi-
nation of unit gain responses (i.e. κ = 1 dB) given known vf and
vq . The combination weights are exactly the filter gains vg .

The self-similarity property enables an algorithm to approxi-
mate a desired magnitude frequency response using a parametric
EQ. The frequencies and Qs of each EQ band are first estimated
(it goes without saying that the effectiveness of the method is de-
pendent on this estimation). With a number of EQ bands identified
and frequency/Q estimates v̂f and v̂q , the corresponding unit re-
sponses can be computed and stacked to form the basis matrix B,
defined as

B =


20 log

∣∣∣Hv̂f,0,1,v̂q,0(e
jΩ)

∣∣∣
...

20 log
∣∣∣Hv̂f,K−1,1,v̂q,K−1(e

jΩ)
∣∣∣


T

(8)

Given B, the gains which minimize equation (6) are determined
by

v̂g = (BTB)−1BTx (9)

noting that the estimated gains v̂g are only optimal with respect to
the estimated v̂f and v̂q .

In the implementation used here, peaking filter center frequen-
cies are determined by scanning the desired magnitude frequency
response from left to right for local extrema, imposing that the
next potential peaking filter be placed at least a third octave away
from the previous one. Peaking filter Qs are estimated using the
design equations outlined in [15]. Shelf cutoff frequencies are esti-
mated as the closest frequencies which deviate from the frequency
response evaluated at DC and Nyquist, respectively, by more than
a factor of 0.5. Shelf slopes are set to a constant value of 0.75.
These hand-tuned design decisions were based on analysis carried
out during algorithm development, and deviate only slightly from
the original method.

3.3. Neural network algorithm

The proposed approach infers v̂ and its corresponding x̂ using the
neural network architecture depicted in Figure 2. In this work, the
input to the model is the desired magnitude frequency response x
in dB used "as is," though some transformation onto a logarithmic
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Figure 2: Parametric EQ matching neural network architecture.

frequency scale could have also been considered. The model con-
tains an EQ parameter inference network comprised of 3 fully con-
nected stacks cascaded in series. Each stack consists of a 256-unit
dense layer, layer normalization [16], and a ReLU activation. Note
that this part of the network architecture is similar to the multi-
layer perceptron network in [9]. The output of the final stack is
subjected to a dense layer whose output is of size 3K. This output
is split into 3 vectors of size K corresponding to the frequency,
gain, and Q of the different EQ bands.

A subtlety in the design of such a network is that a portion
of the output parameter space must/should be constrained. One
must be mindful that adding constraints directly to network out-
put layers by means of an activation function can eliminate gra-
dients during model training, causing outputs to saturate at one
of its extreme values. Accordingly, each parameter vector is sub-
jected to its own type of activation. Considering the range of hu-
man hearing, and more importantly, that digital frequencies are
cyclical around the Nyquist rate, the frequency vector is subjected
to the activation σf (·), consisting of a sigmoid function and scal-
ing to constrain its outputs to be in the range fmin = 20 Hz and
fmax = 20 KHz. Since there is no mathematical constraints on
gains imposed by the biquad formulae, no constraint/activation is
applied to the gain vector during training (indicated by the identity
operator in Figure 2). During inference, however, they are clipped
to gmin = −10 dB and gmax = 10 dB, acknowledging that most
EQs have some sort of maximum and minimum per-band gains
associated with them, and that larger per-band gains in practical
matching context are fairly uncommon. Values for Q must be non-
negative, and for shelving filters, must also be ≤ 1. Accordingly,
the Q vector is subjected to the activation σq(·), consisting of a
sigmoid function and scaling to constrain its output to be in the
range qmin = 0.1 and qmax, where qmax = 1 for shelving filters
and qmax = 3 for peaking filters. The outputs of the respective ac-
tivations are the 3 parameter vectors v̂f , v̂g , v̂q , representing the
frequencies, gains, and Q values for EQ bands, respectively. Fi-
nally, a concatenation of the resulting vectors forms the estimated
parameter vector v̂.

One fundamental challenge in developing a useful neural para-
metric matching EQ algorithm is that it is instructive to relate in-
ferred parameters to their resulting magnitude frequency response
in a differentiable way. One way of achieving this is by explic-
itly constructing biquadratic RNN layers [17], which would en-
able back-propogation through time, and generating frequency re-
sponses of truncated impulse responses when passing them through
these layers. Though this is certainly interesting, and may be use-
ful for other deep learning applications which make use of para-

metric EQs, this is rather slow and computationally expensive in
practice (this is generally the case for IIR filters). Moreover, it is
unnecessary for the task at hand, assuming that there exists some
reasonable means of estimating the desired magnitude frequency
responses. Considering that the frequency response of cascaded
biquads can be efficiently evaluated using the cascaded freqz ex-
pression in equation (5), we create differentiable biquads for this
application by implementing the p2c and cascaded freqz oper-
ations using an automatic differentiation library (such as Tensor-
Flow), making sure that the response is evaluated at the same fre-
quencies as the underlying FFT used to the generate desired mag-
nitude frequency responses. As such, the EQ frequency response
evaluation operations form a layer that is actually a part of the
model, enabling end-to-end training. Accordingly, the estimated
desired magnitude frequency response x̂ can be determined by the
estimated EQ parameters v̂, forming the outputs of the model for
system training.

3.4. Loss function

The loss function of the network that is optimized during training
is comprised of 3 terms, given by

L(x, x̂,v, v̂) = αLα(x, x̂) + βLβ(v, v̂) + γLγ(v̂g) (10)

where the weights α, β, and γ are network hyperparameters that
balance between the different loss terms. The Lα term is the recon-
struction error between the desired and predicted EQ magnitude
frequency responses. Here, we simply use the MSE loss, but note
that it is trivial to use any meaningful distance metric and include
any form of perceptually-based frequency weighting scheme. The
Lβ term is the reconstruction error between the true and predicted
EQ parameter values. Note that the inclusion of this term is only
possible if data is generated via the sampling of EQ parameter val-
ues. The design of the curve generator used for generating train-
ing and validation data in this work is discussed further in Section
4. Here, the MSE loss is used after rescaling parameters into the
range [0, 1] considering the values for fmin, fmax, gmin, gmax,
qmin, and qmax, and is referred to as the MSEv . Lastly, The Lγ

term is an optional L1 regularizer on the gain parameters of the
network, which can be used to provide sparsity to the EQ match
solution. Note that the training objective is fairly generalized, and
can be made identical to that in [7, 8] when α = γ = 0.
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Figure 3: PDFs used for sampling EQ parameters.

4. EXPERIMENTAL RESULTS

4.1. Dataset description

Data is a critical component to the training and evaluation of deep
learning algorithms. Here, magnitude frequency responses are
generated via a random sampling of parametric EQ parameters,
with fs = 48 kHz, K = 12, and N = 4096 (Nb = 2049), and
networks are configured to match this setup. This allows for an ex-
pressive generation of magnitude frequency responses, and offers
paired samples of desired magnitude frequency responses and their
underlying EQ parameters. The distributions used for the random
sampling of EQ parameters is dependent on band type, and the re-
sulting probability distribution functions (PDFs) for all parameters
and band types are summarized visually in Figure 3.

We chose training distributions, as shown in blue in Figure 3,
to generate EQ curves that resemble the type that one would ex-
pect to see in practice. It is assumed that bands 0 and K − 1 of
the EQ are low and high shelving filters, respectively, while bands
k ∈ {1, . . . ,K − 2} are peaking filters. Low shelf frequencies
are predominantly concentrated in the low end, while high shelf
frequencies span more uniformly across mid-high and high fre-
quencies, and are respectively sampled by

vf,0 = λf,0 · (fmax − fmin) + fmin (11)

vf,K−1 = λf,K−1 · (fmax − fmin) + fmin (12)

where λf,0 ∼ Beta(0.25, 5) and λf,K−1 ∼ Beta(4, 5). Peaking
band frequencies are sampled between low and high shelf frequen-
cies, or vf,k ∼ Uniform(vf,0,vf,K−1) for k ∈ {1, . . . ,K − 2}.

The resulting PDF is a function of random variables, visualized
empirically in Figure 3. Peaking EQ bands are ordered by ascend-
ing frequency to minimize "confusion" of the parameter loss to
permutations. The PDFs for gains are similar between band types.
They are concentrated around 0 dB with some amount of variation,
largely in the range ±6dB. Peaks in the PDF at 0 dB arise from
the fact that bands are actively disabled with some probability. Ac-
cordingly,

vg,k = νg,k · λg,k · (gmax − gmin) + gmin (13)

where νg,k ∼ Bernoulli(pk) with pk = 0.5 for shelving filters
and 0.333 for peaking filters, and λg,k ∼ Beta(5, 5). The PDFs
for Qs are concentrated towards their lower range, as matching
EQs are generally used more for tone shaping and less for surgical
applications, and are sampled by

vq,k = λq,k · (qmax − qmin) + qmin (14)

with λq,k ∼ Beta(1, 5).
Two different validation sets for evaluating EQ matching algo-

rithms were considered. Validation set 1 is a set of 8192 new points
generated from the training distribution that were not seen during
training. Validation set 2 is a similarly generated set of samples,
except that the underlying distribution of the magnitude frequency
response generator is changed dramatically by using uniform dis-
tributions for all parameters (spanning their full respective ranges),
as visualized in orange in Figure 3. This introduces a large mis-
match into the experiment used to analyze the generalization of
different approaches. Indeed, the uniformly distributed parame-
ters yield more complicated magnitude frequency responses that
are far more challenging to all approaches that are compared here.
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Figure 4: Parametric EQ matching examples from (a) validation set 1 and (b) validation set 2.

4.2. Performance assessment

We quantatively compare the performance of different methods
on both validation sets. We evaluated performance by measuring
spectral similarity using both the MSE defined in equation (6) and
the mean absolute error (MAE) defined as

MAE(x, x̂) =
1

Nb
∥x− x̂∥1 (15)

The proposed network was trained with α = 1, β = 10−3, and
γ = 10−2, noting that a small, non-zero value for β can speed up
training. Another network is trained solely using a parameter loss
(i.e. α = 0, β = 1, and γ = 0), effectively matching the training
scenario in [7, 8]. Both networks were trained for 50000 steps
using the Adam optimizer with a learning rate of 10−3 and a batch
size of 16. The MSEv is also reported for the neural networks to
highlight the extent of correlations between spectral and parameter
losses. We omit this computation for the baseline algorithm, as it
selects a variable number of peaking filters for each sample.

Table 2 and 3 summarizes our performance evaluation. Fig-
ure 4 shows a few matching results on the two validation sets. We
see that while the baseline approach can be somewhat effective,
the proposed neural network approach with multiple losses visu-
ally and quantitatively provides closer matches to the ground truth
magnitude frequency responses on both validation sets. We also
see that while the network using only a parameter loss does capture
the general shape of the desired magnitude frequency responses,
its EQ matching is imprecise, and does not even offer performance
comparable to the baseline approach. This is particularly interest-
ing because its parameter loss is substantially lower than that of the
proposed network, indicated by their MSEv . This illustrates the
necessity for end-to-end training that can only be achieved when
the parametric EQ is itself part of the neural network.

Lastly, we illustrate the effectiveness of the proposed approach
on a real-world example. The source and reference material are
recordings of the same guitar performance using a dynamic and
large diaphragm condenser microphone, respectively. Critical-band
smoothing [5, 18] is applied to both the time-averaged source and
reference spectra xs and xr , respectively. Specifically, we bidi-
rectionally smooth [19] each spectrum using exponential moving

Table 2: Quantitative performance assessment on validation set 1.

Method MSE(x, x̂) MAE(x, x̂) MSEv(v, v̂)
Baseline 0.1679 0.2457 −

Parameter 1.495 0.8710 0.0275
Proposed 0.0782 0.1072 0.0737

Table 3: Quantitative performance assessment on validation set 2.

Method MSE(x, x̂) MAE(x, x̂) MSEv(v, v̂)
Baseline 10.03 2.119 −

Parameter 25.29 3.881 0.0776
Proposed 7.021 1.842 0.1486

average filters. Given an input spectrum x(·) to the smoothing
procedure, we begin by initializing x(·),sm = x(·). The first "for-
ward" smoothing step (applied from left to right) is then defined
by the recursive operation

x(·),sm[i] = x(·),sm[i− 1] + µ[i] · (x(·),sm[i]− x(·),sm[i− 1])
(16)

where i is the frequency bin index. A second "backward" smooth-
ing step is then applied recursively from right to left as

x(·),sm[i] = x(·),sm[i+ 1] + µ[i] · (x(·),sm[i]− x(·),sm[i+ 1])
(17)

The filtering constant µ[i] is a function of the equivalent rectan-
gular bandwidth of the corresponding frequency indexed at bin i.
At a sampling rate fs, an N -point FFT has a frequency resolution
∆f = fs/N , and accordingly, the smoothing constant is given by

µ[i] = 1− exp

[
−∆f

0.108(i∆f) + 24.7)

]
(18)

for i ∈ {0, . . . , Nb−1}. This filtering procedure is applied to each
spectrum, yielding the smoothed, time-averaged source and refer-
ence spectra xs,sm and xr,sm, respectively. Finally, the desired
magnitude frequency response is estimated as x = xr,sm/xs,sm.
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Table 4: Quantitative performance assessment on select examples.

Method
Figure 4a Figure 4b Figure 5

MSE(x, x̂) MAE(x, x̂) MSEv(v, v̂) MSE(x, x̂) MAE(x, x̂) MSEv(v, v̂) MSE(x, x̂) MAE(x, x̂)
Baseline 0.4394 0.4668 − 13.68 2.869 − 0.2077 0.3686

Parameter 8.044 2.692 0.0072 18.48 3.536 0.1351 1.775 0.9924
Proposed 0.2762 0.2922 0.0730 5.703 1.899 0.2048 0.1035 0.2494

102 103 104
Frequency (Hz)

−4

−2

0

2

4

M
ag

ni
tu
de

 (d
B)

Ground Truth
Baseline
Parameter
Proposed

Figure 5: Parametric EQ matching example on a real-world pair
of samples.

The results of the matching is illustrated in Figure 5. Quanti-
tative evaluation for the examples in Figures 4 and 5 are shown in
Table 4. It can be observed that the output of the proposed method
is more similar to the desired magnitude frequency response, seen
visually and indicated by their spectral distances. Again, the neu-
ral network trained solely on a parameter loss struggles with the
matching, as its parameter estimation does not correlate directly
to the resulting magnitude frequency response. Note that in this
case, the underlying EQ parameter values do not exist as the de-
sired magnitude frequency response was not synthetically created
by a parametric EQ.

5. CONCLUSIONS

In this paper, a novel application of deep learning to the problem of
parametric EQ matching was proposed. Central to the formulation
of the neural network solution was the differentiable implemen-
tation of a parametric EQ using cascaded biquads, allowing for
the optimization to occur directly in the frequency domain. The
proposed solution outperformed a baseline approach based on a
convex relaxation of the EQ matching problem. Moreover, it was
shown that a simpler neural network optimization in the parameter
space was insufficient for the problem at hand.

Future research will extend this work to classify different EQ
band types during the matching process, as fixing the band types
has remained a limitation imposed by different methods (includ-
ing this one). Another interesting follow-on to this work would
be to consider whether a neural network could learn a better no-
tion of a desired magnitude frequency response than the division

of source and reference spectra, in a similar fashion to the feature
learning introduced in [20]. It could concievably learn to factor
out performance-driven contributions (i.e. the potentially different
pitches comprising the source and reference performances), lend-
ing itself closer to a true timbral matching.
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ABSTRACT

Relative music loudness estimation is a MIR task that consists in
dividing audio in segments of three classes: Foreground Music,
Background Music and No Music. Given the temporal correlation
of music, in this work we approach the task using a type of network
with the ability to model temporal context: the Temporal Convo-
lutional Network (TCN). We propose two architectures: a TCN,
and a novel architecture resulting from the combination of a TCN
with a Convolutional Neural Network (CNN) front-end. We name
this new architecture CNN-TCN. We expect the CNN front-end to
work as a feature extraction strategy to achieve a more efficient us-
age of the network’s parameters. We use the OpenBMAT dataset
to train and test 40 TCN and 80 CNN-TCN models with two grid
searches over a set of hyper-parameters. We compare our mod-
els with the two best algorithms submitted to the tasks of music
detection and relative music loudness estimation in MIREX 2019.
All our models outperform the MIREX algorithms even when us-
ing a lower number of parameters. The CNN-TCN emerges as the
best architecture as all its models outperform all TCN models. We
show that adding a CNN front-end to a TCN can actually reduce
the number of parameters of the network while improving perfor-
mance. The CNN front-end effectively works as a feature extrac-
tor producing consistent patterns that identify different combina-
tions of music and non-music sounds and also helps in producing
a smoother output in comparison to the TCN models.

1. INTRODUCTION

One of the main applications of music detection algorithms is the
monitoring of music for copyright management [1, 2, 3, 4]. In the
copyright management business, collective management organiza-
tions tax broadcasters for the music they broadcast. In some cases,
the tax is different depending on whether this music is played in
the foreground or the background1. In the context of broadcast
audio, music is used many times in the background, for instance,
as a means to create a certain atmosphere. In this scenario, music
detection algorithms fall short as we need to estimate the loudness
of music in relation to other simultaneous non-music sounds, i.e.,
its relative loudness.

1https://createurs-editeurs.sacem.fr/
brochures-documents/regles-de-repartition-2017

Copyright: © 2020 Blai Meléndez-Catalán et al. This is an open-access article dis-

tributed under the terms of the Creative Commons Attribution 3.0 Unported License,

which permits unrestricted use, distribution, and reproduction in any medium, pro-

vided the original author and source are credited.

Motivated by this industrial need, we proposed relative music
loudness estimation as a sub-task of the music detection task in
MIREX2 2018 and 2019. This sub-task is simplified to the seg-
mentation of an audio stream into three classes: Foreground Mu-
sic, Background Music and No Music. In addition, we published
the Open Broadcast Media Audio from TV (OpenBMAT) dataset
[5] for training and evaluation, which we use in this work.

In this paper, we study the usefulness of Temporal Convolu-
tional Networks (TCN) for the task of relative music loudness es-
timation. TCNs are a type of architecture with the ability to model
temporal context, which we consider a fundamental characteristic
when analyzing temporally correlated signals such as music. We
then introduce a CNN front-end to the TCN architecture producing
a novel type of network that we name CNN-TCN. We expect the
CNN front-end to work as a feature extraction strategy to achieve
a more efficient usage of the network’s parameters. We train 40
TCN and 80 CNN-TCN models with two grid searches over sev-
eral hyper-parameters, and compare them among themselves and
with the two best algorithms submitted to the tasks of music de-
tection and relative music loudness estimation in MIREX 2019.

2. SCIENTIFIC BACKGROUND

Music detection is the closest task to relative music loudness es-
timation that we can find in the literature. In the case of mu-
sic detection, foreground and background music are not separated
into two different classes. However, many authors differentiate
between foreground and background music in their works: Sey-
erlehner et al. [2] already mentioned these two concepts while
stating that background music is harder to detect. Several other au-
thors [1, 3, 4] agree in the fact that music detection is often applied
to scenarios characterized by the presence of background music,
effectively differentiating them from scenarios where music has
the main role.

Besides, the literature also addresses the task of music detec-
tion combined, primarily, with the detection of speech, but also
other types of sounds such as noise or environmental sounds. In
1996, Saunders [6] became the first author to publish a paper de-
scribing a speech and music segmentation algorithm already achiev-
ing outstanding results. His approach, though, assumes that there
is no overlap between both classes, which is very frequent in broad-
cast audio. One year later, Scheirer et al. [7] introduced the over-
laps between music and speech as an extra class obtaining an error
rate of 35%, which reveals the complexity of the task even when
the non-music part includes only speech and not other type of non-

2https://www.music-ir.org/mirex/wiki/MIREX_HOME
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music sounds. Richard et al. [8] also followed the segmentation
approach using three classes: Music, Speech and Mixed. Their
evaluation showed that their algorithm clearly detects when Speech
is alone, but has more difficulties to differentiate between Music
and Mixed. Lu et al. [9], in 2001, and Panagiotakis et al. [10], in
2005, added other classes such as Environmental Sounds and Si-
lence to the taxonomies they used, but failed to consider overlaps
between classes.

In 2012, Schlüter et al. [11] proposed the first approach to mu-
sic and speech detection using deep learning architectures. They
designed two identical networks, one for music detection and an-
other one for speech detection, based on mean-covariance Restricted
Boltzmann Machines. Lidy [12] also used a neural network for his
submission to the task of music/speech classification and detec-
tion in MIREX 2015. The model he presented is a shallow CNN
with only one 2D-convolutional layer; nevertheless, he achieved
second place in the competition out of 7 participants. Doukhan et
al. [13] used a slightly deeper architecture, but followed the same
design pattern, to create a model for music and speech segmenta-
tion. Gfeller et al. [14] created a CNN for music detection already
including six consecutive separable 2D-convolutional layers. Jang
et al. [15] proposed a new type of filter for music detection called
melCL filter. It mimics the filters used in the Mel filter bank with
the advantage of having weights that can be optimized through
backpropagation.

Gimeno et al. [16] proposed a Recurrent Neural Network
(RNN) for the task of music and speech segmentation. RNNs
can model temporal context, which is a desirable characteristic
when working with temporally correlated signals such as speech
or music. They presented a model consisting of two stacked Bidi-
rectional Long Short-Term Memory layers (BiLSTM). BiLSTM
layers allow the training sequence to be read forward and back-
wards including both past and future information into the decision
for each time step. Moreover, LSTM layers help palliating the
vanishing and exploding gradient effects [17]. de Benito-Gorrón
et al. [18] evaluated several architectures including CNNs and
LSTM networks. The combination of both produced the best per-
formance.

TCNs are a type of deep learning architecture that can also
model temporal context. Actually, Bai et al. [19] showed that they
offer equal or even better performance than RNNs. Additionally,
they do not suffer from exploding/vanishing gradients. We offer
a thorough description of these type of networks in Section 3.2.
Lemaire et al. [20] used this kind of architecture with non-causal
filters for the task of music and speech detection.

The relative music loudness estimation task appeared for the
first time in MIREX 2018. Meléndez-Catalán et al. [21] submitted
a regression algorithm based on a CNN to this competition. The
output of the network is transformed into a class label by means of
a set of thresholds and the result smoothed using several heuristic
rules. The algorithm reached 86.15% accuracy in MIREX 2018
dataset 1, an early version of the later published OpenBMAT. In
MIREX 2019, Meléndez-Catalán et al. presented this same algo-
rithm along with a very similar CNN, and a CNN-TCN prototype
developed during the elaboration of the present work [22]. Both
new algorithms outperformed the CNN from 2018 with the CNN-
TCN obtaining first place.

Figure 1: (left) CNN-TCN architecture. (right-top) Convolutional
block. (right-bottom) Residual block.

3. PROPOSED MODELS

In this section, we detail the models that we propose for the task of
relative music loudness estimation: the TCN and the CNN-TCN,
which is the combination of a CNN front-end with a TCN. We
include an explanation of the input features and the architecture of
the models.

3.1. Feature generation

We use audio at 8000 samples per second with 16 bits per sample
and normalized to have a maximum amplitude value of 1. From
the audio data, we compute the power spectrogram with a Han-
ning window of length 512 samples (64 ms) and a hop size of 128
samples (16 ms). We then apply a Mel filter bank with Nmels =
128 filters to obtain the Mel-spectrogram. Then, we change its
magnitude scale to logarithmic to produce the log-magnitude Mel-
spectrogram. The resulting training instances have 625 time-frames,
which is equivalent to 10 seconds, making the input to the network
a matrix with shape 128x625. We apply min-max normalization
independently to each input to ensure that its values range from 0
to 1.

3.2. Architectures

The TCN model is formed by a stack of 6 residual blocks. A resid-
ual block, as defined by He et al. [23], applies a certain function
(F ) to an input (x) that depends on the weights ({Wn}) and biases
({bn}) of the N layers contained in the residual block. The output
of this function is then added back to the input and passed to an
activation function to obtain the output of the residual block (y).
This way, the layers inside the residual block learn modifications
to the input instead of a complete transformation. This has proven
to ease their optimization [23]. Eq. 1 presents the formal definition
of a residual block.

y = Activation(F (x, {Wn}, {bn}) + x) (1)

In the right-bottom part of Fig. 1, we show the structure of
the residual blocks that we use in this paper. Our residual blocks
contain two 1D-convolutional layers as proposed by Bai et al. [19].
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Figure 2: An example of a TCN’s receptive field used to classify a
single time-frame. The architecture includes 2 residual blocks with
dilations d = [1, 2] and non-causal filters of length L = 3. This
network’s receptive field is equal to 7 time-frames.

However, we have removed the activation function of the second
1D-convolutional layer so that the modifications learned by the
residual block may include negative values as originally designed
by He et al. [23].

All 1D-convolutional layers have Ntcn non-causal filters [20]
of length L and a spatial dropout rate dr. The 1D-convolutional
layers of each subsequent residual block have a higher dilation
rate starting at one and increasing by a factor of two for each
block. The first 1D-convolutional layer of the TCN reads the log-
magnitude Mel-spectrogram as Nmels scalar temporal sequences
by interpreting the frequency axis as channels.

The temporal context used to classify each time-frame is called
receptive field [19]. Eq. 2 shows how the receptive field RF of the
TCN depends on the filter length L and the vector of dilation rates
d of length D. Using non-causal filters implies that the receptive
field is divided equally between past and future time-frames.

RF = 1 +
D∑
i=0

d[i] ∗ (L− 1) (2)

Fig. 2 is a simplified representation of a TCN model where
xt ∈ IRNmels is the time-frame t of the input features, ŷt ∈ IRNtcn

is the output of the last residual block for that time-frame and
yt ∈ IR3 is the vector that carries the probability of the 3 rela-
tive music loudness estimation classes for that time-frame. The
network includes 2 residual blocks with d = [1, 2] and non-causal
filters of length L = 3. Following Eq. 2, we obtain a receptive
field of 7 time-frames.

In the left part of Fig. 1, we show the CNN-TCN model,
which is a combination of a CNN front-end and the TCN described
above. The CNN consists in a stack of 7 blocks that comprehend:
(1) a 2D-convolutional layer with Ncnn 3x3 filters and a ReLU ac-
tivation function, (2) a spatial dropout layer with a dropout rate dr
and (3) a max-pooling layer. We apply the max-pooling only to
the frequency axis reducing its dimensionality by a factor of two
for each block until it is equal to one. The TCN reads the output
of the CNN as Ncnn scalar temporal sequences and models their
evolution.

Concatenating a CNN and a TCN does not necessarily produce
a model with more parameters than the TCN model alone. Eq. 3
shows how the number of parameters (P ) in a 1D-convolutional
layer of the TCN depends on the number of input channels (Nch),
the number of filters (Ntcn), their length (L) and the bias vector
(b). Adding the CNN front-end transforms the number of channels
that we input to the TCN from Nch = Nmels to Nch = Ncnn.
If we reduce the number of channels by using a low Ncnn value,
we can significantly decrease the number of parameters of the first
1D-convolutional layer of the TCN compensating the number of
parameters added by the CNN itself.

P = Nch ∗Ntcn ∗ L+ b (3)

The output layer for both TCN and CNN-TCN architectures
has 3 neurons, each of them corresponding to one of the three
classes of the relative music loudness estimation task. Using a
softmax activation function, the networks outputs the probability
of each class for each time-frame. This means they offer predic-
tions with a frame-level time resolution regardless of the input size
in the temporal dimension. We assign the class with the highest
probability to each time-frame. We refer to a set of contiguous
time-frames of the same class as a segment of that class. The seg-
ment starts at the beginning of the first time-frame and ends at the
end of the last time-frame, in chronological order.

3.3. Smoothing

Classifying at a frame-level allows an algorithm to be very pre-
cise in detecting a change of class; however, it also makes it prone
to produce short erroneous segments that makes the classification
noisy. To solve this issue, we apply a smoothing strategy to the
output of our models: we use a sliding window that assigns the
most represented class across all time-frames covered by the win-
dow to its central time-frame.

4. EXPERIMENTAL SETUP

In this experiment, we carry out two grid searches over a total of
four hyper-parameters to find the configuration that produces the
best possible TCN (TCN best) and CNN-TCN (CNNTCN best)
models. We compare these models with the two best algorithms
presented to the tasks of music detection and relative music loud-
ness estimation of MIREX 2019. In what follows, we group them
as MIREX algorithms. We impose two restrictions: (1) TCN best

must have a lower number of parameters than the MIREX algo-
rithms; and (2) CNNTCN best must have a lower number of pa-
rameters than TCN best. This way we make sure that any improve-
ment comes from a more appropriate architecture and not just from
an increase of the networks learning capacity. In this section, we
detail the dataset, describe the MIREX algorithms, and explain the
training methodology and evaluation metrics that we use in the ex-
periment.

4.1. Dataset

In this work, we use OpenBMAT [5]3, an open dataset annotated
for the tasks of music detection and relative music loudness esti-
mation that contains over 27 hours of TV broadcast audio from
France, Germany, Spain and the United Kingdom distributed over

3https://zenodo.org/record/3381249
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1647 one-minute long excerpts. It is the first dataset to include
annotations about the loudness of music in relation to other simul-
taneous non-music sounds and it is designed to encompass two
essential features: (1) contain music both isolated and mixed with
other type of non-music sounds; and (2) including a significant
number of multi-class audio files, i.e., audio files that contain class
changes. OpenBMAT has been cross-annotated by 3 annotators
obtaining high inter-annotator agreement percentages both for the
music detection and the relative music loudness estimation tasks.
The annotators were told to ignore any segment shorted than 1 sec-
ond. The annotation tool that we used for the annotation is BAT
[24].4

This dataset comes with 10 predefined splits containing ap-
proximately 15% Foreground Music, 35% Background Music and
50% No Music. During training, we use nine of them: eight for
the training set and one for the development set. The tenth split
constitutes the testing set. From each split we only use the audio
excerpts that have at least partial agreement, i.e., the parts where at
least two annotators agree. For the classes used in the relative mu-
sic loudness estimation task this supposes 99.79% of the content.
We always pick the classes with the most agreement as ground
truth.

4.2. MIREX algorithms

We choose two algorithms to compare our models with. They are
two of the algorithms that Meléndez-Catalán et al. presented to
the tasks of music detection and relative music loudness estima-
tion of MIREX 2019: M1 [21] and M2 [22]. M1 was already
submitted to MIREX 2018, where it obtained first place out of
5 participants in the music detection task, and was the first algo-
rithm to participate in the relative music loudness estimation task.
In 2019, M2 and M1 obtained second and third place, respec-
tively, in both tasks. The winner was a CNN-TCN prototype that
Meléndez-Catalán et al. produced during the elaboration of this
paper.

M1 and M2 consist in a CNN with 3 convolutional blocks and
2 dense layers. Each of the convolutional blocks is composed by a
2D-convolutional layer with a ReLU activation, and a max-pooling
layer. The two algorithms differ in several hyper-parameters such
as the number of 2D-convolutional filters and their size. M1 and
M2 have a total of 97,779 and 453,763 parameters, respectively.
The input to both networks is the log-magnitude Mel-spectrogram,
with 128 frequency bins, of approximately 2 seconds of audio,
which translates to 128 time-frames. The difference in accuracy
between M2 and M1 in MIREX 2019 was approximately 2 per-
centage points (pp) for the task of music detection and 3 pp for
the task of relative music loudness estimation. Given that M2 has
approximately 4.5 times the amount of parameters of M1 , we find
it difficult to judge what architecture is more appropriate for these
two tasks. That is why we include both of them in the comparison.

Originally, M1 and M2 are two-neuron output regression al-
gorithms that adapt to classification through a set of thresholds.
Unfortunately, the annotations in OpenBMAT are designed for
classification and not for regression. This is why we replace the
two-neuron output layers by three-neuron output layers and train
the networks for classification. These two algorithms include sev-
eral rules that aim to smooth their predictions by modifying the
class of a particular segment based on its class and duration, and
the class and duration of the contiguous segments.

4https://github.com/BlaiMelendezCatalan/BAT

We train them for 100 epochs using the ADAM optimizer with
learning rate lr = 0.001, and the categorical cross-entropy loss
function, which we weight to compensate the imbalance in terms
of instances per class of the training and development sets. Both
algorithms tend to overfit the training set, so we apply a range of
dropout rates to the 2D-convolutional layers. We save the models
that produces the lowest loss for the development set.

4.3. Training

The training process has two steps: first, we train a set of TCNs
through a grid search over the hyper-parameters described in Sec-
tion 3.2: (1) the number of filters Ntcn, (2) the filter length L
and (3) the dropout rate dr of the 1D-convolutional layers. (2)
allows us to modify the receptive field of the TCN without affect-
ing the model’s architecture. With (1) and (3) we experiment with
the learning capacity of the network and its regularization, respec-
tively. We train 40 models using the following set of values for
each hyper-parameter:

• Ntcn ∈ [16, 32]

• L ∈ [3, 5, 7, 9, 11]

• dr ∈ [0.0, 0.05, 0.1, 0.15]

In the second step, we combine these TCN models with two
CNNs to generate 80 CNN-TCN models. The 2D-convolutional
layers of these CNNs have Ncnn 3x3 filters where:

• Ncnn ∈ [16, 32]

We choose sets of hyper-parameter values that produce a ma-
jority of networks with a number of parameters lower than the
number of parameters of M1 . Given that these networks require
regularization through the usage of dropout layers, we considered
that they have enough capacity to absorb the training dataset.

We fix the overlap between instances to make sure that we
train our models and the MIREX algorithms using approximately
the same amount of seconds of audio. The downside of this strat-
egy is that the number of instances differs significantly due to the
difference in input size. We fix the overlap to 50%, which results in
12,892 training instances and 1,616 development instances to train
our models, and 74,585 training instances and 9,286 development
instances to train the MIREX algorithms.

We train all our models for 100 epochs using the ADAM op-
timizer with learning rate lr = 0.001, and the categorical cross-
entropy loss function, which we weight to compensate the imbal-
ance in terms of instances per class of the training and develop-
ment sets. We keep the model that produces the lowest loss for
the development set. We shuffle the training data every epoch and
present it to the network in batches of 128 instances. We use keras
2.2.4 and tensorflow-gpu 1.12.

4.4. Metrics

To evaluate a model, we run it on the testing set and compute its
confusion matrix with ground truth as rows and the model’s clas-
sification as columns. The values in this confusion matrix are the
number of seconds per class classified as each class. By weighting
each row by the total number of seconds per class, we obtain a bal-
anced confusion matrix. A balanced confusion matrix shows what
percentage of the number of seconds per class is classified as each
class, and thus, is independent of the actual balance of the test-
ing set. The statistics that we extract from this balanced confusion
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Table 1: Statistics of M1 , M2 , TCN best and CNNTCN best with and without smoothing (S). The metrics are described in Section 4.4.

Model bAccbAccbAcc bPFgbPFgbPFg bRFgbRFgbRFg bPBgbPBgbPBg bRBgbRBgbRBg bPNobPNobPNo bRNobRNobRNo RSRSRS paramsparamsparams
M1 81.36% 86.98% 84.22% 73.12% 75.9% 84.49% 83.97% 1.76 97,779

M1 (S) 81.7% 88.35% 79.57% 71.98% 79.79% 86.54% 85.74% 0.83 97,779
M2 82.57% 85.79% 86.88% 75.42% 75.47% 86.51% 85.34% 1.62 453,763

M2 (S) 83.04% 86.56% 83.92% 74.83% 77.86% 88.21% 87.33% 0.81 453,763
TCN best 85.76% 90.08% 89.21% 79.52% 80.39% 87.79% 87.69% 39.27 85,635

TCN best (S) 86.27% 90.68% 89.14% 79.85% 81.63% 88.52% 88.05% 1.54 85,635
CNNTCN best 90.05% 91.43% 93.38% 86.18% 84.58% 92.43% 92.18% 11.41 80,963

CNNTCN best (S) 90.06% 91.81% 92.79% 85.73% 85.2% 92.61% 92.19% 1.14 80,963

Table 2: Weighted confusion matrices for the M1 and M2 algorithms with smoothing.

Ground M1M1M1 Classified As M2M2M2 Classified As
Truth Fg Bg No Fg Bg No

Fg 79.54% 18.65% 1.77% 83.92% 15.22% 0.86%
Bg 8.64% 79.79% 11.56% 11.33% 77.86% 10.8%
No 1.85% 12.41% 85.74% 1.7% 10.97% 87.33%

Table 3: Weighted confusion matrices for the TCN best and CNNTCN best models with smoothing.

Ground TCN bestTCN bestTCN best Classified As CNNTCN bestCNNTCN bestCNNTCN best Classified As
Truth Fg Bg No Fg Bg No

Fg 89.14% 10.16% 0.7% 92.79% 6.89% 0.32%
Bg 7.66% 81.63% 10.72% 7.76% 85.2% 7.03%
No 1.51% 10.44% 88.05% 0.51% 7.29% 92.19%

matrix share this property. We consider: the balanced accuracy
(bAcc), precision (bPclass) and recall (bRclass). We also propose
a new metric that we name ratio of segments (RS): the ratio be-
tween the number of predicted segments (Spr) and the average
number of ground truth segments for all annotators (Sgt) across
(N ) files. We formally define RS in Eq. 4. This metric provides
relevant information about how noisy a model is regardless of how
correct its predictions are, which is another characteristic of its
performance. The optimal value of RS is 1.

RS =

∑N
n=0 Sprn∑N
n=0 Sgtn

(4)

5. RESULTS AND DISCUSSION

As shown in Table 1, both CNNTCN best and TCN best models
outperform the MIREX algorithms in terms of bAcc despite using
less parameters. TCN best uses the following hyper-parameters:

• Ntcn = 32

• L = 5

• dr = 0.15

The receptive field of this model is 253 time-frames, which
is equivalent to approximately 4 seconds. After the smoothing,
TCN best obtains a bAcc 4.6 pp higher than M1 using 12.4% less
parameters and 3.2 pp higher than M2 using 81% less parameters.
CNNTCN best uses the following hyper-parameters:

• Ncnn = 32

• Ntcn = 16

• L = 7

• dr = 0.15

The receptive field of this model is 379 time-frames, which is
equivalent to approximately 6.1 seconds. There is an improvement
in bAcc, after the smoothing, of 8.4 pp with respect to M1 using
17% less parameters and of 7 pp with respect to M2 using 82%
less parameters. The improvement with respect to TCN best is of
3.8 pp while using 5.5% less parameters. Obtaining better results
with less parameters implies that the architecture makes a more
efficient usage of its parameters, and thus, is more appropriate for
the task. Note that TCN best and CNNTCN best consider, respec-
tively, twice and thrice more temporal context to classify than the
MIREX algorithms.

As shown in Table 2 and Table 3, CNNTCN best provides a
strong improvement with respect to M1 and M2 in the detection
of background music, which is one of the most challenging types
of content due to the low volume of the music [5]. CNNTCN best

correctly classifies 34.9% of the background music that M2 can-
not detect and misclassifies as No Music. This percentage rises to
39.2% in the case of M1 . However, the statistics for the Back-
ground Music class show that there is still room for improvement
for the relative music loudness estimation and music detection
tasks.

In the left part of Fig. 3, we observe that all CNN-TCN mod-
els achieve better bAcc than any TCN model. This figure includes
all TCN and CNN-TCN models. Table 4 shows a comparison
between TCN best and a CNN-TCN model that shares the same
hyper-parameters. Note that the CNN-TCN model has less pa-
rameters and that it outperforms TCN best in terms of bAcc. This
further proves that using a CNN front-end improves performance.
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Figure 3: Comparison between M1, M2 and all the TCN and CNN-
TCN models in terms of bAcc and RS without smoothing. The
horizontal lines at the bottom correspond to M1 and M2.

Table 4: Comparison between TCN best and a CNN-TCN model
with the same hyper-parameters except for the dropout rate (dr).
We pick the best dropout rate for each model. We do not apply any
smoothing.

Arch bAccbAccbAcc NcnnNcnnNcnn NtcnNtcnNtcn LLL paramsparamsparams
TCN best 85.76% - 32 5 85,635
CNNTCN 89.15% 16 32 5 78,211

The ratio of segments RS in Table 1 shows that both TCN best

and CNNTCN best predict a number of segments much higher
than the number of segments in the ground truth. In this partic-
ular aspect, M1 and M2 are superior to our models, which are
prone to generate noise in the form of short erroneous segments,
especially near class changes. The bottom part of Fig. 4 shows
an example of this noise around second 8. To remove this noise,
we apply the smoothing strategy described in Section 3.3. Using
the development set, we evaluate the impact on RS and bAcc of
6 window sizes ranging from 0.5 to 3 seconds with steps of 0.5
seconds. We find an optimal window size of 2 seconds for both
models. This window size produces a strong decrease of RS and a
light improvement of bAcc. Smaller window sizes do not decrease
RS enough neither increase bAcc significantly. Larger window
sizes start decreasing bAcc as they can remove correct segment of
approximately 1 second, which is the minimum segment length in
OpenBMAT. As shown in Table 1, after the smoothing, TCN best

and CNNTCN best predict 54% and 14% more segments with re-
spect to the segments in the ground truth, respectively. Note in Fig.
3 that all CNN-TCN models produce significantly less noise than
any TCN model. This indicates that the CNN front-end also helps
in reducing this phenomenon.

Analyzing the duration of the CNNTCN best errors when we
apply no smoothing shows that almost 90% of the misclassified
segments have a duration lower or equal to 0.2 seconds. These er-
rors amount to approximately 16% of the misclassified time and
come mainly from a noisy classification and precision errors in
class changes during the annotation or the classification. Listening
to the errors with duration equal or higher than 3 seconds, which
represent approximately 50% of the misclassified time, we dis-
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Figure 4: (top) Example of the log-magnitude Mel-spectrogram,
which we use as input features for both the TCN and CNN-TCN ar-
chitectures. (mid) Output of the CNN in the CNN-TCN architecture
for these features. (bottom-top) CNNTCN best classification for
these features without smoothing. (bottom-bottom) Ground truth
of these features.

cover several patterns. CNNTCN best misclassifies:

• Loud and mixed non-music sound effects as in action films
(No Music) classified as Background Music.

• Speech mixed with background non-music noises with an
identifiable pitch such as engine sounds (No Music) classi-
fied as Background Music

• Low volume background music (Background Music) clas-
sified as No Music. Especially percussive music, live music
and tones.

• Loud live music mixed with applauses, cheering and other
audience sounds (Foreground Music) classified as Back-
ground Music.

We have analyzed the features extracted by the CNN front-
end. The top and mid parts of Fig. 4 show how the CNN front-
end works as a feature extractor transforming and reducing the
dimensionality of the input log-magnitude Mel-sectrogram. In the
example, we observe 4 consistent patterns in the generated fea-
tures corresponding to 4 sound combinations: (4) isolated music,
(1) isolated speech, (3) mixed music and speech, (2) silence. The
bottom part of Fig. 4 presents the CNNTCN best classification
and the ground truth for the input at the top of the figure. We
observe an annotation precision error around second 3, which is
shorter than 0.2 seconds and an example of noisy classification in
the Foreground Music segment between seconds 8 and 9.

6. CONCLUSIONS

In this paper, we have evaluated two architectures for the task of
relative music loudness estimation: the TCN and the CNN-TCN, a
novel architecture that consists in the combination of a TCN with a
CNN front-end. We have run two grid searches over several hyper-
parameters training 40 TCN models and 80 CNN-TCN models us-
ing the OpenBMAT dataset [5]. We have compared these models
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with the two best algorithms submitted to the tasks of music de-
tection and relative music loudness estimation in MIREX 2019:
M1 and M2 . We have obtained TCN and CNN-TCN models that
outperform these MIREX algorithms while using less parameters.
Producing better results with a lower number of parameters means
that our architectures make a more efficient usage of its parame-
ters, and thus, are more appropriate for the task. We have named
TCN best the TCN that performs the best while using less pa-
rameters than M1 and M2 . We have named CNNTCN best the
CNN-TCN that performs the best while using less parameters than
TCN best.

The results of the evaluation after the smoothing have shown
that, in terms of bAcc, TCN best outperforms M1 by 4.6 pp using
12.4% less parameters and M2 by 3.2 pp using 81% less param-
eters. CNNTCN best beats M1 by 8.4 pp using 17% less param-
eters and M2 by 7 pp using 82% less parameters. It also out-
performs TCN best by 3.8 pp using 5.5% less parameters. Addi-
tionally, our models provide a better classification of background
music, which is a challeging type of content due to the low vol-
ume of the music [5]. CNNTCN best correctly classifies 39.2%
and 34.9% of the background music that M2 and M1 , respec-
tively, misclassify as No Music. We have also observed that both
TCN best and CNNTCN best use a much larger temporal context
for classification than the MIREX algorithms.

The ratio of segments RS has revealed that adding a CNN
front-end helps in smoothing the classification in comparison to
the isolated TCN. We have also proven that the CNN front-end can
reduce the number of parameters of the network with respect to an
isolated TCN with the same hyper-parameters while improving its
performance. Finally, we have observed that the CNN front-end
effectively works as a feature extractor that reduces the dimension-
ality of the input features and transforms them into consistent pat-
terns that identify different combination of music and non-music
sounds.
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ABSTRACT

This paper proposes a grey-box neural network based approach
to modelling LFO modulated time-varying effects. The neural
network model receives both the unprocessed audio, as well as
the LFO signal, as input. This allows complete control over the
model’s LFO frequency and shape. The neural networks are trained
using guitar audio, which has to be processed by the target effect
and also annotated with the predicted LFO signal before training.
A measurement signal based on regularly spaced chirps was used
to accurately predict the LFO signal. The model architecture has
been previously shown to be capable of running in real-time on a
modern desktop computer, whilst using relatively little processing
power. We validate our approach creating models of both a phaser
and a flanger effects pedal, and theoretically it can be applied to
any LFO modulated time-varying effect. In the best case, an error-
to-signal ratio of 1.3% is achieved when modelling a flanger pedal,
and previous work has shown that this corresponds to the model
being nearly indistinguishable from the target device.

1. INTRODUCTION

Virtual analog modelling is a popular research topic, which seeks
to develop algorithms that can accurately imitate music hardware,
such as guitar effects pedals, amplifiers or musical instruments
[1, 2, 3, 4]. Time-varying audio effects are a family of audio ef-
fects, in which the behaviour of the system changes over time.
This category includes phasing, chorus, flanging, Leslie speakers
and more. This paper focuses on the modelling of such effects
processing units using a neural network.

Virtual analog modelling research can broadly be divided into
three approaches, “white-box” [5, 2, 6], “grey-box” [7, 8], and
“black-box” [9, 10] modelling. In “white-box” modelling, circuit
analysis or physical properties of the system are used to derive
equations describing its behaviour. In “black-box” modelling, the
relationship between inputs and outputs of the system are directly
measured and subsequently emulated. Finally, “grey-box” models
fall somewhere between the previous two approaches, requiring
knowledge of how the system works, but also using data measured
from it. This paper explores a generalised gray-box modelling ap-
proach for time-varying effects using a recurrent neural network
(RNN).

∗ This research is part of the “Nordic Sound and Music Computing
Network—NordicSMC,” NordForsk project no. 86892.

Copyright: © 2020 Alec Wright et al. This is an open-access article distributed under

the terms of the Creative Commons Attribution 3.0 Unported License, which permits

unrestricted use, distribution, and reproduction in any medium, provided the original

author and source are credited.

In recent years, numerous studies on virtual analog modelling
of guitar amplifiers [11, 12, 13, 14, 4, 15] and other nonlinear sys-
tems [16, 17] using neural networks have been published. Neural
network modelling of time-varying audio effects has received less
attention, with the first publications being published over the past
year [18, 3]. Whilst Martínez et al. report that accurate emulations
of several time-varying effects were achieved, the model utilises
bi-directional Long Short Term Memory (LSTM) and is therefore
non-causal and unsuitable for real-time applications.

In this paper we present a general approach for real-time mod-
elling of audio effects with parameters that are modulated by a
Low Frequency Oscillator (LFO) signal. Our approach is an adap-
tation of a technique used for modelling guitar amplifiers that we
proposed last year [14]. We validate our approach by creating
models of a digital phasing algorithm and an analog phaser and
flanger pedal. The resulting models require relatively little pro-
cessing power to run and are suitable for real-time operation.

The rest of this paper is organised as follows. Section 2 pro-
vides some background on time-varying audio effects. Section 3
describes the neural network architecture and training process used
during this study. Section 4 describes preliminary experiments car-
ried out to validate and test the limitations of our proposed ap-
proach. Section 5 details the method we applied to predict the
LFO signal in audio effect pedals. Sections 6 and 7 describe the
experiments and results, respectively, achieved when applying our
model to phaser and flanger guitar effects pedals, and Section 8
concludes the paper.

2. TIME-VARYING AUDIO EFFECTS

This paper focuses on modelling time-varying audio effects, a fam-
ily of audio effects where the parameters of the effect are varied,
or modulated, over time.

A simple example of a time-varying audio effect is the wah-
wah filter. This is just a bandpass filter with a variable resonant
frequency [1]. The resonant frequency is usually modulated by
a footpedal; however, in the Auto-Wah variant of the effect, the
resonant frequency can be modulated either by the envelope of
the input signal, or a Low-Frequency Oscillator (LFO). Figure 1
shows an example spectrogram of an Auto-Wah effect frequency
response, along with the corresponding LFO signal modulating its
resonant frequency. An LFO is a general term for a periodic signal,
usually at a frequency below 20 Hz, that modulates the parameters
of an audio effect or instrument.

In this paper, we propose a general approach for modelling au-
dio effects with parameters that are modulated by an LFO signal.
To demonstrate the viability of the method, we create models of
two popular LFO modulated time-varying audio effects, phasing
and flanging. As these effects share some similarities, the fol-
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Figure 1: Spectrogram of an Auto-Wah effect response (top) and
corresponding 0.3 Hz sinusoidal LFO signal (bottom).
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Figure 2: Spectrogram of a phaser response (top) and correspond-
ing triangular LFO signal (bottom).

lowing sections will briefly describe both of the effects and how
they are achieved, whilst highlighting the key differences between
them.

2.1. Phasing

Both phasers and flangers work by introducing moving notches
into the spectrum of the input signal [19]. In the case of phasing,
the notches can be introduced using notch filters, or a series of
low-order allpass filters [20]. In the case of the latter, the effect is
achieved by mixing the unprocessed signal with the allpass chain
filtered signal. The allpass filters introduce phase delay to the sig-
nal, and any frequencies where the phase delay is equal to an odd
multiple of π, will be cancelled out when the dry and all-passed
signals are mixed together. Modulation of the notch frequencies
is achieved by varying the allpass coefficients using an LFO sig-
nal. The number of notches is determined by the maximum phase
delay introduced to the signal, which is in turn determined by the
number and order of the allpass filters. Figure 2 shows an example
spectrogram of a phaser frequency response, along with the corre-
sponding LFO signal modulating the allpass filter coefficients.
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Figure 3: Spectrogram of a flanger effect (top) and corresponding
LFO signal (bottom).

Neural

NetworkLFO

Generator

Figure 4: Model structure, where x[n] is the input signal, LFO[n]
is the LFO signal, f0 is the desired frequency of the LFO and ŷ[n]
is the network’s predicted output sample.

2.2. Flanging

Flanging is achieved by mixing a signal with a delayed version
of itself [19]. This is equivalent to applying an inverse comb fil-
ter to the signal. The effect is modulated by varying the length
of delay. As the notches are achieved by an inverse comb filter,
the notch locations are harmonically related, and are integer multi-
ples of the lowest frequency notch. As the lowest frequency notch
increases, the total number of notches decreases, as more of the
higher frequency notches start to exceed the Nyquist frequency.
Figure 3 shows an example spectrogram of a flanger response,
along with the corresponding LFO signal that is modulating its
delay line length.

The main difference between phaser and flanger can be seen in
their respective spectrograms: compared to the phaser, the flanger
introduces many more notches to the spectrum, and does not allow
any control over the locations of each notch.

3. MODEL ARCHITECTURE AND TRAINING

The general idea proposed in this study is to model LFO modulated
time-varying audio effects using a neural network. The proposed
model processes the input audio on a sample-by-sample basis, with
the time-varying aspects of the effect modelled using an LFO sig-
nal as an additional input to the model. The general form of the
trained model is depicted in Fig. 4.

This approach to modelling time-varying effects should re-
sult in a smaller and less complex neural network model being
required, as a key feature (the LFO) of the audio effect is pro-
vided to the network. Additionally the shape and frequency of the
LFO can be controlled freely after the model is trained. One is-
sue with this approach is that training the neural network requires
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Figure 5: RNN structure, where x[n] is the input audio signal,
LFO[n] is the input LFO signal, h and c are the LSTM Hidden
and Cell states, respectively, and ŷ[n] is the network’s predicted
output sample.

input/output data from the target device, annotated with the LFO
signal. Predicting the LFO signal accurately is not trivial and this
is discussed further in Section 5.

3.1. Neural Network Model

Validation of this approach was carried out using a Recurrent Neu-
ral Network (RNN) model similar to that which was used in our
previous work [14]. The model consists of an LSTM unit, fol-
lowed by a fully connected layer, and is depicted in Fig. 5.

An LSTM unit has two State vectors, the Hidden State, h,
and the Cell State, c, both of which are updated at each time step,
with the Hidden State also being used as the LSTM output. The
LSTM states are updated according to the following equations:

i[n] = σ(Wiix[n] + bii +Whih[n− 1] + bhi), (1)

f [n] = σ(Wifx[n] + bif +Whfh[n− 1] + bhf ), (2)

c̃[n] = tanh(Wicx[n] + bic +Whch[n− 1] + bhc), (3)

o[n] = σ(Wiox[n] + bio +Whoh[n− 1] + bho), (4)

c[n] = f [n]c[n− 1] + i[n]c̃[n], (5)

h[n] = o[n]tanh(c[n]), (6)

where i[n] is the input gate, f [n] is the forget gate, c̃[n] is the can-
didate cell state, o[n] is the output gate, tanh(.) is the hyperbolic
tangent function and σ(.) is the logistic sigmoid function. x[n] is
the LSTM input signal, consisting of the unprocessed guitar signal
and the value of the LFO at time n. The LSTM learns the weight
matrices and bias vectors, denoted by W and b in the above equa-
tions, during training. The LSTM hidden size is a user-defined

Input	1 Input	2

Output	2Output	1

Audio	Interface
Audio

Effect

Figure 6: Measurement setup, where Input 1 records the target
signal, y[n], and Input 2 records the corresponding input signal,
x[n].

parameter which determines the size of the state vectors, and thus
the required size of the weight matrices and bias vectors.

The fully connected layer performs an affine transformation of
the hidden state vector, which is summed with the network input
to give the network’s predicted output sample:

ŷ[n] = Wfch[n] + bfc + x[n], (7)

where Wfc and bfc are the fully connected layer’s weight matrix
and bias vector respectively and h[n] and x[n] are the LSTM hid-
den state and network input at time n, respectively.

The model was implemented using PyTorch [21]. Whilst this
study only used the RNN model, the method of including the LFO
signal as a neural network input should work for other neural net-
work structures, such as the WaveNet-style model proposed for
guitar amplifier modelling in [13].

Whilst the required processing power for running the neural
network model was not measured in this study, the model is very
similar to a previously tested model [14], which, when run on an
Apple iMac with 2.8 GHz Intel Core i5 processor, could process
one second of audio in 0.12 s when an LSTM hidden size of 32
was used, or 0.24 s for a hidden size of 64.

3.2. Training Data

The datasets for each of the effects modelled in this study were
created by processing clean guitar audio with the target effect, and
recording the output. The training data used as input during this
study was taken from the IDMT-SMT-Guitar database [22] for gui-
tar transcription. This is a collection of clean guitar recording with
no audio effects applied. To best capture the time-varying nature
of the effect, audio clips containing minimal silence between notes
were selected from the dataset. All audio was recorded at a sample
rate of 44.1 kHz.

When a physical device was being modelled, a PC connected
to a Focusrite Scarlett 2i2 digital audio interface was used to out-
put and record the signals. The first output of the audio interface
was connected to the input of target device, with the output of the
target device then being connected to the first input of the audio
interface. Additionally, to compensate for the latency introduced
by the audio interface, the second output of the audio interface was
connected directly to the second input of the audio interface. The
unprocessed guitar audio was then sent through both outputs. The
signals recorded from the first and second inputs make up the time-
synchronised target, y[n], and input, x[n], data, respectively. The
measurement setup is shown in Fig. 6
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3.3. Training

The training process used was similar to that described in [14].
The Training Dataset was split into 1-second segments, and pro-
cessed in mini-batches. During the processing of each mini-batch,
1000 samples were initially processed to allow the RNN states to
initialise, then parameter updates were carried out every 1024 sam-
ples. It is noted that the length of the segments, as well as the time
between parameter updates, is short in comparison to the LFO fre-
quency. As such, at each parameter update, the model is learning
from just a small segment of the LFO signal. However, as the full
range of the LFO is included in the dataset, the model still learns
to imitate the effect over its full range of LFO values.

The loss function used was the error-to-signal ratio (ESR) with
first-order highpass pre-emphasis filtering, summed with a DC loss
term:

EESR =

∑N−1
n=0 |yp[n]− ŷp[n]|2∑N−1

n=0 |yp[n]|2
, (8)

EDC =
| 1
N

∑N−1
n=0 (y[n]− ŷ[n])|2

1
N

∑N−1
n=0 |y[n]|2

, (9)

E = EESR + EDC, (10)

where yp is the pre-emphasised target signal, and ŷp is the pre-
emphasised neural network output. The first order pre-emphasis
filter coefficient used was 0.85. The ESR loss is the squared er-
ror divided by the energy of the target signal, which effectively
normalises the loss so it is not dominated by higher energy parts
of the signal. The highpass pre-emphasis filter helps the model to
more effectively learn the high-frequency behaviour of the target
device. The training was carried out on a NVIDIA V100 Graphics
Processing Unit (GPU) using the Adam optimizer [23]. The seg-
ments were shuffled at the end of each epoch. Training typically
took about 6 hours to complete.

4. TOY-PROBLEM: MODELLING A DIGITAL MODEL

To provide initial validation of our approach, a digital model was
used as a target device. Whilst it might seem slightly convoluted
to train a neural network to model a digital model of an audio
effect, this was deemed necessary as it allowed us to provide a
completely accurate LFO signal during neural network training.
Otherwise, when modelling an analog device, it would be difficult
to determine if any failure of the neural network to emulate the
target device is due to the model itself, or just inaccurate prediction
of the LFO signal.

The gray-box model of the Fame Sweet Tone Phaser PH-10,
proposed in [7], was used as the target device. It is implemented
as a series of ten first-order allpass filters, with the first two and
last two of them having a constant coefficient, and the remaining
six filter’s coefficients being modulated by an LFO.

The complete dataset used for modelling the digital phaser
consists of a five-minute training dataset, a one-minute validation
dataset, and a 50-second test dataset. Networks with LSTM hidden
sizes of 8, 16, and 32 were trialled. To determine how much train-
ing data is needed to create an accurate model, neural networks
were trained with varying amounts of the training dataset being
excluded. The different training dataset lengths used, range from
10 seconds to five minutes in length. This resulted in a total of 30
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Figure 7: Test loss with varying hidden size and training data
length in the toy-problem of digital phaser modelling.

networks being created. Identical validation and test datasets were
used for all networks.

For the training and validation datasets, the phaser LFO used
was a rectified sine-wave with frequency of 0.34 Hz. For the test
dataset, four separate test datasets were created, each with the
same input audio but with the LFO frequency being varied. LFO
frequencies of 0.1 Hz, 0.34 Hz, 1.1 Hz, and 3.8 Hz were used for
creation of the test datasets.

The ESR loss achieved on the test dataset for the various train-
ing data lengths and network hidden sizes is shown in Fig. 7. It can
be seen that one minute of training data is sufficient for the neural
networks to model this system, with the test loss being relatively
unaffected by any further increase in the training data length. It
was also observed that model performed equally well on the test
datasets that were generated with LFO frequencies that were un-
seen during neural network training. These initial tests indicate
that the neural network is capable of modelling time-varying ef-
fects, when the true LFO signal is known, and furthermore can
generalise the effects behaviour when given an unseen LFO fre-
quency as input.

5. LOW FREQUENCY OSCILLATOR MEASUREMENT

To further validate the model, it is desirable to model analog de-
vices instead of digital systems. This presents an extra challenge
as the input data for the neural network requires an accurate pre-
diction of the LFO signal that is modulating the parameters. Fur-
thermore, there is no clear way of determining the accuracy of the
LFO signal prediction. The approach to measuring the LFO signal
is described in this section.

5.1. Measurement Signal

The LFO measurement signal used in this study is one previously
proposed for phaser pedal LFO measurement [7]. As the system
behaviour varies over time, it is necessary to use a relatively short
test signal, that can still provide a fairly accurate picture of the
system’s frequency response at the time of measurement. It has
previously been suggested that the impulse response of a cascade
of first-order allpass filters can be used as a chirp signal [24], with
the number of filters in the cascade determining the total length of
the signal.
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Figure 8: Spectrogram of a phaser pedal measured using a chirp
train.

The full test signal used for this work is simply an impulse
train, with a spacing of 30 ms, filtered by a cascade of 64 identical
first-order allpass filters. An allpass filter coefficient of −0.9 is
used, resulting each chirp being approximately 1200 samples, or
2.7 ms, long. The resulting chirp train is then input to target device,
and the output of the device is recorded. As the length and location
of the input chirps is known, the frequency response of the device
at the time of each chirp can be found by transforming the time-
domain chirps to the frequency domain.

Figure 8 shows an example spectrogram from a phaser pedal,
measured using this method. Whilst the LFO can be clearly ob-
served in the spectrogram, to obtain a prediction of the LFO that
is sufficiently accurate for extrapolation to the rest of the dataset,
further steps must be taken.

5.2. LFO Prediction

The measurement of the frequency response in this way can be
viewed as sampling the frequency response at a sampling period
equal to the spacing between the test chirps. The shape of the
LFO can be inferred by observing the movement of the notches
in the spectrum. This can be achieved by inverting the magnitude
spectrum, so the notches instead appear as peaks, and using a peak
picking algorithm.

For this work, we used the Matlab built-in findpeaks func-
tion. As the effects generally have multiple notches, this will result
in a number of notches being located. Each notch frequency is as-
sumed to change by a relatively small amount between each sam-
ple of the frequency spectrum, so the two closest notches between
subsequent frames are assumed to belong to the same notch. The
trajectory of each notch is tracked in this way over the duration of
the test signal.

As LFOs are usually a simple waveform such as a rectified sine
or triangle wave, the shape can be determined visually. This can be
seen in Fig. 8, where the LFO appears to be a rectified sine wave.
To predict the frequency and phase offset of the LFO signal, we
used the Matlab lsqnonlin function, a nonlinear least-squares
solver. For example, where the LFO is a rectified sine-wave, the
solver would be given following equation to minimise:

f(f0, ϕ) = | sin[2πt(f0/2) + (ϕ/2)]| − sLFO(t), (11)

where f0 and ϕ are the predicted LFO frequency and phase, sLFO

is the measured LFO signal, and t is the sampling times of the
LFO.

From a visual comparison of the predicted and measured LFO,
it was noted that the solver often got stuck in a local minimum.
This can be observed in Fig. 9 (top), where the frequencies of the
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Figure 9: LFO prediction (dashed line) and measured LFO (solid
line), where the solver has found (top) a local minimum and (bot-
tom) the global minimum.

two waveforms clearly do not match. To improve the likelihood of
the solver finding the global minimum, it was run multiple times,
with a different initial frequency each time. The initial frequency
values were chosen by taking the Fourier transform of sLFO and
finding the frequency bin with the highest energy, ωk. The initial
frequency was then varied linearly, starting at frequency ωk−1 and
ending at frequency ωk+1. The parameter predictions that result
in the lowest error were then chosen as the LFO parameters.

5.3. LFO Extrapolation

To create the dataset, the measurement signal is immediately fol-
lowed by guitar audio from the dataset described in Sec. 3.2. The
predicted LFO frequency and phase offset from the measurement
signal can then be used to predict the LFO signal during the time
following or preceding the measurement signal.

As the LFO signal is periodic, even a very small error in the
predicted frequency will result in the predicted LFO signal quickly
becoming out of sync with the actual LFO signal. Additionally, it
is possible that the LFO signal frequency is subject to slight varia-
tions due to, for example, slight temperature changes in the circuit
components. In light of this, the measurement signal was inserted
periodically throughout the dataset. This effectively divides the in-
put guitar audio into segments, with each segment being preceded
and followed by a copy of the measurement signal. For each seg-
ment, the predicted LFO for the first half is then set according to
the parameters predicted during the preceding measurement sig-
nal, and the second half is set according to the LFO parameters
predicted during the following measurement signal.

6. EXPERIMENTS

Neural network models of two effects pedals were created, the
Behringer VP-1 Vintage Phaser and the Donner Jet Convolution
Flanger. The phaser pedal has a “Rate” control which sets the
LFO frequency, and a “Tone” switch. The flanger pedal has a
“Rate” control, “Color” and “Range” controls which adjust the
flanger depth and center frequency, respectively, and a mode se-
lector switch, which determines whether the LFO is on (“Normal”
mode) or off (“Filter” mode).

To create the datasets, the LFO measurement and prediction
method described in Sec. 5 was used, with the measurement signal
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Figure 10: Measured notch frequency over time for (top) the Vin-
tage Phaser VP-1 and (bottom) the Jet Convolution Flanger.

being inserted periodically throughout the training dataset.

6.1. Phaser Pedal

The phaser pedal was modelled with the “Rate” set to 3 and the
“Tone” switch in the up position. For the phaser pedal LFO, a nine
second chirp train, with half a second of silence at the beginning
and end was used as the measurement signal. A total of seven min-
utes of guitar audio was used as the dataset, with the measurement
signal being inserted at 20-second intervals throughout the dataset.
An example of one of the phaser pedal’s notch frequencies over
time is shown in Fig. 10 (top).

6.2. Flanger Pedal

For the flanger, the pedal was modelled with the “Color” and “Rate”
set to the 12 o’clock position, the “Range” set to the 9 o’clock posi-
tion, and the mode selector set to “Normal”. During measurement
of the LFO, we found that it was much harder to get a clean mea-
surement of a notch position over time, most likely due to the large
number of notches present. The parameters for the flanger pedal
were chosen as they resulted in a cleaner measurement of the LFO.
An example of one of the flanger pedal’s notch frequencies over
time is shown in Fig. 10 (bottom).

A total of seven minutes of guitar audio, with the measure-
ment signal inserted every 20 seconds, was processed through the
flanger pedal. From visually inspecting the resulting measured
LFOs, many segments contained clearly erroneous data. To en-
sure accuracy of the training data, only parts of the dataset where a
plausible LFO signal were measured were used. The final dataset
then consisted of two minutes of audio, which was divided into
an 80-second training dataset, a 20-second validation dataset and
a 20-second test dataset.

7. RESULTS

For both of the pedals being modelled, four neural networks were
trained, with hidden sizes of 8, 16, 32, and 64. The ESR loss
achieved on the test dataset for each network is shown in Table
1. For the Phaser, the best ESR loss of 3.1% was achieved by
the RNN with hidden size of 64, and the worst ESR loss of 6.7%

was achieved by the RNN with hidden size of 8. For the Flanger,
the best ESR loss of 1.3% was achieved by the RNN with hidden
size of 64, and the worst ESR loss of 11.7% was achieved by the
RNN with hidden size of 8. Formal listening tests were not carried
out during the completion of this study, but previous listening tests
for guitar amplifiers models [4] suggest that an ESR loss of 3%
corresponds to very minor differences being perceived between the
model and the target device. Informal listening tests also indicate
that the models sound very similar to the target devices, and audio
examples are available at the accompanying web page [25].

A comparison of spectrograms of the outputs of the phaser
and flanger pedals, and the neural network models of them, with
hidden sizes of 8 and 64, are shown in Fig. 11 and Fig. 12, re-
spectively. For the phaser, the spectrograms show good agreement
between both of the neural network models and the pedal, and the
time-varying notches can be seen clearly. For the flanger, there are
some visible differences between the smaller neural network and
the pedal, where it appears some of the higher frequencies shown
are either missing or smeared over time. However, for the larger
model, no clear differences can be observed.

Additionally, a short dataset was created for each pedal, with
the LFO rate set to a higher frequency that was unseen during train-
ing. The spectrograms of the outputs of the phaser and flanger ped-
als and their models are shown in Fig. 13 and Fig. 14, respectively.
Again the spectrograms for each effect type appear to be very sim-
ilar, indicating that the neural network model has generalised well
to the unseen LFO frequency.

A further example in which the LFO frequency is varied con-
tinuously from 0.1 Hz to 3 Hz is also included in the accompanying
web page [25]. For the Flanger effect, the neural network produces
a reasonable sounding effect for the full range of the LFO frequen-
cies tested. However, for the Phaser, some undesired behaviour
occurs at the higher LFO frequencies, with the output becoming
distorted and the volume fluctuating. It is not clear why this be-
haviour occurs, but it is likely that including training data with a
higher frequency LFO would mitigate this.

8. CONCLUSION

This paper has shown how a neural network can be used to model
LFO-modulated effects, such as phaser and flanger pedals. The
method was first tested on the toy-problem of a digital phaser
model, in which case the same LFO signal used by the effect could
be shown to the neural network during training. This test proved
that a faithful model of the digital phaser effect can be learned
by an RNN using only one minute of training data. Adding more
training data does not reduce the error, but increasing the neural
network size does.

Real analog phaser and flanger pedals were then modelled by

Table 1: Error-to-signal ratio for the RNN models of the Vintage
Phaser VP1 and the Jet Convolution Flanger pedals. The best
results are highlighted.

Hidden Number of ESR
Size Parameters Phaser Flanger
8 361 6.7% 11.7%
16 1223 3.4% 5.8%
32 4513 3.3% 1.6%
64 17217 3.1% 1.3%

DAFx.6

DAF
2

x
21in

Proceedings of the 23rd International Conference on Digital Audio Effects (DAFx2020), Vienna, Austria, September 2020-21

286



Proceedings of the 23rd International Conference on Digital Audio Effects (DAFx-20), Vienna, Austria, September 8–12, 2020

0 2 4

2

4

6

0 2 4

2

4

6

0 2 4

2

4

6

Figure 11: Spectrogram of phaser effect with guitar signal as in-
put, for (top) the Vintage Phaser VP1 and neural network models
with hidden size (middle) 8 and (bottom) 64.

first estimating the frequency and phase of their LFO signal. A
sufficiently dense allpass-chirp train was fed to the pedal to sample
its frequency response, the frequency trajectories of notches were
estimated, and a nonlinear solver was used to fit a signal model
to the LFO. This turned out to be more reliable in the case of the
phaser pedal than the flanger. The most reliable data obtained from
the LFO estimation were used for training neural network models
having hidden sizes between 8 and 64.

Using the largest RNN, ESRs of about 3% and 1% were ob-
tained for the phaser and flanger pedal models, respectively. Ac-
cording to our previous studies, these values correspond to hardly
audible modelling errors. However, listening confirms that also
the smaller models, which have larger errors, sound quite realis-
tic. The RNN models were further validated by modifying the
LFO frequency and analyzing their performance. In most cases
tested, the networks generalised well to conditions unseen during
training. However, for the Phaser model undesirable volume fluc-
tuation was introduced when the LFO rate was increased. The
results of this study suggest that many time-varying effects may
be modelled successfully with neural networks by first separating
the LFO behaviour, with the main challenge being in measuring
the LFO signal accurately.
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ABSTRACT

This paper describes a new onset-informed source separation
method based on non-negative matrix factorization (NMF) with bi-
nary masks. Many previous approaches to separate a target instru-
ment sound from polyphonic music have used side-information of
the target that is time-consuming to prepare. The proposed method
leverages the onsets of the target instrument sound to facilitate sep-
aration. Onsets are useful information that users can easily gener-
ate by tapping while listening to the target in music. To utilize
onsets in NMF-based sound source separation, we introduce bi-
nary masks that represent on/off states of the target sound. Binary
masks are formulated as Markov chains based on continuity of mu-
sical instrument sound. Owing to the binary masks, onsets can be
handled as a time frame in which the binary masks change from
off to on state. The proposed model is inferred by Gibbs sam-
pling, in which the target sound source can be sampled efficiently
by using its onsets. We conducted experiments to separate the tar-
get melody instrument from recorded polyphonic music. Separa-
tion results showed about 2 to 10 dB improvement in target source
to residual noise ratio compared to the polyphonic sound. When
some onsets were missed or deviated, the method is still effective
for target sound source separation.

1. INTRODUCTION

The sound source separation problem is a challenging task and
separation of a specific instrument sound from a polyphonic sound
is a subtask of this problem. The extracted instrument sound
is useful for users who desire to practice playing the instrument
or produce remixes. The separated sound is also applicable to
many systems such as music editing [1], creating a Karaoke sound
source [2], automatic transcription systems [3], and recognizing
instruments [4, 5]. Furthermore, the separated melody line of the
target can be applied in music retrieval systems like query-by-
melody ones [6, 7]. Thus, separation of a particular sound from
a polyphonic sound is considered to be an important topic.

Non-negative matrix factorization (NMF) [8, 9] or indepen-
dent component analysis (ICA) [10] have been studied as effective
methods for monaural source separation. These methods decom-
pose an input signal into a multiple component set of typical parts
in the signal, such as the notes of each instrument. Separation of

Copyright: © 2020 Yuta Kusaka et al. This is an open-access article distributed
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original author and source are credited.

the target instrument sound is performed by isolating the compo-
nents corresponding to that instrument from the decomposed com-
ponents set. However, there is a problem that instrument sounds
and the decomposed components do not have one-to-one corre-
spondence. For example, when a piano signal is decomposed, in
order to know which of the decomposed components correspond
to the C4 sound, it is necessary to follow a procedure like listening
to the recovered sound. Besides, when the input is a polyphonic
musical signal, the set of decomposed components becomes even
more complicated. One can easily imagine how difficult it would
be to determine the components corresponding to the target instru-
ment among them.

Informed source separation (ISS) is an approach to separate
a target instrument sound by using some side-information such
as a template sound or music score [11]. In ISS, the separation
is assisted by information such as spectral or temporal structure
of the target that is provided in advance. ISS is a powerful ap-
proach, however, it has limitations when it is impracticable or dif-
ficult to prepare the necessary side-information. User-guided ap-
proaches [12, 13] using information that can be created by listen-
ing to the music have been proposed, but these approaches also
demand a lot of time and effort to create information.

In this paper, we propose a new informed source separation
method that we call, onset-informed NMF (OI-NMF), which can
separate a target instrument sound from a polyphonic sound using
some of the target instrument onsets as side-information (Figure
1). The onsets of the target instrument is useful information that
can be created by a simple task such as tapping when listening to
the target polyphonic music. OI-NMF provides a function to uti-
lize the onsets of the target instrument as side-information in NMF.
One of the advantages of OI-NMF is that it does not require every
onsets, i.e. it is feasible even when some are missing. Therefore,
it is expected that the target instrument separation will be easily
performed with music for which preparation of side-information
is difficult. The contributions of this paper are as follows:

• We extended the existing NMF model so that onsets of
a target sound source could be input as side-information.
To treat onsets as time frames where the instrument sound
switches from off to on, binary masks based on Markov
chain overlaying NMF activation were introduced. We de-
rived an inference algorithm for the OI-NMF defined as a
stochastic model in a Bayesian manner.

• We implemented OI-NMF and performed experiments and
evaluations using a separated target instrument sound from
polyphonic sound. A recorded polyphonic dataset and tar-
get instrument onsets generated from the f0 annotation in-
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Figure 1: An overview of onset-informed NMF (OI-NMF). The input is the polyphonic sound signal and some target instrument onsets.
These inputs are converted into a spectrogram and an onset matrix, respectively. The polyphonic spectrogram is decomposed into a dictio-
nary, its activation, and binary mask by OI-NMF. From the components of the results given the onsets, the target instrument spectrogram is
isolated.

cluded the dataset were used. The target instrument separa-
tion with the onsets was performed at a higher level than the
baseline methods without the onsets, and it was confirmed
that onsets of a target instrument sound were effective side-
information in ISS.

2. RELATED WORKS

OI-NMF can be included in ISS approaches because it performs
target instrument separation using its onsets as side-information.
The basic ISS approaches are roughly classified based on the type
of side-information.

• Spectral structure of the target. If a target is a musical in-
strument, this corresponds to its tone, timbre, or harmon-
ics. Supervised NMF (SNMF) [14, 15] performs separation
based on a pre-learned dictionary from a sound template
of the target. In SNMF, if the prepared template does not
resemble the target instrument, the separation quality may
be degraded. Adding constraints to the model can help im-
prove accuracy.

• Temporal structure of the target. Onsets would be clas-
sified in this part. Typical information includes scores of
the input music or target instrument. The music score con-
tains the onset and offset of each note indicating when the
instrument is active (temporal structure). In addition, the
score also contains the pitch of each note (spectral struc-
ture). Score-informed NMF [16, 17] achieves separation
by using this rich information. Deep learning-based meth-
ods, in which learning is performed using a spectrogram of
the clean target source as a teacher, are also included in this
approach [18, 19].

Side-information described in above methods are effective in in-
strument sound separation, however, they require preparation. The
sound template may change depending on the music, and the score
of the input music may not exist. In the deep learning approach, a

large dataset for learning is required. Therefore, these methods are
sometimes difficult to apply in practice.

To solve this problem, many user-guided ISS methods have
been proposed. In these methods, separation is performed by using
information that users can create by listening to or observing the
multiple instrument music and the target instrument sound. Exam-
ples of such user-guided information are humming in mimicking
the target [12], or annotation of the target region on the polyphonic
spectrogram [13]. Although such side-information can be suitably
created to match the music and the target instrument sound, its cre-
ation often demands much time and high skill. Compared to these
methods, the simplicity of creating onsets has an advantage.

A multichannel non-negative tensor factorization model [20]
can be regarded as a similar method to OI-NMF from the view-
point that temporal information created by the user is utilized to
support the separation. This method requires more work to pre-
pare side-information than OI-NMF since it needs offsets as well
as onsets.

3. TARGET SOURCE SEPARATION BASED ON NMF

NMF [8, 9] is an algorithm that is effective for sound source sep-
aration for a monaural signal. It was originally proposed in im-
age processing [21] and its applicability has been investigated,
for example, sound source separation [22, 23], and automatic tran-
scription [24]. In the context of sound source separation, NMF
decomposes the amplitude magnitude spectrogram obtained by
short-time Fourier transform (STFT) of an input audio signal from
multiple instruments based on its low-rank property,

X ≃ WH (1)

where X ∈ RF×T is a magnitude spectrogram, f = 1, 2, . . . , F
is a frequency bin and t = 1, 2, . . . , T is a time frame index of
X . Output matrix W ∈ RF×K

≥0 is a dictionary matrix, in which
each component k = 1, 2, , . . . ,K represents the spectral patterns
included in X . The other matrix H ∈ RK×T

≥0 is an activation ma-
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trix which represents the time change of the corresponding spec-
tral patterns in W . K is a parameter that determines the number
of components and is given in advance.

In order to reconstruct the target instrument source from the
NMF results, a set of components corresponding to the target in-
strument sound is selected, and a target magnitude spectrogram
Xtarget is constructed by using Wiener filter,

Xtarget =
WtargetHtarget

WH
◦X, (2)

where Wtarget and Htarget are the dictionary and its activation con-
sisting of only components corresponding to the target, and ◦ rep-
resents element-wise product. Finally, the target sound source is
obtained by performing inverse STFT to Xtarget and the phase spec-
trogram. The phase spectrogram of X is sufficient and a esti-
mated phase from Xtarget may improve the quality of the separated
sound [25].

4. ONSET-INFORMED SOURCE SEPARATION

In this section, we describe a new source separation method for
music instrument sounds, named onset-informed NMF (OI-NMF),
which uses onsets of the target instrument. Figure 1 shows an
overview of OI-NMF. The input is the magnitude spectrogram of
a multiple instrument sound analyzed by STFT and some onsets
of the target instrument sound. The output is a magnitude spectro-
gram of the target instrument sound. In OI-NMF, the components
that correspond to the target instrument sound appear on the com-
ponents given the onsets. Therefore, the target instrument sound
can be obtained by applying Wiener filter (Equation 2) to these
components and performing ISTFT.

The main feature of OI-NMF is binary masks introduced for
the NMF activation to treat the target instrument onsets as side-
information. The binary masks are defined as a binary matrix the
same size as the activation, and controls on/off of the activation,
that is, on/off of the instrument sound by its 1/0 values. Owing to
the binary masks, the onset is considered as a time frame when the
binary mask changes from 0 to 1.

Beta process sparse NMF (BP-NMF) [26, 27] is proposed as
NMF in which binary masks are introduced. In accordance with
BP-NMF, the decomposition of the magnitude spectrogram by OI-
NMF is formulated as

X ≃ W (H ⊙ S), (3)

where X ∈ ZF×T
≥0 is the input magnitude spectrogram (Z≥0

represents the set of all non-negative integers), and W ,H are
the dictionary and its activation as in Equation (1) respectively.
S ∈ {0, 1}K×T is a binary mask matrix of the activation H .
Note that ⊙ represents Hadamard product. Prior distributions are
set to X,W ,H , and S, and the model is treated as a hierarchical
Bayesian model. For X,W , and H , the same priors in BP-NMF
are set.

Xf,t | W ,H,S ∼ Poisson

(
Xf,t

∣∣∣∣∣
K∑

k=1

Wf,kHk,tSk,t

)
, (4)

Wf,k ∼ Gamma
(
Wf,k

∣∣∣ αW , βW
)
, (5)

Hk,t ∼ Gamma
(
Hk,t

∣∣∣ αH , βH
)
, (6)

where αW , βW , αH , βH are hyperparameters of gamma distribu-

tion. Gamma distribution is represented as

Gamma (x | α, β) = βα

Γ(α)
xα−1e−βx, (7)

where α, β > 0 are hyperparameters. α is called the shape pa-
rameter, and when it takes a value less than 1, the value sampled
from the gamma distribution tends to be 0. Therefore, αW is set to
smaller than 1 to express the sparsity of the harmonic structure of
the instrument sound. On the other hand, if the value of activation
becomes 0, the binary mask will not work. Therefore, αH is set to
a value slightly larger than 1 so that the activation has a constant
value.

4.1. Structure of the Proposed Method

The novelty of OI-NMF lies in the modeling of the binary masks
and combination with the onsets. In this section, the modeling of
key valiables and an inference algorithm of OI-NMF are explained.

4.1.1. Binary Mask

The prior distribution of the binary mask S is modeled using
a Markov chain on the assumption that a musical sound lasts a
particular duration depending on the type of musical instrument.
When the musical sound is present and its activation has a certain
value, the value of the binary mask is 1 (on state). Accordingly,
when it is absent and its activation has a value close to 0, the value
is 0 (off state). Each element of the binary mask transitions in
on/off states depending on the state of the previous time frame.
Here, a1→1, a0→1 ∈ (0, 1) are respectively a transition probabil-
ity of on to o state and off to on state, and an initial probability
a0 ∈ (0, 1) determines the state of the first time frame. The as-
sumption of sound-sustain characteristics is that the same state of a
Markov chain is likely to continue. Therefore, a1→1 and 1−a0→1

are set close to 1. The first time frames of the binary mask can be
in either state, a0 is set to 1/2.

In this model, the joint probability of each component of the
binary mask Sk(k = 1, 2, . . . ,K) is represented as follows:

p(Sk) = p(Sk,1)

T∏
t=2

p (Sk,t | Sk,t−1) . (8)

Then the joint probability of the whole binary mask S is derived
by the Equation (8):

p(S) =
K∏

k=1

p(Sk) =
K∏

k=1

p(Sk,1)
T∏

t=2

p (Sk,t | Sk,t−1) , (9)

where p(Sk,1) is a probability distribution that each element of
the first time frame of each component of the binary mask follows.
Since each element of the binary mask must be 0 or 1, p(Sk,1) is
formulated by a Bernoulli distribution:

p(Sk,1) = Bernoulli (Sk,1 | a0) . (10)

Similarly, p (Sk,t | Sk,t−1) is a probability distribution that each
element of the binary mask (t ≥ 2) follows, and is represented as
a product of two Bernoulli distributions:

p (Sk,t | Sk,t−1) = Bernoulli (Sk,t | a1→1)
Sk,t−1

· Bernoulli (Sk,t | a0→1)
1−Sk,t−1 (11)
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4.1.2. Onset

Assuming that the target instrument has J(J < K) pitches, for
each pitch j = 1, 2, . . . , J , the corresponding onset time sequence
τj = (τj,1, . . . , τj,n, . . . , τj,Nj ) is given, where Nj is the num-
ber of onset for pitch j. Each τj is first given in time units and
converted to time frames in the time-frequency domain. For sim-
plicity, the onset sequence is formulated in the form of a matrix
O ∈ {0, 1}K×T , which is the same size of the binary mask;

Ok,t =


1, τk,n ≤ t ≤ τk,n + Tonset

(k = 1, 2, . . . , J, n = 1, 2, . . . , Nj)

0, otherwise

, (12)

where Tonset is the tolerance width of the onset. If there is no tol-
erance (i.e. Tonset = 1), extraction will fail when the onset is given
before the sound of the target instrument. To solve this problem,
a certain width of tolerance is effective for robust separation. If
Tonset is too long, the non-target sound behind the given onset will
be overlapped. Therefore, we empirically adopted 1/8 beat length,
which is the lower bound for the inference to work well, while try-
ing ... 1/16, 1/8, 1/4, .... This onset matrix is utilized in the model
inference described bellow.

4.2. Inference of the Proposed Model

In this model, in order to obtain the output variables (dictionary
W , activation H , and binary mask S), these posterior distribu-
tions should be calculated following Bayes rule. However, it is
difficult to solve analytically because of these normalization terms.
Therefore, posteriors are approximated by the expected value cal-
culated by Gibbs sampling in reference to the BP-NMF Gibbs sam-
pling algorithm [27]. In Gibbs sampling framework, each random
variable is sampled from a conditional distribution given other
variables. Each i-th random variable is sampled from the follow-
ing conditional distributions:

W (i) ∼ p
(
W
∣∣∣H(i),S(i),X

)
, (13)

H(i) ∼ p
(
H
∣∣∣W (i+1),S(i),X

)
, (14)

S(i) ∼ p
(
S
∣∣∣W (i+1),H(i+1),X

)
. (15)

4.2.1. Sampling of the Binary Mask

Considering that the value of each element of the binary mask Sk,t

is binary, Sk,t can be sampled following a Bernoulli distribution

Sk,t | W ,H,X ∼ Bernoulli

(
Sk,t

∣∣∣∣ P1

P1 + P0

)
, (16)

where likelihoods P1, P0 are represented as follows using S¬k,t

(all elements of S except Sk,t)

P1 = p (Sk,t = 1 | S¬k,t,W ,H,X) , (17)
P0 = p (Sk,t = 0 | S¬k,t,W ,H,X) . (18)

Equation (17) is divided into two terms

P1 ∝ p(Sk,t = 1)p (X | W ,H, Sk,t = 1, S¬k,t) . (19)

The first term of the Equation (19) is

p(Sk,t = 1) =

{
a0, t = 1

a
Sk,t−1

1→1 a
1−Sk,t−1

0→1 , t ≥ 2
, (20)

Algorithm 1 Gibbs Sampling for the Proposed Method

1: Initialize W ,H and S
2: for i = 1, 2, · · · do
3: Calculate ϕf,t,k =

Wf,kHk,tSk,t∑
l Wf,lHl,tSl,t

4: Sample W following Equation (25)
5: Sample H following Equation (26)
6: Sample S following Equations (16), (23) and (24)
7: end for
8: Return expectation of W ,H and S

and the second term is

p1k,t ≜ p (X | W ,H, Sk,t = 1, S¬k,t) (21)

∝
F∏

f=1

(X¬k
f,t +Wf,kHk,t)

Xf,t exp(−Wf,kHk,t), (22)

where X¬k
f,t =

∑
l ̸=k Wf,lHl,tSl,t. Thus

P1 =

{
a0p

1
k,t, t = 1

a
Sk,t−1

1→1 a
1−Sk,t−1

0→1 p1k,t, t ≥ 2
. (23)

Similarly, P0 can be derived as follows:

P0 =

{
(1− a0)p

0
k,t, t = 1

(1− a
Sk,t−1

1→1 )(1− a
1−Sk,t−1

0→1 )p0k,t, t ≥ 2
, (24)

where p0k,t ≜
∏F

f=1(X
¬k
f,t )

Xf,t . Note that the element of S to
which the onsets are given, that is, the index where Ok,t = 1, is
not sampled and fixed as 1. This is because the binary mask of
the frame given the onsets can be considered to be in the on state.
For others indexed, Sk,t can be sampled from t = 1 following
Equations (23), (24) and (16) in order.

4.2.2. Sampling of the Other Variables

Conditionals of the other variables, the dictionary W and the ac-
tivation H , are derived just like Gibbs sampling of BP-NMF [27]
based on the conjugation,

Wf,k | H,S,X ∼ Gamma

(
αW +

T∑
t=1

Xf,tϕf,t,k ,

βW +
T∑

t=1

Hk,tSk,t

)
, (25)

Hk,t | W ,S,X ∼ Gamma

αH +
F∑

f=1

Xf,tϕf,t,k,

βH + Sk,t

F∑
f=1

Wf,k

 . (26)

4.2.3. Sampling Algorithm for the Proposed Method

Algorithm 1 shows a Gibbs sampling algorithm of the proposed
model. First, W ,H , and S are initialized. It is known that
the probability distribution inferred by Gibbs sampling converges
to a stationary distribution regardless of the initial values. How-
ever, which spectral pattern appears on which component depends
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largely on the initial values. Therefore, in order to induce the tar-
get instrument source to appear on the components given the on-
set, W ,H , and S are initialized according to the following rules
referring to score-informed NMF [16, 17]. The dictionary W is
randomly initialized following its prior distribution (Equation (5)).
Assuming that musical sounds exist for an element given onsets,
the components of the activation H given the onset are initialized
to the expectation of the gamma distribution and 0. That is,

Hk,t =

{
αH

βH , Ok,t = 1

0, otherwise
. (27)

All other components (not given the onset) are initialized accord-
ing to the gamma distribution. Similarly, the components of the
binary mask S given the onsets are initialized as follows:

Sk,t =

{
1, Ok,t = 1

0, otherwise
. (28)

All the components not given the onsets are initialized to 1 because
musical sound may exist in any time frame. After that, samples are
drawn iteratively following its conditional distribution. The output
values of W ,H , and S are obtained by taking the empirical av-
erage of the sample sequence after burn-in as their expectation.
Note that burn-in is the period during which samples are rejected
because it has not been reached the stationary distribution.

4.3. Reconstruction of the Target Source

Using the output value of W ,H , and S obtained by Gibbs sam-
pling, the target instrument source is reconstructed in a manner
similar to the standard NMF explained in section 3. As described
in Section 4.2.1, the onsets imposed on the binary mask induces
the corresponding sound to be sampled on the component given
these onsets. Therefore, Wtarget and Htarget can be constructed by
using the all components given the onsets, that is, k = 1, 2, . . . , J :

Wtarget = W:,1:J , (29)
Htarget = H1:J,: ◦ S1:J,:. (30)

Then, as in Equation 2, the spectrogram of the target instrument
is recovered by Wiener filter, and the target signal is reconstructed
by inverse STFT.

5. EXPERIMENTAL EVALUATION

To confirm that the proposed method can correctly separate a tar-
get instrument sound from a polyphonic sound using some of its
onsets, we conducted an experiment to separate the melody line of
the target instrument and evaluated its performance.

5.1. Simulation Settings

The dataset used in the experiment comprised musical pieces from
MedleyDB, a realistic recording sound source dataset for sound
source separation evaluation [28]. We selected eight jazz pieces
from music produced by MusicDelta (BebopJazz, CoolJazz, Free-
Jazz, FunkJazz, FusionJazz, LatinJazz, ModalJazz, SwingJazz),
that do not include vocals and have melody annotations of a dom-
inant instrument. A 20 s excerpt from the head of the wav file of
these pieces is taken and resampled at 22,050 Hz. Then, magnitude
spectrograms were obtained by performing STFT of Hanning win-
dow and 512 FFT samples with 50% overlap. The harmonic part

of the magnitude spectrogram obtained by harmonic/percussive
source separation (HPSS) [29] is input to OI-NMF. The sample
size of HPSS median filter is 31.

The input onsets used in the experiment were artificially gen-
erated from the F0 annotation of the target instrument included in
the dataset. This annotation consisted of F0 value and timestamp.
F0 value is converted to a MIDI note number, and recorded as time
frames where the note number was switched as onsets. Note that
F0 switching frames such as vibrato were excluded. Recorded on-
sets were input as described in Section 4.

Model inference was performed under the following condi-
tions. The components number of OI-NMF was set to K = 25 as
a sufficiently large value. The hyperparameters of the prior dis-
tributions were empirically set as follows: αW = 0.5, βW =
1.0, αH = 1.1, βH = 1.0, a0 = 0.5, a1→1 = 0.99, a0→1 =
0.01. We executed 200 iterations Gibbs sampling with 100 burn-
in to obtain 100 samples of each OI-NMF output variables. The
expected values of these samples were output.

To evaluate the separation performance, we adopted scale-
invariant metrics, signal-to-distortion ratio (SI-SDR), signal-
to-interference ratio (SI-SIR), and signal-to-artifacts ratio (SI-
SAR) [30]. SI-SDR is defined by the ratio between the estimated
signal and the overall residual noise, and its larger value indicates
higher separation performance. The residual noise is divided into
the interference noise derived from the non-target sources and the
artifacts noise, from the algorithm. SI-SIR and SI-SAR are defined
by the ratio between the target and these noises. Since there is a
trade-off between SI-SIR and SI-SAR, it is possible to grasp which
noise is dominating in the separated sound.

Generally, scale-variant versions (SDR, SIR, and SAR) [31]
are often used to evaluate the accuracy of blind source separation.
However, when the estimated target source includes many silent
sections as in the case of OI-NMF, these metrics cannot evaluate
the separation accuracy correctly due to the scale change of the
separated sound. Therefore, we think that scale-invariant metrics,
which are improved versions to overcome the scale problem, are
more appropriate for the evaluation of OI-NMF.

5.2. Separation Example

First, we show a separation example of OI-NMF. This example is
from the SwingJazz piece in which a clarinet plays the melody.
The whole onsets were used in this experiment. Figure 2 shows
heatmaps of the OI-NMF output variables in this example. Figure
2 (a) shows the input onsets and the inferred binary mask. The
binary mask was inferred like a piano roll from onsets in each
component. Components 1, 8, 11 and 12 are those in which non-
clarinet sound was estimated for which, the binary mask was 0 in
frames other than onsets. Figure 2 (b) shows the element-wise
product of the binary mask and activation. In the non-clarinet
component, activation values were smaller than other components.
Figure 2 (c) shows the dictionary. Since the input onsets are
given in order from the lowest pitch, it was confirmed that com-
ponents with corresponding harmonic structure appeared in order.
Although non-clarinet components had a noisy structure inappro-
priate for instrument sound, those corresponding activations had
small values that were almost negated. The improvement of SI-
SDR in this example was about 4 dB. Other examples and each
separated sound are published in the following repository1.

1https://github.com/YutaKusaka/
onset-informed-NMF-example
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Figure 2: NMF output variables of the separation example (SwingJazz). (a) onsets (black lines) and heatmap of the NMF binary mask
(gray bars). (b) heatmap of the element-wise product of the NMF activation and binary mask. (c) heatmap of the NMF dictionary.

5.3. Identification Experiment for Onset Effectiveness

To show that OI-NMF achieves the target instrument source sepa-
ration by virtue of using onsets, we compare its separation perfor-
mance with other methods without side-information. For compar-
ison, two types of NMF model without side-information are used:
OI-NMF without onsets input and Bayesian NMF [32], standard
stochastic NMF model inferred by Gibbs sampling. As described
in Section 1, these methods have no way of detecting which com-
ponents correspond to the target instrument (i.e. all instruments
appear on random components). Therefore, the recovered signal
using the inferred component k = 1, 2, . . . , J in these methods
gives the lower bound of the NMF separation performance and we
can show the effectiveness of the onsets as side-information. The
same melody separation experiment as in Section 5.2 is performed
for each piece and method. Note that the experimental parameters
of the methods without side-information are the same.

Table 1 shows a summary of the comparison. 10 separation
trials were performed for each method and piece, and the mean
and standard deviation of SI-SDR improvement from the mixture
were analyzed for each piece and methods. We can confirm that
SI-SDR is improved for all pieces in OI-NMF with onsets, that is,
the melody separations were performed well. On the other hand,
the means are around 0 or negative and the standard deviations
are large for all pieces in the two methods without onsets. This is
because the target instrument appears on random components and
the separation is not done as expected.

5.4. Verification Experiment for Onsets Absence

When users create onsets, it is expected that some onsets are lack-
ing because they missed listening. To verify the effect of the absent
input onsets, the melody separation was conducted with the pro-
portion 100%, 75%, 50%, and 25% of the onset presence. The
result of 100% is the same as in Section 5.3, and for each propor-
tion other than 100%, 10 trials were also conducted and metrics
were analyzed.

Figure 3 shows a summary of the experiments. Figure 3 con-
firms that the target sound could be separated in all pieces under
all conditions because mean SI-SDR improvement was positive.
In Figure 3, the mean tends to decrease, and the standard devia-
tion increase with increasing the onset absence. There were some
trials where the target instrument was not sampled correctly in the
components given the onsets probably due to absence. In this case,
the target instrument cannot be separated well. For this reason, we
presume these tendencies occur. Regarding SI-SIR and SI-SAR,

Table 1: SI-SDR improvement [dB] between the method with and
without the onsets. EachS value outside the parentheses indicates
the mean and inside, the standard deviation.

OI-NMF Bayesian NMFwith onsets without onsets
Bebop 5.62 (2.46) −2.75 (3.32) −4.42 (5.80)
Cool 4.84 (2.75) −0.56 (3.10) −0.83 (5.38)
Free 4.49 (1.63) −3.37 (5.24) −8.44 (14.7)
Funk 9.86 (0.97) −3.69 (3.99) −4.84 (7.32)

Fusion 7.09 (1.21) −1.54 (3.33) 0.33 (3.22)
Latin 5.77 (0.37) −4.58 (11.9) −6.67 (10.3)
Modal 4.52 (1.92) −5.60 (4.05) −1.77 (5.52)
Swing 4.29 (1.09) −2.38 (2.36) −6.08 (1.82)

they indicate a similar tendency as SI-SDR. Comparing these met-
rics, we can confirm that the noise from the algorithm is dominant
over the interference.

To examine the performance of the OI-NMF under the worst
onset conditions, an experiment in which only one onset was
present in each component was conducted. In this experiment,
SI-SDR improvement was not achieved in many pieces. In partic-
ular, separation failed 4 / 10 times in FreeJazz, 6 / 10 in LatinJazz
and ModalJazz, and 8 / 10 in SwingJazz. Considering these re-
sults, if too few onsets are input, OI-NMF often fails to perform
separation. On the other hand, from the previous experiments, we
consider that OI-NMF can achieve robust separation and tolerates
the lack of a few onsets.

5.5. Verification Experiment for Onsets Error

In addition to the onset absence, it is expected that the onsets are
deviated from the true onsets position due to human perception.
We conducted an additional experiment to investigate the effect
of this deviation on the separation performance. The deviation is
modeled based on the studies on the generation of the onsets. The
onset’s deviation is assumed to follow a normal distribution, with
an average of 10 ms [33] and a standard deviation of 100 ms [34].
The deviated onsets τ̃ is expressed as follows with respect to the
original onsets τ ,

τ̃ = τ + ϵ, (31)
ϵ ∼ N (0.01, 0.12). (32)

We compared the separation performance when ground truth 100%
onsets and 100% onsets with above deviation. Other experimental
settings are the same as the previous experiments.
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Figure 3: Separation results of each musical piece with the proportion of onsets presence. The dots show mean and error bars represent
standard deviations. The legend shows the proportion of the onset presence.
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Figure 4: SI-SDR improvement when the input onsets are devi-
ated. “Ground truth” and “with noise” show the results with and
without the onset deviation respectively. The dots show the mean
and the error bars represent the standard deviations.

Figure 4 shows the experiment results. From Figure 4, it is
confirmed that for all pieces except CoolJazz and FreeJazz, the
separation performance decreases due to the deviation of onsets.
The improvement of SI-SDR of BebopJazz and ModalJazz are
much lower than that of its ground truth, while the degradation of
the performance is suppressed in other pieces. The major cause of
the performance degradation in BebopJazz and ModalJazz is that
the noisy components of the accompaniment instruments are likely
to be estimated instead of the target due to the deviation. This
noisy component spreads over music, causing a significant deteri-
oration in performance (Figure 5). In CoolJazz and FreeJazz, the
separation performance may be improved compared to the ground
truth. It can be considered that the backward-deviated onsets are
more appropriate than the ones we created from F0 annotations for
these pieces.

In summary, these experimental results indicate the effective-
ness of the proposed model and onsets for the target instrument
separation. In addition, OI-NMF is expected to perform the robust
separation against the absence and deviation of the onsets at the
level expected when created by humans.

6. CONCLUSION AND DISCUSSION

In this paper, we proposed a new sound source separation frame-
work, named onset-informed NMF, that can separate a target in-
strument sound from polyphonic sound by using target instrument
onsets as side-information. To make use of onsets in the NMF
source separation framework, the conventional NMF model is ex-
panded by overlaying a binary mask based on a Markov-model
on an NMF activation and treated onsets in its structure. Further-
more, we improved the inference algorithm to infer NMF variables
including the binary mask and the onsets. Experiments to verify
and assess its performance in target sound source separatoin with
missing data showed OI-NMF could separate a target instrument
sound without requiring the whole of its onsets.

As a current problem, in situations when the target and other
sources onset simultaneously (e.g. a bass activates together with
a piano melody), OI-NMF may incorrectly estimate these sources
into one component due to the nature of NMF. Therefore, better
separation can be expected by including constraints based on the
target source structure such that the pitch difference in the same
instrument is expressed by a shift of its harmonic structure in the
frequency direction. Moreover, the wrong onset input or the type
of the target instrument probably influence the separation perfor-
mance. We plan to carry out experiments for these problems.

In addition, input onsets are currently created from the anno-
tation in the dataset and assumed to be given by grouping for the
same pitch. If users create onsets based on this assumption, the
operation to group onsets can be time-consuming. Therefore, we
are planning to construct an improved framework that can utilize
onsets as a time series without pitch information.
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ABSTRACT

In this paper we present an approach to using traditional digital IIR
filter structures inside deep-learning networks trained using back-
propagation. We establish the link between such structures and
recurrent neural networks. Three different differentiable IIR filter
topologies are presented and compared against each other and an
established baseline. Additionally, a simple Wiener-Hammerstein
model using differentiable IIRs as its filtering component is pre-
sented and trained on a guitar signal played through a Boss DS-1
guitar pedal.

1. INTRODUCTION

The deep learning approach to machine learning has made great
strides in many application areas, including signal processing, over
the past 10 years. This approach has had success both in general-
ized audio modelling tasks [1, 2] and in more constrained musical
signal processing tasks [3–7].

When applied to 1-dimensional signals, the common building
blocks of deep-learning systems can broadly be thought of as non-
linear extensions of some familiar signal processing concepts. For
example, convolutional neural networks (CNNs) can be thought of
as a type of non-linear FIR filter, and recurrent neural networks
(RNNs) as a type of non-linear IIR filter. Building up a deep-
learning model can be approached much like building up a signal
processing chain. Recent work [8] has made this analogy explicit
by pointing out that the more general and expressive components
of typical deep learning models can be substituted with much more
constrained signal processing components in suitable problems,
thus encoding structural knowledge in the model and potentially
making training easier and models smaller. Engel et al. demon-
strate this by constructing a synthesis system using differentiable
signal processing components including FIR filters, oscillators and
convolutions.

In this paper we propose the use of IIR filters in the differen-
tiable DSP (DDSP) context. We discuss how the analogy between
IIRs and RNNs present a number of useful insights into how such
structures should be trained. We then present some approaches for
constructing IIR filters in this context, and compare their perfor-
mance when applied to several simple example problems. These
example problems include fitting linear transfer functions and ap-
proximating the behaviour of a non-linear system using a Wiener-
Hammerstein model.

Copyright: © 2020 Boris Kuznetsov et al. This is an open-access article distributed

under the terms of the Creative Commons Attribution 3.0 Unported License, which

permits unrestricted use, distribution, and reproduction in any medium, provided the

original author and source are credited.

2. IIR FILTERS AS RECURRENT NEURAL NETWORKS

The Elman network is one of the earliest and simplest forms of a
recurrent neural network, introduced in 1990 as a way to model
human language [9]. It is described by the difference equation:

h[n] = σh(Whh[n− 1] + Uhx[n] + bh) (1)
y[n] = σy(Wyh[n] + by), (2)

where the vectors h, y, x are the hidden states, outputs and inputs
of the system, respectively. The matrices W , U are the trainable
weights of the RNN, and the vectors b are the biases. The func-
tions σ are (usually non-linear) activation functions.

Given some familiarity with signal processing, it should be
clear that if we choose linear activation functions σ and set the
biases b to zero, we essentially have an all-pole linear IIR filter:

h[n] = Whh[n− 1] + Uhx[n] (3)
y[n] = Wyh[n]. (4)

This illustrates the strong parallel between RNNs and IIR fil-
ters - they are both recursive systems that operate element-by-
element on a sequence of numerical data, storing information in
their internal states along the way. Hence, if we want to utilize
IIR filters in a machine-learning context we can treat them as a
specialized type of RNN and re-use the techniques and knowledge
already developed around RNNs.

2.1. Training

RNNs are generally trained using backpropagation through time
(BPTT), which can be trivially regarded as a regular backpropa-
gation through the computational graph of the network when un-
rolled over a number of time steps. Instead of applying BPTT
on the whole input time-sequence, the dataset is typically split up
into short sequences (typically between 512 and 2048 samples for
audio problems), over which the BPTT is applied [10] indepen-
dently. This is known as truncated backpropagation through time
(TBPTT). This process can be applied to differentiable IIR filters
unmodified.

If multiple filters are to be used, the forward pass of the net-
work can proceed as in a normal signal processing graph. Looping
over the input sequences can either be performed for the whole
sequence for each filter in turn (analogous to block-based process-
ing in an audio graph), or sample by sample. The computational
graphs produced in either approach are equivalent.

2.2. Vanishing or exploding gradients

Typically, RNN structures suffer from two major problems during
training - vanishing gradients and exploding gradients. The for-
mer is largely mitigated when training a linear IIR filter, whilst the
latter still requires some consideration.

DAFx.1

DAF
2

x
21in

Proceedings of the 23rd International Conference on Digital Audio Effects (DAFx2020), Vienna, Austria, September 2020-21

297

http://creativecommons.org/licenses/by/3.0/


Proceedings of the 23rd International Conference on Digital Audio Effects (DAFx-20), Vienna, Austria, September 8–12, 2020

Vanishing gradients result from the repeated composition of
non-linear activation functions in a deep network, exacerbated by
the graph unrolling utilized in BPTT. Since linear IIRs contain no
activation functions, they do not suffer from vanishing gradients.

Exploding gradients are typically encountered when the re-
cursion learned by an RNN is unstable, resulting in unbounded
growth of the states and output. This is still an issue for IIR fil-
ters, but it can largely be mitigated by sensible initialization of
coefficients, or by working with higher-level parameters for which
stability bounds are easily derived.

2.3. Implementation

To use IIR structures in a machine-learning context, they should
be implemented within a framework such as PyTorch or Tensor-
flow [11,12] that allows automatic differentiation of computational
graphs. This is a relatively trivial task as the structures contain
only basic arithmetic operations for which the frameworks already
have derivatives. Therefore, we only need to implement the for-
ward pass of the system, which is equivalent to its difference equa-
tion. Reference implementations for PyTorch are provided at the
accompanying website 1.

3. IIR STRUCTURES FOR DDSP

In this section we present a number of IIR filter structures that can
be used in a differentiable DSP context.

3.1. First-order section

The general z-domain transfer function for a first-order IIR filter
having one pole and one zero is given by:

H(z) =
b0 + b1z

−1

1 + a1z−1
. (5)

In practice, this transfer function can be implemented using the
following difference equation:

y[n] = b0x[n] + h[n− 1]

h[n] = b1x[n]− a1h[n− 1].
(6)

3.1.1. Initialization

It has been shown that initializing the weights of a layer in a neu-
ral network with a random distribution is generally desirable [10].
Since the unconditional stability of the system depends solely on
the value of a1, random initialization poses no problems for coef-
ficients b0 and b1. For the case of a1, it can be initialized to any
random value that satisfies the stability condition |a1| < 1.

3.2. Direct-Form second-order section

The z-domain transfer function of a general second-order IIR filter
having 2 poles and 2 zeros is given by:

H(z) =
b0 + b1z

−1 + b2z
−2

1 + a1z−1 + a2z−2
. (7)

Since this transfer function is the ratio of two quadratic functions,
it is commonly referred to as a biquad filter.

1https://github.com/boris-kuz/differentiable_
iir_filters

One approach would be to train the transfer function directly
via the parameters b0, b1, b2, a1 and a2. The natural structure for
this application would one of the four direct-form IIR topologies,
as they contain these parameters directly as coefficients. For this
work, the Transposed Direct Form-II (TDF-II) was chosen, given
its desirable numerical properties [13]. The difference equation for
(7) using TDF-II is given by:

y[n] = b0x[n] + h1[n− 1]

h1[n] = b1x[n] + h2[n− 1]− a1y[n]

h2[n] = b2x[n]− a2y[n].

(8)

3.2.1. Initialization

Whilst random initialization can be applied to the coefficients
b0, b1, b2 with no restrictions, it poses a problem for coefficients
a1 and a2. These coefficients define the poles and hence the sta-
bility of the system. We need to initialize them in such a way as to
ensure that the resulting poles fall inside the unit circle. By solving
the quadratic equation in the denominator of the transfer function,
we can derive a closed-form expression for the magnitude of the
largest pole radius for a given set of coefficients. This expression
can be written as:

r =


|a1|
2

if a2
1 = 4a2

|a1|+
√

a2
1−4a2

2
if a2

1 > 4a2

√
a2 if a2

1 < 4a2.

(9)

The first and last condition dictate |a1| ≤ 2 and |a2| ≤ 1.
Together with the second condition, we get an area of convergence
in the shape of a triangle. We can now choose a region inside this
triangle for which the stability of the filter is guaranteed. If we
place the constraint that a1, a2 should be initialised in the same
range, the region defined by |a1| ≤ 0.5 and |a2| < 0.5 provides
the greatest area within the stable limits whilst still being centered
on the origin.

3.3. SVF

An alternative approach to producing a second-order filter is to use
a filter structure with higher-level parameters. A good fit for this
task is the digital state-variable filter (SVF) [14]. This structure
has the advantage of decoupled control of both pole frequency and
magnitude, along with the possibility to freely mix its three outputs
to produce arbitrary zeros. This allows it to produce any second-
order transfer function, whilst still having easily interpretable pa-
rameters.

The difference equation of the SVF is given by:

yBP[n] =
g(x[n]− h2[n− 1]) + h1[n− 1]

1 + g(g + 2R)

yLP[n] = g yBP[n] + h2[n− 1]

yHP[n] = x[n]− yLP[n]− 2RyBP[n]

h1[n] = 2yBP − h1[n− 1]

h2[n] = 2yLP − h2[n− 1]

y[n] = cHP yHP + cBP yBP + cLP yLP,

(10)

where g is a coefficient controlling the cutoff frequency of the fil-
ter (usually derived from an analog frequency using prewarping,
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but here used directly), and cHP, cBP and cLP, are the mixing coeffi-
cients for the three filter outputs. Parameter R sets the damping of
the filter, with self-oscillation occurring at R = 0. The trainable
parameters for the SVF are then cHP, cBP, cLP, R and g.

3.3.1. Initialization

The parameters cLP, cBP, cHP can be initialized randomly without
great concern for the range. On the other hand, parameters g and R
must be constrained in their initialization to positive values in order
to produce a stable filter. Practically, it makes sense to place an
upper bound on both g and R upon initialization. Sensible upper
bounds are R = 1/

√
2, which corresponds with a Butterworth

filter shape, and g = 1, which places the cutoff at approximately
12 kHz for a sample rate of 44.1 kHz.

3.4. State-Space Form

The above described direct-form and SVF structures have the abil-
ity to fit any transfer function, but are constrained in their topol-
ogy. If we want to relax this restriction, we can use the generalized
state-space form, given by:

h[n+ 1] = Ah[n] +Bx[n]

y[n] = Ch[n] +Dx[n]
(11)

where A,B,C,D are matrices.
This form has the additional advantage of scaling to arbitrary

order to fit higher-order transfer functions.

3.4.1. Initialization

Random initialization is trivial for the B,C,D matrices, but the A
matrix must be handled with care as it defines the stability of the
system. We must find a bounding value α of the matrix elements
aij such that any random A matrix containing only values in the
interval [−a, a] produces an unconditionally stable system.

It is well known that any linear state-space system is stable
if |λi| < 1, ∀ i where λi are the eigenvalues of the A matrix. It
is also well known that the Frobenius matrix norm ||.||F provides
an upper-bound for the spectral radius, and hence the magnitude
of the largest eigenvalue of a matrix. The Frobenius norm for a
square matrix of dimension n is given by:

||A||F =

√√√√ n∑
i=1

n∑
j=1

|aij |2 (12)

Therefore, we can derive the bounding value α by examining the
worst-case scenario where |aij | = α,∀ i, j, and ||A||F = 1, giv-
ing: √√√√ n∑

i=1

n∑
j=1

|α|2 = 1 (13)

which implies:

α =
1

n
. (14)

Hence, we are guaranteed a stable initial system if A is initialized
with uniform random values in the interval [−1/n, 1/n], where n
is order of the system.

4. EVALUATION

In this section we evaluate the performance of the proposed struc-
tures by examining several linear filtering test cases. A 1D convo-
lutional layer, a common building block in machine learning appli-
cations, will be used as a baseline method during the evaluations,
as in practice it is equivalent to an FIR filter. Additionally, we
present an example application of differentiable IIRs for non-linear
system identification. As the choice of amount of epochs trained
for each model is arbitrary, constrained only by time and compu-
tational resources, the models have been trained until at least two
models reached a minimum, i.e. a point at which the loss has not
improved for at least 100 epochs.

4.1. Training Data

All models were trained on a signal composed of a 90-second long
logarithmic sine sweep ranging from 20 to 20 kHz with a constant
amplitude followed by 90 seconds of white noise at 0 dB. For val-
idation and comparison, a 60-second long sine-sweep was used.
For the non-linear case, a 90-second electric guitar recording was
used for training and a different 60-second recording was used for
the validation. All examples were implemented at a fixed sample
rate of 48 kHz.

During training, these signals were divided into sequences of
2048 samples, which were then organised into batches to utilize
GPU parallelism.

4.2. Loss Function and Loss Surface

The loss function chosen for the evaluation was the commonly-
used mean squared error (MSE), defined as:

EMSE =
1

n

n∑
i=1

(Yi − Ŷi)
2, (15)

where Y and Ŷ are the target signal and the output of the network,
respectively. Before evaluation of the MSE for each sequence of
data, both Y and Ŷ have the first few samples truncated to al-
low time for the filters to stabilize. Recent research in audio mod-
elling using deep learning has proposed the use of perceptually-
informed loss functions [15]. The use of perceptual loss functions,
such as A-weighting, can help improve the perceived accuracy of
a network without affecting its performance. Due to the domain-
specific nature of the networks proposed in this study, an evalua-
tion of the effects of this advanced training technique falls out of
scope and is therefore left for future work.

To evaluate the performance of the proposed structures we ex-
amine the magnitude of their frequency response after training as
well as their loss history, i.e. the evolution of the model loss as
a function of epochs. While the loss history provides important
insights into the smoothness of the loss surface of the different
networks, it does not give a full picture of the network properties
given the chosen structure. This is because the choice of optimizer
and its associated hyperparameters, such as learning rate, can eas-
ily influence the form this plot takes. In [16], Li et al. propose
a method to visualize the evolution of the model loss that is not
influenced by the choice of optimizer. This method consists in
evaluating the loss of the model at points along a line in parame-
ter space connecting the initialized model and the trained model.
Models with a monotonously falling loss are expected to behave
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Figure 1: Final frequency response (top) of the reference signal,
the FIR-model and the one-pole-model, loss history (middle) and
linear interpolation of the loss surface from the initial model to the
converged model (bottom) for the model trained on the first-order
lowpass.

better while training, i.e. converge smoothly to a sensible mini-
mum.

4.3. First-Order Lowpass Filter

In order to validate the differentiable first-order IIR filter, the train-
ing signal was processed through a one-pole lowpass with a cutoff
frequency at 1 kHz. The reference convolutional layer has a kernel
size of 32 and was trained for the same amount of epochs. As can
be seen in Figure 1, the differentiable one-pole model achieves a
very good fit, only deviating slightly near the Nyquist frequency.

The final MSE values for the trained models are:

Model Loss
One-Pole 5.061956E-04
FIR 1.832063E-05

4.4. Second-Order Lowpass Filter

The second test case consisted of fitting the response of a single
second-order non-resonant lowpass filter with a cutoff frequency
at 4 kHz. Four different differentiable structures were trained to
match the target response: a TDF-II, an SVF, a linear state-space
filter (LSS) of order 2 and a convolutional layer with kernel size
of 16. The top part of Fig. 2 shows the magnitude response of
the models after training, against that of the reference system. As
shown, the SVF and LSS networks achieve a good match of the tar-
get response, while DFT-II presents minor deviations in the stop-
band.

We can gain further insights into these results by observing the
evolution of the loss curve during training, depicted in the mid-
dle plot of Fig. 2. From this curve we can observe that, while
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Figure 2: Final frequency response (top), loss history (middle) and
linear interpolation of the loss surface from the initial model to the
converged model (bottom) for each model trained on the second-
order lowpass.

the TDF-II and LSS networks exhibited lower loss values than the
SVF during the first epochs, the SVF and LSS converged to a sen-
sible loss much faster than the TDF-II network. These results sug-
gest that either fully restricting the parametrization, as in the SVF,
or giving the network complete freedom over both its topology and
parametrization, as in the LSS, is more advantageous for training
purposes. On the other hand, the TDF-II loss appears to continue
decreasing, suggesting that given enough time the model will con-
verge. The loss surface exhibits similar smoothness for all three
models as shown in the bottom section of Fig. 2.

The final MSE values for each of the trained models are:

Model Loss
SVF 3.058363E-04
TDF-II 5.340165E-04
LSS 3.046548E-04
FIR 4.077413E-07

4.5. Three-band Parametric EQ

The second test case consisted of three second-order linear filters
in series: a non-resonant highpass filter with a 50-Hz cutoff, a
peak filter with a 3-dB gain at 500 Hz and a high-shelf filter with
a cutoff at 5 kHz and a gain of –3 dB. The models used to fit the
target response were: three TDF-II networks in series, three SVFs
in series, a convolutional layer with a kernel size of 1024 samples
and an LSS of order 6.

The top part of Fig. 3 shows the magnitude response of the
three proposed networks after training and that of the target sys-
tem. As shown by these results, the TDF-II and LSS networks
struggle to fit the target curve particularly below 100 Hz and at
the resonant peak. On the other hand, the SVF achieves a good
match of the target spectrum, with only minor deviations below
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Figure 3: Final frequency response (top), loss history (middle) and
linear interpolation of the loss surface from the initial model to the
converged model (bottom) for each model trained on the paramet-
ric EQ.
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Figure 4: Block diagram of a Wiener-Hammerstein model.

approx. 30 Hz. The model loss surfaces, as observed by their lin-
ear interpolations the bottom part of Fig. 3, show that both the
SVF and the LSS models had a “bump“ to overcome, whereas the
loss surface of the TDF-II model seems to be smoother. The loss
history plot in the middle of Fig. 3 tells a slightly different story,
showing the TDF-II model to behave in a more unpredictable man-
ner as compared to the SVF and LSS, which exhibited very similar
training performance. In contrast to the previous test case, the loss
for the TDF-II model is approximately the same as for the other
two, suggesting that for more complex systems the choice of filter
structure does not matter as much as for the simple case. While
none of the recurrent models fit the target exactly, it is still clear
that they approximate the shape nonetheless and are trainable us-
ing backpropagation.

The final MSE values for each of the trained models are:

Model Loss
SVF 3.920308E-03
TDF-II 3.951538E-03
LSS 3.947347E-03
FIR 1.039456E-06

4.6. Wiener-Hammerstein Model

In this section we present an example application of differentiable
IIRs within the context of block-oriented nonlinear system mod-
elling using a Wiener-Hammerstein structure. Previous research
on virtual analog (VA) modeling has studied the use of block-
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Figure 5: Sample output (top), loss history (middle) and lin-
ear interpolation of the loss surface from the initial model to the
converged model (bottom) for each Wiener-Hammerstein model
trained on the nonlinear signal.

oriented structures to emulate a wide variety of non-linear music
systems, such as guitar amplifiers [17] and audio distortion cir-
cuits [18–21]. This approach falls under the category of black-box
modeling, an area of study that deals with the emulation of non-
linear systems based on input–output measurements of the device
under study. Figure 4 shows a block diagram representation of a
Wiener-Hammerstein model which consists of a static, or memory-
less, nonlinearity surrounded by two LTI filters. This same general
structure is used, e.g., in [21] to model a tube-based pre-amplifier
pedal.

We can design a differentiable Wiener-Hammerstein model by
implementing the LTI filters and the static non-linear function in
Fig. 4 with differentiable IIR filters and a multi-layer perceptron
(MLP) [10], respectively. The proposed architecture has two desir-
able properties. First, the model is now fully differentiable and all
three sections can be trained simultaneously in an end-to-end fash-
ion. Secondly, we do not need to make any assumptions regarding
the shape of the non-linear stage. The MLP, being an universal ap-
proximator, should be able to learn any arbitrary static non-linear
function provided it has enough capacity.

The MLP structure chosen for this specific case consisted of
four densely-connected layers, with two being hidden layers of
width 20. The first layer maps the input width, which is one in
this case, to the width of the hidden layers, i.e. 20. The final layer
maps the signal back to the desired output width of one. The ac-
tivation function was chosen to be tanh and placed after every
hidden layer. Two differentiable second-order IIRs were used to
complete the Wiener-Hammerstein model, one before and one af-
ter the MLP. This structure can be extended with relative ease, at
the cost of increased computational complexity, by increasing the
number of filters used and and by modifying the size of the MLP.
For the FIR reference model, a kernel size of 128 was chosen for
both input and output filters.
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The proposed structure was used to model a Boss DS-1 guitar
distortion pedal [22]. For this model, all knobs on the pedal were
set to 50% of their value. Training was conducted by using a test
signal consisting of a 90-second passage of electric guitar playing.

As shown in the top section of Fig. 5, the TDF-II, LSS and
FIR models behave quite similarly, while the SVF model diverges
slightly. Though none of the models fit the target perfectly, they all
perform relatively well. Audio examples for the proposed models
and validation signal used can be found in alongside the accompa-
nying code for this paper.

It is notable that the accuracy achieved is comparable to that
achieved in [17, 20, 21], but without the use of a specialized mea-
surement signal and the optimization process employed in this pre-
vious work. This indicates the suitability of differentiable IIR fil-
ters and an end-to-end machine learning approach for this type of
black-box modeling of nonlinear systems.

The final MSE for each nonlinear model is:

Model Loss
SVF 3.690291E-03
TDF-II 1.001991E-02
LSS 3.763787E-03
FIR 4.327687E-04

4.7. Computational Cost

The following table gives an overview of the floating-point oper-
ations per sample (adds, multiplies) for each considered structure
for a second-order section. The accompanying code has been used
as a basis for these operation counts.

Model Multiplies/Sample Adds/Sample
SVF 10 8
TDF-II 5 4
LSS 9 6

5. CONCLUSIONS

In this work we made the connection between the RNN, a familiar
class of structures in the machine learning domain, and IIR filters,
providing several implementations of such filters within a machine
learning context. These differentiable IIR filters can be employed
as part of established machine learning model structures and train-
ing processes, particularly in the audio domain. We evaluated and
compared the implementations with a more computationally inten-
sive baseline model and showed that they can, broadly, approach
the performance of this baseline. Lastly, we presented an example
of how these structures can be integrated within a larger machine
learning system by using them along with an MLP to construct a
Wiener-Hammerstein model of a Boss DS-1 pedal.
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ABSTRACT

In this paper, we present TIV.lib, an open-source library for the
content-based tonal description of musical audio signals. Its main
novelty relies on the perceptually-inspired Tonal Interval Vector
space based on the Discrete Fourier transform, from which multi-
ple instantaneous and global representations, descriptors and met-
rics are computed—e.g., harmonic change, dissonance, diatonic-
ity, and musical key. The library is cross-platform, implemented
in Python and the graphical programming language Pure Data, and
can be used in both online and offline scenarios. Of note is its
potential for enhanced Music Information Retrieval, where tonal
descriptors sit at the core of numerous methods and applications.

1. INTRODUCTION

In Music Information Retrieval (MIR), several libraries for musi-
cal content-based audio analysis, such as Essentia [1], Librosa [2],
and madmom [3] have been developed. These libraries have been
widely adopted across academia and industry as they promote the
fast prototyping of experimental methods and applications ranging
from large-scale applications such as audio fingerprinting and mu-
sic recommendation, to task-specific MIR analysis including chord
recognition, structural segmentation, and beat tracking.

The tonal domain of content-based audio descriptors denotes
all attributes related to the vertical (i.e., harmonic) and horizontal
(i.e., melodic and voice-leading) combination of tones, as well as
their higher-level governing principles, such as the concept of mu-
sical key. The earliest research in this domain was driven by the
methods applied to symbolic representations of music, e.g., MIDI
files. The jump from symbolic to musical audio domain raises sig-
nificant problems and requires dedicated methods, as polyphonic
audio-to-symbolic transcription remains a challenging task [4].
While the state of the art [5, 6] in polyphonic music transcription
has advanced greatly due to the use of deep neural networks, it
remains largely restricted to piano-only recordings.

Copyright: © 2020 António Ramires et al. This is an open-access article distributed

under the terms of the Creative Commons Attribution 3.0 Unported License, which

permits unrestricted use, distribution, and reproduction in any medium, provided the

original author and source are credited.

One of the most prominent tonal audio descriptors is the
chroma vector. This representation divides the energy of the
spectrum of an audio signal in the 12 tones of the western chro-
matic scale across all octaves. This leads to a 12-element vector
where each element corresponds to the energy of each pitch class.
Throughout this work, this vector will be referred to as the pitch
profile. Many algorithms for this representation have been pro-
posed, including Pitch Class Profiles [7], Harmonic Pitch Class
Profiles (HPCP) [8], the CRP chroma [9], and the NNLS chroma
[10]. Stemming from this 12-element vector, many metrics and
systems have been proposed, for key detection, chord recognition,
cover song identification, mood recognition, and harmonic mix-
ing. Yet, despite their fundamental role in many MIR tasks, tonal
descriptors are not only less prominent in existing content-based
audio libraries, in comparison with rhythmic or timbral descrip-
tors [1], but also their perceptual basis is of limited scope [11].

In the context of the aforementioned limitations, we present
the TIV.lib, a cross-platform library for Python and Pure Data,
which automatically extracts multiple perceptually-aware tonal de-
scriptions from polyphonic audio signals, without requiring any
audio-to-symbolic transcription stage. It owes its conceptual basis
to ongoing work within music theory on the DFT of pitch profiles,
which has been extended to the audio domain [12]. The hierarchi-
cal nature of the Tonal Interval Vector (TIV) space allows the com-
putation of instantaneous and global tonal descriptors including
harmonic change, (intervallic) dissonance, diatonicity, chromatic-
ity, and key, as well as the use of distance metrics to extrapolate
different harmonic qualities across tonal hierarchies. Furthermore,
it can enable the efficient retrieval of isolated qualities or those re-
sulting from audio mixes in large annotated datasets as a simple
nearest neighbour-search problem.

The remainder of this paper is organized as follows. Section 2
provides an overview of the ongoing work on pitch profiles DFT-
based methods within music theory, followed by a description of
the recently proposed TIV space, which extends the method to the
audio domain. Section 3 provides a global perspective of the newly
proposed TIV.lib architecture. Section 4 details the mathe-
matical and musical interpretation of the description featured in
TIV.lib and, finally, Section 5 discusses the scope of applica-
tion scenarios of the library and Section 6 provides perspectives
on future work.
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2. RELATED WORK

2.1. Tonal pitch spaces

Within the research literature, numerous tonal pitch spaces and
pitch distance metrics have been proposed [13, 14, 15, 16]. They
aim to capture perceptual musical phenomena by geometrical and
algebraic representations, which quantify and (visually) represent
pitch proximity. These spaces process pitch as symbolic manifes-
tations, thus capturing musical phenomena under very controlled
conditions, with some of the most prominent spaces discarding
the pitch height dimension by collapsing all octaves into a 12-tone
pitch space.

Attempts to represent musical audio in the aforementioned
spaces have been pursued [17, 18] by adopting an audio-to-
symbolic transcription stage. Yet, polyphonic transcription from
musical audio remains a challenging task which is prone to error.

Recently, Bernardes et al. [12] proposed a tonal pitch space
which maps chroma vectors derived from audio signals driven into
a perceptually inspired DFT space. It expands the aforementioned
pitch spaces with strategies to process the timbral/spectral infor-
mation from musical audio.

2.2. From the DFT of symbolic pitch distributions to the Tonal
Interval Vector space

In music theory, the work proposed by Quinn [19] and followed
by [20, 21, 22] on the Discrete Fourier Transform (DFT) of pitch
profiles, has been shown to elicit many properties with music-
theoretic value. Moreover, in [23] DFT-based pitch spaces were
shown to capture human perceptual principles.

In the Fourier space, a 6-element complex vector, correspond-
ing to the 1 ≤ k ≤ 6 DFT coefficients, is typically adopted. The
magnitude of the Fourier coefficients has been used to study the
shape of pitch profiles, notably concerning the distribution of their
interval content. This allows, for example, to quantify diatonic or
chromatic structure (see Section 4 for a comprehensive review of
the interpretations of the coefficients). The phase of the pitch pro-
files in the Fourier space reveals aspects of tonal music in terms
of voice-leading [24], tonal regions modelling and relations [25],
and the study of tuning systems [20]. In summary, the magnitude
of the pitch profiles express harmonic quality and the phases har-
monic proximity.

Recently, a perceptually-inspired equal-tempered, enhar-
monic, DFT-based TIV space [12] was proposed. One novelty
introduced by this newly proposed space in relation to remaining
Fourier spaces was the combined use of the six coefficients in a
TIV, T (k). Moreover, the perceptual basis of the space is guar-
anteed by weighting each coefficients by empirical ratings of dyad
consonance, wa(k). T (k) allows the representation of hierarchical
or multi-level pitch due to the imposed L1 norm, such that:

T (k) = wa(k)

N−1∑
n=0

c̄(n)e
−j2πkn

N ,

k ∈ Z with c̄(n) =
c(n)∑N−1

n=0 c(n)

(1)

where N=12 is the dimension of the chroma vector, c(n), and k
is set to 1 ≤ k ≤ 6 for T (k) since the remaining coefficients
are symmetric. The weights, wa(k) = {3, 8, 11.5, 15, 14.5, 7.5},
adjust the contribution of each dimension k of the space to comply

TIV (1)

TIV.mag
TIV.phases

TIV.hchange
TIV.diss

TIV.key

TIV (2)

TIV.combine
TIV.euclid
TIV.cosine

TIV.whole-toneness
TIV.chromaticity
TIV.diatonicity

Figure 1: A graph of the dependencies of the feature extrac-
tion modules of TIV.lib. The algorithms connected to TIV(2)
through a dashed line require two inputs for the feature calculation.

with empirical ratings of dyad consonance as summarised in [26].
wa(k) accounts for the harmonic structure of musical audio driven
from an average spectrum of orchestral instruments [11].

3. TIV.LIB: IMPLEMENTATION

The TIV.lib includes several signal-processing functions or de-
scriptors for characterising the tonal content of musical audio. This
library is implemented in Python, using only Numpy and Scipy
as dependencies and Pure Data, with both available to download
at: http://bit.ly/2pBYhqZ. Illustrative analysis of musi-
cal audio examples for the descriptors are provided in the Python
download link as a Jupyter Notebook. The Python implementation
targets batch offline processing and the Pure Data implementation
online processing.

As an input, the library takes 12-element chroma vectors,
c(n), from which TIVs, T (k), are then computed. 1 Any input
representation will have an effect on the space, as such we leave
the choice of which chroma representation up to the user in order
to best fit the problem at hand. Although the system is agnostic to
the chosen chroma, we recommend the “cleanest” chroma repre-
sentation, i.e., that which is closest to a symbolic representation, to
be selected. The time scale of the TIV is dependent of the adopted
window size during the chroma vector computation. For instan-
taneous TIVs, a single-window chroma vector can be used as in-
put. For global TIVs, consecutive chroma vectors can be averaged
across the time axis prior to the TIV computation.

In Figure 1 we present the architecture of TIV.lib. In this
graph of dependencies we can see the algorithms that have been
implemented and which classes they require for their calculation.

4. TIV.LIB: ALGORITHMS

This section details the functions included in the TIV.lib, focus-
ing on their mathematical definition and musical interpretation.

TIV is a 6-element complex vector, which transforms chroma
into an interval vector space by applying Eq. 1, an L1-norm
weighted DFT. The resulting space dimensions combine interval-
lic information in the coefficients’ magnitude and the tonal region
(i.e., musical key area) it occupies in the coefficients’ phase. The

1A tutorial example on the extraction of HPCP representations from
audio is provided in the library package, both using Essentia and Librosa.
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mapping between chroma and the TIV retains the bijective prop-
erty of the DFT and allows the representation of any variable-
density pitch profile in the chroma space as a unique location in
the TIV space.

TIV.mag is a 6-element (real) vector that reports the magni-
tude of the TIV elements 1 ≤ k ≤ 6, such that:

mag(k) = ||T (k)|| (2)

It provides a characterisation of the harmonic quality of a pitch
profile, namely its intervallic content, distilling the same infor-
mation as the pitch-class interval vector [27, 28]. Mathemati-
cally, it is well-understood that a large magnitude in T (k) coef-
ficients indicates how evenly the pitch profile can be divided by
N/k. Musically, the work on the DFT of pitch profiles [12, 19]
emphasizes the association between the magnitude of Fourier
coefficients and tonal qualities: ||T (1)|| ↔ chromaticity,
||T (2)|| ↔ dyadicity, ||T (3)|| ↔ triadicity, ||T (4)|| ↔
diminished quality, ||T (5)|| ↔ diatonicity, ||T (6)|| ↔
whole − toneness. Please refer to [20, 21] for a comprehen-
sive discussion on the interpretation of the DFT coefficients.2 One
distinct property of the TIV.mag vector is its invariance under
transposition or inversion [20]. For example, all major triads or
harmonic minor scales share the same Fourier magnitude, hence
the same TIV.mag vector 3.

TIV.phases is a 6-element (real) vector that reports the
phases (or direction) of the TIV coefficients 1 < k < 6, such
that:

phases(k) = ∠T (k) (3)

It indicates which of the transpositions of a pitch profile quality is
under analysis [29], as transposition of a pitch profile by p semi-
tones, i.e., circular rotations of the chroma, c(n), rotates the T (k)
by φ(p) = −2πkp

N
. TIV phases are also associated with regional

(or key) areas, whose diatonic set is organised as clusters in the
TIV space [12, 25].

TIV.combine computes the resulting TIV from mixing (or
summing) multiple TIVs representing different musical audio sig-
nals. Due to the properties of the DFT space, this operation can
be efficiently computed as a linear combination of any number of
TIVs, T (k). Given TIVs T1(k) and T2(k), their linear combina-
tion, weighted by their respective energy, a1 and a2, is given by:

T1+2(k) =
T1(k) · a1 + T2(k) · a2

a1 + a2
(4)

a1 and a2 are retrieved from the discarded DC components T1(0)
and T2(0).

TIV.chromaticity reports the level of concentration of
a sonority in a specific location of the chromatic pitch circle as
a value within the [0,1] range, computed as the magnitude of the
T (1) normalized to unity: ||T (1)||

wa(1)
. This value is close to 0 for

sounds exhibiting energy in evenly-spaced pitch classes (such as
typically tonal chords and scales) and close to 1 for chromatic pitch
aggregates.

TIV.diatonicity reports the level of concentration of a
sonority within the circle of fifths as a value within the [0,1] range.

2We note for each of these single Fourier coefficient quantities that the
effects of the weights can be factored out.

3Note that the phases, discarded here, will differ. As such, the unique-
ness property of the TIV is maintained as it combines both magnitude and
phase information.

Figure 2: Two DFT coefficients interpreted as chromaticity and
diatonicy. Three TIV are plotted for comparison: C major chord
{0,4,7} (♢), 3-note chromatic cluster {0,1,2} (+), and C major
scale {0,2,4,5,7,9,11} (•). The grey shaded areas indicate the
space the TIVs can occupy.

The larger the magnitude of the T (5) normalized to unity, ||T (5)||
wa(5)

,
the higher the level of diatonicity.

TIV.whole-toneness reports the proximity to one of the
two existing whole-tone collection within the 12-tone equal tem-
perament tuning. The level of whole-toneness is reported within
the [0,1] range resulting from the magnitude of the T (6) normal-
ized to unity, such that: ||T (6)||

wa(6)
.

Fig. 2 shows the DFT coefficients from which we extract chro-
maticity and diatonicity descriptions as the magnitude of T (1) and
T (5), respectively. We plot pitch profiles that aim to illustrate the
behaviour of each coefficient in eliciting the chromatic and dia-
tonic character of the C major chord and C major scale as well as
chromatic 3-tone cluster by inspecting their magnitude. Note that
the magnitude of both the C major chord and C major scale, two
prototypical diatonic pitch profiles, clearly have greater magnitude
in the diatonic T (5) coefficient in comparison with the three-note
cluster, a prototypical chromatic profile. Conversely, in the chro-
matic T (1) coefficient, the magnitudes of the above pitch profiles
show the expected opposite behaviour, thus mapping the three-
note cluster further from the centre.

TIV.euclid and TIV.cosine compute the Euclidean, E,
and cosine, C, distance between two given TIVs, T1(k) and T2(k),
using Eqs. 5 and 6, respectively.

E{T1, T2} =
√

||T1 − T2||2 (5)

C{T1, T2} =
T1 · T2

||T1||||T2||
(6)

The cosine distance (i.e., the angular distance) between TIVs
can be used as an indicator of how well pitch profiles “fit" or mix
together. For example, it quantifies the degree of tonal proximity
of TIV mixtures, or informs which translation or transposition of
a TIV best aligns with a given key. Conversely, Euclidean dis-
tances between TIVs relate mostly to melodic (or horizontal) dis-
tance. It captures the neighbouring relations observed in the Ton-
netz, where smaller distances agree with parsimonious movements
between pitch profiles. Please refer to [22, 24] for a comprehensive
discussion on this topic.

TIV.hchange computes a harmonic change detection func-
tion across the temporal dimension of an audio signal. Peaks in this
function indicate transitions between regions that are harmonically
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stable. We compute a harmonic change measure, λ, for an audio
frame m as the Euclidean distance between frames m + 1 and
m−1 (Eq. 7), an approach inspired by Harte et al. [30], which can
be understood as adopting three coefficients out of the 1 ≤ k ≤ 6
of the TIV, T (k), i.e., those corresponding to the circle of fifths,
the circle of minor thirds, and the circle of major thirds.

λm =
√

||Tm−1 − Tm+1||2 (7)

TIV.diss provides an indicator of (interval content) disso-
nance, as the normalized TIV magnitude subtracted from unity,
1 − |T (k)|

|wa(k)| . This perceptually-inspired indicator stems from the
weighted magnitude of the TIV coefficients, which rank the inter-
vals 1 ≤ k ≤ 6 to match empirical ratings of dissonance within
the Western tonal music context [11, 12].

TIV.key infers the key from an audio signal as a pitch class
(tonic) and a mode (major or minor). It is computed as the Eu-
clidean distance from the 24 major and minor key TIVs, T p⋆

r (k),
defined as the shifts (i.e. rotation) of the 12 major and 12 minor
profiles, p, by Temperley [31] or Sha’ath [32], such that:

Rmin = argminr

√
||T · α− T p⋆

r ||2 (8)

where T p⋆
r are 24 major and minor key profiles TIVs, p. When

r ≤ 11 , we adopt the major profile and when r ≥ 12, the minor
profile. α is a bias introduced to balance the distance between ma-
jor and minor keys. Optimal values of α = 0.2 and α = 0.55 have
been proposed in [33] for the Temperley [31] and Shat’ath [32] key
profiles, respectively. The output is an integer, Rmin, ranging be-
tween 0 − 11 for major keys and 12 − 23 for minor keys, where
0 corresponds to C major, 1 to C# major, and so on through to 23
being B minor.

5. APPLICATIONS AND PERSPECTIVES

Following the emerging body of music theory literature on the
DFT of pitch profiles and the continuous work of the TIV space,
we implemented the perceptually-inspired TIV.lib in Python
and Pure Data. The former aims at batch offline processing and
the latter mostly at online or real-time processing, but allowing
offline computations as well.

Figure 3 shows an example usage of the TIV.lib functions
for computing the diatonicity, chromaticity and whole-toneness
harmonic qualities in Pure Data.

In order to achieve the same result in Python, the following
code can be executed:

import TIVlib as tiv

ex_tiv = tiv.TIV.from_pcp(example_chroma)
ex_wholetoneness = ex_tiv.wholetoneness()
ex_diatonicity = ex_tiv.diatonicity()
ex_chromacity = ex_tiv.chromaticity()

We now provide an example usage of this library for extract-
ing tonal features of a musical piece. We run this code for an
excerpt of the Kraftwerk song “Spacelab,” to demonstrate how
this library can provide useful information related to its diatonic-
ity and whole-toneness. As can be seen from the Chromagram
in Figure 4, this song starts in the whole tone scale [F# G#
A#C D E], and then moves, at 33 s, to a diatonic set [C D Eb

Figure 3: Pure Data patch for online computation of diatonicity,
chromaticity and whole-toneness harmonic qualities of a live input
audio signal, using the TIV.lib.

F G Ab Bb C]. In Figure 5 we show this by plotting the evo-
lution of theTIV.diatonicity, TIV.wholetoneness and
TIV.chromaticity outputs for this music.
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Figure 4: Chromagram of the first minute of Kraftwerk’s “Space-
lab.”

Several functions of the TIV.lib result from ongoing re-
search and have been evaluated in previous literature [11, 12, 33,
34], where the possibility of the TIV space to geometrically and
algebraically capture existing spaces of perceptual and music the-
oretical value, such as Euler and Krumhansl [12], were shown. In
particular, we highlight our previous work on key recognition [33]
and harmonic mixing [11, 35], where TIV-based approaches out-
performed more traditionally used harmonic features. In addition,
the use of TIVs can also extend content-based audio processing by
providing a vector space where distances and metrics (e.g., disso-
nance and harmonic proximity) among multi-level pitch, chords,
and keys, capture perceptual aspects of musical phenomena. Ex-
amples of creative possibilities of the TIV space have also been
shown in Musikverb [36], where it was used for developing a novel
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Figure 5: Output of the diatonicity, chromaticity and whole-
toneness harmonic qualities the first minute of Kraftwerk’s
“Spacelab”, using the TIV.lib.

type of harmonically-adaptive reverb effect.
We strongly believe that the properties of the TIV space

can be further explored in content-based audio processing. For
example, the possibility to isolate the harmonic quality in
TIV.mag as a pitch-invariant audio representation can be rele-
vant for several MIR tasks that rely on multiple transposed ver-
sions of a given musical pattern, such as in query-by-humming,
and cover song detection. Moreover, the possibility to com-
pute TIV mixes as a computationally efficient linear combina-
tion allows for the fast retrieval of musical audio from large
datasets (e.g., Freesound [37]), as a simple nearest-neighbour
search problem. Finally, the newly proposed indicators of tonal
quality such as TIV.chromaticity, TIV.diatonicity,
TIV.wholte-toneness, and TIV.diss not only extend mu-
sical theoretical methodologies to content-based processing from
audio performance data, but can also promote a greater under-
standing of tonal content in MIR tasks.

By providing streamlined access to a set of music theoretic
properties which are non-trivial to obtain from commonly used
time-frequency representations in MIR such as the STFT (or
even from chroma-like representations directly), we believe the
TIV.lib can lay the foundation for a kind of “enhanced” MIR
in tasks such as chord recognition and key estimation which can
directly leverage the complementary contextual information con-
tained within the TIV.lib descriptors.

6. CONCLUSIONS

In this paper we have introduced the open-source tool, TIV.lib,
as a means to drive the uptake and usage of the Tonal Interval
Space both in offline music signal analysis via the python imple-
mentation, as well as in online contexts using Pure Data. While
we hope to see a growth of applications which benefit from access
to music theoretic harmonic features provided by TIV.lib our
own future work will focus in two principal areas: i) investigat-
ing the processing stages which directly precede the calculation of
the TIV; and ii) in the application of the TIV across large datasets.
More specifically, we seek to study the impact of different meth-
ods for calculating the requisite chroma vectors (e.g., HPCP [8],

NNLS [10], or timbre-invariant chroma [9]) in the TIV space, as
pursued in [33, 34] within the scope of audio key detection. Fur-
thermore, we will study an optimal strategy to define the weights,
wa(k), for particular audio sources and to implement the descrip-
tors in a large online musical database supported by content-based
analysis, as a strategy to study the descriptors under a large-scale
environment for musical retrieval and creation. Finally, we intend
to add this library to existing musical audio analysis libraries such
as Essentia and Librosa.

7. ACKNOWLEDGMENTS

António Ramires is supported by the European Union’s Hori-
zon 2020 research and innovation programme under the Marie
Skłodowska-Curie grant agreement No765068, MIP-Frontiers.

Gilberto Bernardes is supported by Experimentation in mu-
sic in Portuguese culture: History, contexts, and practices in
the 20th and 21st centuries—Project co-funded by the European
Union, through the Operational Program Competitiveness and In-
ternationalization, in its ERDF component, and by national funds,
through the Portuguese Foundation for Science and Technology.

This work is funded by national funds through the FCT -
Foundation for Science and Technology, I.P., within the scope
of the project CISUC - UID/CEC/00326/2020 and by European
Social Fund, through the Regional Operational Program Centro
2020, as well as by Portuguese National Funds through the FCT
- Foundation for Science and Technology, I.P., under the project
IF/01566/2015.

8. REFERENCES

[1] D. Bogdanov, N. Wack, E. Gómez, S. Gulati, P. Herrera,
O. Mayor, G. Roma, J. Salamon, J. Zapata, and X. Serra,
“Essentia: an open-source library for sound and music anal-
ysis,” in Proc. of the ACM International Conference on Mul-
timedia, 2013, pp. 855–858.

[2] B. McFee, C. Raffel, D. Liang, D. Ellis, M. McVicar, E. Bat-
tenberg, and O. Nieto, “Librosa: Audio and music signal
analysis in python,” in Proceedings of the Python in Science
Conference, 2015, pp. 109–114.

[3] S. Böck, F. Korzeniowski, J. Schlüter, F. Krebs, and G. Wid-
mer, “madmom: a new Python Audio and Music Signal Pro-
cessing Library,” in Proceedings of the 24th ACM Interna-
tional Conference on Multimedia, Amsterdam, The Nether-
lands, 10 2016, pp. 1174–1178.

[4] E. Benetos, S. Dixon, Z. Duan, and S. Ewert, “Automatic
music transcription: An overview,” IEEE Signal Processing
Magazine, vol. 36, no. 1, pp. 20–30, 2018.

[5] C. Hawthorne, E. Elsen, J. Song, A. Roberts, I. Simon,
C. Raffel, J. Engel, S. Oore, and D. Eck, “Onsets and frames:
Dual-objective piano transcription,” in Proc. of the 19th
Intl. Society for Music Information Retrieval Conf. (ISMIR),
2018, pp. 50–57.

[6] A. Ycart and E. Benetos, “Polyphonic music sequence trans-
duction with meter-constrained lstm networks,” in 2018
IEEE International Conference on Acoustics, Speech and
Signal Processing (ICASSP), 2018, pp. 386–390.

DAFx.5

DAF
2

x
21in

Proceedings of the 23rd International Conference on Digital Audio Effects (DAFx2020), Vienna, Austria, September 2020-21

308



Proceedings of the 23rd International Conference on Digital Audio Effects (DAFx-20), Vienna, Austria, September 8–12, 2020

[7] T. Fujishima, “Realtime chord recognition of musical sound:
a system using common lisp music,” in Proc. of the Interna-
tional Computer Music Conference, 1999.

[8] E. Gómez, “Tonal description of polyphonic audio for music
content processing,” INFORMS Journal on Computing, vol.
18, no. 3, pp. 294–304, 2006.

[9] M. Müller and S. Ewert, “Towards timbre-invariant audio
features for harmony-based music,” IEEE Transactions on
Audio, Speech, and Language Processing, vol. 18, no. 3, pp.
649–662, 2010.

[10] M. Mauch and S. Dixon, “Approximate note transcription
for the improved identification of difficult chords,” in Proc.
of the International Society for Music Information Retrieval
Conference, 2010, pp. 135–140.

[11] G. Bernardes, M. E. P. Davies, and C. Guedes, “A hierar-
chical harmonic mixing method,” in Music Technology with
Swing, M. Aramaki, M. E. P. Davies, R. Kronland-Martinet,
and S. Ystad, Eds. 2018, pp. 151–170, Springer International
Publishing.

[12] G. Bernardes, D. Cocharro, M. Caetano, C. Guedes, and
M. E. P. Davies, “A multi-level tonal interval space for mod-
elling pitch relatedness and musical consonance,” Journal of
New Music Research, vol. 45, no. 4, pp. 281–294, 2016.

[13] R. Shepard, “The analysis of proximities: multidimensional
scaling with an unknown distance function. i.,” Psychome-
trika, vol. 27, no. 2, pp. 125–140, 1962.

[14] F. Lerdahl, Tonal pitch space, Oxford University Press, 2004.

[15] D. Tymoczko, A geometry of music: Harmony and counter-
point in the extended common practice, Oxford University
Press, 2010.

[16] E. Chew, “Out of the grid and into the spiral: Geomet-
ric interpretations of and comparisons with the spiral-array
model,” Computing in musicology, vol. 15, pp. 51–72, 2007.

[17] C. Chuan and E. Chew, “Polyphonic audio key finding us-
ing the spiral array ceg algorithm,” in IEEE International
Conference on Multimedia and Expo, 2005, pp. 21–24.

[18] B. De Haas, R. Veltkamp, and F. Wiering, “Tonal pitch step
distance: a similarity measure for chord progressions.,” in
Proc. of the International Society for Music Information Re-
trieval Conference, 2008, pp. 51–56.

[19] I. Quinn, “General equal-tempered harmony: parts 2 and 3,”
Perspectives of New Music, pp. 4–63, 2007.

[20] E. Amiot, Music through Fourier space, Springer, 2016.

[21] J. Yust, “Stylistic information in pitch-class distributions,”
Journal of New Music Research, vol. 48, no. 3, pp. 217–231,
2019.

[22] D. Tymoczko and J. Yust, “Fourier phase and pitch-class
sum,” in International Conference on Mathematics and
Computation in Music, 2019, pp. 46–58.

[23] M. R. W. Dawson, A. Perez, and S. Sylvestre, “Artificial
neural networks solve musical problems with Fourier phase
spaces,” Scientific Reports, vol. 10, no. 1, pp. 7151, Apr
2020.

[24] D. Tymoczko, “Set-class similarity, voice leading, and the
fourier transform,” Journal of Music Theory, vol. 52, no. 2,
pp. 251–272, 2008.

[25] J. Yust, “Probing questions about keys: Tonal distributions
through the DFT,” in International Conference on Mathe-
matics and Computation in Music, 2017, pp. 167–179.

[26] David Huron, “Interval-class content in equally tempered
pitch-class sets: Common scales exhibit optimum tonal con-
sonance,” Music Perception, vol. 11, no. 3, pp. 289–305,
1994.

[27] A. Forte, “A theory of set-complexes for music,” Journal of
Music Theory, vol. 8, no. 2, pp. 136–183, 1964.

[28] A. Forte, The structure of atonal music, vol. 304, Yale Uni-
versity Press, 1973.

[29] J. Hoffman, “On pitch-class set cartography: Relations be-
tween voice-leading spaces and fourier spaces,” Journal of
Music Theory, vol. 52, no. 2, pp. 219–249, 2008.

[30] C. Harte, M. Sandler, and M. Gasser, “Detecting harmonic
change in musical audio,” in Proc. of the ACM Workshop on
Audio and Music Computing Multimedia, 2006, pp. 21–26.

[31] D. Temperley, “What’s key for key? the Krumhansl-
Schmuckler key-finding algorithm reconsidered,” Music Per-
ception: An Interdisciplinary Journal, vol. 17, no. 1, pp. 65–
100, 1999.

[32] I. Sha’ath, “Estimation of key in digital music recordings,”
M.S. thesis, Birkbeck College, University of London, 2011.

[33] G. Bernardes, M. E. P. Davies, and C. Guedes, “Automatic
musical key estimation with adaptive mode bias,” in 2017
IEEE International Conference on Acoustics, Speech and
Signal Processing (ICASSP), 2017, pp. 316–320.

[34] G. Bernardes, D. Cocharro, C. Guedes, and M. E. P. Davies,
“Harmony generation driven by a perceptually motivated
tonal interval space,” ACM Computers in Entertainment, vol.
14, no. 2, pp. 6, 2016.

[35] C. Maçãs, A. Rodrigues, G. Bernardes, and P. Machado,
“Mixmash: An assistive tool for music mashup creation from
large music collections,” International Journal of Art, Cul-
ture and Design Technologies, vol. 8, no. 2, pp. 20–40, 2019.

[36] J. Pereira, G. Bernardes, and R. Penha, “Musikverb: A har-
monically adaptive audio reverberation,” in Proc. of the 21st
Int. Conference on Digital Audio Effects (DAFx-18), Aveiro,
Portugal, Sep 2018.

[37] F. Font, G. Roma, and X. Serra, “Freesound technical demo,”
in Proc. of the ACM International Conference on Multime-
dia, 2013, pp. 411–412.

[38] G. Bernardes, M. E. P. Davies, and C. Guedes, “Automatic
musical key estimation with adaptive mode bias,” in IEEE
International Conference on Acoustics, Speech and Signal
Processing, 2017, pp. 316–320.

[39] R. Gebhardt, M. E. P. Davies, and B. Seeber, “Harmonic
mixing based on roughness and pitch commonality,” in Proc.
of the 18th Int. Conference on Digital Audio Effects (DAFx-
15), Trondheim, Norway, Nov 2015, pp. 185–192.

DAFx.6

DAF
2

x
21in

Proceedings of the 23rd International Conference on Digital Audio Effects (DAFx2020), Vienna, Austria, September 2020-21

309



Proceedings of the 23rd International Conference on Digital Audio Effects (DAFx-20), Vienna, Austria, September 8–12, 2020

RECOGNIZING GUITAR EFFECTS AND THEIR PARAMETER SETTINGS

Henrik Jürgens, Reemt Hinrichs and Jörn Ostermann

Institut für Informationsverarbeitung
Leibniz Universität Hannover

Hannover, Germany
juergens@tnt.uni-hannover.de

ABSTRACT

Guitar effects are commonly used in popular music to shape the
guitar sound to fit specific genres or to create more variety within
musical compositions. The sound is not only determined by the
choice of the guitar effect, but also heavily depends on the pa-
rameter settings of the effect. This paper introduces a method to
estimate the parameter settings of guitar effects, which makes it
possible to reconstruct the effect and its settings from an audio
recording of a guitar. The method utilizes audio feature extrac-
tion and shallow neural networks, which are trained on data cre-
ated specifically for this task. The results show that the method
is generally suited for this task with average estimation errors of
±5%−±16% of different parameter scales and could potentially
perform near the level of a human expert.

1. INTRODUCTION

Extracting information from audio becomes continually more im-
portant. Music needs to be classified and categorized not only for
streaming services, but also in the music production itself. Mu-
sic information retrieval becomes more viable with increasing pro-
cessing power on consumer devices. This brings automatic mixing
and more complex effect chains closer to reality [1]. The electric
guitar is a widely used instrument in modern music and providing
methods to retrieve information from guitar tracks can be a great
help. Effects from recorded songs could be reconstructed quickly
and provide a better workflow, when searching for the right guitar
sound. Streaming services could not only create playlists based
on current metadata, but also based on the specific sound of the
guitars. Especially combined with more advanced deep learning
based source separation, such as Spleeter [2] and Open-Unmix [3],
analyzing individual instruments from recorded and mixed songs
may become viable. Lastly, an application in music education
might be possible, training novice guitar players to choose their
effects and settings, similarly to concepts in [4], helping them to
develop their unique sound. Even though skilled guitar players can
manually reconstruct the effects and their parameter settings from
audio, this is not an option for analyzing the massive amount of
music and different musical styles, that are published today.

The sound of the electric guitar is largely characterized by the
used effects and their parameter settings, transforming a sound
from very harsh distortion, as used in metal music, to spacious,
atmospheric, modulated sounds of psychedelic rock. Digital im-

Copyright: © 2020 Henrik Jürgens et al. This is an open-access article distributed

under the terms of the Creative Commons Attribution 3.0 Unported License, which

permits unrestricted use, distribution, and reproduction in any medium, provided the

original author and source are credited.

plementations of the most common guitar effects can be found in
[5].

In this work we present a method to estimate the parameter
settings of guitar effects. In Section 2 previous work related to
the topic is summarized. Section 3 gives a short overview of the
method for effect classification and parameter settings estimation
presented in this paper. Section 4 describes our reimplementation
of the effect classification. Section 5 our proposed method for the
estimation of parameter settings is explained and then evaluated in
Section 6. The Sections 7 and 8 present future work and summa-
rize the results of this work.

2. PREVIOUS WORK

Before methods for the recognition of guitar effects were pub-
lished, the automated distinction of different guitars and different
instruments was examined in [6] and [7]. Stein et al. [8] inves-
tigated the classification of eleven different digital guitar effect
classes. For this publication they assembled a database of gui-
tar samples, which were processed with different effects. This
database was also used as training and evaluation set for this paper.
Stein et al. achieve a classification accuracy of 95.5 %, meaning
that 95.5 % of the samples in the test set have been assigned the
correct effect class. Similar to the previously mentioned publi-
cations, a Support Vector Machine (SVM) was used as classifier.
Stein expanded his approach in [9] to classify multiple cascaded
guitar effects.

Schmitt and Schuller [10] presented a more detailed analysis
of the guitar effect classification, investigating the feature impor-
tance. Their approach is similar to Stein et al. [8], but has a less
complex feature extraction stage. Out of all their experiments the
maximum classification accuracy of the monophonic samples in
the database is 97.8 %. So even though a direct comparison to
Stein et al. for all samples is not possible, their classification ac-
curacy is in a similar range.

Yee-King et al. [11] provided an interesting method for re-
constructing the parameter settings of a synthesizer from an audio
sample. They compared more recent methods with learned fea-
tures, which are often used in speech recognition, such as neural
networks with Long Short-Term Memory (LSTM) cells.

In [12] Sheng et al. proposed a method to extract parameters
of a dynamic range compressor from a reference sound. They did
solve the problem as a regression problem using random forest
regression and linear regression. They expanded their approach
in [13] by using deep neural networks to learn features instead of
using handcrafted features.

To the best of our knowledge, there are currently no publica-
tions providing methods for estimating the effect parameter set-
tings of guitar effects.
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3. OVERVIEW

The approach that is proposed in this paper for extracting the gui-
tar effect and its parameter settings is displayed in Figure 1. First,
the effect class needs to be determined. Afterwards, the effect pa-
rameters can be estimated for this specific effect. This approach
allows to design specific algorithms for each effect class.

Effect Class

Audio

Effect Classification

Parameter Estimation

Effect Parameters

Figure 1: Pipeline for determining the guitar effect and its settings

4. GUITAR EFFECT RECOGNITION

The ten guitar effects of the database [8] can be split into the three
categories: Nonlinear effects, ambience effects and modulation ef-
fects. Additionally, there is one extra class which contains the un-
processed samples and samples that have been processed with an
equalizer to further diversify the sounds. Thus, all eleven classes
contain the same amount of processed guitar samples. A list of all
effects and their categories can be found in Table 1.

Table 1: List of effect classes in the database and their category

Category Effect Classes
Nonlinear Distortion, Overdrive
Ambience Feedback Delay, Slapback Delay, Reverb
Modulation Chorus, Flanger, Phaser, Tremolo, Vibrato
Clean Unprocessed & Equalized

There are 624 monophonic samples, containing all pitches of
the guitar until the 12th fret in standard tuning, recorded by using
two different guitars and two different pickup settings each. Addi-
tionally, 420 polyphonic samples are part of the database, covering
various intervals and chords spread over the guitar neck, also using
the same two guitars and two pickup settings. These 1044 samples
have been processed with 3 parameter settings of every effect, re-
sulting in roughly 16 hours (excluding silence) of 2 second clips or
about 34,500 samples respectively. To avoid bias, the guitar sam-
ples need to be peak normalized before feature extraction, since
the audio level could allow the classifier to draw a conclusion on
the effect class.

For training as well as the prediction of new samples, four
steps are incorporated, as shown in Figure 2. The silence is cut
from the beginning of the samples. This is achieved using onset
detection to find the start of the played note. With the Librosa
[14] implementation of the onset detection, only the strongest on-
set must be detected. This can be achieved by setting the pre max

Functionals

SVM

Audio

Features

( )

Effect Class

Figure 2: Processing pipeline for recognizing guitar effects

and post max values to 20000 samples each. This is especially
important since some of the polyphonic samples do have less than
half a second of silence in the beginning. Several features are then
extracted. A complete list of the used audio features can be found
in Table 2.

The frameworks Librosa [14] and a Python interface for Praat
[15] have been used for feature extraction. All features that are
extracted with Librosa use a Hann window with a length of 2048
samples and 25% overlap. The features extracted with Praat use
a window length of 2352 samples (four periods of the lowest fre-
quency 75Hz) at a sample rate of 44.1 kHz. For each window,
four values are calculated, oversampling the resulting time series
by a factor of four. The harmonics to noise ratio is calculated
only once for the whole guitar sample. Besides the time series,
deltas, local estimates of the derivatives, of those time series are
used, a combination of which has proven itself very useful in the
work of Schmitt and Schuller [10]. Beyond the features from Praat
and Librosa, an additional feature is extracted, which tracks the
unwrapped phase of the maximum frequency bin of a short-time
Fourier transform. In line with the results of Schmitt and Schuller,
we have found that modulation effects, especially the phaser, are
the hardest to classify. Thus, we implemented a new feature to de-
tect modulations of the phase, assuming that the unwrapped phase
of the maximum frequency bin is approximately linear if the sam-
ple is not processed with modulation effects.

Every extracted feature is then processed with several func-
tionals, mappings from time series to scalars, to obtain scalar val-
ues, which can be consolidated in a vector for the SVM from the
framework Scikit-learn [16]. This allows classification indepen-
dent of the length of the input signal under the condition that the
input signal only contains one onset, since more onsets radically
change those functionals tracking the gradients of audio features.
All used functionals can be found in Table 3. For the Fast Fourier
Transform (FFT)-Functional, the audio feature time series is filled
up with zeros to a length of 1024. The maximum of the interpo-
lated spectrum is then used to estimate whether an audio feature
is periodic and to what extent. Modulation effects generally lead
to periodic audio features, since they modulate either pitch, phase,
amplitude or a combination of those periodically.

With 12 functionals and 54 time series audio features and one
scalar audio feature, the input vector for the SVM has a size of
12 · 54 + 1 = 649. Since we used less functionals and features
than Schmitt and Schuller, the input vector of our SVM is only a
tenth of the size, resulting in much faster training times, since the
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Table 2: Used audio features for guitar effect recognition

Feature
# Features / Frame

Framework Time Series Delta

Mel Frequency Cep-
stral Coefficients
20 + 20 ∆

Librosa Yes Yes

Spectral Contrast
7

Librosa Yes No

Zero Crossing Rate
1 + 1 ∆

Librosa Yes Yes

Root Mean Square
Energy
1 + 1 ∆

Librosa Yes Yes

Unwrapped Phase
of Maximum Fre-
quency Bin
1

(None) Yes No

Pitch Curve
1

Praat Yes No

Voiced Probability
1

Praat Yes No

Harmonics to Noise
Ratio
-

Praat No No

Table 3: Used functionals and number of scalar values as output
of the functionals

Functional # Scalars
Maximum 1
Minimum 1
Average 1

Standard Deviation 1
2 Linear Regression Coefficients + Residual 3

3 Quadratic Regression Coefficients + Residual 4
Maximum of FFT 1

Sum 12

training time for SVM scales at least quadratically with the input
vector size [17]. This allows for more flexibility through shorter
testing cycles for new features. Despite the smaller input vector,
similar results were achieved, classifying the guitar samples with
an accuracy of 94.85 %.

We have also investigated the feature importance using an ex-
tra trees classifier [18] to determine the most important scalars
within the 649-dimensional input vector for the SVM. In another
experiment, we excluded each feature and each functional to train
and evaluate again and then measure the accuracy difference. In
those evaluations, the lower Mel Frequency Cepstral Coefficients
(MFCC), Root Mean Square (RMS) and Spectral Contrast and
their deltas were the most important features and the FFT, max,
min, standard deviation and linear regression were the most im-
portant functionals. This provided a good insight for selecting the
features for the estimation of effect settings.

5. ESTIMATION OF EFFECT SETTINGS

We first attempted to apply our reimplementation of the approach
of [10] to the parameter estimation. Therefore, the gain parameter
of the distortion effect was quantized into five classes, each cover-
ing an interval of 0.2 of the parameter range from 0.0 to 1.0. We
then applied our reimplementation of the effect classification to
classify the intervals of the parameter range. This way a classifica-
tion accuracy of 66% was reached. Despite that, when adding the
error, that results from quantizing the parameter range into classes,
onto the estimation, the overall result was of similar accuracy as
assuming random settings. Therefore it was necessary to develop
a new method for the effect parameter estimation.

When developing the method for estimating the effect settings,
we first investigated whether it is possible to separate effect set-
tings by a certain feature. For this investigation, we chose the dis-
tortion effect with the three settings that were already included in
the database. We were able to classify those three settings with
a linear SVM using only the two linear regression coefficients of
three MFCC with 98 % accuracy. Based on these encouraging re-
sults we decided to investigate whether a more precise parameter
estimation was possible. Since the problem of estimating contin-
uously adjustable effect parameters is more a regression problem
than a classification problem, we used neural networks instead of
SVMs. Neural networks are well suited to solve regression prob-
lems if a mean square loss function and linear output nodes are
used [19].

To train the neural network using Keras [20], new samples had
to be generated which represent the full range of the parameters.
We used the digital audio workstation Reaper and the unprocessed
samples from the database supplied by Stein et al. [8]. This way,
we could process the samples with uniform randomly distributed
settings of the distortion effect parameters, namely tone, edge and
gain. Tone determines the cutoff frequency of a low pass filter;
edge determines the gain of resonant peak at the cutoff frequency.
After that the signal is multiplied by the gain factor and distorted
by the nonlinearity. The processed samples are 624 monophonic
and 420 polyphonic samples. Using a Reaper script about 1000
samples can be generated in one hour on a typical desktop com-
puter.

The neural network for parameter estimation can neither have
many layers nor many neurons per layer, since the number of trained
parameters should not be greater than the number of training sam-
ples. Therefore, we started out using a neural network with only
one hidden layer varying the size in powers of two. The best re-
sults could be achieved using 32 neurons in the hidden layer. We
also tested using more layers, but this did not yield better results
than using the previously described configuration.

Additionally, using a batch norm layer in front of the hidden
layer appears to prevent overfitting, since the input vectors are nor-
malized differently depending on the batch, providing more vari-
ety. Thus, the training can span over 1000 epochs with a monoton-
ically decreasing validation error. For our evaluation we excluded
30% of the data as test set and used the remain 70 % for training
and validation. The neural network has rectified linear activation
functions and is trained using an Adam optimizer with a learning
rate of 0.01, mean squared error as loss function, a batch size of
32 and a 5-fold cross-validation on the training data.

The previously described implemented pipeline is depicted in
Figure 3. After developing the parameter estimation for the distor-
tion effect, we investigated how the same approach would perform
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Audio

3 MFCCs

Linear Regression ( )

Parameter Settings

Neural Network

Figure 3: Pipeline for the estimation of the three parameters of the
distortion effect

on two further effects. We chose the delay with the parameters de-
lay length and volume of the wet signal and the tremolo effect with
the parameters modulation frequency and modulation depth. The
delay time ranges from 0ms to 1000ms, the tremolo frequency
ranges from 0.1Hz to 30Hz. By choosing these effects, we im-
plemented the method for one nonlinear time-invariant, one linear
time-invariant and one linear time-variant effect. We have used
different features and functionals that are better suited for the spe-
cific effect parameters, but the approach remains the same.

Parameter Settings

Neural Network

Onset Detection

1 MFCC Delta + RMS at Onsets

Audio

Figure 4: Pipeline for estimation of the three parameters of the
delay effect

For the delay, we used the onset detection not only for cut-
ting the silence in the beginning but also to try to find the delayed
onset. Since the feedback was disabled only one onset had to be

found. Despite that, extracting features at two onsets has proven
to be more reliable, since the wrong onset can be detected and ex-
tracting features at the second onset provides redundancy for this
case. Finding the correct onset is not trivial because the second
onset is superimposed on the original signal with arbitrary phase
relation. Out of different combinations of RMS-energy, MFCCs,
spectral flow (onset strength) and their respective deltas, using the
first MFCC delta and the RMS at the onset position yielded the
best results. For the MFCC delta, not only the frame at the onset is
used, but rather a sum of MFCC delta of the five frames before the
detected onset. So, both features provide a measure of signal en-
ergy at the onset, which is increasing with the onset of the delayed
signal.

Audio

RMS + Delta

FFT Max + Freq ( )

Parameter Settings

Neural Network

Figure 5: Pipeline for estimation of the three parameters of the
tremolo effect

The tremolo effect modulates the volume of the incoming sig-
nal periodically. Consequently, we try to analyze the volume of the
signal using the RMS and its delta. Next, the FFT of those time
series is calculated to find periodic modulation. To provide suffi-
cient resolution, the FFT is interpolated by appending zeros until
a size of 1024 is reached. This also ensures the corresponding fre-
quencies of the frequency bins stay the same, independent of the
length of the input signal. After identifying the maximum of the
FFT spectrum, this maximum and 64 bins around it are set to zero
and a second maximum is identified. This way, a redundancy is
provided, in case the first maximum is not caused by the tremolo
effect, but rather by the natural decay of the guitar signal, which
generally causes a peak at around 1Hz, making it harder to iden-
tify low modulation frequencies. The amplitude of the maximums
and their bin numbers are then standardized and processed by the
neural network.
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6. EVALUATION

We used the absolute error e from the ground truth parameter set-
ting strue, a continuous value from zero to one, to the estimated
setting sest to measure the performance.

e = |strue − sest|
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Figure 6: Absolute error of the estimation of the distortion effect
parameters: the median is marked by an orange line, the surround-
ing box covers data from the 25% quartile to the 75% quartile. The
whiskers cover the 5th percentile to the 95th percentile; everything
outside of those percentiles is an outlier, displayed as circle.

Figure 6 displays the absolute error for the parameters edge,
gain and tone of the distortion effect. The gain parameter is pre-
dicted with the smallest error of 0.05 on average. This parameter
also generally has the largest subjective impact on the sound. The
parameters edge and tone can be estimated with an average abso-
lute error of 0.14 and 0.10 respectively. The extreme errors are
also much greater than those of the gain parameter.
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Figure 7: Absolute error of the tone parameter estimation plotted
against the ground truth setting of tone and edge

Figure 7 gives more insight into the outliers, which are de-
picted as the darkest points. Especially with high tone parameter
settings, corresponding to high cutoff frequency, changes are hard
to detect, since guitar signals have their highest amplitudes in the
frequency spectrum in the first harmonics. Thus, the MFCC will
not change very much when only the high frequency content is af-
fected by changing the tone parameter. The outliers of the edge
parameter show no such clear trends. One should consider that the

edge parameter has a much smaller effect on the sound as it is per-
ceived by a human than the other two parameters. So, errors in the
setting of this parameter will not be noticed as clearly.
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Figure 8: Absolute error of the delay effect parameters, boxplot
properties are as described in Figure 6

The delay parameters wet and length can be estimated with
an average absolute error of 0.16 and 0.06 respectively. Figure 8
shows that the extreme errors for both parameters are above 0.7.
The wet parameter estimation performs worse than the length, since
errors in the length parameter estimation will lead to errors in the
wet parameter estimation, since the wrong segment of the audio
sample will be analyzed.
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Figure 9: Absolute error of the length parameter estimation plotted
against the ground truth setting of length and wet

Figure 9 shows that these outliers are all at either low wet set-
tings, where the delay will be inaudible or at low length settings.
A length setting below 0.05 corresponds to a delay below 50ms,
where the delay rather acts as a comb filter. Thus, most of the
outliers are negligible, since they are results of settings that would
not be chosen, when a delay effect is desired. Analyzing the wet
parameter error, we observed the same phenomena, with the dif-
ference of an overall greater error.

The tremolo parameters depth and frequency can be esti-
mated with an average absolute error of 0.08 and 0.06 respectively.
Figure 10 also shows some outliers, but the median error here is
much lower compared to other effects. The depth error is influ-
enced by the frequency error, since if the wrong FFT bin is chosen,
the magnitude of the wrong bin will be analyzed.

Figure 11 shows that very low depth settings, leading to the
effect being inaudible, make the frequency estimation harder. Low
frequency settings can be indistinguishable from the natural decay
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Figure 10: Absolute error of the estimation of the tremolo effect
parameters, boxplot properties are as described in Figure 6
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Figure 11: Absolute error of the frequency parameter estimation
plotted against the ground truth setting of frequency and depth

of the guitar string. Especially if the modulation curve decreases
while the sample is decaying, the effect can be inaudible. The
greatest outliers of the depth parameter error seem to stem from
the same phenomenon. As with the delay, it can be assumed that
the settings producing the greatest errors, are being used the least
in typical guitar recordings.

From our own experience of creating guitar sounds, we esti-
mate that a guitar player can be sufficiently accurate by only setting
effect parameters in steps of 0.1, which would result in an abso-
lute error of 0.05. This would mean that the average errors of the
proposed method are close to the precision of a human expert, es-
pecially considering, that currently only a single note is analyzed.
If a whole song or song section was analyzed, the results could
potentially be significantly improved by taking an average of the
estimated settings for each onset.

7. FUTURE WORK

Future research should investigate whether better results could be
reached using architectures with learned features for this problem,
such as convolutional neural networks or neural networks with
long short-term memory cells as suggested by Humphrey et al.
[21] and similar to the implementations of Sheng et al. in [13].
It might be effective to utilize transfer learning using networks
that have previously been trained for phoneme recognition, since
phoneme recognition implicitly determines filter parameters (such
as jaw, tongue and lip positions) of the human voice, necessary to
distinguish phonemes independent of the speaker. Additionally, it

might be useful to investigate how well humans can estimate in-
dividual effect parameters to evaluate if the current method’s per-
formance is sufficient for the designated use case. This could be
done in a survey by either having humans reproduce effect set-
tings from audio or humans rating differences in effect settings in
a MUSHRA test.

8. CONCLUSION

This paper presents a novel method for estimating guitar effect
settings. For this purpose, specific features catered to the charac-
teristics of each effect class have been selected. These features
are then processed by shallow neural networks to perform a map-
ping from the feature data to the estimated parameter values. This
method can estimate effect parameters with errors potentially close
to those of human experts. The method has been implemented and
tested successfully for a distortion, delay and tremolo effect, rep-
resenting one effect from each major guitar effect category. The
average errors for the different parameters are between ±5% and
±16%. The estimation is most accurate for parameters which have
the greatest impact on the sound and commonly used settings are
estimated more accurately.

The python code base containing the effect parameter esti-
mation as well as our implementation of the effect recognition is
available at:

https://github.com/henrikjuergens/guitar-fx-extraction/
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ABSTRACT

Deep learning models have provided extremely successful solu-
tions in most audio application fields. However, the high accuracy
of these models comes at the expense of a tremendous computa-
tion cost. This aspect is almost always overlooked in evaluating the
quality of proposed models. However, models should not be eval-
uated without taking into account their complexity. This aspect
is especially critical in audio applications, which heavily relies on
specialized embedded hardware with real-time constraints.

In this paper, we build on recent observations that deep mod-
els are highly overparameterized, by studying the lottery ticket hy-
pothesis on deep generative audio models. This hypothesis states
that extremely efficient small sub-networks exist in deep models
and would provide higher accuracy than larger models if trained in
isolation. However, lottery tickets are found by relying on unstruc-
tured masking, which means that resulting models do not provide
any gain in either disk size or inference time. Instead, we develop
here a method aimed at performing structured trimming. We show
that this requires to rely on global selection and introduce a spe-
cific criterion based on mutual information.

First, we confirm the surprising result that smaller models pro-
vide higher accuracy than their large counterparts. We further
show that we can remove up to 95% of the model weights with-
out significant degradation in accuracy. Hence, we can obtain very
light models for generative audio across popular methods such as
Wavenet, SING or DDSP, that are up to 100 times smaller with
commensurate accuracy. We study the theoretical bounds for em-
bedding these models on Raspberry Pi and Arduino, and show that
we can obtain generative models on CPU with equivalent quality
as large GPU models. Finally, we discuss the possibility of imple-
menting deep generative audio models on embedded platforms.1

1. INTRODUCTION

Over the past years, deep learning models have witnessed tremen-
dous success in a wide variety of applications. Specifically, in
the audio signal domain, novel deep generative models [1] are
able to synthesize waveform data matching the acoustic properties
of a given dataset with unprecedented quality. This specific task
is highly challenging as the generation of high-quality waveform

∗ This work is supported by the ANR:17-CE38-0015-01 MAKI-
MOno project, the SSHRC:895-2018-1023 ACTOR Partnership and Emer-
gence(s) ACIDITEAM project from Paris and ACIMO from Sorbonne.

1All results, code and embedded library are available on the supporting
webpage to this article https://github.com/acids-ircam/lottery_generative.

Copyright: © 2020 Philippe Esling et al. This is an open-access article distributed

under the terms of the Creative Commons Attribution 3.0 Unported License, which

permits unrestricted use, distribution, and reproduction in any medium, provided the

original author and source are credited.

requires to handle complex temporal structures at both local and
global scales. Nevertheless, recent auto-regressive (WaveNet [2])
or recurrent (SampleRNN [1]) architectures successfully model
raw audio waveform. In order to attain this goal, all approaches
require extremely complex architectures with humongous num-
bers of parameters. This incurs significant energy and computa-
tional costs along with huge memory footprints. Unfortunately,
the complexity of resulting solutions and their extensive inference
time are almost systematically overlooked properties, obliviated
by the never-ending quest for accuracy. However, this goal be-
comes paramount when aiming to provide these systems to users in
real-time settings or on dedicated lightweight embedded hardware,
which are particularly pervasive in the audio generation domain.
Subsequently, none of the current deep generative audio models
can fit these computational constraints or memory limitations.

In parallel, it has been repeatedly observed that deep architec-
tures are profoundly over-parameterized. This implies that a large
majority of the parameters in deep models could potentially be re-
moved without significant loss in performance [3]. However, this
over-parameterization appears to be required for correctly training
deep models, as it allows the optimization process to search for
solutions in a simpler landscape [4]. The idea of pruning [5] has
been proposed to remove the less relevant weights from a trained
model in order to reduce its size. Unfortunately, the pruning ap-
proach usually only provides small compression ratios, in order to
avoid large losses in accuracy [6]. The recently proposed lottery
ticket hypothesis [7] conjectures the existence of extremely effi-
cient sparse sub-networks within very large models, already exist-
ing at initialization. These sub-networks could be able to reach a
similar, or even higher, accuracy if they were trained in isolation
and their weights are rewound to earlier epochs of training [8].
Furthermore, it appears possible to mask up to 99.5% of the model
weights without significant loss in accuracy, providing extremely
sparse solutions to the same task. Unfortunately, this approach
relies on masking selected weights (called unstructured pruning),
thus maintaining both the size and inference costs of large models.

In this paper, we propose to build on the lottery ticket hy-
pothesis by extending its use to structured scenarios. In these,
we seek to remove entire units of computation (equivalently con-
volutional channels), instead of only masking the corresponding
weights. This would allow to truly reduce the model size and cor-
respondingly its inference time. Hence, we first perform an eval-
uation of the original lottery ticket framework for generative au-
dio models, by implementing and pruning several state-of-art deep
generative audio models, such as Wavenet [2], SING [9] and DDSP
[10]. We show that the original lottery results hold for generative
models, but in a lower extent than discriminative tasks. Still, we
confirm the surprising results that we obtain higher accuracy by
masking up to 60% of the original weights, and we can main-
tain the original accuracy, even when masking up to 95% of the
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weights. Based on this, we show that even though we are able
to mask a stunningly large portion of the network, we can effec-
tively remove only a small portion of the computation units. To
alleviate this issue, we introduce several pruning criteria that can
account for global pruning scenarios. Indeed, we hypothesize that
performing local structured pruning only amounts to an expen-
sive form of architecture search (as we reduce all layers in the
network by an identical amount). Oppositely, performing global
structured pruning could allow to leverage the creation of bottle-
neck layers along the architecture. In order to take full advantage
of this idea, we propose a specific criterion based on information-
theoretic principles. We show that computational units that glob-
ally maximize the mutual information with respect to the target
are able to withstand a large level of compression, while main-
taining high accuracy. We evaluate our proposal on several audio
generative models, by assessing their memory, size and inference
time (FLOPs) requirements. We show that we can obtain ultra-
light generative audio models able to perform real-time inference
on CPU, with quality comparable to very large GPU models. Fi-
nally, we define and study the real-time and embeddable bounds of
our ultra-light generative audio models, in order to fit the require-
ments of the Raspberry and Arduino platforms. We show that deep
models can be embeddable on Raspberry and discuss a library for
performing embedded deep audio generation.

2. STATE-OF-ART

2.1. Audio waveform generation

In order to leverage deep neural networks for audio synthesis, sev-
eral approaches have first targeted the generation of spectral in-
formation, by relying on either variational auto-encoders [11] or
generative adversarial networks [12]. However, spectral represen-
tations suffer from multiple drawbacks in generative setups. No-
tably, learning schemes preclude the use of phase information,
which forces to rely on approximate phase reconstruction algo-
rithms [13], degrading the generation quality.

To address these limitations, several models have directly tar-
geted raw audio waveform, which must face the high sampling
rates and temporal complexity of such data. Indeed, these models
must process simultaneously local features to ensure audio qual-
ity, while being able to analyze longer-term dependencies in order
to generate coherent audio information. Given an audio waveform
x = {x1, . . . , xT }, we can define the joint distribution p(x) as a
product of conditional distributions, through the causality assump-
tion that each sample is only dependent on the previous ones

p(x) =

T∏
t=1

p(xt|x1, . . . , xt−1). (1)

Following this auto-regressive formulation, Wavenet [2] casts the
problem of predicting waveform samples as a classification task
over amplitudes with a µ-law quantization. This model is able to
handle long-term dependencies by using stacked layers of gated
dilated convolutions, which exponentially increase the receptive
field of the model. This approach is now an established solution
for high-quality speech synthesis and has also been successfully
applied to musical audio with the NSynth dataset [14]. However,
auto-regressive modeling is inherently slow since the samples can
only be processed iteratively. Moreover, large convolution kernels
and numbers of layers are required to infer even small-sized con-
texts. This results in computationally heavy models, with large

inference and training times. Based on similar assumptions, Sam-
pleRNN [1] relies on recurrent networks, performing computation
in a hierarchical manner. Multiple temporal scales are defined
through a sample-level auto-regressive module and a longer-term
network. Although this model provides convincing audio results,
it still incurs a heavy computational cost.

More recent streams of research rely on the differentiability
of the STFT to compute losses in the spectral domain, rather than
directly on waveform samples. This allows to produce different
waveforms with equivalent spectral content at a low computational
cost. Given a signal x with spectrogram Sw(x) = |STFTw[x]|2,
computed on a window w, the multiscale learning loss is

argmin
θ

∑
i

∥log (Swi(x) + ϵ) , log (Swi(x̂) + ϵ)∥1 (2)

where x̂ is the waveform produced by the model with parameters
θ. Based on this idea, the Symbol-to-Instrument Neural Genera-
tor (SING) [9] relies on an overlap-add convolutional architecture,
which constructs sequences of overlapping audio segments. The
model processes signal windows to reduce the input dimension-
ality entering an up-sampling convolutional decoder. A top-level
sequential embedding is trained on frames, by conditioning over
instrument, pitch and velocity classes. Given this specific archi-
tecture, the model is highly constrained to produce only individual
pitched instrumental notes of fixed duration. Several models have
extended this idea, by relying on stronger assumptions and induc-
tive biases from digital signal processing. First, the Neural Source-
Filter (NSF) model [15] splits the generation between successive
source and filtering modules, mimicking traditional source-filter
models. Hence, a sinusoidal (voiced) and noise (unvoiced) exci-
tations are fed into separate filter modules, allowing to model dif-
ferent types of signals. Similar to NSF, the Differentiable Digital
Signal Processing (DDSP) model [10] has been proposed to target
pitched musical audio. This architecture similarly implements an
harmonic additive synthesizer summed with a filtered noise syn-
thesizer (defined as a trainable Finite Impulse Response filter).
This approach can be seen as a form of amortization, that learns to
control a synthesis process based on fundamental frequency, loud-
ness and latent features extracted from the input waveform.

Despite the successes provided by these models, they still re-
quire large computational costs, only handled by modern GPUs.
Furthermore, these also entail large disk and memory usage, pre-
cluding any use of these models on embedded devices. This heav-
ily limits the use of deep networks in audio applications, which are
mostly real-time, on specific lightweight and non-GPU hardware.

2.2. Overparameterization of learning models

2.2.1. Model compression and pruning

The idea of model compression in neural networks has been pro-
posed quite early, with the pioneering approach of pruning pro-
posed by LeCun [5]. The underlying idea is to remove the weights
that least contribute to the accuracy of the network, as defined
by a pruning criterion. This method, which is still amongst the
most widespread, is based on three steps: (i) training a large over-
parameterized network, (ii) removing weights according to a given
criterion and (iii) fine-tuning the remaining weights to restore the
lost performance. Several methods have since been proposed and
can be broadly divided between structured and unstructured prun-
ing criterion. Structured pruning aims to remove structural parts
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of a network (such as entire convolutional channels), whereas un-
structured pruning acts directly on individual parameters, regard-
less of the underlying architecture.

Structured Pruning. Approaches in structured pruning mostly
revolve around the idea of removing channels in convolutional lay-
ers. With that aim, several criteria for determining the channels to
remove were proposed, such as computing the Ln-norm of differ-
ent filters [16]. Although structured pruning can allow to remove
large parts of a network, it remains at largely lower compression
and accuracy than unstructured methods [6].

Unstructured Pruning. Most of the proposed pruning meth-
ods are based on the magnitude of individual parameters [5], even
in the case of convolutional networks [17]. In these, the pruned
weights are masked instead of being removed, leading to sparse
weight matrices but with identical dimensionality. The advantage
of this masking approach is that it allows to handle any type of
layer indistinctly. However, the resulting model does not provide
any gain in size or inference time.

Finally, it should be noted that most pruning methods require
multiple trainings. In order to save training costs, some methods
aim to gradually prune the model across a single training phase
[18]. However, these approaches appear to be less efficient than
their multiple training counterparts [8].

2.2.2. Lottery ticket hypothesis

The lottery ticket hypothesis [19] conjectures the existence of ex-
tremely efficient sparse sub-networks already present in randomly
initialised neural networks. Those sub-networks, called winning
tickets (WT), would provide higher accuracy than their large coun-
terparts if they were trained in isolation, while allowing for mas-
sive amounts of pruning. Those WT are based on initial weights
and connectivity patterns with "lucky initialisation" that lead to
particularly effective training. Identification of the WT is per-
formed by first fully training the network and, then, masking the
smallest-magnitude weights. The structure of the WT is defined by
the unpruned weights, which are subsequently reset to their initial-
isation values and retrained. This procedure is repeatedly applied,
leading to Iterative Magnitude Pruning (IMP). On the MNIST and
CIFAR sets, removing up to 80% of the weights provide higher ac-
curacy than the original network, while the original accuracy can
be maintained even when removing up to 96.5% of the weights.

The reset operation is a crucial step in IMP as randomly re-
initialised tickets were shown to reach lower accuracy than the
original large network. In a further study for deeper networks [7],
the authors showed that it was beneficial to rewind the weights at
a given early epoch in the training, rather than at initialization val-
ues. Lottery tickets could still be uncovered in deeper architectures
only by relying on this rewinding operation.

Formally, a network is defined as a function f(x;W) with
weights W randomly initialized as W0 ∼ p(W). The network
is trained to reach accuracy a∗ in T ∗ iterations with final weights
WT∗ . A sub-network can be seen as a tuple (W,M) of weight
values W ∈ RD and a pruning mask M ∈ {0, 1}|W|, defining
the function f(x;M⊙W), where ⊙ is the element-wise product.
The lottery ticket hypothesis states that there exists a sub-network
(Wk,M) with a given pruning mask M, and iteration k ≪ T ∗,
such that retraining this sub-network will reach a commensurate
accuracy a ≥ a∗ in commensurate training time T ≤ T ∗ − k,
with fewer parameters ||M|| ≪ |W|. Given these definitions,
IMP training with rewinding can be implemented as follows

1. Initialisation. Initialise parameters W0 randomly and the
mask M to all ones, defining the network f(x;M⊙W0).

2. Network training. Train the parameters Wi of the net-
work f(x;M ⊙ Wi) to completion WT∗ , while storing
the weights Wk at iteration k, by performing

(a) Train the weights for k iterations, producing the net-
work f(x;M⊙Wk).

(b) Train the network for T ∗ − k further iterations, pro-
ducing the network f(x;M⊙WT∗).

3. Weight Selection. Prune the weights WT∗ by computing a
masking criterion M = C(WT∗). In the original paper, the
weights are ranked by their absolute magnitude values, and
the bottom p% are set to zeros in the mask M

4. Rewinding. Rewind the remaining parameters W to their
value in Wk producing the network f(x;M⊙Wk).

5. Iterate. Until a sparsity or accuracy criterion is met, retrain
the resulting sub-network by returning to step 2.(b)

This iterative training method remains costly as it requires to
repeatedly train the model several times. In order to address this
issue, Morcos et al. [20] evaluated the possibility to transfer the
found tickets across optimizers or datasets. They found that WT
indeed appear to learn generic inductive biases which improve
training on other datasets.

2.2.3. Limitations of the lottery ticket approach

Masking or trimming. One of the major issues in all unstruc-
tured approaches (including the lottery ticket) is that pruning only
amounts to masking the weight matrix. Hence, this operation hardly
produces any network compression, as the model size and infer-
ence time remain unchanged. In various papers, the authors pro-
pose to obtain true compression by post-processing the uncovered
pruning, and remove the units that are entirely masked. In order
to estimate the efficiency of this approach, we analyzed this post-
processing operation on the original lottery experiment [19]. We
compare the percentage of masked weights and the percentage of
units that could truly be pruned, as displayed in Figure 1. As we
can see, there is a huge divergence between the masking ratio (up
to 99.5%), and the real compression (only 25.4% with local prun-
ing) that is possible with this approach. Hence, the major question
we address here is if we could keep the efficiency of masking but
perform real pruning (termed trimming here). Note that a major
advantage of trimming is also that each re-training gets iteratively
faster, as we effectively remove weights from the network. Hence,
the resulting total training time could be largely reduced.

Local or global. Another major question in pruning is whether
we should rank weights globally (across layers) or locally (within
each layer separately). The advantage of local pruning, is that
we ensure that all layers preserve an adequate minimal capacity.
However, the local criterion cannot modify the relative importance
of different layers, and it has been shown that all layers are not
equally critical to performance [21]. Oppositely, the global crite-
rion can freely create bottleneck layers by adapting the size of less
important computation. In our case, as we aim to remove entire
units, the global pruning reveals an even more critical importance,
as it will allow to modify connectivity patterns of the network. In-
deed, as compared to masking, trimming can not work on connec-
tivity patterns within a layer. Hence, we hypothesize that trimming
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Figure 1: Real prunability of a network under masking approaches.
Even though masking appears to remove up to 99.5% of the
weights, in reality we can only remove a very slight fraction of
the units (one third of the network at best in global masking)

can only be truly efficient in global setups. Otherwise, this would
only amount to performing classical pruning, without truly lever-
aging the advantages of the lottery ticket hypothesis.

3. STRUCTURED LOTTERY PRUNING

Here, we discuss how we can leverage the lottery ticket hypothe-
sis for structured pruning. We define criteria that can be used to
truly decrease the model size rather than simply masking weights.
We introduce a novel criterion based on the mutual information
between units and targets. In the following, we use the term units
to refer to channels or fully-connected units interchangeably.

3.1. Formalization

We consider that networks can contain four types of prunable lay-
ers, namely linear, convolutional, recurrent and normalization.
We do not detail other types of layers (such as pooling and activa-
tion layers), as they will be unaffected by our trimming strategy.
We consider that each layer performs a function y = f(x;W ) pa-
rameterized by a set of weights W , where the input x ∈ RNin has
dimension Nin and the output y ∈ RNout has dimension Nout. In
the case of trimming, we need a criterion that returns a sorted list
of Nout indices, to decide which units to remove. In the follow-
ing, we will consider both weight-based (magnitude, gradient and
batchnorm) and output-based (activation and information) crite-
ria. In the case of output-based criteria, the list is computed based
on the output of each layer. Regarding weight-based criteria, we
need to adapt the computation for each type of layer.

In the case of linear layers, the operation f(x,W ) = Wx+b
implies a simple matrix W ∈ RNout×Nin . Hence, we will com-
pute weight statistics across j ∈ [1, Nin] to obtain Nout values.
In the convolutional case, the weights are distributed as kernels
Wj ∈ Rkd

, with a kernel of size k for d-dimensional convolu-
tions. Hence, we will compute statistics over each kernel with
j ∈ [1, kd]. Finally, the normalization layers preserve the dimen-
sionality of their inputs with Nin = Nout, and contain a scaling
vector γ ∈ R1×Nin . Apart in the case of the normalization cri-
terion, we propagate the trimming criterion to the normalization
layers from the layer directly preceding them.

3.2. Pruning criteria

We introduce the pruning criteria that are used to rank the units,
which can be used for masking, but are devised for trimming.

Magnitude. We define a magnitude-based criterion, similar to
that of the original paper [19]. However, in our case, we evaluate
the overall magnitude of the weights for a complete unit

C(W ) =

Nin∑
j=1

|Wi,j | (3)

Gradient. In order to see how each weight contribute to the
overall solution, we analyze their gradients with respect to the er-
ror loss. To do so, we perform a cumulative backward pass on the
entire validation dataset to obtain the gradient of the error given
each weight and then compute the global unit gradient as

C(W ) =

Nin∑
j=1

∣∣∣∣δL(Dv)

δWi,j

∣∣∣∣ (4)

with L(Dv) the loss function used for training the network com-
puted on the whole validation dataset Dv .

Activation. We can rely on the activation statistics of each unit
to analyze their importance. Hence, akin to the previous criterion,
we perform a cumulative forward pass through the network after
training the model and compute

C(W ) = argmini

Dv∑
k=1

|f(xk,W )i| (5)

where we sum across the examples in the validation dataset Dv .
Normalization. In this criteria, we rely on the scaling coeffi-

cient of the normalization layers, as a proxy to determine the im-
portance of the units in the preceding layer C(W ) = |γn

i |

3.3. Mutual information criteria

Given two random variables x and y, with marginal distributions
p(x) and p(y) and a joint distribution p(x,y), the mutual infor-
mation (MI) provides a quantitative measure of the degree of de-
pendency between these variables.

I(x;y) = DKL [p(x,y)∥p(x)p(y)] , (6)

where DKL [p∥q] denotes the Kullback-Leibler divergence between
distributions p and q. Hence, MI measures the divergence between
the full joint probability p(x,y) and its factorized version. There-
fore, the MI is positive I(x;y) ≥ 0 and null if x and y are in-
dependent variables (p(x,y) = p(x)p(y)). In our case, MI can
inform us on how the representation of each layer z = f(x,W )
contains information on the target y, or is independent from it,
defining the criterion

C(W ) = maxiI(zi;y) (7)

where we compute the output of each unit zi on the validation set
and compute their MI with the training target y. This criterion is
motivated by the fact that we would like to keep units that contain
the most information on the target. Unfortunately, MI can only be
computed if we have access to the analytic formulation of the dis-
tributions. Furthermore, in the case of deterministic networks with
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continuous variables y and z, the MI value I(z;y) is actually infi-
nite. To remedy this problem, the most straightforward approach is
to add noise to the hidden activity z′ = z+ξ, where ξ ∼ N (0, σ2)
to obtain a finite MI evaluation. In order to approximate the MI,
we rely on the Ensemble Dependency Graph Estimator (EDGE)
method [22], which combines hashing and dependency graphs to
provide a non-parametric estimation of MI.

3.4. Scaling

In order to perform global pruning, we need to adequately scale
criteria values across layers, to ensure a fair pruning. Indeed, there
is no clear bound to the weights or activation values (if we use non-
saturating functions). Hence, we explore two scaling operations.
First, we perform normalization of the criteria values by the max-
imal value in a given layer. Second, we perform scaling based on
the layer dimensionality. This has the advantage of ensuring that
we do not remove too much weights in a given layer, while being
related to successful initialization schemes, which rely on the fan
in and fan out of each layer.

4. EXPERIMENTS

4.1. Models

In order to evaluate model trimming for generative audio, we reim-
plemented several state-of-art models. Because of space constraints,
we provide minimal details but rely on all implementation choices
from the original papers, unless stated otherwise

Wavenet introduced by van Oord and al. [2] is implemented as
a stack of dilated convolutions to model the raw audio signal as a
product of conditional probabilities. We use 2 successive stacks of
20 layers of convolutions with 256 channels and 128 residual chan-
nels trained with a cross-entropy loss. The training process relies
on teacher forcing, leading to faster training (while the generation
remains sequential and slow).

SING. proposed by Défossez and al. in [9] is a convolutional
neural audio synthesizer that generates waveform given desired
categorical inputs. In this paper, we choose to focus on an auto-
encoding version of the model used at first to train the decoder,
composed of 9 layers of 1D convolution layers with 4096 channels
and stride of 256. The encoder mirrors the decoder with similar
settings. The architecture is calibrated for 4 second input signals.

DDSP. The Differentiable Digital Signal Processing model has
been introduced by Engel and al. in [10], and is a lightweight re-
current based architecture for raw audio generation. It implements
a reverbered harmonic plus noise synthesizer whose parameters
are infered by a gated recurrent unit, based on an input pitch and
loudness. We rely on a hidden size of 512 with 3 fully-connected
layers and latent size 128 for the Gated Recurrent Units (GRU).
The synthesis part uses a filter of size 160 and 100 partials.

4.2. Datasets

The models are evaluated by training on the following datasets.
NSynth contains 305,979 single notes samples from a range

of acoustic and electronic instruments divided into ten categories,
as detailed in [14]. This leads to 1006 instruments, with different
pitches at various velocities available as raw waveforms. All notes
last 4 seconds with a sampling-rate of 16kHz. As this incurs an
extremely large training time, we rely on subsampling, randomly
picking 10060 samples (ten notes per instrument).

Studio-On-Line provides individual note recordings sampled
at 44100 Hz for 12 orchestral instruments, as detailed in [11]. For
each instrument, the full tessitura is played for 10 different ex-
tended techniques, amounting to around 15000 samples.

For both datasets, we compute the STFT with 5 window sizes
ranging from 32 to 1024. Log-magnitudes are computed with a
floor value ϵ = 5e−3. All datasets are randomly split between
train (80%), valid (10%) and test (10%) sets before each training.

4.3. Training

All models are trained following their respective procedure de-
tailed in each corresponding paper. Hence, hyperparameters vary
depending on the models and datasets, but we use a common mini-
batch size of 64, the ADAM optimizer, a weight decay penalty
of 2e−4, initial learning rate of 1e−3, which is halved every 10
non-decreasing epochs. We train each model to completion and
perform masking or trimming for 30% of the weights at each iter-
ation. We repeat this process 15 times, leading to models with up
to 99.5% of their original weights removed.

5. RESULTS

We detail different aspects of our proposal to obtain very light
models for generative audio. First, we compare our trimming pro-
posal to the original lottery masking (Section 5.1), and confirm
our hypothesis on the importance of a global selection in trimming
(Section 5.2). Then, we evaluate the success of the different pro-
posed criteria (Section 5.3) for the trimming method with global
selection. To assess qualitative results, we provide audio samples
on the supporting webpage of this paper.

5.1. Masking or trimming

In this section, we evaluate the lottery ticket hypothesis for gen-
erative audio and compare the efficiency of pruning based either
on masking or trimming strategies. For masking, we use the same
setup as the original lottery ticket paper, by using a magnitude cri-
teria with a local selection [19]. For trimming, we rely on our
proposed information criterion, using a global selection. As a
reference point, we also compute the results of trimming with a
magnitude criterion and local selection. To observe the effect of
model pruning, we compute the mean test error rates across dif-
ferent models as we increasingly prune their weights, using the
different selection criteria. As different models rely on different
losses and evaluations, we normalize the results by the accuracy
obtained by the largest model, and analyze the variation to this
reference point. This leads to the test error multiplier, which ex-
plains the relative ratio to the errors across models, regardless of
their absolute values. As discussed in Section 2.2.3, there is a
huge discrepancy in the effective gain that can be obtained from
the masking approach. Nevertheless, we display the results com-
paring the amount of masking to the amount of trimming, as we
seek to maintain the accuracy of the lottery tickets with commen-
surate amount of pruning. We display this analysis in Figure 2.

First, as we can see in this figure, we confirm that lottery tick-
ets can be found in generative audio tasks, as shown by the re-
sults of the masking method. Indeed, in low pruning scenarios, we
found smaller models that have a higher accuracy than their larger
counterparts, with the lowest mean test error multiplier of 0.893
being obtained when masking 76.1% of the weights. The error of
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Figure 2: Comparison of masking and trimming in terms of test set error, when iteratively removing weights. We zoom in the error curves
(left) at low pruning ratios and show the difference between reinitializing or rewinding the weights (right).

models remain lower, even if we mask up to 95% of the weights.
Then, the error increases, but remains in an acceptable range from
the original model, even with up to 99% of the weights masked.
When observing the results for the trimming method, we can see
that we are able to maintain similar results. However, this method
leads to a true reduction of the model size and inference time.
In order to evaluate more precise aspects of the results, we also
closely analyze low pruning contexts (up to 90% of the weights re-
moved). With that comparison, we see that our approach performs
in the same range as the original lottery, by providing smaller error
rates for low pruning and reaching a factor of 0.912 when remov-
ing 80% of the weights. As an increasing amount of units are
removed, the trend seems to be reversed but the trimmed models
manage to remain in commensurate accuracy, with a factor of 1.2
even when removing up to 99% of the weights. Hence, one of
the strongest result in this paper, is that we can obtain models that
are more accurate, while being ~10 times smaller. An other strong
result is that we can reduce models by ~100, and still keep a low
error rate. Note that the behavior of global and local depend on
low or high contexts, which we analyze in the next section.

5.2. Local or global selection in trimming

In this section, we evaluate our original hypothesis, that global se-
lection is required to perform efficient trimming, whereas local se-
lection can only provide a sub-efficient form of architecture search.
Hence, we perform the same analysis as in the previous section, for
our trimming method across all selection criteria, either for local or
global selection. We display the results of this analysis in Figure 3

As we can see, both selection criteria can provide lower error
rates when evaluated at low pruning ratios. This seems to con-
firm the first part of the lottery ticket hypothesis, even in situations
where we effectively remove (trim) units from the network. It ap-
pears that the global criterion provides lower error rates for lower
pruning ratios (up to 90%). This seems to corroborate our initial
hypothesis on the crucial importance of using a global selection
when performing trimming, to adapt the underlying connectivity.
However, as we increase the amount of pruning, the global se-
lection quickly degrades, while local selection seems to maintain
error range. This might come from the fact that global selection
create bottlenecks too quickly, which causes the performance to
degrade. This warrants the need to define more subtle normaliza-
tion operators, or using global selection in the first phase of com-
pression, to then rely on local for higher pruning contexts.
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Figure 3: Comparison of test error rates between local and global
selection in trimming, when iteratively removing weights.

5.3. Selection criteria comparison

In this section, we evaluate the efficiency of the various selection
criteria proposed in Section 3.2. To do so, we evaluate the full
training with the trimming method and global selection across dif-
ferent models. The results are displayed in Figure 4.

As we can see, most criteria can perform an adequate trim-
ming in low pruning contexts. However, when dealing with high
pruning scenarios, the differences are more pronounced. In low-
pruning situations, our proposed mutual information criterion ap-
pears to outperform the other ones. With this criterion, the best
performing models appear after removing 80% of the weights and
outperform the accuracy of larger models. We are able to remove
up to 95% of the weights without loosing any accuracy, which
leads to models that are 20 times smaller, with equivalent quality.
However, passed this point it seems that the information criterion
quickly degrades, whereas other criteria maintain a constant error
augmentation. This could be explained by the fact that we are re-
lying on an approximation of the true MI, which can lead to biased
estimations. This bias is further worsened by the fact that the eval-
uation is only performed on subsets of the dimensions and limited
number of examples because of memory constraints.
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Figure 4: Comparison of various pruning criteria in the case of trimming with global selection in terms of test set error, when iteratively
removing weights. We detail two specific parts of the error curves (left) at low pruning ratios, we obtain a lower error than larger models
and (right) in high pruning contexts, we obtain extremely small models that still maintain a commensurate error rate.
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Figure 5: Evaluating theoretical embeddability of the light models for deep generative audio on Arduino and Raspberry Pi platforms.

Model CPU FLOPS∗ Drive RAM
Arduino
ATMega1280 16 MHz 160 K. 128 K. 8 K.
ATMega2560 32 MHz 320 K. 256 K. 16 K.
Raspberry Pi

RPi 1B 700 MHz 41 M. 256 M. 512 M.
RPi 2B 900 MHz 53 M. 1 G. 1 G.

Table 1: Properties of different Arduino micro-controllers and
Raspberry Pi embedded platform (*: FLOPS are inferred values).

6. EMBEDDING DEEP GENERATIVE AUDIO

As discussed earlier, the goal of our aggressive pruning approaches
is that we could obtain deep audio models that fit on embedded
hardware. However, these systems have very strong constraints, as
summarized in Table 12.

6.1. Evaluating theorical embeddability

In order to assess the performances of light models on embedded
architectures, we evaluate aspects specifically pertaining to model

2These properties were gathered from the user manuals and the FLOPS
are inferred from the listed CPU properties

compression and complexity with three different metrics.
Floating point operations (FLOPs) describes the number of

operations required to generate an audio sample at inference time.
Model disk size exhibits the size taken by the model (more

precisely by its parameters dictionnary) when saved to disk.
Read-write memory computes the combined number of mem-

ory accesses (read and write operations) when generating a sample.
This measures can be broadly grouped as evaluating either a

theoretical real-time bound or an embeddable bound. The real-
time bound assess if the model can sample audio in real-time on a
given platform. Hence, this is directly measured by the FLOPS
required by a single pass of the model to produce one second
of audio. The embeddable bound measures if the model fit the
size requirements of the target platform, both being able to store
the model on disk, and having a fitted read-write memory usage.
To evaluate these various constraints, we rely on models that are
trimmed using our approach, at their smallest pruning step. We
plot these results for every models depending on their requirements
and corresponding error rates in Figure 5.

Globally speaking, it seems that the models are still quite far
from being embeddable on highly constrained hardware such as
Arduino. Notably, the memory and FLOPS usage remains largely
higher than what the platform can handle. Although it seems that
the model size requirements could be obtained for some models,
this would come at the price of a highly increased error rates (with
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the smallest embeddable error being 2.5 times the original one).
We denote in the figure the models that strike an optimal balance
(in the Pareto sense) between these two objectives. Several of our
lightweight models could be already embedded and run on less
constrained hardware, such as Raspberry Pi. Notably, the model
size and memory requirements seem to largely fit the constraints,
even for the Rasperry Pi 1B. The only issue would relate to FLOPS
that seem to be borderline to the CPU capacity. However, more
aggressively pruned models could provide a sufficient reduction,
with only marginal increases of the error rates.

7. CONCLUSIONS

In this paper, we devised a method to produce extremely small
deep neural networks for generative audio, by leveraging the lot-
tery ticket hypothesis. We have shown that this approach could
be applied in that context, but that it did not provide gains in the
effective size and efficiency of the resulting models. To allevi-
ate these limitations, we developed novel methods of structured
pruning that allow to truly remove units from the models. We
showed that it is possible only by leveraging global selection cri-
teria, to adapt the connectivity patterns in the network. This also
confirmed the surprising result that smaller models tend to provide
higher accuracy than their heavy counterpart. We showed that we
could remove up to 95% of the network without significant loss
in accuracy. Finally, we discussed the possibility of embedding
these light models in constrained architectures such as Arduino
and Raspberry Pi, by testing the final model properties against the
requirements of the architectures.
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